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Chapter 1
Introduction

Since several decades, galaxy evolution has been one of the most important
fields of research in astrophysics. There are at least two parameters that
regulate the evolution of galaxies: their masses and their environment. In
this introduction I summarize the understanding of regarding the influence
of the gas component of the universe on these two parameters and the
prospects for using upcoming large neutral hydrogen (H I) surveys from
new and upgraded radio telescopes to improve this understanding. I
will introduce my contribution to disclosing this information: a new
visualization tool for the analysis of such data.

1.1 Hydrogen in galaxies

The contribution of baryonic matter to the total energy content of the
universe, estimated from the current cosmological models, is about 4%
(Planck Collaboration et al., 2016). Half of this is locked up in stars and the
interstellar medium (ISM) in galaxies (Anderson and Bregman, 2010). The
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rest resides in the intergalactic medium (IGM) which forms a cosmic web
of gaseous filaments following the dark matter distribution in the universe
(Crain et al., 2017). The dominant component of the interstellar and the
intergalactic medium is hydrogen in its various states, i.e. neutral hydrogen
(H I), ionized hydrogen (H II) and molecular hydrogen (H2).

According to the hierarchical scenario of structure formation, galaxies
form from the collapse of over-dense regions of matter (Springel et al.,
2005; Vogelsberger et al., 2014; Schaye et al., 2015). The gas in the
intergalactic medium is ionized and diffuse, i.e. a plasma of protons and
electrons with a fraction of helium nuclei and traces of heavier elements.
At these low densities, the gas undergoes continuous photo-ionization by
the UV background and the time-scales for recombination are usually
much longer than a Hubble time. Hydrogen, on the other hand, could be
trapped in potential wells and confined in clouds at densities which are large
enough to shield them from the ionizing radiation (Peebles, 1968; Arnaud
and Rothenflug, 1985; Sutherland and Dopita, 1993; Haardt and Madau,
1996). In this case it can exist in a neutral, atomic and even molecular
state and it becomes more susceptible to gravitational instabilities. Thus,
gas clouds could collapse to form stars. Subsequent galaxies grow by
accretion of smaller substructures of baryonic and dark matter (White and
Rees, 1978). Physical properties of the collapsing gas, such as angular
momentum, density and temperature, deeply affect morphologies and
structural parameters of galaxies (Steinmetz and Navarro, 2002). Once
collapsed, the gas constitutes the reservoir from which stars can form
and the continuous acquisition of gaseous matter from the surrounding
environment (e.g., cold accretion of gas from the cosmic web; see Section
1.4) guarantees the support of star formation for many billions of years.

One of the important tools to study galaxy evolution is the color–magni-
tude diagram. It provides information about how absolute magnitude and
mass of galaxies are related (see Fig. 1.1). A preliminary description of
the three areas (red, blue and green) of this diagram was given by Bell
et al. (2003) using the COMBO-17 survey, which revealed the bimodal
distribution of red and blue galaxies.

The three galaxy families shown in Fig. 1.1 have different characteristics
and properties which are related to the environment, the age and the
formation history (for a detailed review see e.g. Baldry et al., 2004, 2006;
Kauffmann et al., 2004). The so-called red-sequence galaxies are associated
with early type galaxies which are elliptically-shaped, have low dust and
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Figure 1.1 – g− i color versus i-band absolute magnitude relation of all galaxies in the
CS coded according to Hubble type: red = early-type galaxies (dE-E-S0-S0a); blue =
disk galaxies (Sbc-Im-BCD); green = bulge galaxies (Sa-Sb): all galaxies (top); late-type
from Sa to Im-BCD (bottom left); early type (bottom right). Contours of equal density
are given. The continuum line g− i = −0.0585∗ (Mi+16)+0.78 represents the empirical
separation between the red-sequence and the remaining galaxies. Figure from Gavazzi
et al. (2010).
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gas contents, and are dominated by old and red stars. The blue-sequence or
the blue-cloud galaxies are associated with late type galaxies which usually
have disk-like structures with spiral arms, large amounts of gas and dust
and young stellar populations. The third family is called the green valley.
The properties of these objects are still under investigation. The green
valley can be a transitory phase of galaxies shifting from the blue sequence
to the red one (Salim, 2014; Genel et al., 2014; Trayford et al., 2016).

To fully understand the build up of stellar mass in galaxies, it is
necessary to identify also the role of the gas, the fuel for star formation,
together with the physical processes governing the evolution of galaxies. In
this thesis, the focus is on the neutral atomic component, the H I, in (and
around) disk galaxies, which can be observed with radio telescopes through
its 21-cm emission-line. The radio emission-line at 21-cm from neutral
hydrogen was theoretically predicted by van de Hulst (1944) and was first
detected in the Milky Way by Ewen and Purcell (1951) and confirmed by
Muller and Oort (1951). The 21-cm line arises from a transition between
the hyper-fine structure levels in the ground state of atomic hydrogen.
This results from magnetic interactions between the quantized electron
and proton spins and it can be detected both in emission and absorption.
Moreover this radiation does not interact with interstellar dust, making the
21 cm line almost extinction-free (it can still suffer from absorption when it
interacts with hydrogen atoms). Half a century of observations of neutral
hydrogen of many gas-rich galaxies at low redshift (z . 0.2) have provided
a wealth of information on the distribution of gas, the kinematics and the
dynamics of disk galaxies.

1.2 H I and kinematics of galaxies

The study of the kinematics of galaxies is a very important probe for
studying their gravitational potential. Most stars and gas in spiral galaxies
reside in a disk-like structure, but the detectable H I disks usually extend
much farther out than the stellar ones and can reach radii 2-3 times greater
than the stellar disks. A comparison between the optical image and the
integrated H I image for the spiral galaxy NGC6946 (Boomsma et al., 2008)
is shown in Fig. 1.2 as an illustration.

In this context, neutral hydrogen is a unique tool for studying the
kinematics of spiral galaxies on a large scale. A classical example is
the discovery of dark matter: in the 1970s, thanks to H I observations,
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Figure 1.2 – Comparison between the optical image (left) and the total H I image (right)
for thespiral galaxy NGC6946 from Boomsma et al. (2008). Images have the same scale.

astronomers realized that the rotation curves of spiral galaxies, i.e. the
variation in the orbital circular velocity as a function of radius, remain
high at large distances from the center, higher than expected considering
the distribution of visible matter (Bosma, 1978; van Albada et al., 1985).
A constant velocity with increasing radius implies that the mass must be
increasing linearly with radius, while the observed visible mass usually
falls off exponentially beyond a characteristic radius. This evidence led
astronomers to postulate the presence of an unknown and undetectable
kind of matter which did not interact with radiation, hence named dark
matter. Subsequently, using H I detailed rotation curves it became possible
to model the distribution, the density profile and the gravitational potential
of dark matter haloes (Bosma, 1981; Kent, 1987; Walter et al., 2008a).

1.3 H I content and star formation rate in galaxies

The field of H I research includes the study of the empirical relation
between the gas density and star formation rate (SFR). The relation
was first examined by Schmidt (1959). In his paper he derived and
proposed a model, assuming a time-independent initial mass function, in
which the SFR volume density is proportional to the local gas volume
density. He investigated the properties of the star formation comparing
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Figure 1.3 – ΣSFR vs. Σgas compilation of different studies by Bigiel et al. (2008).
Colored contours show the data from Bigiel et al. (2008). Plotted as black dots are
data from measurements in individual apertures in M51 (Kennicutt et al., 2007). Data
points from radial profiles from M51 (Schuster et al., 2007), NGC4736, and NG5055
(Wong and Blitz, 2002) and from NGC6946 (Crosthwaite and Turner, 2007) are shown
as black filled circles. In this figure disk-averaged measurements from 61 normal spiral
galaxies (filled gray stars) and 36 starburst galaxies (triangles) from Kennicutt (1998a)
are shown as well. The black filled diamonds show global measurements from 20 low
surface brightness galaxies (Wyder et al., 2009). There is a good qualitative agreement
between the measurements despite the variety of SFR tracers that have been used. This
summary figure clearly shows three distinctly different regimes (indicated by the vertical
lines) for the SF law.
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and constraining the proposed model with observations of the distribution
of the gas and young stars in the solar neighborhood. He concluded that
the best fit with the observations is given by a model in which the SFR
varies with the square of the gas density.

At the end of 1990s, Kennicutt (1998a,b) established that the value
of the parameter n in the relation between the local SFR surface density,
ΣSFR, and the local gas surface density, Σgas, i.e.:

ΣSFR(M� yr
−1 kpc−2) ∝ Σn

gas(M� pc
−2), (1.1)

is less than 2. The analysis was performed both for 61 normal disk
galaxies and 36 infrared-selected circumnuclear starbursts. The results were
n = 1.4 ± 0.13 for the first case and n = 1.28 ± 0.08 for the second one.
More recent work shows that the value n is 1.0± 0.2 for regions with high
gas density and up to 2.5 for lower density regions as shown in Fig. 1.3 (see
Bigiel et al., 2008).

One of the main puzzles in galaxy evolution is that the rate at which
new stars have formed in galaxies has declined dramatically over the last
7 Gyr (e.g., Madau et al., 1998; Hopkins and Beacom, 2006), while the
density of cold gas in the universe, ΩGAS , remains almost constant (Lah
et al., 2007). Fig. 1.4 shows the trends of the cosmic SFR density and the
cosmic gas density with redshift.

Observed star formation rates in galaxies are such that the observed gas
supply is exhausted in a few Gyr (e.g., Bigiel et al., 2008) and the dwindling
star formation could, in principle, be due to star formation consuming
the available gas supply. Instead the total amount of gas observed in the
galaxies decreases at most by a factor 2 during the recent evolution of the
universe as showed in Fig. 1.4.

Galaxies must, therefore, continuously accrete gas from the intergalactic
environment to sustain the observed gas density levels. A fraction of this
gas is of extragalactic origin (Sancisi et al., 2008). Sancisi et al. (2008)
have pointed out that there is a mean “visible” accretion rate of cold gas
in galaxies of at least 0.2 M�/yr (i.e., cold accretion from the cosmic web).
In order to reach the accretion rates needed to sustain the observed star
formation (∼ 1.0 M�/yr), additional infall of large amounts of gas from
the IGM would be required.

Models of galactic fountains (Bregman, 1980; Marinacci et al., 2011;
Marasco et al., 2013), offer a solution in which nearly 20 − 30 M�/yr of
cold gas clouds are expelled from the host galaxy by events, like supernovae,
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Figure 1.4 – The top panel shows the evolution of SFR density as a function of redshift
as presented by Hopkins and Beacom (2006). The gray points are from the compilation
of Hopkins (2004). The hatched region is the FIR (24 m) SFH from Le Floc’h et al.
(2005). The green triangles are FIR (24 m) data from Pérez-González et al. (2005).
The open red star at z = 0.05 is based on radio (1.4 GHz) data from Mauch (2005).
The filled red circle at z = 0.01 is the H I estimate from Hanish et al. (2006). The blue
squares are UV data from Baldry et al. (2005), Wolf et al. (2003), Arnouts et al. (2005),
Bouwens et al. (2003b), Bouwens et al. (2003a), Bouwens et al. (2005), Bunker et al.
(2004), and Ouchi et al. (2004). The blue crosses are the UDF estimates from Thompson
et al. (2006). Note that these have been scaled to the SalA IMF, assuming they were
originally estimated using a uniform Salpeter IMF. The solid lines are the best-fitting
parametric forms. The bottom figures show the neutral gas density of the universe as a
function of redshift and look-back time (Lah et al., 2007). The small triangle at z = 0 is
the HIPASS 21-cm emission measurement from Zwaan et al. (2005). The filled circles are
damped Lyα measurements from Prochaska et al. (2005). The open circles are damped
Lyα measurements from Rao et al. (2006) using HST. The large triangle at z = 0.24
is our H I 21-cm emission measurement made using the GMRT. All results have been
corrected to the same cosmology and include an adjustment for neutral helium.
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but will not reach the escape velocity. After a timescale of 100 Myr, these
clouds fall back into the galaxy bringing with them ∼ 2 M�/yr of gas
extracted from the hot halo (i.e., accretion from the galaxy halo).

1.4 H I signatures of gas accretion and removal

The importance of gas accretion and removal processes in galaxies is
still unclear: continuous accretion of gas can definitely solve the gas
discrepancy so that star formation can continue over much longer periods
than supported by the initial gas reservoirs and gas consumption times.
Conversely, the study of physical processes that remove gas such as the
feedback from star formation and from an AGN (active galactic nucleus)
is also crucial (Kereš et al., 2009). Other effects can also remove gas from
galaxies, such as tidal interactions and, in the hot intergalactic medium in
clusters of galaxies, ram-pressure stripping (Sancisi et al., 2008).

H I can probe these processes and can provide information regarding
the environment around galaxies. For example, H I is an excellent tool to
investigate tidal interactions. Ongoing major and minor interactions can
lead to traumatic mergers or to accretion and trigger star formation. These
events show distinct H I signatures. Examples of H I tidal tails are shown
in Chapters 2, 3 and 4. Sancisi (1999) estimated that up to 50% of the
galaxies in very high density regions have been through tidal interactions
in their history. Such interactions can provide a mean accretion rate for
gas up to 0.5 M�/yr.

Moreover, evidence for the accretion of cold gas in galaxies has been
rapidly accumulating in the past years. H I observations of galaxies and
their environment have brought to light new facts and phenomena which
are evidence of ongoing or recent accretion (Sancisi et al., 2008):

1. A large number of galaxies have gas-rich dwarfs companion or are
surrounded by complexes of H I clouds, tails and filaments. This
suggests ongoing minor mergers and provides galaxies with external
gas. This may be regarded as direct evidence of cold gas accretion
from the cosmic web in the local universe.

2. Many nearby spiral galaxies show signatures of extra-planar H I. This
gas can be produced by galactic fountains, but it is likely that a part
of it is of extragalactic origin.
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Figure 1.5 – Three examples of very faint (unusual) H I emission around galaxies.
The left panel shows the presence of extra-planar gas (Oosterloo et al., 2007). The
central panel shows a group of galaxies and a very faint tidal filament between them
(Verheijen and Zwaan, 2001). The right panel highlights a long filament due to ram-
pressure stripping (Oosterloo and van Gorkom, 2005). The column density contours are
at levels of 2×1019 cm−2 (red), 5×1019 cm−2 (orange) and 1×1020 (blue) cm−2. Image
credit M. Verheijen.

3. Spirals have extended and warped outer layers of H I. The kinematic
formation and evolution of these is not clear. One hypothesis is that
they are the consequences of gas infall from the cosmic web into the
galaxy.

4. The majority of galactic disks are lopsided in their morphology as
well as in their kinematics (i.e., they are not symmetric). Also here
recent accretion has been advocated as a possible cause.

Two crucial elements for obtaining the full picture of galaxy evolution
are: i) characterizing the star formation properties and stellar populations
as has become possible though dedicated surveys such as the Sloan
Digital Sky Survey; ii) understanding the detailed balance between gas
accretion and gas depletion removal processes and how they depend on the
environment. Examples of observations that have detected H I associated
with such processes are shown in Fig. 1.5. A full inventory of these in a well
defined volume in the nearby universe is needed to complement the wealth
of optical and near-IR data.
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1.5 H I surveys

Upcoming blind H I surveys such as WALLABY, using the ASKAP
telescope (Johnston et al., 2008; Duffy et al., 2012), the shallow and
medium-deep Apertif surveys, using the WSRT telescope (Verheijen et al.,
2009, www.apertif.nl), and future surveys with the Square Kilometre
Array, SKA, are designed to answer the following key questions related
to the role of H I in galaxies:

1. What are the distribution and kinematics of the neutral (H I) gas
within and around galaxies, both as a function of environment (i.e.,
groups/clusters vs. the field) and over cosmic time?

2. What is the cosmic H I density as a function of redshift?

3. How does the MH I of galaxies scale with their stellar/halo masses
and other properties, e.g., star formation rate, as a function of
environment and redshift?

4. How important is gas accretion compared to merging in terms of
building up stellar mass?

One of the goals of Apertif will be a blind survey of a few hundred deg2

with high sensitivity reaching a column density depth of 3×1019 cm−2. This
will allow an inventory of the dominant gas acquisition and gas removal
processes in at least a few thousand galaxies in different environments.

Therefore, Apertif (and other SKA precursors) will deliver an unprece-
dented amount of data. Each day Apertif will provide a data-cube of size
∼ 1 TByte containing about one hundred galaxies. This expected steep
increase in data volume from both the increased field of view (∼ 30×)
and bandwidth (∼ 10×) has created the necessity of automated tools for
calibration and finding the sources. Automatic pipelines will become a
necessity to handle the analysis of these large datasets.

However, the H I signatures of gas accretion and removal (i.e., H I tails,
filaments and extra-planar gas) usually have very low column density and
are very faint (signal-to-noise ratio ∼ 1). In addition, their signature can
be very subtle and hard to separate from the rest of the data and, therefore,
these objects are easily missed by automated pipelines. Therefore, manual
inspection and visualization of the sources will still play a major role for
finding such features in the results generated by the pipelines and will assist
in their detailed analysis.

www.apertif.nl
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1.6 The role of 3D visualization

Traditionally visualization in radio astronomy has been used for:

1. finding artifacts due to an imperfect reduction of the data;

2. finding sources and qualitatively inspect them;

3. performing quantitative and comparative analysis of the sources.

3D Large visualization algorithms (e.g., Hassan et al., 2013) and tools
(e.g., Vohl et al., 2016) can provide full 3D navigation around very large
data-cubes (∼ 1 TByte) and/or efficient display of many small cubelets
(. 1 GByte) that surveys will provide, boosting the exploration of the
data. These techniques can help and improve the process of inspecting
large data-cubes for the identification of artifacts (e.g. Radio Frequency
Interference, RFI) and H I emission from galaxies (sources), but they are
demanding in terms of hardware resources (see Chapter 2). Therefore, in
this thesis we mainly investigate how to enhance the manual inspection
of the individual sources delivered by automated pipelines (i.e., cubelets
around sources, masks and models) and in particular the inspection and
analysis of complex cases, using interactive 3D visualization tools and
analysis techniques running on systems with limited resources (i.e., software
solutions aimed at desktops/laptops).

Apertif will most likely deliver 2 or 3 morphologically and/or kinemat-
ically complex cases every day (see Chapter 2 for more information). The
subcubes containing these sources will be relatively small with maximum
sizes of 512 × 512 × 256 ∼ 67 Megavoxels, reducing the local storage, I/O
bandwidth, and computational demand for visualization (easily achievable
on a modern computer). On the other hand, powerful Visual Analytics
(i.e., coupling of interactive visualization with analysis routines to support
and enhance the manual inspection of the data; see also Section 2.2.6)
tools will be necessary to enhance the inspection and analysis of the several
thousand galaxies that the blind surveys will provide in few years. Coupling
visualization tools with semi-automated data analysis techniques will be a
very powerful way to improve the inspection itself.

In the mid-1990’s, Oosterloo (1995) demonstrated the benefits (and
drawbacks) of volume rendering algorithms for visualizing the 21-cm radio
emission of galaxies (a more detailed discussion is provided in Chapter 2).
For example, In Fig. 1.6, the three-dimensional visualization of a particular
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Figure 1.6 – Three views of the volume rendering of a particular source in the PPScl
filament (data from Ramatsoku et al., 2016) are shown. In the left panel we look along
the velocity axis; in the central panel along the RA axis; and int the right the view
is parallel to the geometrical major axis of the galaxy. The different colors highlight
different intensity levels in the data (i.e., grey, green, blue and red correspond to 3, 8, 15
and 20 times the rms noise respectively).

source in the the Perseus-Pisces Supercluster (PPScl) filament, discussed
in section 2.3, shows a 3D view of its H I distribution and kinematics.
Two main components are visible in Fig. 1.6: a central body, which is
the regularly rotating disk of the galaxy, and a tail which is unsettled
gas resulting from tidal interaction with another galaxy. 3D visualization
provides an immediate overview of the coherence of the data in the spatial
and velocity dimensions.

At the time, Norris (1994) defined two main requirements to effectively
use 3D visualization for studying H I sources: interactive performance and
quantitative capabilities. However, the use of full 3D (i.e. volume rendering)
visualization of H I in galaxies is still in its infancy. Existing astronomical
3D visualization tools indeed cannot perform interactive 3D navigation in
the data and/or interactively change the color/opacity functions used to
render the data. Moreover, they also lack analysis tools integrated with
the visualization which provides powerful quantitative and comparative
visualization capabilities to the tool itself (see Chapter 4 for more details).
The lack of interactivity is mainly a result of the lack of computing power to
date, as volume rendering is computationally expensive (when the existing
software was developed massive parallel hardware was not available in
personal computers). Moreover, the use of 2D input and output hardware
limits the interaction with a 3D representation (e.g. performing a 3D
selection of the data; see Section 2.2.5). An additional complication is
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that the 3D structure of the H I in a cube is not in a 3D spatial domain.
The third axis represents velocity and thus the 3D rendering delivers a
mix of morphological, kinematical and geometrical information. These are
the main reasons why the development of 3D visualization as a tool for
inspecting, understanding and analyzing radio-astronomical data has been
slow.

Currently available hardware, in particular Graphic Processing Units
(GPUs), enables interactive volume rendering, stimulating further develop-
ment. In addition, the interoperability between 2D visual representations
(e.g. channel movies and position-velocity diagrams) and 3D visualization
techniques (volume rendering) of 3D data is a key capability which will
enhance the exploration of 3D astronomical data. 3D visualization is not a
replacement of 2D visual representations, but each one enhances the other:
3D provides an immediate overview of the structure in the data, while in
2D representations is easier to interact “pixel by pixel” with the data.

1.7 This thesis

In this thesis I investigate state-of-the-art techniques for interactive 3D
visualization, 3D filtering and 3D selection to boost the inspection and
analysis, in terms of both efficiency and quality, of complex sources with
faint and subtle components. For testing a variety of volume rendering,
smoothing and selection algorithms, I used a test sample of H I data-
cubes. These datasets show complex H I structures such as tidal-tails (e.g.,
WEIN069), filaments (NGC4111) and extra-planar gas (NGC2403). These
extremely faint components are currently hardly separable from the noise,
but coherent in the 3D space (two spatial dimensions and one velocity
dimension). Developing techniques to identify, inspect and analyze them is
of primary importance to study all aspects of the H I in and around galaxies.

In more details, I investigate algorithms and new software package
solutions to solve the following visualization and analysis problems:

(A) How to boost the inspection of many complex H I sources?

The planned H I blind surveys will provide thousands of sources that will
show a complex nature (see Chapter 2 and Sancisi et al., 2008). In such
cases manual inspection will definitively be required as the automated
pipelines will have trouble characterizing complex cases. The current
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visualization tools used in astronomy will however not suffice anymore.
Current available 2D visualization tools for 3D astronomical data are
powerful, but they lack the interactive volume rendering capabilities that
can provide a much faster overview of all coherences in the data.

(B) How to efficiently find faint H I structures such as filaments
and tidal tails?

Current astronomical visualization tools require that the user properly
modifies the color function of the 2D display and navigates through many
slices in the data-cube in order to find the very faint emission. Such an
approach is not efficient because the user has to perform many interactions
and navigate through the data-cube using 2D visual representations and
must remember each visual representation. Full 3D volume rendering of
the data and flexible visualization can greatly improve this situation and is
explored in this thesis.

(C) How to perform visual analytics tasks in the 3D environment?

Visual analytics, i.e. the combination of human reasoning and judgment
with automated data processing supported by interactive visualization, is of
primary importance for enhancing the manual analysis of complex galaxies.
However, 3D selection tools to choose a region of interest (ROI) in the 3D
space are not available in the current astronomical software packages, so
the development of such a capability is badly needed and is part of this
project.

(D) How to enhance the identification and inspection of subtle
gas components in galaxies such as extra-planar gas?

The H I emission from galaxies usually consists of a regularly rotating cold
disk (i.e. in differential rotation) and subtle faint gas components such
extra-planar gas. The latter has different kinematical properties from the
disk, but it is not straightforward to identify them by only visualizing the
data.

In addition, although the main focus of the thesis is on 3D H I data,
the techniques and the software developed in this thesis are useful for other
types of 3D data such as and mm/submm molecular line data and optical
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integral field spectroscopic data. However, such applications will require
more research and development of tools tailored to the kind of data and
the scientific questions to be addressed (see Chapters 4 and 5) and are not
addressed further in this thesis.

1.7.1 Thesis outline

The structure of this Ph.D. thesis is as follows:

In Chapter 2, I present data samples of Apertif-like observations and
I produce 3D representations of such data. Moreover, I explore in detail
the 3D signatures and structures of H I data and the advantages in showing
such data with interactive 3D visual representations, as partially already
pointed out by Oosterloo (1995). Finally, I formulate the requirements for
visualizing them and I review the state-of-the-art of rendering algorithms
and scientific visualization software packages.

In Chapter 3, using H I data from a variety of galaxies, I explore state-
of-the-art filtering algorithms and how to employ them in an interactive 3D
visualization environment to find faint and complex structures such as tidal
tails and filaments. In this chapter, I investigate several 3D smoothing and
thresholding state-of-art techniques. I find that an optimal algorithm exists
which preserves the high signal-to-noise data while smoothing only the very
faint data, while requiring only minimal tuning of the input parameters.

In Chapter 4, I investigate how to enhance the analysis of H I emission
from galaxies in the context of a 3D environment. First, I introduce the
CloudLasso selection tool (Yu et al., 2012). This is a 3D interactive tool
to choose regions of interest (ROI) in 3D visual representations. The
tool is powerful, because it combines volume rendering (which enables
an immediate overview of all the structures in the data) with the human
decision-making: the user can navigate in the 3D space, find the optimal
3D view and perform a selection in the 3D space of the structures visible
in the 3D view. Therefore, CloudLasso is an intuitive and efficient 3D
selection method, which is crucial for creating (or modifying) ROI in the 3D
space. Second, we investigate how to use automated tilted-ring modeling
fitting software (e.g., Di Teodoro and Fraternali, 2015b) which fits only
the symmetric, regularly rotating gas disks of galaxies, to separate and
visually highlight the data fitted by the modeled disk from unusual H I

components such as extra-planar-gas. In particular, I investigate how to
efficiently visualize the model and the data in the full 3D environment to
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provide an enhanced overview of the different kinematical components in
galaxies.

In Chapter 4, I also present SlicerAstro. With SlicerAstro, an ex-
tension of 3DSlicer (version 4), a multi-platform package for visualization
and medical image processing, I aim to provide a 3D interactive viewer with
new analysis capabilities, based on traditional 2D input/output hardware,
for astronomical 3D datasets. Borkin et al. (2005, 2007) conducted
a similar investigation of medical imaging software including 3DSlicer.
They also found that volume rendering and segmentation techniques can
enhance the inspection of astronomical datasets. However, they could not
extend 3DSlicer (version 3 at that time) to provide the capabilites (e.g.,
integration of astronomical world coordinates systems, filtering and 3D
selection) I implemented in the current version of 3DSlicer.

Finally, in Chapter 5, I present a summary of the thesis and I list the
potential future developments of SlicerAstro.
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Abstract

Upcoming H I surveys will deliver large datasets, and automated processing
using the full 3D information (two positional dimensions and one spectral
dimension) to find and characterize H I objects is imperative. In this
context, visualization is an essential tool for enabling qualitative and
quantitative human control on an automated source finding and analysis
pipeline. We discuss how Visual Analytics, the combination of automated
data processing and human reasoning, creativity and intuition, supported
by interactive visualization, enables flexible and fast interaction with the
3D data, helping the astronomer to deal with the analysis of complex
sources. 3D visualization, coupled to modeling, provides additional
capabilities helping the discovery and analysis of subtle structures in
the 3D domain. The requirements for a fully interactive visualization
tool are: coupled 1-D/2D/3D visualization, quantitative and comparative
capabilities, combined with supervised semi-automated analysis. Moreover,
the source code must have the following characteristics for enabling
collaborative work: open, modular, well documented, and well maintained.
We review four state of-the-art, 3D visualization packages assessing their
capabilities and feasibility for use in the case of 3D astronomical data.
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2.1 Introduction

The Square Kilometre Array (SKA) and its precursors are opening up new
opportunities for radio astronomy in terms of data collection and sensitivity.
Two types of blind surveys are planned with SKA-pathfinders:

1. shallow (very large sky coverage): WALLABY with ASKAP (John-
ston et al., 2008; Duffy et al., 2012), shallow and medium-deep Apertif
surveys with the WSRT (Verheijen et al., 2009).

2. deep (high sensitivity, small solid angle): CHILES with the J-VLA
(Perley et al., 2011; Fernandez et al., 2013); LADUMA with MeerKAT
(Jonas, 2009; Holwerda et al., 2012) and DINGO with ASKAP
(Johnston et al., 2008; Duffy et al., 2012).

The first type of H I survey will detect ∼ 103 sources weekly, of which
0.2% will consist of well resolved sources, 6.5% will have a limited number
of resolution elements, and 93% will at best be marginally resolved (Duffy
et al., 2012). This predicted weekly data rate is high, and fully automated
pipelines will be required for processing the data (see section 2.3). The first
and second category of sources will contain a wealth of morphological and
kinematic information. However, in cases with complex kinematics it will
be difficult to extract all information in a controlled and quantitative way
(Sancisi et al., 2008; Boomsma et al., 2008). Therefore, manual analysis
of a subset of the resolved sources will still be required. In fact, manual
processing will be very useful for obtaining a deeper insight in particular
features of the data (e.g., tails and extra-planar-gas; see section 2.3.3).
It will also enhance possible improvements to the automated pipelines.
For example, it can play a major role in the development and training of
machine learning algorithms (e.g., deep learning: Ball and Brunner, 2010;
Graff et al., 2014) for the automated analysis data, in particular in the era
of the full SKA data (see section 2.2.6).

The SKA pathfinders will provide a wealth of data, but the expected
exponential growth of the data has created several data challenges. We will
present a preview of the data that Apertif will deliver to the community in
the near future and discuss the importance of visualization for the analysis
of radio data in the upcoming surveys era. Our discussion will be based on
existing mosaics acquired with the Westerbork Synthesis Radio Telescope
(WSRT), which are representative of the daily image data rate provided by
future blind H I surveys.
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2.1.1 WSRT and the Apertif data

The WSRT consists of a linear array of 14 antennas with a diameter of 25
meters arranged on a 2.7 km East-West line located in the north of the
Netherlands. The Apertif phased array feed system is an upgrade to the
WSRT which will increase the field of view by a factor of 30 (Verheijen
et al., 2008; Oosterloo et al., 2010), which allows a full inventory of the
northern radio sky complemented by a wealth of optical, near-IR data, and
other radio observatories such as the Low-Frequency Array (LOFAR). Part
of the Apertif surveys will be a medium deep blind survey of a few hundred
square degrees with a 3σ column density depth of 2− 5× 1019 cm−2.

A full 12 hour integration will provide ∼ 2.4 TB of complex visibilities
sampling a 3◦×3◦ region of the sky and the data reduction that follows will
generate three dimensional datasets of the H I line emission, with axes right
ascension (RA or α), declination (DEC or δ), and frequency (ν) or recession
velocity (v). The typical size of a data-cube will be 2048 × 2048 pixels
for the spatial coordinates (each pixel covers 5 arcsec) and 16384 spectral
channels, which correspond to 16384 pixels in the third dimension covering
a bandwidth of 300 MHz (∼ 60, 000 km/s). The disk storage needed for
each data-cube is about 0.25 TB, assuming a single Stokes component, I,
and 32 bits per pixel format. The final product after observing the northern
sky will be of the order of 5 PB of data-cubes.

Examining these numbers it is clear that the storage, data reduction,
visualization and analysis to obtain scientific results requires the develop-
ment of new tools and algorithms which must exploit new solutions and
ideas to deal with this large volume of data. The Tera-scale volume of
these datasets produces, in fact, both technical issues (e.g., dimension of
the data much larger than the available random access memory (RAM)
on a normal workstation) and visualization challenges (i.e., the presence in
each dataset of a large number of small sources with limited signal-to-noise
ratio (SNR)).

2.1.2 Data visualization

Traditionally visualization in radio astronomy has been used for:

1. finding artifacts due to an imperfect reduction of the data;

2. finding sources and qualitatively inspect them;
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3. performing quantitative and comparative analysis of the sources.

In this paper we will focus mainly on the connection between interactive
visualization and the automated source finder and analysis pipeline (2); and
the importance of interactive, quantitative and comparative visualization
(3). We will not discuss visualization of artifacts (1) resulting from
imperfections in the data. Artifacts can arise from several effects: Radio
Frequency Interference (RFI), errors in the bandpass calibration, or errors
in the continuum subtraction. Volume rendering can help localize such
artifacts, but in that case visualization is envisaged to play the role
of assisting quality control of the products of an automated calibration
pipeline.

In section 2.2 we give an overview of the past and current visualization
packages and algorithms, with a focus on radio astronomy. We highlight the
3D nature of the H I data in section 2.3. The definition of the requirements
for a fully interactive visualization tool is given in section 2.4. Finally,
in section 2.5, we review state of-the-art visualization packages with 3D
capabilities. Our aim is to define the basis for the development of a 3D
interactive visualization tool.

2.2 Scientific visualization

Scientific visualization is the process of turning numerical scientific data
into a visual representation that can be inspected by eye. The concept of
scientific visualization born in the 1980’s (McCormick et al., 1987; Frenkel,
1988; DeFanti et al., 1989). Its role was not relegated to only presentation
(Roerdink, 2013). The interactive processing of the data, the imaging
and analysis, including qualitative, quantitative and comparative stages,
is crucial for achieving a deep and complete knowledge.

In this section we provide background information about past visualiza-
tion developments in astronomy, scientific visualization theory, visualization
hardware and the software terminology used in this paper.

2.2.1 Visualization in astronomy

One of the first systematic radio astronomy visualization trials was
undertaken by Ekers and Allen (1975) (see also Allen, 1979; Sedmak et al.,
1979; Allen, 1985). They investigated techniques for displaying single-image
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datasets, including contour display, ruled surface display, grey scale display,
and pseudo-color display. They also discussed techniques for the display of
multiple image datasets, including false-color display and cinematographic
display.

At the beginning of the 1990’s, Mickus et al. (1990b), Domik (1992),
Mickus et al. (1990a), Domik and Mickus-Miceli (1992), and Brugel
et al. (1993) developed a visualization tool named the Scientific Toolkit
for Astrophysical Research (STAR). STAR was a prototype resulting
from the development of an user interface and the implementation of
visualization techniques suited to the needs of astronomers at that time.
These included display of one- and two-dimensional datasets, perspective
projection, pseudo-coloring, interactive color coding techniques, volumetric
data displays, and data slicing.

Recently, both Hassan and Fluke (2011) and Koribalski (2012) pointed
out the lack of a tool that can deal with large astronomical data-cubes.
In fact, the current astronomy software packages are characterized by a
window interface for 2D visualization of slices through the 3D data-cube; in
some cases limited 3D rendering is also present. Moreover, they can exploit
only the resources of a personal computer which imposes strong limitations
on the available RAM and processing power. Stand-alone visualization tool
examples are KARMA (Gooch, 1996), SAOImage DS9 (Joye, 2006), VisIVO

(Comparato et al., 2007; Becciani et al., 2010). Other viewers exist but
are embedded in reduction and analysis packages: GIPSY (van der Hulst
et al., 1992; Vogelaar and Terlouw, 2001), CASA (McMullin et al., 2007)
and AIPS (Greisen, 2003). In addition, S2PLOT (Barnes and Fluke, 2008)
is a programming library that supports creation of customized software
for interactive 3D visualizations. A recent development is the use of the
open source software Blender for visualization of astronomical data (Kent,
2013; Taylor et al., 2014), but this application is more suitable for data
presentation rather than interactive data analysis.

From the inventory of the current state of-the-art we conclude that the
expected exponential growth of radio astronomy data both in resolution
and field of view has created a necessity for new visualization tools. In
the meantime much development has taken place in computer science and
medical visualization. We review relevant software from these areas in
sections 2.3 and 2.5.
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2.2.2 3D visualization

First investigations of the suitability of 3D visualization for radio-astronomical
viewers date back to the beginning of the 90’s (Norris, 1994). Already
at that time it was clear that a 3D approach can provide a better
understanding of the 3D domain of the radio data. The type of data slicing
commonly used (i.e., channel movies), forces the researcher to remember
what was seen in other channels and requires a mental reconstruction of
the data structure. The major advantage of a 3D technique is an easier
visual identification of structure, including faint features extending over
multiple channels. A crucial point made by Norris is that presenting the
results qualitatively is fine for data inspection, but that interactive and
quantitative hypothesis testing requires quantitative visualization.

In the last twenty years hardly any new 3D visualization tools were
developed for examining 3D radio astronomical data. In the middle of
the 1990’s, Oosterloo (1995) investigated porting direct volume rendering
techniques to radio astronomy visualization. He analyzed the features and
the issues related to a ray casting algorithm (a massively parallel image-
order method; see Roth, 1982), pointing out, in general, the advantages
and drawbacks of the 3D visualization. He could, however, not develop
a run-time 3D interactive software package due to the lack of available
computational resources.

2.2.3 Volume rendering

3D visualization is the process of creating a 2D projection on the screen of
the 3D objects under study. This process is called volume rendering. The
rendering methods are divided in two principal families: indirect volume
rendering (or surface rendering) and direct volume rendering. The first
approach fits geometric primitives through the data and then it renders
the image. It requires a pre-processing step on the dataset, then after the
pre-processing a quick rendering is possible. Fitting geometric primitives,
however, may introduce noise errors due to rendering artifacts. Moreover,
not all datasets can be easily approximated with geometric primitives and
the H I sources fall into this class because they do not have well defined
boundaries. Furthermore, in a H I data-cube the signal-to-noise is usually
low. For example, the galaxies in the WHISP survey (van der Hulst et al.,
2001), have average signal-to-noise of ∼ 10 in the inner parts and ∼ 1 in
the outer parts. This makes indirect volume rendering inefficient. Direct
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volume rendering methods directly render the data defined on a 3D grid
(each element of the grid is called a voxel), therefore it requires more
computations to process an image. Several direct rendering solutions exist
and they are classified as: 1) Object order methods, requiring an iteration
over the voxels which are projected on the image plane; 2) Image order
methods, which instead iterate over the pixels of the final rendered image
and have the algorithm calculate how each voxel influences the color of
a single pixel. 3) Hybrid methods, a combination of the first two. It
must be noted that during the process of direct volume rendering the
depth information can be mixed depending on the projection method used
(i.e., maximum, minimum, and accumulate). By rotating or the use of 3D
hardware the human user is able to mentally connect the various frames
and to register the proper 3D structures. For a detailed review of the state
of-the-art and for more information we refer to the Visualization Handbook
(Hansen and Johnson, 2004) and the VTK book (Schroeder et al., 2006,
4th edition).

2.2.4 Out-of-core and in-core solutions

The rendering software can exploit an out-of-core or an in-core solution.
Out-of-core solutions are optimized algorithms designed to handle datasets
larger than the main system memory by utilizing secondary, but much
slower, storage devices (e.g., hard disk) as an auxiliary memory layer.
These algorithms are optimized to efficiently fetch or pre-fetch data from
such secondary storage devices to achieve real-time performance. They
usually utilize a multi-resolution data representation to facilitate such a
fast fetch mechanism and to support different available output resolutions
based on the limitations in terms of the processing time and the available
computational resources (Rusinkiewicz and Levoy, 2000; Crassin et al.,
2009).

The in-core solution can achieve very fast memory transfer because it
does not need to access the data stored on a hard disk continuously. In
fact, it assumes that the data are stored in the main system memory, ready
for processing. Of course, in this case the main limitation is the size of the
available RAM.
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2.2.5 3D hardware

The use of 2D input and output hardware limits the possible interaction
with a 3D representation. 3D input devices (such as 3D mouse or pointer)
can naturally solve this problem. Moreover, coupling them to a 3D output
device such as a 3D monitor, a CAVE virtual environment, etc., can remove
the difficulty of positioning a 3D cursor in a 3D space. In fact, in this
case, the user can see the real 3D movement, instead of the projection on
a 2D screen. However, virtual reality has never been widely used in the
researchers’ daily work due to the dependence on very expensive hardware
not available on the common computer market.

Recently, two new very promising devices, the Leap Motion (an input
device that tracks the hands in 3D 1) and the Oculus Rift (a 3D output
device with a full immersion virtual reality, VR, experience 2), appeared
that can change this situation, because they are aimed for the gaming
market, and therefore will be rather cheap.

This hardware could enhance new interaction perspectives with volu-
metric data using a desktop solution. Recent efforts have been undergoing
to bring these powerful VR capabilities by Ferrand et al. (2016); Fluke and
Barnes (2016). Although their results are promising, we will exclude such
hardware solutions from our visualization discussion because the success
and therefore the maintainability of a visualization solution based on them,
which depends on the gaming market, is still uncertain. Moreover, from
the point of view of interface design, the use of this new hardware creates
the need to develop new interface concepts. The equivalent expertise that
exists for classical interfaces such as mouse and keyboard is, however, still
missing. This does not exclude that in the coming years virtual reality
may become very popular and stimulate many developers to experiment
with the Leap Motion and the Oculus Rift (or HTC Vive 3) or future 3D
hardware.

2.2.6 Visual Analytics

In the SKA era manual inspection and analysis of even only a subset of data
will be extremely hard to achieve. Machine learning (e.g., deep learning:
Ball and Brunner, 2010; Graff et al., 2014) will be needed for classification

1https://www.leapmotion.com/
2http://www.oculus.com/
3https://www.vive.com/

https://www.leapmotion.com/
http://www.oculus.com/
https://www.vive.com/
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of the different components of a galaxy (de la Calleja and Fuentes, 2004;
Banerji et al., 2010). However, the reliability of the analysis by machine
learning heavily depends on the input for the training session (Kuminski
et al., 2014). Discovering interesting relations, structures, and patterns
in very large and high-dimensional data spaces needs the combination of
automated data processing with human reasoning, creativity and intuition,
supported by interactive visualization. Human assessment remains essential
for understanding the behavior of automatic algorithms and for visual
quality control. As the available data grow, effective and efficient techniques
are essential to increase our insight in the underlying structures and
processes.

Combining interactive visualization with analytic techniques (machine
learning, statistics, data mining) has grown into a field of its own: Visual
Analytics (Thomas and Cook, 2005; Keim et al., 2010). It aims to
fully integrate human expertise in the human-machine dialogue to steer
the sense-making process. Visual analytics supports collaborative explo-
ration and decision making by combining fast access to large distributed
databases, data integration, powerful computing infrastructures, and
interactive visualization facilities (e.g., large touch displays). Astronomy
is an exciting and extremely demanding testfield for new visual analytics
techniques. Data availability, storage and distribution are well covered.
Expert knowledge is available to validate algorithmic approaches. Data-set
dimensionality (dimension d = 10 . . . 100) and sizes (> 109 elements) make
scalability extremely difficult to achieve. Extracting meaningful relations
across the entire set of data dimensions is inherently hard for data of high
dimensionality (Bertini, 2011). Integrating data sources, data-reduction
algorithms, and expert knowledge to effectively and efficiently answer
domain-specific questions is an open challenge. Visual analytics advocates
a mixed approach: automatically search datasets for potentially meaningful
patterns, and interactively steer data reduction and visualization.

2.3 Visualization of H I datasets

The domain of future radio surveys, such as those planned with Apertif,
will fall in the Big Data domain for two reasons:

1. a data-cube will have dimensions of 2048× 2048× 16384 ∼ 68.7× 109

(0.25 TB). The data rate is ∼ 10 cubes/week;
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2. each data-cube will contain ∼ 100 sources, i.e. galaxies, of relatively
small typical size (∼ 105 voxels) in the observed data volume of ∼ 1011

voxels.

A very important step is to condense this vast amount of data collected
by the surveys into a much smaller catalog of interesting regions, the
sources, and their properties. This is done by examining the data itself. If
done manually, the astronomers have to explore the whole data set using
visualization software in order to identify the sources.

2.3.1 Visualization and source finding

For illustrative purposes, we consider a mosaicked data-cube that serves
as a pilot training set for future, single Apertif pointings (Ramatsoku
et al., 2016). The mosaic is built from 35 individual WSRT pointings
in a hexagonal grid, directed towards a region in the sky where a filament
of the Perseus-Pisces Supercluster (PPScl) crosses the plane of the Milky
Way. The data-cube covers a sky area of 2.4◦ × 2.4◦ centered at α = 72◦

and δ = 45◦. The redshift range is c z = 2000 - 17000 km/s. The resulting
data-cube has dimension 2300 × 2300 pixels for the spatial coordinates
and 1717 pixels in the velocity dimension. This is ∼ 10 times smaller
in the velocity (frequency) dimension than a single Apertif pointing, but
the spatial resolution, velocity resolution and sensitivity are comparable.
The number of objects is also comparable as Perseus-Pisces is an over-
dense region. The ∼ 200 sources comprise . 1% of the data volume. The
minimum column density detected is ∼ 6.4×1019 cm−2 at the 3σ level over
a velocity range of 16.5 km/s.

The three-dimensional visual representation of the mosaic in Fig. 2.1
immediately highlights the sources’ shape and position in the data-cube.
Moreover, interactivity such as rotation, zooming and panning, and editable
color transfer functions greatly support manual identification of the sources
in the data-cube.

An interactive in-core ray casting algorithm running on a cluster of
Graphic Processing Units (GPUs) has been proposed by Hassan et al.
(2013) for the visualization of Tera-scale radio astronomy data-cubes. In
general, many large visualization software tools are in development in the
context of computer science and medical imaging. Some notable examples
follow:
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Figure 2.1 – Two representations of the H I in galaxies in a filament of the Perseus-
Pisces Supercluster (PPScl) are shown. In the top-left panel, the rendering of the full
data-cube with a maximum intensity projection method is illustrated. In the top-right
panel, the data-cube after a semi-automated procedure, performing, with GIPSY routines,
the smooth and clip procedure as implemented in Serra et al. (2015), is shown. In both
cases it is possible to see a large number of sources, but many of them are hardly visible
in the top-left panel. In the bottom panels, two zooms are provided. Smoothing has been
applied at the bottom-left sub-cube revealing some of the sources (circled) easily visible
in the bottom-right panel.
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1. in-core solutions exploiting parallel computing on a cluster: More-
landa et al. (2007) (i.e., ParaView) and Vo et al. (2011);

2. out-of-core solutions: Crassin et al. (2009) (i.e., Giga-
Voxels) and Hadwiger et al. (2012).

In the case of visualization of H I in galaxies, it is, however, unlikely
that visualization of the full data-cube will be used for finding sources for
the following reasons:

1. the size of the H I blind survey data volume and the number of sources,
as illustrated in Fig. 2.1, prohibit a manual approach even when using
very powerful interactive visualization tools;

2. radio data are intrinsically noisy, and most sources are faint and often
extended. Spatial and/or spectral smoothing increase the signal-to-
noise ratio depending on the source structure. In fact, smoothing is
applied on multiple spatial and spectral scales to ensure that sources
of different size are extracted at their maximum integrated signal-to-
noise ratio. In Fig. 2.1 two visual representations of the PPScl data,
respectively before and after the source finder step, are shown. In
both cases it is possible to see a large number of sources, but many
of them are hardly visible in the original data-cube because they are
drowned in the noise. Manual operations such as zooming, changing
the color function, and smoothing help the observer in identifying the
sources visually. This will, however, take a large amount of time if
done manually and repeatedly on the full Tera-scale data-cubes which
will be delivered at a rate of 1-2 per day. A suitable framework can
be achieved but it will require both major investments in hardware
resources and dedicated radio astronomers performing the manual
inspection.

3. interactive rendering of ∼ 1011 voxels using an in-core solution, such
as Hassan et al. (2013)4 have demonstrated, requires considerable
resources for hardware and maintenance, not affordable by typical
research groups or major observatories. An out-of-core solution can
reduce the financial demands on hardware. However, the development
itself of such a solution requires a huge programming effort due to

4https://github.com/Amr-H-Hassan/GraphTIVA

https://github.com/Amr-H-Hassan/GraphTIVA
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many challenges related to the I/O bandwidth limits. We refer
to Crassin et al. (2009) and Hadwiger et al. (2012) for a detailed
description of state-of-the-art out-of-core visualization algorithms,
including CPU-GPU memory transfer solutions. Note, however, that
the last two rendering pipelines cited are not publicly available yet.

Automated pipelines have been developed to extract the source informa-
tion from the data collected (Whiting, 2012; Serra et al., 2015). Their goal
is to find all reliably detectable extragalactic H I objects in the observed
data volume, and to determine the properties of these objects, that is:

1. the galaxies, i.e., the regularly rotating gas disks;

2. additional H I structures such as extra-planar-gas and tails. These are
crucial for understanding the detailed balance between gas accretion
and gas depletion processes, as well as their dependence on the
environment, and for obtaining the full picture of galaxy evolution.
For example, extra-planar-gas data can be used to quantitatively
constrain the gas accretion and depletion processes (see section 2.3.3).
Another example is the presence of tails in the data. Tails can be
produced by tidal interactions between galaxies (Fig. 2.3) or by ram
pressure stripping (Oosterloo and van Gorkom, 2005), and are strong
indications for these processes. Deciding which process is important
requires detailed inspection and modeling of the features discovered
in the data. We refer to Sancisi et al. (2008) for a full review of the
state of-the-art of H I observations and their interpretation. These
features are located in the vicinity of the galaxies and have low column
densities and low signal-to-noise;

3. the faint H I in the cosmic web such as H I filaments between galaxies.
This emission is expected to have very low column density and very
low signal-to-noise in a single resolution element, so will be difficult to
detect. It is probably extended, following the large-scale structure, so
the signal-to-noise could be increased by smoothing. This is, however,
unlikely to be sufficient for detection (see below).

For inspecting (1) and (2), visualization techniques can be used in the
following approach: high-dimensional visualization (e.g., 3D scatter plots)
of the parameters provided by the pipeline and stored in catalogs (such as
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position, flux, flux error, degree of asymmetry, velocity width, integrated
profile asymmetry, etc.) gives an overview of the data and their 3D domain
(see section 2.4.4). Then, manual inspection will be performed for only a
subset of sources, which can be delivered to a visualization analysis package
with full rendering capabilities for further analysis (see section 2.3.3). In
the case of (3) we should point out that future observations with the SKA
precursors, such as Apertif and ASKAP, will not achieve the sensitivity
to detect the cosmic web. The neutral fraction of cosmic web filaments
is expected to be very low, leading to H I column densities . 1018 cm−2,
Braun and Thilker (2004); Ribaudo et al. (2011). We therefore do not focus
on such low level and extended emission.

2.3.2 Automated pipelines and human intervention.

Automated pipelines will be responsible for finding the sources, measuring
parameters that give an indication of the properties of a source and creating
catalogs. Source finders are designed to automatically detect all the sources
in the field. In order to do that, source finders must employ an efficient
mechanism to discriminate between such interesting regions and the noise.
The peak flux, total flux, and number of voxels are parameters that can
be used to determine the completeness and reliability of detected sources
when examining both positive and negative detections (Serra et al., 2012a).
Due to the complex 3D nature of the sources (Sancisi et al., 2008) and
the noisy character of the data, it is, however, not trivial to construct a
fully automated and reliable pipeline. A review of the current state-of-the-
art is given by Popping et al. (2012), who describe the issues connected
with the noisy nature of the data, and the various methods and their
efficiency. In addition, automated source characterization and measurement
of source parameters are required for producing catalogs with science-ready
products. Human inspection will be necessary for quality control of the
results from the pipelines and in particular for investigating complex cases.
The human mind, in fact, is a very powerful diagnostic instrument which
can naturally recognize (source) structures in the data. For example, in a
significant number of cases, it will be very difficult to automatically retrieve
information about particular features such as tidal tails or stripped H I.
Apertif most likely will deliver 2 or 3 of these cases every day (estimate
based on the data shown in Fig. 2.1). The analysis of these will still
be done manually and visualization will still play a major role. In fact,
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automated algorithms are built on the knowledge acquired during the
manual approach (see section 2.2.6 for the role of interactive visualization
and machine learning in visual analytics). Moreover, coupling visualization
tools with semi-automated data analysis techniques is necessary in order to
improve the inspection itself.

The subcubes containing the sources detected by source finders will be
relatively small with maximum sizes of 512×512×256 ∼ 0.067×109 voxels,
reducing the local storage, I/O bandwidth, and computational demand for
visualization (easily achievable on a modern computer).

2.3.3 Visualization and source analysis

In this paragraph we will show in detail, using visualization examples, the
character of the 21-cm radio emission of galaxies and the benefits and
drawbacks of adopting 3D visualization, as pointed out already by Norris
(1994) and Oosterloo (1995) (see also Goodman et al., 2009).

The use of 3D visualization of H I in galaxies is still in its infancy.
Existing astronomical 3D visualization tools lack interactivity and the
ability to perform quantitative analysis. The lack of interactivity is mainly
a result of the lack of computing power to date, as volume rendering is
computationally expensive. Moreover, the use of 2D input and output
hardware limits the interaction with a 3D representation (see section
2.2.5). Therefore, the interpretation of a 3D visual representation has
never been investigated thoroughly. An additional complication is that
the 3D structure of the H I in a cube is not in a 3D spatial domain.
The third axis represents velocity and thus the 3D rendering delivers a
mix of morphological, kinematical and geometrical information. Therefore,
3D visual analytics has never been developed for H I data. These are
the main reasons why the development of 3D visualization as a tool for
inspecting, understanding and analysing radio-astronomical data has been
slow. Currently available hardware, e.g. GPUs, now enable interactive
volume rendering, stimulating further development.

3D visualization techniques can provide many insights about the source
under study. In Fig. 2.2, the three-dimensional visualization of a particular
source in the PPScl filament, discussed in section 2.3, shows a 3D view
of its H I distribution and kinematics providing an immediate overview of
the structures in the data. Two main components are visible in Fig. 2.2:
a central body, which is the regularly rotating disk of the galaxy, and a
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Figure 2.2 – Three views of the volume rendering of a particular source in the PPScl
filament are shown. The optical counterpart, WEIN069, has been observed by Weinberger
et al. (1995). The size of the data-cube containing the source is 733 ∼ 4×105 voxels. In the
top-left panel we look along the frequency axis; in the top-right panel along the RA axis;
and in the bottom the view is parallel to the geometrical major axis of the galaxy. For
computing the projection we used an accumulate method. The different colors highlight
different intensity levels in the data (i.e., grey, green, blue and red correspond to 3, 8, 15
and 20 times the rms noise respectively).
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tail which is unsettled gas resulting from tidal interaction with another
galaxy. The 3D structure of the H I data is, however, difficult to interpret
for several reasons: i) the third axis of a data-cube is frequency, which is
converted into a velocity applying the Doppler formula to the 21-cm H I

line; ii) the measured velocities are the line-of-sight velocity components of
a rotating system, therefore the 3D shape depends directly on the rotation
curve; iii) in addition, the kinematic information of the gas is affected by
geometric properties such as inclination, orientation of the semi-major axis,
and gas distribution. Due to these complexities in the data, the user of a
3D inspection tool needs reasonable experience with the data and a certain
learning period to assimilate the tool itself. This is not different from the
situation 25 years ago, when radio astronomers had to train themselves to
understand 2D visual representations such as movies of channel maps and
position-velocity diagrams. During this learning process interactivity is a
key factor (see 2.3.3 and 2.3.3).

The 3D visualization paradigm (volume rendering) described and used
in this paper is limited by the use of 2D input and output hardware such as
a standard monitor and mouse. A simple practical example of a limitation
in 3D is the absence of a method for picking the value of one pixel with
a cursor. Complementary visualization in 1-D and 2D can repair these
deficiencies. Moreover, there is not a single best way to visualize a radio
data-cube, but the combination of several methods (3D, 2D, 1-D, side by
side, overlaid, blinking, etc.) and the interaction between them could
deliver a very powerful analysis tool. It is important to view the data
in different ways; this is the key to fully assimilating the information in the
data. Therefore, a high-level of 1-D/2D/3D linked views must be achieved.

Very faint coherent signals, under 3σ, are difficult to find even using
3D. Real-time smoothing can help in dealing with the noisy character of
the data. In fact, if the signal is comparable to the noise, which will be
the case for many Apertif observations, it is not possible to distinguish the
signal itself from the noise at full resolution in any way. In Fig. 2.3, it is
shown that only in the smoothed (60”) version of the same data (in this
case the signal-to-noise ratio of the filament is increased from ∼ 1 to ∼ 4)
it is possible to localize a very faint filamentary structure that connects the
two galaxies. It is is already possible to detect the filament after applying
a smoothing to a spatial resolution of 30” (signal-to-noise of ∼ 2).

In the following use cases we will show how 3D interactive visualization
helps in the analysis of the sources.
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Figure 2.3 – Another view of the source in Fig. 2.2 is shown. The blue surface represents
the full resolution data, while the green is the smoothed version at 60” spatial resolution.
Both surfaces are representations of the signal at 3σ. The green surface shows a very
faint filamentary structure that connects the two galaxies.
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Use Case A: analysis of sources with tidal tails

Fig. 2.4 explores the source shown in Figs.2.2 and 2.3 in more detail. A big
tail due to a gravitational interaction is clearly present in the data-cube. It
is very easy to recognize the tail in the volume rendering because the data
are coherent in all three dimensions.

Figure 2.4 – Another two views of the source in Fig. 2.2 are shown. The blue surface is
a manual selection of the tidal tail.

In the case of H I in galaxies one can extract additional information
from fitting the observations with the so called tilted-ring model (Warner
et al., 1973). Modeling tools (e.g., TiRiFic and 3D Barolo: Józsa et al.,
2007; Di Teodoro and Fraternali, 2015c) generate a parametrized model
data-cube, simulating the observed H I distribution of the galaxy as a set of
concentric, but mutually inclined, rotating rings, which is then compared
directly to the observation. This operation can give a deeper knowledge
of the kinematics and morphology: asymmetries in surface density and
velocity, presence of extra-planar gas, presence of inflows and outflows, gas
at anomalous velocities, etc. However, these algorithms cannot recognize
tidal tail structures and separate them from the central regularly rotating
body of the galaxy. Combining 3D visualization with these algorithms
through a 3D selection tool (e.g. Yu et al., 2012) will be very powerful. As
shown in Fig. 2.4, separating the components visually enables a better view
and a better understanding compared to the visual representation shown
in the middle panel in Fig. 2.2.

A 3D selection tool will not only be useful for highlighting the different
components with different colors, but also for retrieving quantitative
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information (noise calculation, H I mass, velocity gradient, tilted-ring
model-fitting, etc.) on the selected volume. For example, in the case of
this PPScl source the user can separate the components and perform the
calculations separately on the two volumetric selections. In this process,
the key feature is the interactivity of the process itself.

Use Case B: finding anomalous velocity gas

It has been shown that the gas distribution of some spiral galaxies (e.g.,
NGC2403 shown in Fig. 2.5) is not composed of just a cold regular thin
disk. Stellar winds and supernovae can produce extra-planar gas (e.g.,
galactic fountain (Bregman, 1980)). In this case, modelling can be used to
constrain the 3D structure and kinematics of the extra-planar gas which is
visible in the data as a faint kinematic component in addition to the disk.
3D visualization of both the data and the model can provide a powerful tool
to investigate such features. The visualization tool could use the output
model of automated model-fitting algorithms for visually highlighting the
different components in the data-cube. In fact, if the model of the cold
thin disk is subtracted from the data, it is possible immediately to locate
any uncommon features in the data-cube of interest and have already an
idea of their properties, directing further modeling. For example, a model
of the extra-planar gas above or below the disk with a slower rotation and
a vertical motion provides quantitative information about the rotation and
the infall velocity of such gas.

In Fig. 2.5, the data of the NGC2403 observations are colored in
green, while the blue structure is a tilted-ring model of regular rotation
automatically fitted to the data with 3D Barolo. The top panel in Fig. 2.5
represents the position-velocity diagram along the semi-major axes which
shows the typical rotation curve of a late-type galaxy plus some unsettled
gas in the inner region. The middle panel is a 3D representation of the
data, but it is very difficult to distinguish between the cold disk and the
extra-planar gas. In fact, too much information is condensed in that visual
representation. Separating and visually highlighting the different kinematic
components, such as in the bottom panel, clearly shows the extra-planar
gas. 3D visualization gives an immediate overview of the coherence. For
example, it highlights the presence of extra-planar gas and its extension.
On the other hand, for checking the data pixel by pixel it is better to use
a two-dimensional representation like a position-velocity diagram.
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Figure 2.5 – Three different illustrations of the H I data of NGC2403 from the THINGS
survey (Walter et al., 2008b) are shown. The galaxy is very well resolved. The top
panel represents the position-velocity diagram along the semi-major axes which shows
the typical rotation curve of a late-type galaxy (the blue contours represent the model that
fits the regular disk) plus some unsettled gas in the inner region (the lowest green contour
of the data is at 3σ). The middle and bottom panels illustrate two 3D representation of
the data using an accumulate projection method.
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2.4 Prerequisites for visualization of H I

Goodman (2012) has expressed that a visualization environment for
astronomy should satisfy:

1. interactivity;

2. linked views with different representations of the data (2D, 3D and
high-dimensional visualization);

3. availability of an open source repository and a high level of modularity
in the source code for enabling collaborative work;

4. interoperability with Virtual Observatory (VO) tools through the
Simple Application Messaging Protocol (SAMP; Taylor et al., 2011).

These requirements are also valid in our case, the visualization of H I in
galaxies. Moreover, the interface must be able to handle astronomical world
coordinates. This is of primary importance for many applications such
as overlaying images taken at different wavelengths with other telescopes,
cross-correlating source positions and velocities with existing catalogs, etc.
A full overview of representation methodologies of celestial coordinates in
FITS and related issues is given in Calabretta and Greisen (2002b) and
Greisen et al. (2006a).

From section 2.3 we concluded that the data-cubes of interest will have
dimension < 107 voxels (< 0.25 GB), but a large number (∼ 100, 000)
of small sources will be delivered by the surveys. Therefore, for quickly
extracting the information from the data and presenting them in a clear
and synthetic form, the visualization must be qualitative, quantitative, and
comparative. In the next three paragraphs we will describe these demands
and why we need three levels of visualization.

2.4.1 Qualitative visualization

First of all, astronomers want to look at their data in various ways in order
to assess the data quality. An experienced astronomer can distinguish faint
sources from the noise and instrumental artifacts, recognize the morphology
and the kinematics of a galaxy, and identify unexpected H I emission (e.g.,
very faint structures such as extra-planar gas, tidal tails, and ram-pressure
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filaments). Therefore, qualitative visualization will continue to play a major
role.

In the previous section we showed the advantages and the drawbacks
of adopting 3D visualization. Very fast interactivity in rendering, in
3D navigation, in data smoothing, and in quantitative and comparative
functionality is important: if the interactivity is too slow, only the obvious
signal will be found and subtle features may remain unnoticed. More
precisely, the visualization should have a user-friendly interface capable
to sustain navigation with more than 15 fps in order to provide the user
with a fast interaction such as rotation, zooming, and panning of the data.

The interface should have the capability to change the transfer func-
tion (i.e., mapping the value of the projected voxels onto a color and
transparency value) interactively to help the astronomer in the qualitative
understanding of the data, both in the 2D and 3D visualization.

The user should also be able to choose different line-of-sight integrations
during the process of projection for the volume rendering (e.g., minimum,
maximum, accumulate). For example, in order to visualize H I absorption
that is a negative line, a minimum transfer function is needed, while to
see the H I emission in galaxies one can use a maximum or a very specific
accumulate transfer function.

2.4.2 Quantitative visualization

Interactive quantitative visualization which allows the user to extract
quantitative information directly from the visual presentation is of primary
importance. In astronomy, and in particular in radioastronomy, this is not
a new concept. For example the KARMA package is a very good quantitative
tool in the framework of 1-D and 2D visualization. KARMA developers showed
that a first level of quantification is to retrieve numbers from the visualized
dataset and in some cases to represent them in a visual way for a better
understanding. Examples are:

1. display of the flux value through a pixel in slice view and/or plot
intensity profiles and display the value;

2. calculation of noise, standard deviation, maximum, minimum, H I

mass or velocity gradient, etc., in a specific area or volume;

3. segmentation of the 3D data volume of an object;
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4. construction and display of moment maps and position-velocity
diagrams.

A second level of quantification can be introduced by having interactive
features between the visualization and a plotting library (see, for example,
the work in progress by Goodman (2012) and her team related to the
GLUE Project 5). The idea is to plot quantitative information related to
the data and then have a visual representation of that information in the
visualization of the data. In order to give an idea of the benefits of this
functionality, a hypothetical example follows: the first step is downloading
H I, optical and infrared data, creating star formation rate (SFR) maps
and plotting the local SFR values as a function of the H I column density
(NH I) of the pixel. The plot allows the identification of pixels deviating
from the power law relation between SFR and NH I. Subsequently, it will
be possible to locate possibly deviant pixels by highlighting them in the
3D visualization. The second step is to examine where they are in the 3D
data in order to assess whether they occupy specific regions, i.e., if they
are coherent in the 3D data. The third step is retrieving quantitatively the
SFR of a specific environment of the data-cube under investigation. For
that it is necessary to select different zones using the visualization and then
to plot the SFR/NH I of each zone with a different color (for example two
regions in a spiral galaxy: the spiral arms and the bulge).

Standalone quantitative visualization is however not satisfactory. A
synergy, using linked views, with comparative visualization is necessary for
assessing the quality of the analysis, such as comparing a tilted-ring model
with the data, and highlighting subtle faint structure in the data as we have
shown in section 2.3.3.

2.4.3 Comparative visualization

In sections 2.3.3 and 2.3.3 we showed how in the case of H I in galaxies one
can extract additional information from tilted-ring model-fitting.

The visualization tool should also enable an interactive comparison
between data and models in order to check the quality of the model provided
by the automated algorithm. This is possible by having the model routine
embedded in the visualization interface. In fact, a coupling between model
fitting and visualization will enable an interactive change of the parameters

5http://projects.iq.harvard.edu/seamlessastronomy/software/glue

http://projects.iq.harvard.edu/seamlessastronomy/software/glue
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of the model, such as rotation curve, column density, and inclinations as
functions of the radius, and the comparison of the new model with the
data. Interactive tilted-ring model fitting greatly helps in the analysis of
warped galaxies. For example, Sparke et al. (2009) adopted an interactive
procedure, using INSPECTOR, for arriving at the final model of NGC 3718
shown in the paper. INSPECTOR is an interactive tilted-ring modeling
routine in GIPSY using a comparative visualization tool.

The comparison between an observation and a model of a galaxy can
be made by examining 3D renderings of the data and the model in two
separate windows, or by showing in one window an overlay of the model on
the observation and in another window the difference between them. This
separates regularly rotating gas from unusual kinematic features (extra
planar gas, tidal tails, ram pressure induced structures). In addition, the
interface needs to support display windows next to the 3D rendering with
plots in which one can view results of the source analysis such as the rotation
curve.

Comparative visualization can be also extended using models obtained
by running N -body simulations (see Barnes and Hibbard, 2009; Barnes,
2011). This kind of systematic studies can benefit, in terms of speed
and interactivity, from the usage of optimized N -body codes running on
GPUs (Nyland et al., 2007; Portegies Zwart et al., 2007; Capuzzo-Dolcetta
et al., 2013), some of which are publicly available via the Astronomical
Multipurpose Software Environment (AMUSE; Pelupessy et al., 2013).

2.4.4 High-dimensional visualization techniques

High-dimensional data visualization (e.g., TOPCAT; Taylor, 2005) of the
parameter tables will enable the capability to have a full picture of the
characteristics of the data in the catalog. This feature is very important
to discover the unexpected. In fact, the catalog paradigm can fail if the
number of sources is too large: in general it is possible to retrieve a list
of data from catalogs using flags such as names or certain parameters of
the objects; it is, however, usually not possible to have a general view of
the main parameters of the sources in question. Therefore, a visualization
package should be able to download tables that contain the required
properties of galaxies (flux, flux error, degree of asymmetry, velocity width,
integrated profile shape, etc.) and plot these parameters, allowing the user
to find outliers. The user should also have the capability to mark the data
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of interest in the plot and download the requested data-cube(s) from the
catalog, using the interface for further exploration of the 3D signatures and
comparing them with one or more models. This can be achieved using the
SAMP protocol and other VO tools.

2.4.5 Summary

In this section we have defined the requirements that visualization of H I

emission, in the survey era, must satisfy. We briefly summarize them here:

1. astronomical world coordinates in order to combine the visualization
of H I data with data obtained at other wavebands;

2. 3D capabilities (i.e., presence of interactive volume rendering for grid
data of dimension < 107 voxels and interactive color and opacity
function widgets);

3. interactive linking between 1-D/2D/3D views;

4. quantification: physical data units, labels, and statistical tools;

5. linked 1-D/2D/3D selection tools;

6. 3D segmentation techniques;

7. interactive smoothing;

8. comparative visualization (multiple views, overlaid visualizations,
etc.);

9. tools for generating tilted-ring and N -body models;

10. interoperability with VO tools.

2.5 Review of state of-the-art 3D visualization pack-
ages

In the previous section we described in detail all the requirements a
visualization tool must satisfy for enabling the source analysis that we
outlined in section 2.3.3. A review of the current state-of-the-art of
3D visualization is very important in order to avoid duplication and
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development of rendering algorithms and tools which may already exist.
We performed a review of current 3D visualization software with the idea
in mind that they have to satisfy the requirements listed in section 2.4.5,
plus the following technical prerequisites. The software must:

1. run on multiple platforms;

2. have an intuitive interface;

3. have a Python wrapper for easy introduction of the SAMP protocol;

4. have a high level of modularity in the source code;

5. have proper documentation and long-term maintainability (i.e., pres-
ence of a significant user- and developer-community).

Many rendering algorithms and tools exist but we restricted the detailed
review to a short list of publicly available, open-source and currently
maintained packages with 3D interactive rendering capabilities:

1. Paraview (Morelanda et al., 2007): a general-purpose multi-platform
data analysis and visualization application. The ParaView project
started in 2000 as a collaborative effort between Kitware Inc. and
Los Alamos National Laboratory.

2. 3DSlicer (Fedorov et al., 2012): a software package for visualization
and image analysis of medical data. It is natively designed to be
available on multiple platforms.

3. Mayavi2 (Ramachandran and Varoquaux, 2010, 2012): a general pur-
pose, cross-platform tool for 2D and 3D scientific data visualization.

4. ImageVis3D (Fogal and Kruger, 2010): a new volume render-
ing program developed by the NIH/NIGMS Center for Integrative
Biomedical Computing (CIBC). The software is multi-platform and
scalable.

For each package we performed a detailed review study in two steps:

1. a software user-friendliness survey: we tested the four packages by
inspecting and analysing the H I emission of WEIN069 and NGC2403
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(shown in Fig. 2.2 and 2.5). We performed a survey by asking 15
radioastronomers to evaluate the intuitiveness and interactivity of
the different features offered by each package using WEIN069 as
test data set. The evaluation involved each participant filling out a
questionnaire after one hour of utilization of the packages. In all cases
the latest stable version of the software was used with the following
hardware set-up: a Linux laptop (Ubuntu 14.04 LTS) equipped with
an Intel i7 2.60 GHz CPU, an NVIDIA GeForce GTX860M GPU, 16
GB of DDR3 1.6GHz RAM, and a 15.6 inch monitor with a resolution
of 1920× 1080.

2. a source code evaluation: we performed a detailed study of the full
source code, the level of modularity, and the available documentation
for developers.

2.5.1 Review results

The resulting ranking of the packages is shown in Tables 2.1 and 2.2. In
addition we provide a detailed list of pro’s and con’s for each package in
Tables 2.3, 2.4, 2.5 and 2.6.

We can divide the packages in two classes: i) Paraview and 3DSlicer;
ii) Mayavi2 and ImageVis3D. The software in the first group has many
features, while the second group mainly offers qualitative visualization.
The users noted that the interfaces offered by Paraview and 3DSlicer

are complex, but at the same time, most of the users found Paraview

rather intuitive. The intuitiveness (i.e., the learning time) ranking shown
in Tables 2.1 and 2.2 obviously also depends on the experience of the users
with similar visualization software.

The review highlighted that the users experienced a major lack of
functionality in all four packages for: displaying labels with proper
astronomical coordinates; 1-D visualization (e.g., line profiles); interactive
smoothing; simple editing or blanking, and specific operations such as
constructing a position-velocity diagram along a specified spatial axis;
and comparative visualization (e.g., overlaid 1-D profiles and overlaid 2D
contour plots on another image). This is not a surprising result. In fact, the
packages considered in this section are aimed towards general or medical
visualization purposes and lack the specialized visualization representations
and interaction aspects common in radio astronomy. On the other hand,
they do have advanced rendering capabilities, such as provided by the
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Paraview 3DSlicer Mayavi2 ImageVis3D

1 ⊗ ⊗ ⊗ ⊗
2

7% | 27% | 67% 0% | 7% | 93% 80% | 20% | 0% 27% | 27% | 47%

3
20% | 73% | 7% 7% | 20% | 73% 60% | 40% | 0%

⊗
4

47% | 53% | 0% 33% | 67% | 0% 100% | 0% | 0%
⊗

5
27% | 60% | 13% 7% | 40% | 53% 67% | 33% | 0%

⊗
6

7% | 20% | 73% 13% | 20% | 67% 47% | 27% | 27% 7% | 47% | 47%

7 ⊗ ⊗ ⊗ ⊗
8

27% | 53% | 20% 33% | 47% | 20%
⊗ ⊗

9 ⊗ ⊗ ⊗ ⊗
10 ⊗ ⊗ ⊗ ⊗
Legend: ⊗ = missing � = not satisfactory

� = satisfactory � = good

Table 2.1 – A ranking of several 3D visualization packages is shown. The numbers
in the first column refer to the summarized requirements in section 2.4.5. The colored
bars are a representation of the ranking based on a user-test survey performed with 15
radioastronomers. Note that this software ranking is oriented towards the visualization
of H I data (grid volume of dimension < 107 voxels) in a desktop environment.
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Paraview 3DSlicer Mayavi2 ImageVis3D

1 � � � �
2

13% | 47% | 40% 67% | 33% | 0% 60% | 20% | 20% 13% | 20% | 67%

3 � � � �
4 � � � �
5 � � � �
Legend: ⊗ = missing � = not satisfactory

� = satisfactory � = good

Table 2.2 – A ranking of several 3D visualization packages is shown. he numbers in the
first column refer to the the technical prerequisites listed in this section 2.5. The colored
bars are a representation of the ranking based on a user-test survey performed with 15
radioastronomers. Note that this software ranking is oriented towards the visualization
of H I data (grid volume of dimension < 107 voxels) in a desktop environment.

Visualization Toolkit 6 (VTK), and a modern, multiple-platform, reliable
interface based on Qt 7. For example, the packages enable the user to save
the whole working session in a bundle: the data, the visualization, and the
module structure used for the analysis.

At at the moment, all the packages listed lack multi-volume rendering.
Multi-volume rendering is the operation to render two or more volumes on
the same space. This feature is necessary for enabling very fast 3D overlaid
comparative visualization.

2.5.2 Visualization of H I and 3DSlicer

In the previous section, we showed that no single package of the four
investigated meets all of the requirements. A highly appropriate decision
to use 3DSlicer was made based on the priorities and requirements, with a
clear list of functionality for development. Despite the complexity of the
interface, we chose to adopt 3DSlicer as base platform for the development

6http://www.vtk.org/
7http://qt-project.org/

http://www.vtk.org/
http://qt-project.org/
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Paraview

Pros

• CPU/GPU rendering based on the Visualization
Toolkit (VTK);
• skill to connect to a server to do the computation;
• editable interface with unlimited 2D/3D views;
• linked 1-D/2D/3D views;
• cropping and selection tools;
• 3D segmentation techniques, i.e., isosurfaces;
• skill to perform statistics on the user selection;
• high level of modularity in the source code;
• embedded python console in the interface for fast

interaction with the source code;
• presence of documentation both for users and

developers.

Cons

• the interface is complex;
• astronomical world coordinates and labels not

displayable;
• the interface is not optimized for 1-D and 2D

visualization;
• interactive smoothing missing.

Table 2.3 – A list of pro’s and con’s relative to the Paraview package is presented. The
advantages and disadvantages listed form a detailed description of the feedback provided
by the authors and the users of the software survey shown in Tab.2.1 and 2.2.
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3DSlicer

Pros

• CPU/GPU rendering based on VTK;
• interface is also optimized for 2D visualization of

channel maps;
• high-level of linking between 2D and 3D views;
• interactive cropping and selection editor tools;
• skill to perform statistics on the user selection;
• 3D segmentation techniques, i.e., isosurfaces;
• high level of modularity in the source code;
• embedded python console in the interface for fast

interaction with the source code;
• presence of documentation both for users and

developers.

Cons

• the interface is very complex and not intuitive;
• astronomical world coordinates and labels not

displayable;
• 1-D visualization missing;
• 2D contour plots missing;
• interactive smoothing missing.

Table 2.4 – A list of pro’s and con’s relative to the 3DSlicer package is presented. The
advantages and disadvantages listed form a detailed description of the feedback provided
by the authors and the users of the software survey shown in Tab.2.1 and 2.2.
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Mayavi2

Pros

• CPU rendering based on TVTK (Python wrapper
for VTK);
• cropping and selection tools;
• 3D segmentation techniques, i.e., isosurfaces;
• contour plots;
• a simple and clean scripting interface in Python,

easy integration with other python libraries.

Cons

• the interface is not stable;
• presence of only CPU rendering capabilities. The

frame rate per second is low, fps < 5, for data-
cubes bigger than 106 voxels;
• color transfer function widget is not easy to use;
• astronomical world coordinates and labels not

displayable;
• 1-D visualization missing;
• interactive smoothing missing;
• lack of statistics tools.

Table 2.5 – A list of pro’s and con’s relative to the Mayavi2 package is presented. The
advantages and disadvantages listed form a detailed description of the feedback provided
by the authors and the users of the software survey shown in Tab.2.1 and 2.2.
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ImageVis3D

Pros

• very light, fast, and intuitive interface;
• GPU rendering;
• 3D segmentation techniques, i.e., isosurfaces.

Cons

• the long-term maintainability of the rendering code
is unknown;
• astronomical world coordinates and labels not

displayable;
• 1-D and 2D visualization missing;
• interactive smoothing missing;
• lack of statistics tools;
• lack of documentation.

Table 2.6 – A list of pro’s and con’s relative to the ImageVis3D package is presented. The
advantages and disadvantages listed form a detailed description of the feedback provided
by the authors and the users of the software survey shown in Tab.2.1 and 2.2.
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of a H I visualization tool. Our choice has been the result of considering
various factors such as the presence of adequate documentation, the number
of people actively working on the software, and quantitative features already
implemented in the interface. These three main factors make 3DSlicer the
best solution for us. In fact, the medical visualization needs are indeed
very close to the astronomical ones. For example, the interface layout
and the navigation through the data are already optimized for parallel 2D
visualizations (e.g., movies of channel maps). The following features need
to be added to 3DSlicer in order to fulfill the requirements described in
section 2.4:

1. proper visualization of astronomical data-cubes using the data for-
mats FITS, HDF5, CASA, and Miriad;

2. enabling interactive smoothing in all three dimensions and multi-scale
analysis, such as wavelet lifting;

3. generation of flux density profiles, moment maps and position-velocity
diagrams linked with the 3D view;

4. interactive 3D selection of H I sources;

5. interactive H I data modeling coupled to visualization;

6. introduction of the SAMP protocol to enable interoperability with
Topcat, and other VO tools and catalogs.

2.6 Concluding Remarks

H I observations are moving into the era of big surveys. Upcoming H I

surveys, such as those envisaged with Apertif and ASKAP, will deliver
big datasets leading the radio astronomer into the regime of the so-called
Fourth Paradigm (i.e., data-intensive scientific discovery; Hey et al., 2009).

Apertif is expected to start its observing campaign of the northern sky
in 2017. The daily Apertif data-cube will have dimensions of 2048×2048×
16384 ∼ 68 Megavoxels and the expected number of H I source detections
is ∼ 100 every day. WALLABY will have similar characteristics. The
large volume of data creates new needs, in terms of tools and algorithms
which must exploit new ideas and solutions for storage, data reduction,
visualization, and analysis to obtain scientific results.
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Visual analytics, 2.2.6, the combination of automated data processing
with human reasoning, creativity and intuition, supported by interactive
visualization, is one of the prime methodologies that allow keeping the
human in the investigation loop. In this paper, we defined the visualization
prerequisites and future perspective for applying this paradigm to H I

observations focusing on the introduction of 3D visualization in the process
of source finding and analysis. In fact, the current astronomy visualization
software has very limited 3D capabilities for grid data (section 2.2); while
general purpose visualization software (section 2.4, 2.5) is not aimed at the
analysis of H I data.

In this paper we showed:

1. more than 99% of the voxels in the H I datasets that Apertif will
deliver is dominated by noise and the sources are hidden in it (see
Fig. 2.1). The current source finder software can extract them with
high reliability and completeness (Whiting, 2012; Serra et al., 2015).
The typical volume of individual sources will be 503 = 1.25 × 105

voxels (up to 5123 ∼ 1.3×108 in the case of occasional large galaxies),
reducing the storage, I/O bandwidth and computational demands
for visualization to a level accessible on desktops and laptops. The
predicted weekly data rate, on the other hand, is high (∼ 103 sources).
Fortunately, only a subset of these (2-3 sources per day) will be
highly resolved (more than 10 resolution elements) or show complex
features such as tails and extra-planar-gas. A powerful interactive
visualization tool will be needed for fast inspection and analysis of
these objects.

2. the analysis of the sources, for example producing moment maps and
rotation curves, will also be done in an automated way. In particularly
complex cases, human interaction will be necessary to drive the
automated algorithm in the data volume and provide immediate
feedback on the quality of the results (see section 2.3.3). Visualization
tools with supervised semi-automated analysis algorithms will be
needed. In fact, it becomes necessary to produce refined data with
minimal time, but maintain the same level of quality. For example,
the derivation of the rotation curve of a galaxy passes through the
creation of the so-called tilted-ring model which, then, is compared to
the data. This process has been converted to an automatic algorithm.
However, significant kinematic features different from the Keplerian
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rotation (e.g., tidal tails, see Fig. 2.2) will be present in part of the
data. The current algorithms cannot automatically flag these features
for the analysis. Therefore, human intervention is necessary to
separate the regularly rotation disk and different kinematic features,
and to feed the fitting algorithm with the selection, so that the user
can judge the results quantitatively.

3. in section 2.3.3, we showed that 3D visualization can enable an
immediate overview of the kinematics of a galaxy, leading to improved
understanding of the coherence in the data. Moreover, a high level
of interactivity in all visualization aspects (rendering, smoothing,
retrieving quantitative information, and comparative features) will be
the key for enabling a fast inspection of the data. On the other hand,
volume rendering has its limitations due to current 2D input and
output hardware. Some examples of these limitations are projection
issues and the impossibility to move the cursor pixel by pixel.
Adding 1-D/2D views linked to the 3D representation resolves these
limitations. The combination with high-dimensional visualization
techniques, which can help in finding outliers and patterns in the
oceans of data, is also necessary.

4. in section 2.4 we identified the requirements for the visualization and
analysis of H I in galaxies: interactive visualization with quantitative
and comparative capabilities with 3D selection techniques and su-
pervised semi-automated analysis. Moreover, the source code must
have the following characteristics for enabling collaborative work:
open, modular, well documented, and well maintained. After a study
of the state of-the-art of the open-source and actively maintained
visualization packages with rendering of grid data capabilities (see
section 2.5), we adopted 3DSlicer as a platform for developing a
fully interactive desktop H I data visualization tool with quantitative
and comparative features (section 2.5.2). These techniques can also
be used for other astronomical datasets such as 3D datasets provided
by recent Integral Field Unit (IFU) observations (Sánchez et al., 2012;
Karman et al., 2014; Richard et al., 2015). In that case, collaborative
work is necessary to identify the key features needed to provide
quantitative visualization.



2.6. Concluding Remarks 57

In conclusion, the success of a visualization tool depends heavily on the
number of people using it over its life time. The life time of a software
package depends on several factors such as usability, maintainability, and
whether it has been developed with good insight in the subtle aspects
of the data and its interpretation. KARMA is a perfect example of a
successful package, developed in the mid 1990’s but still widely used by
radio astronomers to date. Our aim is to achieve an analogous result
exploiting the current hardware and algorithmic paradigms, focusing on the
linking between 2D and 3D visualization, quantitative/comparative features
and high-dimensional visualization.
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2.7 Additional on-line material

In this section we provide videos of the volume rendering of part of the
data presented in this paper 8 9.

Figure 2.6 – Volume rendering of the data of the top-right panel of Fig. 2.1 (left panel)
and of Fig. 2.2 (right panel) are shown.
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Abstract

Soon to be operational H I survey instruments such as Apertif and ASKAP
will produce large datasets. These surveys will provide information about
the H I in and around hundreds of galaxies with a typical signal-to-noise
ratio of ∼ 10 in the inner regions and ∼ 1 in the outer regions. In
addition, such surveys will make it possible to probe faint H I structures,
typically located in the vicinity of galaxies, such as extra-planar-gas, tails
and filaments. These structures are crucial for understanding galaxy
evolution, particularly when they are studied in relation to the local
environment. Our aim is to find optimized kernels for the discovery
of faint and morphologically complex H I structures. Therefore, using
H I data from a variety of galaxies, we explore state-of-the-art filtering
algorithms. We show that the intensity-driven gradient filter, due to its
adaptive characteristics, is the optimal choice. In fact, this filter requires
only minimal tuning of the input parameters to enhance the signal-to-noise
ratio of faint components. In addition, it does not degrade the resolution
of the high signal-to-noise component of a source. The filtering process
must be fast and be embedded in an interactive visualization tool in order
to support fast inspection of a large number of sources. To achieve such
interactive exploration, we implemented a multi-core CPU (OpenMP) and
a GPU (OpenGL) version of this filter in a 3D visualization environment
(SlicerAstro).
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3.1 Introduction

Radio data are intrinsically noisy and most sources are faint and often
extended (see for example the WHISP catalog; van der Hulst et al.,
2001). Very faint coherent H I signals, below a 3 sigma rms noise level,
are difficult to find (Popping et al., 2012). Depending on the source
structure, spatial and/or spectral smoothing can increase the signal-to-
noise ratio. Smoothing is usually applied to multiple spatial and spectral
scales to ensure that sources of different size are extracted at their maximum
integrated signal-to-noise ratio.

In upcoming blind H I surveys such as WALLABY, using the ASKAP
telescope (Johnston et al., 2008; Duffy et al., 2012), and the shallow and
medium-deep Apertif surveys, using the WSRT telescope (Verheijen et al.,
2009), source finding will be a major concern. Source finders (e.g., Whiting,
2012; Serra et al., 2015) are designed to automatically detect all the sources
in the field and to achieve this goal they must employ an efficient mechanism
to discriminate between interesting candidate sources and noise. Due to
the complex 3D nature of the sources (Sancisi et al., 2008) and the noisy
character of the data, constructing a fully automated and reliable pipeline
is not trivial. Popping et al. (2012) reviewed the current state of the art
and described the issues connected with the noisy nature of the data, and
the various methods and their efficiency.

In the source-finding process, masks are generated enclosing the sources.
The determination of the final masks involves a variety of filtering
operations in order to pick up faint and extended emissions. However,
users are ultimately provided with the mask and data products determined
from the original data within the masks. In order to examine the original
data within and around the mask, to check the performance of the source
finding process and to investigate whether all faint structures have been
included, it is necessary to have a visualization tool that not only shows
the original data and the mask, but also has the ability to interactively
filter the data to bring out the very faint structures in the data.

Our goal therefore is the development of a suitable filtering method in a
3D visualization environment that maximizes the local signal-to-noise ratio
of the very faint structures (signal-to-noise ratio ∼ 1) while preserving
specific 3D structures (e.g., tidal tails, filaments and extra-planar gas).
Ideally, the method should be adaptive (in such a way that the user does not
have to explore a large parameter space to get the best result), interactive,
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and fast, i.e. applicable in real-time. In this paper, we explore a number
of existing filtering methods in combination with a 3D visualization tool
(Punzo et al., 2015) in order to find a method fulfilling such requirements.

In Section 3.2 we describe the datasets used for our investigation and
in Section 3.3 we give an overview of state-of-the-art filtering packages and
algorithms, with a focus on radio astronomy. We also describe the filtering
techniques chosen for the analysis performed in this paper. In Section
3.4 we report an analysis of the best parameters for each of the filtering
methods. In Sections 3.5 and 3.6 we test the quality and the performance of
the filtering algorithms implemented. In Section 3.7 we discuss the overall
results and conclude that the adaptive method is the best solution for our
problem.

3.2 Test Cases

In this section, we briefly describe the variety of models and observational
datasets used as test cases. Our sample selection was based on two criteria:

1. data-cubes with low signal-to-noise features such as tails, extra-planar
gas and filaments;

2. clean data-cubes, i.e. with negligible, or at most minor, artifacts due
to calibration and imaging effects.

The consequence of the second criterion is that the filtering results
presented in the next sections will be representative for data-cubes mainly
affected by Gaussian noise.

3.2.1 Models

We generated several models by taking an existing observation and isolating
the detected signal manually. The object (NGC3359), and hence the model,
consists of the H I content in a spiral galaxy and a small companion, with an
incomplete tidal tail-like structure between them. Gaussian noise has been
added with the GIPSY (van der Hulst et al., 1992; Vogelaar and Terlouw,
2001) routine RANDOM to produce models with different peak signal-to-
noise ratio: 22, 32 and 62, named ModelA, ModelB (see Fig. 3.1) and
ModelC respectively. The signal-to-noise properties of ModelB are the
closest to the observational data shown in this paper. Therefore, ModelB
will be used as the main reference model.
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The data-cube size is 128× 128× 41 ∼ 6.7× 105 voxels. The beam size
is ∼ 88′′ × 70′′. The pixel spacing is:

1. 20′′ in Right Ascension (RA), i.e. the data up to ∼ 4 neighboring
pixels are correlated.

2. 20′′ in Declination (Dec), i.e. the data up to ∼ 3 neighboring pixels
are correlated.

3. 8.25 km/s in velocity. The pixels in the velocity direction are not
correlated.

These numbers contribute to determining both the optimal width of the
filter kernel (see Section 3.4) and the number of independent voxels, that
is N = 5.6× 104.

Figure 3.1 – views of modelB. The left panel shows a volume rendering of the model
(information regarding the model is given in Section 3.2.1) with added Gaussian noise.
The right panel shows a volume rendering of the smoothed version using an intensity-
driven gradient filter with parameters K = 1.0, τ = 0.0325, n = 20 and Cx,y,z = 5.
The different colors highlight different intensity levels in the data: green, blue and red
correspond to 3, 7 and 15 times the rms noise respectively. The region of interest, ROI
(i.e. the black box), highlights the faint signal, i.e. part of a very faint tail.
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3.2.2 NGC4111

NGC4111 is one of the brightest lenticular galaxies in the Ursa Major
cluster. The main characteristic of the H I emission of NGC4111 is an
extended faint filament between the three sources of the datacube. The
orientation and kinematics of this filament suggest that the galaxies were
tidally stripped from the outer disks by their nearby companions (Verheijen,
2004).

Figure 3.2 – A view of the H I in and around NGC4111 (information regarding the
dataset is given in Section 3.2.2; Busekool et al., 2016, in prep). The different colors
highlight different intensity levels in the data: green, blue and red correspond to 3, 7
and 15 times the rms noise respectively. The region of interest, ROI (i.e. the black box),
highlights the faint signal, i.e. a faint filament between three galaxies.

In Fig. 3.2, we show a volume rendering of the H I data (Busekool et al.,
2016, in prep.) observed with the Very Large Array, VLA, telescope. The
size of the data-cube is 121× 121× 111 ∼ 1.6× 106 voxels. The beam size
is ∼ 45′′ × 45′′. The pixel spacing is:

1. 15′′ in RA, i.e. the data are correlated up to ∼ 3 neighboring pixels.

2. 15′′ in Dec, i.e. the data are correlated up to ∼ 3 neighboring pixels.
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3. 5 km/s in velocity. The data are correlated over 2 neighboring pixels
because of the use of Hanning smoothing in velocity.

The resulting number of independent voxels is N = 8.9× 104.

3.2.3 NGC3379

NGC3379 is an elliptical galaxy in the Leo group. The H I associated with
this galaxy is characterized by a very large, extended tail. Part of this tail,
such as the wing-shape structure close to the galaxy, is very faint.

Figure 3.3 – Two views of the H I in and around NGC3379 (information regarding
the dataset is given in Section 3.2.3; Serra et al., 2012b). The left panel is the volume
rendering of the original resolution data. The right panel shows a volume rendering of
the smoothed version using an intensity-driven gradient filter with parameters K = 1.5,
τ = 0.0325, n = 20 and Cx,y,z = 5. The different colors highlight different intensity
levels in the data: green, blue and red correspond to 3, 7 and 15 times the rms noise
respectively. The region of interest, ROI (i.e. the black box), highlights the faint signal,
i.e. a faint wing-shape tidal structure.

In Fig. 3.3 we show a volume rendering of the H I data observed with
the WSRT telescope by Serra et al. (2012b). The size of the data-cube is
360× 360× 276 ∼ 3.6× 107 voxels. The beam size is 81′′ × 32′′. The pixel
spacing is:

1. 10′′ in RA, i.e. the data are correlated up to ∼ 8 neighboring pixels.

2. 10′′ in Dec, i.e. the data are correlated up to ∼ 3 neighboring pixels.
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3. 8.25 km/s in velocity. The data are correlated over 2 neighboring
pixels because of the use of Hanning smoothing in velocity.

The resulting number of independent voxels is N = 7.5× 105.

3.2.4 WEIN069

The H I data-cube of WEIN069 used in this paper is a small sub-cube
selected from a large mosaic of 48 WSRT pointings (Ramatsoku et al.,
2016), directed towards a region in the sky where a filament of the Perseus-
Pisces Supercluster (PPScl) crosses the plane of the Milky Way. The optical
counterpart, WEIN069, has been observed by Weinberger et al. (1995).

Figure 3.4 – The H I in and around WEIN069 (information regarding the dataset is
given in Section 3.2.4; Weinberger et al., 1995; Ramatsoku et al., 2016). The four panels
show: 1) a volume rendering of the original resolution data; 2) the data filtered with a
box filter with parameters Nx,y,z = 7 pixels; 3) the data filtered with a Gaussian filter
with parameters FWHMx,y,z = 5 pixels; 4) the data filtered with an intensity-driven
gradient with parameters K = 1.5, τ = 0.0325, n = 20 and Cx,y,z = 5. The different
colors highlight different intensity levels in the data: green, blue and red correspond to
3, 7 and 15 times the rms noise respectively. The region of interest, ROI (i.e. the black
box), highlights the faint signal, i.e. a faint filament between the two companions.

The data-cube is shown in Fig. 3.4. It contains two sources, WEIN069
and a companion, a tidal tail and a very faint filament that connects the
two galaxies. Its size is 134× 70× 83 ∼ 7.8× 105 voxels. The beam size is
∼ 15′′ × 15′′. The pixel spacing is:
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1. 6′′ in RA, i.e. the data are correlated up to ∼ 3 neighboring pixels.

2. 6′′ in Dec, i.e. the data are correlated up to ∼ 3 neighboring pixels.

3. 8.25 km/s in velocity. The data are correlated over 2 neighboring
pixels because of the use of Hanning smoothing in velocity.

The resulting number of independent voxels is N = 4.3× 104.

3.3 Filtering techniques

In this paper, we focus on interactive filtering of radio data coupled to
interactive visualization. The aim is to enhance the manual data inspection,
in particular of low signal-to-noise H I structures.

In the next subsections, we list the filtering algorithms used in our
analysis in Section 3.4. The techniques described are aimed to suppress the
Gaussian white noise. Moreover, such filters perform well for data with the
following characteristics:

1. signal extended over many pixels;

2. rather small spatial intensity derivatives, i.e. no sharp edges.

Data of H I in and around galaxies fall into this class. A good example is
presented in Fig. 3.4, one of the data-cubes of our sample.

Artifacts generated by effects such as Radio Frequency Interference
(RFI), errors in the bandpass calibration or in the continuum subtraction
have different statistical properties. Other filter techniques are required to
efficiently characterize these artifacts, tailored to their special spatial and
spectral signature. In this paper we focus on ‘clean’ data-cubes that are
considered free from such artifacts.

For a full review of image processing techniques we refer to Goyal et al.
(2012); Buades et al. (2005); Gonzalez and Woods (2002); Weeks (1996).

It is also worthwhile to mention the following automated segmentation
methodologies (i.e. automated source mask generation):

1. SoFiA (Serra et al., 2015): this pipeline has several tasks for
smoothing, source finding and mask optimization. A graphical
user interface is also available. Three source-finder algorithms are
available: i) a threshold finder; ii) a Smooth and Clip (S-C) finder,
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which applies thresholding after smoothing the data with a set of user-
specified Gaussian kernels and then merges the results; iii) the CNHI
finder, which performs a threshold rejection Kuiper test on extracted
1-D spectra. The completeness and reliability of detected sources
are evaluated through statistical evaluation of parameters such as
the peak flux, total flux, and number of voxels of both positive and
negative detections. (Serra et al., 2012a).

2. Duchamp (Whiting, 2012): this pipeline mainly uses a multi-resolution
wavelet transform (specifically the à trous algorithm; Starck and
Murtagh (1994)) for thresholding the data in the wavelet domain.
False detections are rejected using the false discovery rate technique
(Hopkins et al., 2002).

3. MAX− TREE (Carlinet and Géraud, 2012): this is a tree representation
of the data of which the different nodes are classified based on their
attributes. These attributes are used to determine the properties
of the node (for more information see Teeninga et al. (2015a)).
This algorithm has been applied both to interactive visualization
(Westenberg et al., 2007) and optical 2D data (MT objects; Teeninga
et al., 2015a,b). Preliminary experiments are also ongoing for H I data
(MT source finder ; Moschini et al., 2014; Arnoldus, 2015).

3.3.1 Box filter

The mean filter (the box filter) simply consists of replacing each pixel value
in an image with the mean value of its neighbors, including itself. This
has the effect of eliminating pixel values that are unrepresentative of their
surroundings.

The box filter is a convolution filter. Like other convolutions, it is based
on a kernel that represents the shape and size of the neighborhood to be
sampled when calculating the mean. Box filtering is most commonly used
as a simple method for reducing noise in an image (see Fig. 3.4). However,
it has the following drawbacks:

1. a single pixel with a strong artifact, such as RFI, can significantly
affect the mean value of all the pixels in its neighborhood;

2. when the filter neighborhood straddles an edge, the filter will blur
that edge, leading to a loss of information if the edge is sharp. For
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H I data this is rarely the case: the effect is visible around the green
edges (3 rms) of the H I filament (see second panel in Fig. 3.4). It
is a second order effect which only partially degrades the smoothing
quality (i.e., the main structure is still visible).

In general, the box filter acts as a low pass filter and, therefore, reduces
the spatial intensity derivatives present in the image. The computational
complexity of the box filter is O(N3), where N is the number of voxels.

3.3.2 Gaussian filter

The Gaussian filter is a 3D convolution operator that is used to denoise
images by smoothing. The kernel is the following Gaussian function:

G(x, y, z) = A exp
−
(

(x−x0)
2

2σ2x
+

(y−y0)
2

2σ2y
+

(z−z0)
2

2σ2z

)
, (3.1)

where the parameters σx, σy, σz are related to the full width at half
maximum (FWHM) of the peak according to

FWHMi = 2
√

2 ln(2)σi, i = x, y, z, (3.2)

which determines the degree of smoothing. The 3D kernel can be also
rotated:

K(x, y, z) = Rz(θz) Ry(θy) Rx(θx) G(x, y, z), (3.3)

where Rx, Ry and Rz are the Euler rotation matrices corresponding to the
three Euler angles θx, θy and θz.

Once a suitable kernel has been calculated, then the Gaussian smoothing
can be performed using standard convolution methods. The computational
complexity of the Gaussian filter is O(N3).

When the convolution kernel is isotropic (σx = σy = σz), the
convolution can be performed much faster since the equation for the 3D
isotropic Gaussian is separable into the three axial components. Thus,
the 3D convolution can be performed with three separate 1-D Gaussian
convolutions. The computational complexity is then lowered to O(N).
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The Gaussian filter outputs a weighted average of each pixel’s neigh-
borhood, with the average weighted more towards the value of the central
pixels. This is in contrast to the box filter’s uniformly weighted average.
Because of this, a Gaussian provides gentler smoothing and preserves edges
better than a similarly sized mean filter (Buades et al., 2005). For H I data,
this effect is minor, however it is possible to observe some small differences
at the 3 rms level in Fig. 3.4 (in the 3D views the faint signal and noise
at the 3 rms level are highlighted in green). These discrepancies increase
with larger kernels.

In order to increase the local signal-to-noise ratio of the very faint signal,
both the box and the Gaussian filter have to use large kernels for the
convolution (Buades et al., 2005). The main drawback of these filters is the
loss of the spatial information with high signal-to-noise ratio, i.e. the inner
region of the galaxy as shown in the second and third panels in Fig. 3.4.
In the next subsection, we will introduce the intensity-driven gradient filter
which is designed to deal with this issue by adaptive smoothing depending
on the local signal-to-noise ratio and structure in the data.

3.3.3 Intensity-Driven Gradient filter

The gradient filter (Perona and Malik, 1990) operates on the differences
between neighboring pixels, rather than on the pixel values directly. The
algorithm, known also as anisotropic diffusion, uses a diffusion process
described by the following differential equation:

∂I(x, y, z, t)

∂t
= S(x, y, z, t)4I(x, y, z, t) +

∇S(x, y, z, t) · ∇I(x, y, z, t),
(3.4)

where I is the intensity of the pixel and S is the diffusion coefficient. The
algorithm was designed for edge detection by choosing:

S(x, y, z, t) =
1

1 +
|∇I(x, y, z, t)|2

K2

. (3.5)
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Instead of having the degree of blurring be dependent on the magnitude
of the gradient, it can also be made dependent on other properties, such as
the squared image intensity (Perona and Malik, 1990; Arnoldus, 2015):

S(x, y, z, t) =
1

1 +
I2(x, y, z, t)

K2 rms2

. (3.6)

Substituting equation 3.6 in equation 3.4, we obtain a diffusion
algorithm which preserves the edges less well, but it adaptively smooths
the pixel intensity (i.e., more smoothing for lower signal-to-noise ratio).
The second term of equation 3.4 can be neglected as shown by Perona and
Malik (1990) and we use their approach for the discretization of equation
3.4. The discretized form of this approximation for the i-th and i + 1-th
iteration is:

Ii+1 = Ii + τ
Cx∇xIi + Cy∇yIi + Cz∇zIi

1 +
I2
i

K2 rms2

, (3.7)

where the algorithm evaluates this expression n times from i = 0 to i = n.
Ii = Ii(x, y, z), ∇xI indicates the nearest-neighbor differences defined as
[I(x+ 1, y, z)− I(x, y, z)]+[I(x− 1, y, z)− I(x, y, z)], rms is the noise level
in the data-cube and τ , Cx, Cy, Cz and K are input parameters. The
input parameters have the following upper and lower limits: i) τ ranges in
[0.0025; 0.0625]; ii) Cx, Cy and Cz range in [0; 10]; iii) K ranges in [0.5, 10].
We define the following default parameters: K = 1.5, τ = 0.0325, n = 20,
Cx = Cy = Cz = 5. These are default parameters that we chose based on
our experience with the filter on H I data (see Sections 3.4 and 3.7).

The intensity-driven gradient filter is intrinsically adaptive and is
therefore a very powerful tool for investigating low signal-to-noise, extended
emission such as tails, filaments and extra-planar gas. The fourth panel in
Fig. 3.4 shows an example of gradient smoothing. In the inner part of
the galaxy (shown in red at levels above 15 rms) the full resolution is
conserved remarkably well, while the fainter structure in the outer part
shown in green (i.e., the filament at 3 rms) has been enhanced at the
expense of resolution. A disadvantage of the adaptive smoothing process is
that it does not conserve the flux scale. The consequence is that the results
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can be used for visualization purposes, but not for quantitative analysis.
Operations such as calculating column densities, intensity weighted mean
velocities, velocity dispersions etc., must be performed on the original data-
cube or properly convolved versions. The computational complexity of the
intensity-driven gradient filter is O(n N).

3.3.4 Wavelet filter

Wavelet transformations are used to obtain a multiresolution representation
for analyzing the information content of images. An advantage is that
in the wavelet domain it is easier to discriminate the signal from the
noise of the image. The decomposition process, mathematically reversible,
defines a multiresolution representation (for more information, see Mallat,
1999). In this paper, we restricted ourselves to wavelet transformations
using the orthogonal Haar wavelet (Daubechies and Sweldens, 1998) and
the biorthogonal Le Gall 5/3 wavelet (known also as Cohen-Daubechies-
Feauveau 5/3, CDF 5/3, wavelet; Gall and Tabatabai, 1988). Although
higher order wavelets can provide refined results, the two wavelets in-
vestigated in this paper are representative cases of the basic two wavelet
classes (Safari and Kong, 2013). Furthermore the wavelets chosen serve our
purpose and are computationally the least demanding and thus provide fast
filtering performance.

To obtain a wavelet representation, we used a wavelet lifting algorithm
(Daubechies and Sweldens, 1998). Wavelet lifting consists in applying low
and high pass filters, corresponding to the chosen wavelet, at different
resolutions. At each resolution, the low pass filter generates an approxi-
mation band, cl, and the high pass filter generates the detail band, dl, both
of length N/2l elements, where l is the value of the decomposition level.
The approximation bands represent the coarse features in the data, while
the detailed bands represent the fine features. The fine features are the
differences between the full resolution data and the new coarse version.
The detailed bands are used to restore the original data from the coarse
resolution.

The wavelet lifting algorithm is performed in 3 steps:

1. Splitting: this step splits a signal into two sets of coefficients, those
with even and those with odd index, indicated by evenl and oddl.
This is called the lazy wavelet transform.
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2. Prediction: as the even and odd coefficients are correlated, we can
predict one from the other:

di,l+1 = oddi,l − P (eveni,l), (3.8)

where i, is the index for the i-th array element, and the predict
operator, P , in the case of the Haar wavelet, is

P (eveni,l) = eveni,l. (3.9)

3. Update: similarly to the prediction step

ci,l+1 = eveni,l + U(oddi,l+1), (3.10)

where the update operator, U , for the Haar wavelet, is

U(oddi,l+1) =
di,l+1

2
(3.11)

An image is then denoised by applying thresholding to the detail bands.
Performing wavelet lifting does not require additional memory. In addition,
the computational complexity of wavelet lifting is O(N) which makes the
algorithm extremely fast.

Wavelet lifting has been widely used as a tool for image denoising in
several fields. A practical example of an application of image denoising with
wavelet transforms in the case of functional magnetic resonance imaging
(fMRI) can be found in Wink and Roerdink (2004).

In Fig. 3.5, we show filtering results based on the Haar and Le
Gall 5/3 wavelets. We pre-smoothed the data with a Gaussian filter
with parameters FWHMx,y,z = 5, then we decomposed the signal up
to the third decomposition level and we finally applied thresholding to
the approximation and detail bands. We note that, in general, wavelet
denoising algorithms for suppressing Gaussian noise apply thresholding only
to the detail bands. However, in the case of H I data, we discovered that
it is necessary to threshold both the detail and approximation bands to
properly isolate the signal from the noise (the signal is extremely faint). As
a result the algorithm is effectively a thresholding filter. The values of the
thresholding parameters, tl,wavelet, used are: i) t1,Haar = 0.5, t2,Haar = 0.8
and t3,Haar = 1.1 times the rms of the original data-cube for the Haar
wavelet; ii) t1,LeGAll = 1, t2,LeGAll = 1.4 and t3,LeGAll = 1.7 times the
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Figure 3.5 – Three volume renderings of WEIN069. In the upper panel, we show the
filtered data applying a 2 rms thresholding. In the middle and lower panels the data are
filtered with a Haar and Le Gall wavelet thresholding filter, respectively. We performed
the decomposition up to level l = 3 for both wavelets, then we applied thresholding. In
all the cases, we pre-smoothed the data with the same Gaussian filter with parameters
FWHMx,y,z = 5 pixels. The different colors highlight different intensity levels in the
data: green, blue and red correspond to 3, 7 and 15 times the rms noise respectively.



3.4. Optimal filtering parameters 75

rms of the original data-cube for the Le Gall 5/3 wavelet. Throughout
this paper the thresholding parameters will always be defined in units of
the rms of the original data-cube. Comparing the three panels in Fig. 3.5,
one can clearly see that the wavelet filters remove the noise efficiently with
minimal loss of the signal.

The algorithms used have, however, some drawbacks. The Haar
filter looses resolution at low signal-to-noise ratio due to the averaging of
neighborhood pixels. The Le Gall 5/3 filter applies an additional degree of
smoothing and generates clear artifacts as shown in Fig. 3.5.

Although the output images obtained by wavelet denoising algorithms
are affected by artifacts, wavelet thresholding is very promising when
compared to a simple 2 rms thresholding filter. On the other hand, to use
wavelet thresholding effectively we encountered the following complications:

1. finding the right multi-level thresholds in the wavelet space is a rather
difficult task, which highly depends on the signal-to-noise ratio of the
faint signal in the wavelet domain;

2. the choice of the decomposition level, l, and of the wavelet highly
depends on the spatial and velocity extents of the unknown faint
signal (e.g. higher order wavelets may give different results).

A full investigation to determine the optimal wavelet, decomposition
level and threshold values for denoising H I data with a wide range of
properties will be extremely useful. Flöer and Winkel (2012) provided
an analysis and application of wavelet filters for source finding. They
demonstrated that separating the wavelet analysis of the spatial dimensions
from the velocity dimension increases the filtering quality. However, their
study focused on non-resolved galaxies. In the case of well-resolved galaxies
the presence of faint and unusual H I structures adds even more complexity
to the problem. We will discuss this further in Section 4.6.

3.4 Optimal filtering parameters

In Section 3.3, we qualitatively illustrated the filtering results of applying
box, Gaussian, intensity-driven gradient, and wavelet lifting algorithms
to the WEIN069 data-cube (Fig. 3.4). In this section, we compare
quantitatively the box, Gaussian and intensity-driven gradient filtering
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output, for the full sample defined in Section 3.2. In order to quantify
the smoothing quality, we define a diagnostic parameter:

F =
|So,f |
|So,o|

, (3.12)

where

So,f =
∑

(x,y,z)

Io(x, y, z) Mf (x, y, z)

So,o =
∑

(x,y,z)

Io(x, y, z) Mo(x, y, z),
(3.13)

Mi(x, y, z) =

{
1 if Ii(x, y, z) > 3 rmsi, i = o, f

0 if Ii(x, y, z) < 3 rmsi.
(3.14)

In the previous equations, rmsi is the root mean square (i.e. noise level),
Ii(x, y, z) is the intensity of the pixel at coordinates (x, y, z), the index o
refers to the original data-cube and f to the filtered one. The coordinates
(x, y, z) range in a ROI sub-cube of a faint signal as shown (with a black
box) in Figs. 3.1, 3.2, 3.3 and 3.4. Moreover, the values of the sums So,o and
So,f , in equation 3.13, are always calculated on the pixel intensity values of
the original data-cube. Therefore, it represents a measurement independent
of the filtering technique used.

The F parameter can range between [0,M ] where M is an unknown
upper limit (see Section 3.5). The parameter has a different meaning
depending on its range:

1. F ∈ [0, 1]: the smoothing has washed out the faint signal. This can
easily happen using box or Gaussian kernels that are too large.

2. F ∈ [1,M ]: the faint signal has been enhanced and the number of
voxels in the mask Mf is generally larger than in Mo. The F -value
is correlated with the smoothing quality. For high values of F , the
filtered data-cube has more signal raised over its 3 rms noise level.
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The error, σF , is propagated as:

σF =

√(
∂F

∂So,f

)2

σ2
So,f

+

(
∂F

∂So,o

)2

σ2
So,o

=√√√√σ2
So,f

S2
o,o

+
S2
o,f ∗ σ2

So,o

S4
o,o

,

(3.15)

where So,o and So,f are affected by an error due to the Gaussian noise
background equal to

σSo,i =
√
Ni rmsi. (3.16)

In the last equation i is an index which is either f or o, Ni is the
number of independent voxels in the mask Mi and we assumed the rmsi to
be constant in the full data-cube.

We report the values of the F parameter (F -values) of the best runs in
Table 3.1. The input parameters are reported for each data-cube and filter
in Table 3.2. The results shown in the table are due to a fine-tuning process
of the parameter space (i.e., interactively regridding the input parameter
phase to higher resolutions around optimal values) based both on visual
inspection of the data and evaluation of the F -values. The specific input
parameter space for each algorithm is:

1. box filter: Nj = 1, 3, 5 for the Models; Nj = 5, 7, 9 for WEIN069,
NGC4111 and NGC3379;

2. Gaussian filter: FWHMj = 1, 3, 5 for the Models; FWHMj = 3, 5, 7
for WEIN069, NGC4111 and NGC3-379;

3. wavelet filter: l = 1, 2, 3;
t1,Haar = 0.1, 0.3, 0.5, 0.7, 0.9,
t2,Haar = 0.4, 0.6, 0.8, 1.0, 1.2,
t3,Haar = 0.7, 0.9, 1.1, 1.3, 1.5,
t1,LeGall = 0.6, 0.85, 1.1, 1.35, 1.6,
t2,LeGall = 0.9, 1.15, 1.4, 1.65, 1.9,
t3,LeGall = 1.2, 1.45, 1.7, 1.95, 2.2;
we also pre-smoothed the data with a Gaussian filter with parameters
FWHMx,y,z = 3 for the models; FWHMx,y,z = 5 for WEIN069,
NGC3379 and NGC4111;
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data-cube Filter Best input parameters

1 Nx = 3 ; Ny = 3 ; Nz = 1
ModelA 2 FWHMx = 3 ; FWHMy = 3 ; FWHMz = 1

3 Haar wavelet ; l = 2 ; t1 = 0.7 ; t2 = 1.0
4 K = 1 ; τ = 0.0325 ; n = 20 ; Cx = 4 ; Cy = 5 ; Cz = 4

1 Nx = 3 ; Ny = 5 ; Nz = 3
ModelB 2 FWHMx = 3 ; FWHMy = 5 ; FWHMz = 3

3 Haar wavelet ; l = 2 ; t1 = 0.7 ; t2 = 0.8
4 K = 1 ; τ = 0.0325 ; n = 20 ; Cx = 5 ; Cy = 5 ; Cz = 4

1 Nx = 5 ; Ny = 5 ; Nz = 1
ModelC 2 FWHMx = 5 ; FWHMy = 5 ; FWHMz = 1

3 Haar wavelet ; l = 2 ; t1 = 0.9 ; t2 = 0.6
4 K = 1 ; τ = 0.0325 ; n = 20 ; Cx = 6 ; Cy = 6 ; Cz = 4

1 Nx = 9 ; Ny = 7 ; Nz = 7
WEIN069 2 FWHMx = 7 ; FWHMy = 5 ; FWHMz = 5

3 Le Gall wavelet ; l = 3 ; t1 = 0.6 ; t2 = 1.9 ; t3 = 1.45
4 K = 1.5 ; τ = 0.0325 ; n = 20 ; Cx = 6 ; Cy = 5 ; Cz = 4

1 Nx = Ny = Nz = 9
NGC4111 2 FWHMx = FWHMy = FWHMz = 7

3 Le Gall wavelet ; l = 3 ; t1 = 1.1 ; t2 = 0.9 ; t3 = 1.2
4 K = 2 ; τ = 0.0325 ; n = 30 ; Cx = 5 ; Cy = 6 ; Cz = 5

1 Nx = Ny = Nz = 9
NGC3379 2 FWHMx = FWHMy = FWHMz = 7

3 Le Gall wavelet ; l = 3 ; t1 = 0.6 ; t2 = 1.15 ; t3 = 1.2
4 K = 2 ; τ = 0.0325 ; n = 30 ; Cx = Cy = Cz = 6

Table 3.1 – Best runs are reported. We performed the selection evaluating the F -values
and confirming it by visual inspection. The F -values are reported in Tab. 3.2. The filter
index entries are respectively: 1) box; 2) Gaussian; 3) wavelet lifting thresholding (with
Gaussian pre-smoothing); 4) intensity-driven gradient. The parameters N and FWHM
are defined in pixel units. The parameters tl,wavelet are defined in units of rms noise
level of the original data-cube. The parameters l, K, τ , n and C are dimensionless.
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data-cube Filter F

1 1.1996± 0.0307
ModelA 2 1.1946± 0.0286

3 3.8251± 0.0778
4 2.1787± 0.0463

1 1.2975± 0.0196
ModelB 2 1.5959± 0.0228

3 2.8515± 0.0394
4 2.3280± 0.0339

1 1.0928± 0.0078
ModelC 2 1.2312± 0.0082

3 1.1062± 0.0072
4 1.6407± 0.0109

1 1.9967± 0.0068
WEIN069 2 2.2576± 0.0076

3 2.8999± 0.0096
4 2.3392± 0.0081

1 3.0789± 0.0032
NGC4111 2 3.3057± 0.0034

3 3.7505± 0.0036
4 2.9665± 0.0031

1 5.6655± 0.0078
NGC3379 2 5.9252± 0.0081

3 6.3993± 0.0233
4 5.2800± 0.0072

Table 3.2 – The F -values of the best runs are reported. The filter index entries are
respectively: 1) box; 2) Gaussian; 3) wavelet lifting thresholding (with Gaussian pre-
smoothing); 4) intensity-driven gradient.
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4. intensity-driven gradient filter: K = 0.5, 1, 1.5, 2; n = 20, 30; τ =
0.0325, 0.0625; Cj = 4, 5, 6;

where j = x, y, z. Note that a detailed tuning parameter search can be
performed iteratively at higher resolutions (Bergner et al., 2013). However,
the input parameter sample used is accurate enough for finding optimal F -
values and, therefore, for judging which are the best input parameters. This
has been checked by performing the analysis also with a higher resolution
sampling of the input parameters.

Moreover, in our parameter space investigation, we chose to set the
rotation parameters for the Gaussian filter, θi, to zero to reduce the large
input parameters space. This does not introduce a substantial bias in
our investigation because the dependencies of the results on the rotation
parameters are negligible. In fact, for our sample only filtering results for
WEIN069 show a dependence of the F -parameter on the Euler rotation
angles. In the other cases the faint signal is mainly oriented along one of
the primary axes, e.g. NGC3379, or it has a more complex morphology such
as the S-shaped filament in NGC4111 or arc-shaped tail in the models. As
example, in Table 3.3, we report the F -values of filtering WEIN069 with a
rotated Gaussian kernel. The results show that a particular rotation, run
III, θy = 340◦, increases the F parameter by a factor of 7.5%, while in run
II, θz = 340◦, it is smaller by a factor of 9.2%. This is expected, in fact,
since most of the faint signal is aligned along a diagonal axis, corresponding
to the x-axis rotated by 340◦with respect to the y-axis. Therefore, in run
III the kernel is aligned to the faint signal, while in run II it is perpendicular
to it.

Run θx(◦) θy(◦) θz(
◦) F

I 0 0 0 2.0701± 0.0071

II 0 0 340 1.9776± 0.0068

III 0 340 0 2.1447± 0.0073

Table 3.3 – The F -values applying to WEIN069 a Gaussian filter with parameters
FWHMx = 7 pixels, FWHMy,z = 3 pixels, θx, θy and θz.

For the wavelet filters, we performed a pre-smoothing step with a
Gaussian filter. This was necessary for increasing the signal-to-noise ratio
and providing the optimal results shown in this paper using as maximum
decomposition level l = 3. We experienced that, in the case of H I
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data, performing a Haar or Le Gall wavelet analysis beyond the third
decomposition level gives rise to many artifacts.

In the next section, we will show detailed tests of the F -parameter to
establish that this parameter is a reliable estimator of the quality of the
filtering results. In Section 3.6 we will present performance benchmarks
of our parallel implementation of the filtering algorithms, and show that
parallelization is necessary to satisfy the interactivity requirement defined
in Section 3.1.

3.5 Noise consideration

In this section, we further investigate the F -parameter defined in equation
3.12 and its relations with the signal and noise. In fact, the sum over a pure
Gaussian noisy sub-cube is affected by a statistical error equal to

√
N rms

(i.e. the average differs from the zero value). Moreover, applying the mask
calculated in the smoothed data-cube, Mf , to the original data adds further
complications: inside the mask there will be a part of the faint signal (e.g.
the peak in the histogram of the top-right panel in Fig. 3.6) and partially
noise (e.g. the left wing of the same histogram).

In the lower panel in Fig. 3.6 we show a plot of the F -values calculated
from masks obtained by spanning the thresholding value of the mask Mf

from zero to 4.5 rms. We performed the calculation both on the sub-cube
containing the faint signal (ROI defined in Fig. 3.1) and three different sub-
cubes, of the same dimension as the ROI, in which there is only noise. In
the case of the ROI sub-cube, F increases with increased threshold. Vice
versa, for the noise sub-cubes, F decreases with increasing threshold and
its value is ∼ 0 above 2.5 rms. Note that the threshold used in Section 3.4
for the masks Mi is 3 rms.

We define also the following parameter:

FM =
|Sm,f |
|Sm|

, (3.17)

where

Sm,f =
∑

(x,y,z)

Im(x, y, z) Mf (x, y, z)

Sm =
∑

(x,y,z)

Im(x, y, z).
(3.18)
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Figure 3.6 – The analysis of the histogram of the pixel intensity distribution and
F -parameter for ModelB. The upper-left panel shows the histogram of a sub-cube
of ModelB. The sub-cube selection is the ROI, the faint signal, defined in Fig. 3.1.
The red curve is a Gaussian fit over the histogram. The fitted parameters are:
µ = 3.5 10−4 ± 1.0 10−8; σ = 7.0 10−3 ± 1.0 10−8; bins = 75. In the upper-right
panel, the histogram applying the mask Mf from run 5 (defined in Table 3.4) on the
ROI is shown. The output parameters of the fitting are: µ = 1.4 10−2 ± 1.6 10−7;
σ = 5.1 10−3 ± 1.6; 10−7; bins = 50. The lower panel is a plot of the F -values calculated
from masks obtained by spanning the thresholding values of the mask Mf from zero to
4.5 rms. The blue line corresponds to the F -values calculated on the ROI sub-cube.
The red, green and yellow lines correspond to the F -values calculated on three different
sub-cube, of the same dimension of the ROI, in which there is only noise.
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Figure 3.7 – In the four views, we look at a zoom of the ROI defined in Fig. 3.1. The
four panels present the same visualization of four different data-cubes: I) the ModelB
without the noise; II) ModelB; III) the filtering output obtained by run 4 (F = 1.053; see
Table 3.4); IV) the output from run 5 (F = 2.328; see Table 3.4). The different colors
highlight different intensity levels in the data: green, blue and red correspond to 3, 7 and
15 times the rms noise respectively. The model in the first panel has a rms value equal
to zero. Therefore, we show only the green level.

In these equations, the index m indicates the ModelB cube without the
Gaussian artificial noise. Sm is the integrated flux over the full ROI sub-
cube, therefore FM is the percentage of recovered signal in the mask Mf

and it ranges in [0;1]. Mf is defined in equation 3.14.

In table 3.4 we report the FM -values obtained by performing the
intensity-driven gradient filter on the ModelB data-cube. The table shows
that an increase of the parameter F corresponds to an increase of the
parameter FM , i.e. more signal has been recovered in the smoothing process.
This is also supported by visual inspection of the filtered data-cubes. In
Fig. 3.7, the faint signal is clearly enhanced for higher values of F and FM .



84
Chapter 3. Finding faint H I structure in and around galaxies: scraping the

barrel

Run K τ n F FM

1 0.5 0.0325 20 2.1282± 0.0323 0.2376± 0.0046
2 0.5 0.0625 20 1.3225± 0.0214 0.1495± 0.0037
3 0.5 0.0325 30 2.1937± 0.0333 0.2638± 0.0036
4 0.5 0.0625 30 1.0534± 0.0181 0.1291± 0.0031

5 1 0.0325 20 2.3281± 0.0349 0.3644± 0.0034
6 1 0.0325 30 2.1483± 0.0316 0.3340± 0.0039

7 1.5 0.0325 20 1.7223± 0.0250 0.2595± 0.0020
8 1.5 0.0325 30 0.6337± 0.0103 0.0713± 0.0017

9 2 0.0325 20 0.7016± 0.0111 0.0792± 0.0018
10 2 0.0325 30 0.2632± 0.0062 0.0243± 0.0012

Table 3.4 – The F and FM -values for applying an intensity-driven gradient filter with
parameters K, τ , n, Cx,y,z = 5 to ModelB.

We performed the same analysis for ModelA and ModelC, with similar
results as the analysis performed on ModelB.

We conclude that the F -values are reliable and the noise effects on the
F -values, calculated at the 3 rms noise level, are minor or negligible.

3.6 Performance

In this section, we provide measurements of the performance of the codes1

used in this paper. We performed the benchmark on a Linux laptop
(Ubuntu 15.10) equipped with:

1. an Intel i7 2.60 GHz CPU,

2. 16 GB of DDR3 1.6 GHz random access memory, RAM,

3. an Intel HD Graphics 4600 graphics processing unit, GPU, (it can use
up to 1.7 GB of the RAM),

4. an NVIDIA GeForce GTX860M GPU (with 2 GB of dynamic random-
access memory, DRAM).

1The codes are publicly available at https://github.com/Punzo/SlicerAstro

https://github.com/Punzo/SlicerAstro
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We define the speedup, S, as

S(N) = 〈T1(N)〉 / 〈Tp(N)〉 , (3.19)

where 〈T1〉 is the average execution time over 10 runs exploiting only one
CPU core, 〈Tp〉 is the average execution time over 10 runs of the parallelized
code and N the number of voxels. The codes are parallelized both on CPU
(OpenMP) and GPU (OpenGL). In the case of the GPU implementation,
the I/O times (i.e. times for sending the data to the GPU and to getting
the results back) are included in the term Tp.

We report the speedup results in Fig. 3.8, using the following values for
the input parameters of the filters:

1. isotropic box: Nx = Ny = Nz = 3 pixels;

2. anisotropic box: Nx = 3 pixels and Ny = Nz = 5 pixels;

3. isotropic Gaussian: FWHMx = FWHMy = FWHMz = 3 pixels
and θx = θy = θz = 0◦

4. anisotropic Gaussian: FWHMx = 2 pixels, FWHMy = FWHMz =
3 pixels and θx = θy = θz = 0◦;

5. intensity-driven gradient: K = 1.5, τ = 0.0325, n = 20 and Cx =
Cy = Cz = 5.

A number of conclusions can be drawn from Fig. 3.8. First, the values
of the speedup S for the CPU (8 cores) implementation for the various
filters at different N are . 4. Therefore, the execution time for all filters
at small N (∼ 106) is almost real-time (i.e., < 0.2 s for all filters). This
high performance is reached thanks to several optimizations in our CPU
code. For example, the Gaussian kernels are precomputed to speed up the
calculations. Moreover, when possible the 3D kernels are split into three 1D
kernels to reduce the computational complexity. In addition, the codes do
not have any overhead due to the parallelization with OpenMP. To check
the performance we compared our CPU implementation of the isotropic
Gaussian filter with the one provided by the Insight Segmentation and
Registration Toolkit (ITK; Yoo et al., 2002). Our implementation, using
the same number of CPU cores (i.e., 8), showed a speedup by a factor of 3
over the ITK version. The typical CPUs provided on laptops do, however,
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Figure 3.8 – The values of speedup of the parallelization of the various filter algorithms
are shown: 1) upper-left panel, isotropic box; 2) upper-right panel, anisotropic box;
3) middle-left panel, isotropic Gaussian; 4) middle-right panel, anisotropic Gaussian;
5) bottom-left panel, intensity-driven gradient; 6) bottom-right panel, comparison of
the GPU (GTX860M) implementation of all filters. The values of the speedup S are
calculated using equation 3.19. N is the number of voxels. The values of the input
parameters are defined in section 3.6.
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not provide the computational power to reach real-time performance in
case of large N (∼ 108). For example, the execution time for both the
anisotropic box and Gaussian filter at large N is rather long: 1 min and
10 min, respectively. The isotropic Gaussian filter at large N takes 14.5 s
using 8 cores, while the execution time for the isotropic box filter is 2 s,
and 56 s for the intensity-driven gradient filter.

Secondly, very large values of S are found for the GPU implementation
of the anisotropic box and Gaussian filters. For example, in the case of
anisotropic Gaussian filtering of NGC2841 (N = 1.4×108, i.e. 529 MBytes;
Walter et al., 2008b), the execution time improves from 35 min, using one
CPU core, to 3.5 s exploiting the GTX860M.

Thirdly, the values of S for the GPU implementation are smaller for the
isotropic box and Gaussian filters than for their anisotropic counterparts.
The GPU execution time for the isotropic Gaussian filter with N = 1.4×108

is 1.8 s and therefore a factor of 2 smaller than for the anisotropic Gaussian
filter.

On the other hand the GPU execution time for the intensity-driven
gradient filter with N = 1.4 × 108 is 3.1 s, as compared to 4 min with a
single CPU core.

When examining the behavior in relation to the number of voxels the
following conclusions can be drawn. For a data-cube with a small number of
voxels (N ∼ 106) the S values of the GPU implementation for the isotropic
box, isotropic Gaussian and intensity-driven gradient filters are close to
the 8 CPU cores performances. This is to be expected as for small N it
is not possible to fully load the GPU and properly exploit all the cores.
However, up to 5 × 106 voxels, all filters, when using the GPU, reach the
kind of performance that allows interactive work (maximum execution time,
exploiting the GTX860M, is Tp < 0.3s).

Finally, wavelet lifting is a very fast algorithm: the maximum execution
time (using the Haar wavelet and a value of l = 3), exploiting one CPU
core, for filtering a data-cube with up to 108 voxels is Tp < 5.1 s. Therefore,
we did not implement a GPU version. Moreover, the implementation of
such parallelization is rather challenging mainly because of the memory
handling on the GPU. A CUDA implementation was developed by Laan
et al. (2011) giving a speedup of ∼ 10 with respect to their optimized CPU
implementation. This is a large improvement with respect to previous work
(e.g., Wong and Blitz, 2002; Tenllado et al., 2008).
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Defining η = 4 N Bytes as the RAM usage for a given data-cube, the
memory requirements for each of the filter codes are:

1. CPU implementations of the box, Gaussian and intensity-driven
gradient filters: one permanent η on the RAM for storing the final
results and one temporary η for storing partial run-time results, so a
total memory requirement of 2η RAM;

2. CPU implementation of the wavelet filters: one permanent η on the
RAM for storing the final results;

3. GPU implementation of the box, Gaussian and intensity-driven
gradient filters: one permanent η on the RAM, one temporary η on
the RAM and two temporary η on the DRAM, so a total memory
requirement of 2η RAM and 2η DRAM;

In summary, a machine with 16 GB of memory can easily accommodate
a ∼ 4 GB dataset when using the box, Gaussian or intensity-driven gradient
filter (in case of the GPU implementation at least 8 GB of DRAM are
needed).

Filter Hardware F

1 CPU 1.7534 ± 0.0061
GPU 1.7217 ± 0.0060

2 CPU 1.8591 ± 0.0064
GPU 1.8182 ± 0.0063

3 CPU 1.6953 ± 0.0059
GPU 1.5386 ± 0.0054

4 CPU 1.8848 ± 0.0065
GPU 1.7760 ± 0.0062

5 CPU 2.3416 ± 0.0083
GPU 2.2704 ± 0.0079

Table 3.5 – The F -values relative to both the CPU and GPU filtering implementation
of the filters applied to WEIN069. The filter index entries are respectively: 1) isotropic
box; 2) anisotropic box; 3) isotropic Gaussian; 4) anisotropic Gaussian; 5) intensity-
driven gradient. The values of the input parameters are defined in section 3.6.

For the GPU implementation, we chose the shader paradigm (OpenGL),
over other computational scientific SDKs (CUDA or OpenCL), for its
compatibility with all the GPU vendors. Moreover, OpenGL is present in
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any operating system, which simplifies the distribution of the software. The
drawback is that the computations performed with OpenGL have relatively
less precision. For H I data this is not an issue: the scalar range of the
pixel intensities is relatively small and float precision is sufficient for the
calculations required by the algorithms. In fact, the differences between
the CPU and GPU filtered data-cubes are unnoticeable: in Table 3.5, we
compare the GPU methods smoothing quality to the CPU ones calculating
the F -values, and the differences between the two implementations are less
than 5%.

In the next section, we will summarize and discuss the results presented
in the previous sections focusing on their applicability to visualization.

3.7 Discussion and conclusions

Future blind surveys of H I will deliver a large variety of data in terms
both of the number of galaxies and additional complex features such as
tails, extra-planar gas and filaments. These faint structures can be found
in nearby medium/high resolved galaxies (e.g., Model and WEIN069 data-
cube) and groups of non-resolved galaxies (e.g., NGC-3379 and NGC4111).
They have a very low signal-to-noise ratio of ∼ 1, but are extended
over many pixels. Efficiently separating such signals from the noise is
not straightforward (visual examples are shown in sections 3.2 and 3.3).
Moreover, in the case of Apertif and ASKAP, it is estimated that tens of
such sub-cubes will be collected weekly (Duffy et al., 2012). This is a large
volume of data, and a coupling between the filtering algorithms shown in
this paper and 3D visualization can enhance the inspection process of large
numbers of galaxies and masks provided by source finder algorithms.

In Section 3.3, we reviewed state-of-the-art filtering algorithms. We
qualitatively illustrated the filtering results using several methods. We
then performed a visual inspection of the filtering results, followed by a
systematic quantitative analysis of the algorithms in Section 3.4.

First, we extensively investigated the parameter space of the input
parameters (i.e. the extension and shape of the kernels) of the box and
Gaussian filters by applying them to several test data-cubes. In Table
3.1, we indicated the best filtering runs and their input parameters. As
criterion for selecting the best runs we used the F -value, our smoothing
quality control parameter defined in Sections 3.4 and 3.5, requiring F to
be large. Thereafter, we confirmed the selection by visually inspecting the
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filtered output data-cube. Tables 3.1 and 3.2 highlight, for our sample,
that finding the input parameters of the best runs is not straightforward.
In fact, the box and Gaussian kernels are highly dependent on the spatial
and velocity extents, and the signal-to-noise ratio of the unknown faint
signal. Note that the Gaussian smoothing gives better results than the box
smoothing, because a gentler smoothing preserves better the shape of the
data (the differences are clearly visible in the second and third panels in
Fig. 3.4). Two examples which suffer from these limitations are:

1. ModelB: very faint signal (signal-to-noise ratio ∼ 1) with limited
extent;

2. NGC4111: very extended, relatively faint, signal.

In the first case large kernels are necessary to considerably enhance the very
low level signal. Large kernels (e.g. for the box filter Ni > 5 and for the
Gaussian filter FWHMi > 3) will, however, wash out the signal because it
is not coherent at such large scales. In the second case, very large kernels
(Ni = 9 for the box filters and FWHMi = 7 for the Gaussian filter) provide
the best smoothing and the maximum F -values. Such kernels drastically
reduce, however, the spatial and velocity resolution of the data.

The optimal dimensions of the box and Gaussian kernels strongly
depend on the extent of the signal and the signal-to-noise ratio. The quite
different, best input parameters of ModelA, ModelB and ModelC, with
their different signal-to-noise ratios, illustrate this clearly. For example,
the best runs for modelB use larger kernels in the y direction compared to
the other models. The optimal kernels for smoothing ModelA and ModelC
have, on the other hand, a very narrow z component. This is expected as
a higher noise level hides the signal and modifies the overall shape of the
signal itself (i.e., the faintest parts will disappear into the noise).

Second, we analyzed wavelet filters in detail. Our investigation focused
on thresholding the data in the wavelet domain. We performed the filtering
operation exploiting a wavelet lifting algorithm. Two main wavelets have
been used: the Haar and the Le Gall wavelet. Wavelet lifting is a
powerful technique, but unfortunately it generates artifacts undesirable
for our visualization purposes (see Fig. 3.5). The filtering results give
very high values of the F -parameter as shown in Table 3.2. The wavelet
thresholding filter, however, requires a thorough investigation of the main
parameters (choice of the basic wavelet, maximum number of levels for
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wavelet decomposition, thresholding values for each decomposition level)
for obtaining an optimal denoising of the data. We consider this a drawback
for user-friendly visualization purposes.

The optimal input parameters reported in Table 3.1 vary for each data-
cube of our sample. The thresholds parameters, tl,wavelet, have strong
dependencies on the choice of the wavelet and the signal-to-noise ratio of the
faint signal. Moreover, the choice of the optimal wavelet and decomposition
level, l, depends on the extent of the faint structure. For example, the arc-
shape structure in the ModelB is very thin along the velocity direction
(few channels). Therefore, the Haar wavelet and l = 2 are the optimal
choice, while the Le Gall wavelet and a higher decomposition level, l = 3,
provide the optimal filtering results for WEIN069, NGC3379 and NGC4111,
because these data shows a more extended component.

Filtering with a higher order wavelet than Le Gall may give optimal
results without requiring a pre-smoothing step. However, we showed that
the choice of the wavelet is constrained by the unknown extent of the faint
signal. For example, very high-order wavelets are not optimal for filtering
the models.

Using different decomposition levels in each spatial and velocity dimen-
sion (or a tree structure, e.g. Octree; Meagher, 1980) may also improve the
filtering quality. However, in the case of morphological complex resolved
galaxies this approach is rather difficult. For example, it is necessary
to determine the optimal levels of decomposition for each dimension and
these depend on the signal extent and signal-to-noise ratio as well. This
is analogous to the issue of finding the optimal kernel for the box and
Gaussian filters.

Applying wavelet decomposition and thresholding the approximation
bands, as shown in Section 3.3.4, is effectively a segmentation of the data.
Though efficient, the disadvantage is that it also eliminates very low signal-
to-noise emission if the thresholding parameters are not properly tuned to
the data. Since our aim is to couple filtering techniques to visualization,
thresholding techniques are not favored as they limit the interactive visual
data exploration.

Third, we implemented a modification of the diffusion filter: the
intensity-driven gradient filter (see 3.3.3). This smoothing algorithm
has adaptive characteristics which helps in preserving the smaller scale
structure of the signal, thus avoiding the limitations of the box and
Gaussian filters. The parameters of intensity-driven gradient filter mainly
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depend on the signal-to-noise ratio of the emission, which we found to
be quite similar for the objects studied here. In fact, the intensities of
the majority of the voxels of the faint signal are between 1 and 2 rms.
For example, in Section 3.2, we illustrated 3D visualizations of the output
of the intensity-driven gradient filter with default parameters (K = 1.5,
τ = 0.0325, n = 20 and Cx,y,z = 5) for two very different objects (WEIN069
and NGC3379). In both cases, the smoothing is successful in bringing out
the low signal-to-noise structures. In fact, in the case of the gradient filter,
the F -values of the best runs, reported in Table 3.2, do not differ more than
15% from the runs with default parameters.

The main input parameters (K, τ and n) of the best filtering results
for the three models in Table 3.1 do not vary. The peak signal-to-noise
ratio of ModelC is ∼ 3 times higher than that of ModelA. Therefore,
the dependencies of the input parameters of the intensity-driven gradient
respect to the signal-to-noise ratio are not stiff functions.

We conclude that the intensity-driven gradient is the most promising
filter because it preserves the detailed structure of the signal with high
signal-to-noise ratio (> 3) at the highest resolution, while smoothing only
the faint part of the signal (S/N < 3). Moreover, the input parameters
need only minimal tuning to the signal itself.
On the other hand, this filter applies a diffusion process which has the
following drawbacks:

1. the flux scale is not conserved and depends on the signal-to-noise ratio
and hence degree of ‘smoothing’ or resulting resolution;

2. setting too high values of the parameters n and τ can create unrealistic
web structures (negative and positive) between the peaks of the
negative and positive parts of the noise.

The first issue is not a problem for visualization. In fact, the main purpose
of the filtering operation, in this context, is to find and enhance low-
level signals. Quantitative analysis, such as calculating column densities,
intensity weighted mean velocities, velocity dispersions etc., can always be
performed on the original data-cube once the volume that contains all the
signal has been identified. Regarding the second issue: in Fig. 3.9 we show
as a guideline the dependencies of the F -parameter on the input parameters
K, τ and n.

Finally, the previous results suggest that intensity-driven gradient
smoothing can be employed for finding H I sources as well. This technique
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Figure 3.9 – The F -values applying to WEIN069 an intensity-driven gradient filter with
parameters K, τ , n and Cx,y,z = 5. In this 3D scatter plot, the F -values are displayed
as a 4-th dimension using a color scale. The red dots represents filtering with an high
value of the parameter F (F -values > 1.75). The F -parameter shows low values (< 1)
for high values of n and τ (n > 15 and τ > 0.0475). For more information regarding the
F -parameter refer to sections 3.4 and 3.5.

could be an alternative for the smooth-and-clip method and has the
advantage that the user does not have to specify the smoothing kernels.
The robustness of such a method should be tested on a larger number of
different cases than we have used here. This is beyond the scope of the
present investigation.

In Section 3.6, we reported the benchmark of our CPU and GPU
implementations of the filtering algorithms investigated in this paper. The
codes are publicly available2 and we integrated them in a module of
SlicerAstro3, a first design of an astronomical extension of 3DSlicer4

(Fedorov et al., 2012). We showed that for data-cubes with a number
of voxels up to 5 × 106, GPU implementations of the smoothing filters
can reach interactive performance (maximum execution time, Tp < 0.3 s)

2https://github.com/Punzo/SlicerAstro/AstroSmoothing
3http://wiki.slicer.org/slicerWiki/index.php/Documentation/Nightly/

Extensions/SlicerAstro
4 3DSlicer (https://www.slicer.org/) is a medical visualization package with

advanced 3D visualization capabilities.

https://github.com/Punzo/SlicerAstro/AstroSmoothing
http://wiki.slicer.org/slicerWiki/index.php/Documentation/Nightly/Extensions/SlicerAstro
http://wiki.slicer.org/slicerWiki/index.php/Documentation/Nightly/Extensions/SlicerAstro
https://www.slicer.org/
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exploiting a GTX860M, i.e. a GPU suitable for gaming, found on laptops
with mid-level performance. For data-cubes up to 108 voxels, the filters
can still reach relatively fast performance (maximum execution time with
a GTX860M, Tp < 3.5 s).

In conclusion, the GPU implementation of the intensity-driven gradient
filter satisfies our filtering and visualization requirements best. The filter
provides interactive performance, requires minimal tuning of the input
parameters, and efficiently enhances faint structures in our data sample
without degrading the resolution of the high signal-to-noise data.
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Abstract

SKA precursors are capable of detecting hundreds of galaxies in H I in a
single 12-hours pointing. In deeper surveys one will probe more easily
faint H I structures, typically located in the vicinity of galaxies, such
as tails, filaments, and extraplanar gas. The importance of interactive
visualization in data exploration has been demonstrated by the wide use
of tools (e.g. Karma, Casaviewer, VISIONS) that help users to receive
immediate feedback when manipulating the data. We have developed
SlicerAstro, a 3D interactive viewer with new analysis capabilities, based
on traditional 2D input/output hardware. These capabilities enhance the
data inspection, allowing faster analysis of complex sources than with
traditional tools. SlicerAstro is an open-source extension of 3DSlicer, a
multi-platform open source software package for visualization and medical
image processing.

We demonstrate the capabilities of the current stable binary release
of SlicerAstro, which offers the following features: i) handling of FITS
files and astronomical coordinate systems; ii) coupled 2D/3D visualization;
iii) interactive filtering; iv) interactive 3D masking; v) and interactive 3D
modeling. In addition, SlicerAstro has been designed with a strong,
stable and modular C++ core, and its classes are also accessible via Python

scripting, allowing great flexibility for user-customized visualization and
analysis tasks.
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4.1 Introduction

Upcoming neutral hydrogen (H I) surveys (e.g., Verheijen et al., 2009; Duffy
et al., 2012) will deliver large datasets. The daily data-flow will be of the
order of TBytes and several hundreds of galaxies will be detected. To find
and characterize H I objects, automated processing methods must use all
of the three-dimensional (3D) information (two positional dimensions and
one spectral dimension) that the surveys make available.

In this context, 3D visualization techniques provide a powerful tool
to inspect the sources under study. In fact, the 3D view of a galaxy
simultaneously presents both its H I distribution and its kinematics pro-
viding an immediate overview of the structures and coherence in the data
(Oosterloo, 1995; Goodman, 2012; Punzo et al., 2015). In addition, user
interaction in the 3D environment provides capabilities which astronomers
can use to quickly analyze complex sources found by automated pipelines
(e.g., Duchamp and SoFiA; Whiting, 2012; Serra et al., 2015). These sources
include interacting galaxies, tidal tails, filaments, and stripped galaxies,
and the majority will not exceed dimensions greater than 108 voxels1.

Performing interactive 3D rendering (and analysis) of H I sources is
computationally affordable using a modern desktop (Punzo et al., 2015).
This has stimulated further development of 3D visualization tools for
astronomical purposes. For example, different package developments have
recently been undertaken, exploiting: the rendering engine of Blender 2, an
open source software for 3D animations (Taylor, 2015; Kent, 2015; Naiman,
2016); indirect volume rendering3 available in the Visualization ToolKit,
VTK 4, and Mayavi25 (Vogt et al., 2016); stereoscopic visualization and 3D
interaction hardware using the gaming engine Unity 6 (Ferrand et al., 2016);
and a large-scale, hybrid visualization and supercomputing environment
(Vohl et al., 2016). Although the previous packages have introduced 3D
rendering solutions to visualize 3D astronomical datasets, they do not fully
satisfy our visualization requirements (see Section 4.2.1).

1 Voxels are 3D pixels.
2https://www.blender.org/
3In scientific visualization and computer graphics, volume rendering is a set of

techniques used to display a 2D projection of a 3D discretely sampled dataset.
4http://www.vtk.org/
5http://code.enthought.com/projects/mayavi/
6https://unity3d.com/

https://www.blender.org/
http://www.vtk.org/
http://code.enthought.com/projects/mayavi/
https://unity3d.com/
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In this paper, we present SlicerAstro 7 (Punzo et al., 2016b), an
extension of 3DSlicer8 (a multi-platform open source software package
for visualization and medical image processing; Fedorov et al., 2012), that
aims to provide an interactive 3D visual analytics tool based on traditional
2D input/output hardware.

In Section 4.2.1 we describe the design of SlicerAstro. In Section 4.3
we show how interactive filtering and 3D visualization can boost the inspec-
tion of faint complex sources. In Section 4.4 we describe the interactive 3D
masking capabilities available in SlicerAstro. In Section 4.5 we show how
3D visualization, coupled with interactive modeling, provides additional
capabilities helping the discovery and analysis of subtle structures in the
3D domain. In Section 4.6 we discuss the efficiency of such visual analytics
techniques for helping astronomers in the analysis of complex sources.

4.2 The SlicerAstro environment

An exhaustive review of open-source 3D visualization packages in Punzo
et al. (2015) led to the choice of 3DSlicer as the preferred platform for
the development of SlicerAstro. The most important deciding factors
included the following:

1. 3DSlicer is an open-source platform with a Berkeley Software
Distribution (BSD) license, which allows for free utilization of the
software;

2. the software has a flexible environment for code development and
collaboration;

3. 3DSlicer has adequate documentation for both developers and users;

4. the 3DSlicer software has a large number of active developers;

5. the 3DSlicer interface already has numerous quantitative features
(e.g., data probing, setting fiducial markups9 and listing their
position, 2D/3D rulers and calculating statistics in a selected volume).

7https://github.com/Punzo/SlicerAstro
8https://www.slicer.org/
9A fiducial markup or fiducial is an object placed in the field of view of an imaging

system which appears in the image produced, for use as a point of reference or a measure.

https://github.com/Punzo/SlicerAstro
https://www.slicer.org/
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Several of the medical visualization tools present in 3DSlicer suit the
needs of astronomical applications. For example, 3DSlicer optimizes the
display layout and the process of navigating through data for parallel two-
dimensional visualizations (e.g., movies of channel maps).

In addition, 3DSlicer has been adopted by Kitware10 as key open-
source platform similarly to VTK, ITK11 and Paraview12 which Kitware has
been supporting for more than 15 years. This guarantees long-term support
and future updates of 3DSlicer.

4.2.1 Design

Punzo et al. (2015) analyzed and reviewed the requirements for the
visualization of H I in and around galaxies. These include handling the
loading and writing of Flexible Image Transport System (FITS) files (Pence
et al., 2010), the ability to display astronomical World Coordinates System
(WCS; Calabretta and Greisen, 2002a; Greisen et al., 2006b), interactive
3D high-quality rendering capabilities (i.e., graphics processing unit (GPU)-
accelerated ray casting rendering Roth, 1982; Schroeder et al., 2006) and
interactive linking between 1-D/2D/3D views. Interactive visualization
which allows the user to extract quantitative information directly from
the visual presentation is also of primary importance: probing the data
with a cursor; displaying coordinate axes in the 2D views; performing
3D segmentation13 techniques; linked 1D/2D/3D region of interest (ROI)
selection and the ability to calculate statistics (e.g., mean, rms, maximum,
minimum, etc.) in a specific area or volume. Another requirement is
to couple analysis techniques such as interactive smoothing and tilted-
ring model fitting to visualization. Therefore, comparative visualization
(multiple views, overlaid visualizations, etc.) is fundamental for comparing
the raw data with the smoothed version and/or the models. The
last requirement is interoperability14 with virtual observatory (VO) tools

10https://www.kitware.com/
11https://itk.org/
12http://www.paraview.org/
13Image segmentation is the process of partitioning an image into disjoint regions that

are uniform with respect to some property.
14Interoperability is the ability of different information technology systems and software

applications to communicate, exchange data, and use the information that has been
exchanged.

https://www.kitware.com/
https://itk.org/
http://www.paraview.org/
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(Taylor et al., 2011). Moreover, in order to facilitate collaborative work, the
source code must be open, modular, well documented, and well maintained.

The current version of the 3DSlicer software provides several of these
capabilities: CPU and GPU rendering based on the VTK, interface optimized
for 2D visualization with a high-level of linking between the 2D and 3D
views, 2D and 3D segmentations techniques, high-level of modularity in
the source code, embedded python console in the user interface for fast
interaction with the 3DSlicer application programming interface (API)15,
presence of detailed documentation for both users and developers. In
addition, we made a number of contributions to the 3DSlicer source: we
added more types of units in the 3DSlicer standards and refactored the
DataProbe module and widgets that control the 2D views to allow their
customization by 3DSlicer extensions.

In addition, to fulfill the requirements, the following capabilities have
to be added:

1. proper visualization of astronomical data-cubes using the FITS data
format;

2. enabling interactive smoothing in all three dimensions;

3. interactive 3D selection of H I sources;

4. interactive H I data modeling coupled to visualization;

5. generation of flux density profiles and histograms of the voxel
intensities;

6. introduction of the SAMP protocol to enable interoperability with
Topcat (Taylor, 2005), and other VO tools and catalogs.

These software capabilities are particular to astronomical applications
and, therefore, it is optimal to implement them in an extension of 3DSlicer,
i.e. SlicerAstro, rather than in its core.

In the next sections we will discuss the implementation and deployment
of such capabilities and use the H I emission in and around WEIN069
(Ramatsoku et al., 2016), a galaxy in a region in the sky where a filament
of the Perseus-Pisces Supercluster (PPScl) crosses the plane of the Milky
Way, as an example.

15The API is a set of subroutine definitions, protocols, and tools for building application
software.
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4.2.2 Implementation

The 3DSlicer plug-in mechanism enables the rapid development of custom
modules in different programming languages and for different levels of
integration:

1. The command-line interface modules are standalone executables with
a limited input/output argument complexity (simple argument types
and no user interaction).

2. The loadable modules are plugins implemented in the C++ language
that are integrated tightly in the 3DSlicer core software. These
modules have access to all other 3DSlicer core modules and the
internals of the application and they can define custom, interactive
graphical user interfaces.

3. The scripted modules are written in the Python language. These mod-
ules can be developed and modified without rebuilding or restarting
3DSlicer and they have similar access to the application internals as
loadable modules.

All objects (volumetric images, surface models, transforms, etc.) in
3DSlicer are stored in a hierarchical structure of nodes encoded in the
Medical Reality Modeling Language (MRML Fedorov et al., 2012). Each
MRML node has its own list of custom attributes that can be used to
specify additional characteristics for the data object. This method of
storage enables the modules to have access to the MRML tree, allowing
new extensions to leverage existing processing and visualization functions
without directly interfering with other modules.

In addition, 3DSlicer and its extensions are developed using a CMake-
based16 build system which greatly helps the development, packaging and
testing of multi-platform software.

The SlicerAstro functionality is implemented as multiple plug-in
modules, bundled as one downloadable extension. This modularization
makes development and maintenance faster and affordable. Moreover,
extensions are built everyday for the nightly build of 3DSlicer to identify
breakage with the core. The architecture of SlicerAstro is shown
in Fig. 4.1. SlicerAstro uses the CTK17 and Qt18 packages for user

16https://cmake.org/
17http://www.commontk.org
18https://www.qt.io/

https://cmake.org/
http://www.commontk.org
https://www.qt.io/
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Figure 4.1 – The architecture of SlicerAstro is shown in the diagram. The dashed
arrows indicate the dependency of a component on another one. The loadable modules
are the main components of SlicerAstro. The AstroVolume module is the core module
of SlicerAstro and it provides an interface for handling the loading and writing of
FITS files, the control of the 2D and 3D color transfer functions, and the display of the
astronomical world coordinates system (WCS; Calabretta and Greisen, 2002a; Greisen
et al., 2006b). The AstroSmoothing and AstroModeling modules take care of specific
operations (smoothing and modeling respectively), with their own interface widgets for
user interaction. The scripted modules have the role of utilities such as downloading
sample datasets.
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interface widgets, and the VTK library for the visualization (i.e., 2D and 3D
rendering). SlicerAstro depends also on: CFITSIO (Pence, 2010), WCSLIB
(Calabretta, 2011) and 3D Barolo (Di Teodoro and Fraternali, 2015b). The
loadable modules are the main components of SlicerAstro, while the
scripted modules have the role of utilities such as presenting a welcoming
interface and capabilities to download sample datasets. The AstroVolume

component is the core module (see Section 4.2.3); AstroSmoothing and
AstroModeling modules take care of specific operations (smoothing and
modeling respectively), with their own interface widgets for user interaction
(see Sections 4.3 and 4.5).

SlicerAstro development focuses on H I datasets. Therefore, we
currently provide modules which are mainly aimed for the analysis of
H I data-cubes. However, SlicerAstro can potentially enhance also the
inspection of other datasets such as mm/submm molecular line data and
optical integral field spectroscopic data. We will elaborate more in the
potential of SlicerAstro for such datasets in Section 4.6.

4.2.3 Interface framework

The AstroVolume module provides an interface for handling the loading and
writing of FITS files, MRML nodes that store the data in the 3DSlicer

object-tree, the display of the WCS and the control of the 2D and 3D color
transfer functions.

In Fig. 4.2, we show the implementation of the 3DSlicer and Slicer-
Astro interface. On the top, the main menu shows several options for
loading and writing files (including FITS files) and for editing the 3DSlicer
settings. The data loaded from a FITS file are stored in a vtkMRMLAstro-
VolumeNode object. The instantiated MRML nodes and their properties
can be inspected in the SubjectHierarchy module (see Fig. 4.3). The
output of source finder pipelines, that is, object masks, are loaded as
vtkMRMLAstroLabelMapVolumeNode objects. These masks are delivered
as a data-cube where non-detected voxels in the original data-cube have
a value of 0 and detected voxels have an integer value corresponding to
the ID of the object they belong to. Due to the complex 3D nature
of the sources (Sancisi et al., 2008) and the noisy character of the data,
constructing a fully automated and reliable pipeline is not trivial (Popping
et al., 2012) and visualization can help in identifying or rejecting very faint
signals (Punzo et al., 2016a). For example, in Fig. 4.2, SlicerAstro shows
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the visualization of the H I emission in and around WEIN069 and its mask,
generated with SoFiA (Serra et al., 2014). The data-cube contains three
sources, WEIN069 and two companions, each identified as a separate source
with its own mask. In addition there is a tidal tail and a very faint filament
that is connecting two of the galaxies.

The left panel in Fig. 4.2, includes the widgets for changing the
the 2D and 3D color transfer functions for vtkMRMLAstroVolumeNode

objects. In the case of vtkMRMLAstroLabelMapVolumeNode objects, volume
rendering is not available, but it is possible to use the MaskVisualization

widget to convert the vtkMRMLAstroLabelMapVolumeNode object to a
vtkMRMLSegmentationNode object. The vtkMRMLSegmentationNode class
is a core class of 3DSlicer that handles the display of data segmentation
both in the 2D and 3D views, as shown in Fig. 4.2, and they can
be overlaid on the data of a vtkMRMLAstroVolumeNode object. The
segmentation objects can also be interactively modified (see Section 4.4
for more information) and can be exported for 3D printing (or imported in
Blender) by saving them in the STL file format.

Moreover, the layout includes interface widgets to control the display
properties (e.g., user interaction to rotate the 3D view), a window displaying
the 3D World Coordinate and data values of the position of a data probe in
the linked 2D views. The 2D views also have quantitative World Coordinate
axes.

Finally, the MRML infrastructure allows the user to save the session as
a scene. Reloading such a scene restores the session. One can also share
interesting visualizations with colleagues using the Datastore module.
This module saves a bundle with all the necessary information (the data,
the visualization views, screen-shots and text comments) on the Kitware
servers. Other users can download these bundles.

4.2.4 Rendering and user interactions

In 3DSlicer the visualization representations are rendered with the
Visualization Toolkit, VTK (Schroeder et al., 2006). In SlicerAstro

the data are rendered in 3D with the VTK implementation of the ray
casting algorithm, a direct volume rendering method (Roth, 1982). Ray
casting offers very high-quality results (i.e., free of artifacts), but it is
computationally expensive. On the other hand, ray casting is a massively
parallel algorithm. On modern desktops the VTK GPU implementation
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Figure 4.3 – The interface widgets of the SubjectHierarchy module. In the top panel,
the interface includes the widgets for selecting MRML nodes representing the data-
cubes. In the bottom panel, the interface includes a tool to inspect and modify the
FITS keywords.
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offers interactive rendering with a high (> 5) frame rate (FPS) for data-
cubes not exceeding 109 voxels. The use of such high quality rendering is
mandatory in our case. In fact, other methods can produce many rendering
artifacts in the noisy regions of an H I data-cube. In particular, indirect
volume rendering techniques are very ineffective at signal-to-noise-ratio. 2,
because they have to fit geometries to very noisy data that do not have well-
defined closed borders (Punzo et al., 2015).

In SlicerAstro, the masks are visualized as segmentations (i.e.,
3DSlicer renders them with indirect volume rendering), because they are
supposed to be noise-free by definition.

3DSlicer offers several 2D/3D linked navigation and interaction tools
such as crosshair, fiducials, region of interest (ROI), ruler and slice views
linked with 3D views (for more information, we refer to Fedorov et al.,
2012, and the 3DSlicer online documentation19). All these features are
extremely useful for navigating and probing the data. However, the 3D
visualization paradigm used in 3DSlicer and SlicerAstro is limited by
the use of 2D input and output hardware such as a standard monitor and
mouse. An obvious limitation in 3D is that it is not straightforward to
select features or pick positions (i.e., voxels) in the 3D space in an intuitive
manner. Complementary visualization in 2D (linked to the 3D one) can
partially address these deficiencies.

In 3DSlicer all the modules are accessible at run-time from the
Python console (Python version 2.7.11 is bundled and delivered together
with the 3DSlicer binaries). Note, however, that of the packages often
used in astronomy only numpy is part of this bundle. This allows
additional flexibility for user-customized visualization and analysis tasks
using all 3DSlicer and SlicerAstro capabilities. The Python console and
automated Python scripts are a very powerful tool for interacting with
the data itself. Some examples are: accessing the array containing the
data, modifying the data and calculating statistics in a region of interest.
Moreover, the MRML objects store everything that the user visualizes and
changes in the interface. This allows the user to perform the same actions
by using Python scripts. An example for applying smoothing to a data-
cube, performing the rendering, and saving the result as a video is shown in
the appendix, Section 4.7. For example, this framework is extremely useful

19https://www.slicer.org/wiki/Documentation/Nightly

https://www.slicer.org/wiki/Documentation/Nightly
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for creating screenshots and videos for a large number of sources. For more
information, we also refer to the online documentation20.

4.3 Interactive filtering

Future blind H I surveys will detect a large variety of galaxies with
additional complex features such as tails, extra-planar gas, and filaments.
These faint structures can be found in nearby, well resolved galaxies and
groups of marginally resolved galaxies. They have a very low signal-to-
noise ratio (∼ 1), but are extended over many pixels. Efficiently separating
such signals from the noise is not straightforward (Punzo et al., 2016a).
Moreover, in the case of Apertif (Verheijen et al., 2009) and ASKAP
(Johnston et al., 2008), it is estimated that tens of such sub-cubes will be
collected weekly (Punzo et al., 2015). This is a large volume of data, and a
coupling between the filtering algorithms and 3D visualization can enhance
the inspection process of large numbers of galaxies and masks provided by
source finder algorithms.

In Fig. 4.4, we show the interface of the AstroSmoothing module. This
includes the widgets for changing the input (such as the filter choice, the
computational hardware and the smoothing parameters) and visualizing
the output segmentation objects generated by the smoothing process.

Three filters are currently available in the AstroSmoothing module:

1. Box (or mean) filter: it replaces each pixel value in the volume with
the mean value of its neighbors including the value of the pixel itself.
Both isotropic (where the 3D kernel has the same dimensions along
all the three axes) and anisotropic implementations are available.

2. Gaussian: it applies a 3D convolution operator to the volume. It
preserves the shape of the objects better than the box filter, but is
computationally more expensive. Both isotropic and anisotropic (the
kernel can have different dimensions along the 3 axes and it can be
rotated) implementations are available.

3. Intensity-Driven Gradient : it uses an adaptive diffusion process (i.e.,
operates on the differences between neighboring pixels, rather than on
the pixel values directly). High signal-to-noise regions are unaffected,
but low signal-to-noise, extended, regions are enhanced.

20https://github.com/Punzo/SlicerAstro/wiki

https://github.com/Punzo/SlicerAstro/wiki
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Figure 4.4 – The interface widgets of the AstroSmoothing module. The interface
includes a widget for changing the input parameters for the smoothing and a table
showing the output segmentations generated after the smoothing process.
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Figure 4.5 – A comparative layout of the output generated by the AstroSmoothing

module is shown. The layout is composed of two 3D views and three 2D views. In the
left 3D view and the 2D views the data are shown. In the right 3D view the filtered version
of the data is shown. The data are rendered in different colors that highlight the data
at different intensity levels: green, blue and red correspond to 3, 7 and 15 times the rms
noise respectively. The colored segmentations represent masks automatically calculated
by the filtering algorithm. The light blue and yellow segmentations (visualized as contour
plots in the 2D views) are a 3 rms thresholding of the input data and the filtered data,
respectively.

These algorithms are available in SlicerAstro as parallelized im-
plementations on both CPU and GPU hardware, offering interactive
performance when processing data-cubes of dimensions up to 107 voxels
and very fast performance (< 3.5 sec) for larger ones (up to 108 voxels).
The intensity-driven gradient filter, due to its adaptive characteristics, is
the optimal choice for H I data (Punzo et al., 2016a). Therefore, it is the
default method when the automatic mode has been chosen. This algorithm
preserves the detailed structure of the signal with high signal-to-noise ratio
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(> 3) at the highest resolution, while smoothing only the faint part of the
signal (signal-to-noise ratio < 3). For more information regarding the filters
and their performance, default parameters, advantages and disadvantages,
we refer to Punzo et al. (2016a).

After running the smoothing process, SlicerAstro displays automati-
cally a comparative layout composed of two 3D views, one of the original
data (top left panel) and one of the filtered data (top right panel), and
three 2D views of the original data (lower three panels) for the inspection
of the data, as shown in Fig. 4.5. In this particular case, the 3D
visualization of the filtered data highlights immediately the presence of the
faint filament between two galaxies that was hardly visible in the original
version of the data. Moreover, the coupling between 3D visualization and
interactive filtering enables a user to manually and iteratively search the
best smoothing parameters for maximally enhancing the local signal-to-
noise ratio of the very faint component.

We will show in the next section how any segmentations generated
by the smoothing module (or converted from loaded masks as shown in
Section 4.2.3) can be interactively modified in the SegmentationEditor

module of 3DSlicer.

4.4 Interactive 3D masking

Twenty years ago, Norris (1994) pointed out that the main challenge for
visualizing astronomical data in 3D was to develop a 3D visualization tool
with interactive capabilities for data inspection and with interactive and
quantitative analysis capabilities. Nowadays, 3D interactive visualization
is achievable thanks to the use of massively parallel hardware such as GPUs
(see Section 4.2.4). On the other hand, volumetric data interaction tools
(e.g., picking a voxel or selecting a region of interest in 3D) are necessary
for performing data analysis in a 3D environment.

An optimized 3D selection technique, based on 2D input/output
hardware, is still a partially open-problem, not only in astronomy, but
also in medical visualization and computer science. Moreover, the optimal
selection technique highly depends on the specifications of the use case. Our
requirements for a 3D selection tool are interactivity and a minimal number
of user-operations for achieving the selection (i.e., user-friendliness). For a
review of the state-of-the-art 3D selection algorithms we refer to Yu et al.
(2012) and Yu et al. (2016).
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For our application, we opt for the CloudLasso technique (Yu et al.,
2012). The CloudLasso, operated on grid data, is based on the application
of the Marching Cubes (MC) algorithm (Wyvill et al., 1986; Lorensen and
Cline, 1987) for the identification of regions of voxels with signal inside a
user-drawn lasso; i.e., CloudLasso is a lasso-constrained Marching Cubes
method. The CloudLasso method allows us to spatially select structures
with high signal-to-noise ratio (> 3) within a lasso region. Even if disjoint
structures lie visually behind one another, they can be all selected without
including the noisy regions in between. For operating the intended selection,
a threshold has to be chosen. The CloudLasso algorithm, therefore,
comprises the following two steps:

1. Volume selection: the subset of the volume where the intensities of
the voxels exceed a threshold is computed using Marching Cubes.

2. Threshold tuning: interactive adjustment of the intensity threshold.

The selection operated by the CloudLasso algorithm is highly depen-
dent on the user interactions. In fact, the user has to chose the orientation
of the camera which gives the best view of the data, perform the 2D
selection on the screen and select the optimal threshold. Therefore, the
user experience and knowledge of the data are of primary importance in
the CloudLasso selection. The technique allows the user to perform a
refinement of the selection interactively by tuning the threshold or through
Boolean Operations.

Although the threshold tuning step can be improved or replaced by
more complex techniques to identify and classify the signal in the selection,
the CloudLasso technique is the most reliable choice in our case, because
it leaves any classification to the user (leveraging his/her knowledge about
the data). For example, connectivity operators (Heijmans, 1999) can be
applied after the thresholding to distinguish the various islands of signal and
to label them with IDs. Moreover, MAX-TREE algorithms (Moschini et al.,
2014) can automatically provide a tree classification of the data. Finally,
more advanced selection techniques can be employed (e.g., Cast selections
Yu et al., 2016). The common element in these techniques is the idea to
classify (in different ways) the information in the data. However, due to
the very noisy nature of H I data, separating the H I signal from the noise
is not trivial (Punzo et al., 2016a) and, therefore, it is quite challenging
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Figure 4.6 – The interface widgets of the SegmentationEditor module and
AstroCloudLasso segmentation effects. The interface includes widgets for selecting the
segment to modify, the segmentation editor effect and the parameters relative to the
chosen effect.
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Figure 4.7 – Usage of the AstroCloudLasso segmentation editor effect in 3D. A
smoothed version of the WEIN069 data are rendered in green in the top and middle
panels. In the bottom panel, the original version of WEIN069 data are rendered. The
three renderings highlight the data at the intensity level equal 3 times the rms. In the
top panel, the colored segmentations represent the mask shown in Fig. 4.2. In order
to visualize clearly both the data and the mask, the data are rendered with a higher
opacity in the bottom panel compared to the upper panels. Similarly, the opacity of
the segmentations is decreased. The AstroCloudLasso selection tool is visualized as a
yellow tube drawn by the user with the 2D cursor indicated by the blue cloud. This tool
computes a selection in 3D space from the 2D user-selection. It builds a closed surface
at the value of the intensity level specified in the settings widget (Fig. 4.6) and visualizes
the modified segment as shown in the middle panel. In the bottom panel, we show all
the modified segments.

to build an automated algorithm to classify the data (see also Giese et al.,
2016).

In the SegmentationEditor module of 3DSlicer we implemented an
AstroCloudLasso segmentation editing capability, optimized and special-
ized for the selection of H I data. A segmentation editor is a 3DSlicer
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tool that enables user interaction with the data and creation/modification
of segmentations both in the 2D and 3D views. In Fig. 4.6 we show the
interface widgets of the AstroCloudLasso segmentation editor. The default
value of the threshold is set to 3 times the rms value of the data-cube under
study. In Fig. 4.7, we show how the selection procedure is performed in a
3D view of 3DSlicer and the results for each segment are shown (i.e., we
repeated the selection procedure four times). The tool can also perform 2D
selections (on the 2D views), it can erase the segment under the selection
(both in the 2D and 3D views) if the erase mode has been enabled, and
it can interactively adjust the selection of the intensity threshold if the
automatic updating mode has been enabled.

The AstroCloudLasso segmentation editor effect can be used for two
applications:

1. interactively modify a mask as shown in Fig. 4.7 (note that SlicerAstro
can save the new mask as a FITS file). This framework can be
used as a modification tool of the masks generated from source finder
pipelines.

2. selecting regions of interest for further analysis.

In the next section, we will apply the segmentation as a selection for
operating tilted-ring modeling in the region of interest.

4.5 Interactive modeling

In the case of H I in galaxies one can extract additional information from
fitting the observations with a so called tilted-ring model (Warner et al.,
1973). Such a model describes the observed H I distribution of the galaxy as
a set of concentric, inclined, and rotating rings. Each ring is characterized
by the following parameters: the center of the spatial coordinates, and the
systemic velocity, rotation velocity, velocity dispersion, inclination, position
angle as a function of the galactocentric radius. A model is specified by
a set of ring (radially varying) parameters plus a set of global parameters
(e.g., ring width).

To compute a model the rings are populated with an ensemble of H I

clouds using a Monte Carlo method. The cloud ensembles are integrated
along each line-of-sight in the data-cube and convolved with a 3D-Gaussian
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representing the properties of the observing beam and the resolution in the
frequency domain.

A tilted-ring model is necessarily an oversimplification of the H I

distribution inside galaxies. When the orbits are significantly non-circular,
for example in the presence of a bar (Bosma, 1978), the tilted-ring model
will not be able to represent the data accurately. Furthermore, there
is a degree of degeneracy between some of the ring parameters (e.g.,
inclination, position angle and rotational velocity). In many cases, however,
the tilted-ring model serves as a good approximation and can provide
a deeper understanding of the kinematics and morphology of a galaxy,
including asymmetries in surface density and velocity, the presence of gas
at anomalous velocities, of extra-planar gas, of inflows and outflows, etc. It
is for example rather easy to locate the presence of extra-planar gas once
the symmetric and regularly rotating disk is modeled (see Section 4.5.3).

It is, therefore, very useful to add model fitting capabilities to a
visual analytics tool for H I data. Such a capability enables an interactive
comparison between the data and models so that the quality of the model
can be assessed interactively. This is possible by embedding the model
routine in the visualization interface. This will also enable interactive
tuning of the model parameters using the visualization interface.

Modern 3D tilted-ring modeling software can generate symmetric
models that reproduce the data with a minimal user input and interaction
(Di Teodoro and Fraternali, 2015a; Kamphuis et al., 2015b). In the next
section we will briefly review such software libraries. We will also describe
the integration of one of them in SlicerAstro and show how it provides
additional capabilities for the detection and analysis of subtle structures
in the 3D domain. Two use cases will be investigated in Sections 4.5.2
and 4.5.3: using the 3D selection tool (shown in Section 4.4) to perform
the tilted-ring model fitting only in a region of interest (i.e., excluding
non-symmetric, non-regular, H I structures such as tidal tails) and using
the symmetrical properties of automated tilted-ring model fitting to locate
extra-planar gas.

4.5.1 Requirements

Tilted-ring model fitting is rather complex. Therefore we chose to rely on an
external state-of-the-art package rather than designing a new one. In order



4.5. Interactive modeling 117

to be able to wrap an external model fitting package into SlicerAstro the
following requirements can be formulated:

1. 3D model fitting capabilities;

2. automatic estimation of the initial parameters for the fitting;

3. parallelization on CPU and/or GPU for fast execution;

4. developed as a modern, modular source code, preferably C++.

Currently, two software packages are available:
3D Barolo (Di Teodoro and Fraternali, 2015b), an automated procedure
which fits tilted-ring models to H I data-cubes; and Fat (Kamphuis et al.,
2015a), a similar package built on top of TiRiFic (Józsa et al., 2012, 2007).

Requirements TiRiFic/Fat 3D Barolo

I: fitting
capabilities 3 3

II: parameter
estimation 3 3

III: CPU/GPU
parallelization 7 7

IV: C++

development 7 3

Table 4.1 – Requirements for the model fitting external library, described in Section 4.5.
We compare two software packages: TiRiFic/Fat (Józsa et al., 2007; Kamphuis et al.,
2015b) and 3D Barolo (Di Teodoro and Fraternali, 2015a).

As shown in Table 4.1, 3D Barolo is currently our optimal choice
because, being developed in C++, it satisfies the fourth requirement. The
fourth requirement ensures high performance, a rather simple and smooth
integration process, and long-term maintainability. On the contrary, Fat
has been developed in IDL which introduce with it several compiling and
linking issues (also, the license of IDL is not compatible the open-source
BSD license of SlicerAstro). We do not, however, exclude a future
wrapping of TiRiFic/Fat in SlicerAstro if a C++ porting of Fat will
be carried out.

Although both state-of-the-art packages lack a concrete parallelization
strategy, they still have sufficiently fast performance for fitting the data
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for sources in data volumes up to 106 voxels and for generating a single
model for sources representing a data volume of up to 108 voxels (see
Section 4.5.2). However, user interaction with the modeling routine in the
AstroModeling module will greatly benefit from a parallel 3D tilted-ring
model fitting source code.

In the following use cases21 we will show how the AstroModeling

module, exploiting 3D interactive visualization and 3D Barolo, helps in the
modeling and analysis of complex sources.

4.5.2 Use Case A: analysis of sources with tidal tails

Although 3D Barolo is a powerful fitting routine, it is designed to fit
models of galaxies with a thin regularly rotating disk. Therefore, 3D Barolo

(or other current tilted-ring modeling algorithms) cannot recognize, for
example, tidal tail structures and separate them from the central regularly
rotating body of the galaxy.

In this section, we show how to use the AstroModeling module for
the manual quality control of the models. This framework enhances the
analysis of gravitational perturbed galaxies such as WEIN069. In fact, the
3D selection tool described in Section 4.4 can be used to select a region of
interest for which 3D Barolo provides the best results. For example, in the
case of WEIN069 the user can separate the two kinematic components, i.e.,
the regularly rotating disk and the tidal tail, and perform the calculations
only on the central disk.

Figs. 4.8 and 4.9 show in blue a selection of the central body of WEIN069
and the parameters chosen for running the fitting routine in 3D Barolo. The
fitting results are shown in Figs. 4.10 and 4.11: the yellow segmentation, in
the 2D and 3D views, represents the model, while the green rendering, in
the 3D view, represents the data. The visualization highlights the model
and the data at the intensity level chosen in the contour level interface
widget (in this case three times the value of the rms noise in the input
data-cube).

The overlay of the segmentation of the model on the 3D rendering of
the data facilitates the inspection of the model. In the case of Fig. 4.11,

21In software and systems engineering, a use case is a list of actions or event steps,
typically defining the interactions between a role (known in the Unified Modeling
Language as an actor) and a system, to achieve a goal. The actor can be a human
or other external system.
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Figure 4.8 – 3D view of WEIN069 rendered in green. It highlights the data at the
intensity level equal 3 times the rms. The blue segmentation represents a 3D selection
(see Section 4.4).

the horizontal and vertical axes of the third 3D view (middle left panel) are
the velocity and the declination dimensions, respectively. It is immediately
clear that the rotation curve of the model in the inner rings does not rise
fast enough. User interactions with the 3D view such as camera zooming
and rotation enhance the 3D perspective giving an even better overview of
the differences. On the other hand, for checking the data pixel by pixel
(e.g., for data probing) it is better to use a two-dimensional representation.

Finally, the AstroModeling module provides a table widget in the
interface (see Fig. 4.10) that can be used to refine the model and update
the visualization. All the ring parameters of the model are available in the
table. The refining process of the output model is crucial. In fact, the tilted-
ring model fitting is a process with a high degree of degeneracy between
the parameters, and the fitting results strongly depend on the value of the
initial parameters, especially for the inclination. Therefore, the models
must be carefully checked, compared with the data, and refined.

The computational time needed by 3D Barolo to fit the data depends
on several factors: the number of voxels, the number of rings of the model
and the goodness of the initial parameters (i.e., whether the error in the
estimation is < 10%). However, it is not possible to provide unbiased
benchmarks for a fitting routine (i.e., the performance highly depends on
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Figure 4.9 – The interface widgets of the AstroModeling module. The interface includes
the widgets for selecting a segment that will be used as mask for the modeling and the
input parameters for the model fitting. In manual mode one can specify the fitting
method (i.e. the kind of residuals between the model and the data to be minimized) and
the weighting function, i.e. the weights (as a function of angle from the minor axis) given
to the residuals before fitting. These weights correct for the effect that the line of sight
component of the circular velocity in a rotating disk approaches zero when approaching
the minor axis. (for more information see Di Teodoro and Fraternali, 2015b).
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Figure 4.10 – The interface widgets of the AstroModeling module. The interface
includes a Contour level widget to choose the threshold value for the segmentation of
the model, an editable table with the parameters of the rings of the output model (see
Fig. 4.11), and push buttons for updating the model.
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Figure 4.11 – Comparative layout of the output generated by the AstroModeling module. The
layout is composed of three 3D views, three 2D views and a chart view. The WEIN069 data
are shown in the 3D view and the 2D views. In the 3D views the data are rendered in green.
Each 3D view has a different camera position: top-left, viewing direction along the velocity axis;
top-right, the origin of the camera is in the center of the data-cube and the view is parallel to the
geometrical major axis of the galaxy; middle-left, the viewing direction is along the RA axis. The
white labels z and Z indicate the line of sight velocity (or redshift z) direction (i.e., increasing
from z to Z ). The green arrow in the lower right corner of the top right panel points to the plane
indicated by the symbol z. The middle-right view has plotting capabilities and the different
parameters of the rings of the output model can be shown. The bottom views are slices of the
data-cube: bottom-left, XY; bottom-middle, XZ; bottom-right, ZY. In the 2D views the data
are displayed with a grayscale color function. The yellow segmentation (in the 3D and 2D views)
represents the fitted model. The red segmentation (in the 2D views) is a contour plot of the data.
The rendering and the segmentations highlight the data and model at the rms value chosen in
the Contour level widget (Fig. 4.10). In the chart view, the values of the ring parameters of the
fitted model are plotted (it is possible to switch the plots in the chart view menu under the awl
widget). The values of the parameters are also reported in the table widget on the AstroModeling

module window interface (see Fig. 4.10). The values in the table are editable and can be used to
refine the model.
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the input parameters). To give an example, the time for fitting a source
extended up to 106 voxels, using 20 rings and having a reliable estimation of
the input parameters is ∼ 2.5 min (exploiting 1 CPU core at 2.60 GHz). On
the other hand, once the fitting has been performed, recalculating a single
new model with the same size in voxels and number of rings takes less
than 2 seconds (the process includes getting the model from 3D Barolo and
creating the 3D segmentation in SlicerAstro as well). The computational
complexity of this second step is O(Nr), where N is the number of voxels of
the source and r the number of rings. Despite the fact that the framework
is not interactive, it is still fast enough to provide a powerful tool to refine
models and compare them with the data.

4.5.3 Use Case B: finding anomalous velocity gas

It has been demonstrated that the gas distribution of some spiral galaxies
(e.g., NGC2403; Fraternali et al., 2002) is not composed of just a cold
regular thin disk. Stellar winds and supernovae can produce extra-planar
gas (e.g., a galactic fountain; Bregman, 1980). In this case, modeling is
used to constrain the 3D structure and kinematics of the extra-planar gas
which is visible in the data as a faint kinematic component in addition to
the disk.

The AstroModeling module uses the output model of 3D Barolo for
visually highlighting the different components in the data-cube. After
visualizing the model of the symmetric cold thin disk as a segmentation, it
is immediately possible to locate any unusual features in the data-cube of
interest and already get an idea of their properties, thus directing further
modeling. For example, a model of the extra-planar gas above or below
the disk with a slower rotation and a vertical motion provides quantitative
information about the rotation and the infall velocity of such gas.

In Fig. 4.12 we show as an example the analysis that we performed
on NGC2403. The input parameters for the fitting have not been
edited, therefore 3D Barolo performed an automatic estimation of the
initial parameters. In the 3D view SlicerAstro illustrates the data of
the NGC2403 observations rendered in green and the tilted-ring model
generated with 3D Barolo as a white segmentation. The white segmentation
is rendered with the maximum opacity in order to obscure all the data
that have been fitted by 3D Barolo. This combination gives an immediate
overview of the extra-planar gas present in the NGC2403 observations
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Figure 4.12 – Illustration of the H I data and model, fitted by 3D Barolo, of NGC2403
from the THINGS survey (Walter et al., 2008b). The galaxy is very well resolved. The
comparative layout is the same as used in Fig. 4.11. The top-left view is a 3D view of
NGC2403. The white labels represent the four cardinal directions (N, S, E, W ). The
green arrow points along the line of sight. The white segmentation (in the 3D view)
represents the model that fits the regular disk. The model has been fitted in automatic
mode (i.e., no mask and no input parameters have been provided to 3D Barolo from the
graphical user interface). The dark green rendering of the data, from an intensity level
of 3 times the rms, clearly shows unsettled gas in the inner region. The top-right view
has plotting capabilities and the different parameters of the rings of the output model
can be shown. The bottom views are slices of the data-cube: bottom-left, XY; bottom-
middle, XZ; bottom-right, ZY. The blue and the pink segmentations (in the 2D views)
are contours of the data and model, respectively, at the rms value chosen in the Contour
level widget (see Fig. 4.10).
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(Fraternali et al., 2002). Since 3D Barolo mostly fits the symmetric
regularly rotating part of the galaxy, it therefore is a powerful tool for
locating anomalous features in the data, such as the extra-planar gas in
NGC2403.

4.6 Summary

SlicerAstro is an open-source project and its binaries are currently
available in the extensions manager of 3DSlicer22. The novelty of
SlicerAstro over traditional astronomical viewers is the use of 3D
interactive tools for the visualization and analysis of H I in and around
galaxies. SlicerAstro has been designed with a strong, stable and
modular C++ core, but it can be used also via Python scripting, allowing
great flexibility for user-customized visualization and analysis tasks (see
Section 4.2.1).

Although SlicerAstro is still under development, it already offers
several new qualitative and quantitative visualization and analysis features
for the inspection of H I and other spectral line data. The overall advantage
of SlicerAstro compared to traditional viewers (e.g., KARMA, Casaviewer
and VISIONS; Gooch, 1996; McMullin et al., 2007; van der Hulst et al., 1992)
is that it bundles analytical operations such as smoothing and modeling
with the visualization. These visual analytics techniques enhance the
visualization itself. More important is in our view the interactivity offered
by SlicerAstro. Interactivity is key to enhancing the inspection and
analysis of complex datasets. In fact, precisely the interactive and coupled
3D/2D visualization aspects (e.g., volume rendering, navigation, changing
color/opacity function, selecting regions of interest in the 3D space) which
are (partially) missing in the traditional tools and which disclose powerful
visual analytics capabilities.

In Section 4.2.3, we presented the main module, AstroVolume. This
module provides: a user interface for handling the loading and writing
of FITS files; the display of astronomical World Coordinates; control of
2D and 3D color transfer functions; MRML nodes for storing the data
and data conversion tools for masks and 3DSlicer segmentation objects.
Fig. 4.2 showed how 3D visualization gives an immediate overview of the

22The user guide is available at the following link: https://github.com/Punzo/

SlicerAstro/wiki#get-slicerastro

https://github.com/Punzo/SlicerAstro/wiki#get-slicerastro
https://github.com/Punzo/SlicerAstro/wiki#get-slicerastro
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H I emission in and around WEIN069 (i.e., three interacting galaxies and
a tidal tail; Weinberger et al., 1995; Ramatsoku et al., 2016) and the mask
generated by automated source finder pipelines such as SoFiA or Duchamp.
Therefore, 3D visualization highly enhances and accelerates the inspection
of the data and of the masks, allowing an efficient manual quality control
of part (i.e., complex galaxies or groups of galaxies) of the large datasets
that will be provided by the SKA precursors.

In addition, we presented the AstroSmoothing module in Section 4.3.
In Fig. 4.5 showed the filtered version of WEIN069, obtained with a newly
implemented intensity-driven gradient filter (Punzo et al., 2015). The
3D visualization highlights immediately the presence of a faint filament
between two galaxies that was hardly visible in the original data-cube. The
coupling between the interactive smoothing algorithms (available in the
parallelized version both on CPUs and GPUs) and the 3D visualization
allows for a detailed inspection of the result and a manual, iterative, search
for the best smoothing parameters for maximally enhancing the local signal-
to-noise ratio of the very faint signal.

Moreover, we introduced the AstroCloudLasso selection tool in Sec-
tion 4.4. This is a 3D interactive selection tool (Yu et al., 2012),
optimized for H I data, added by SlicerAstro in the SegmentationEditor
of 3DSlicer. We showed how to use this tool to create and modify
segmentation objects in the 3D views (Fig. 4.7). The tool can be also used
in the 2D views for a 2D selection. CloudLasso is an intuitive and efficient
3D selection method, which is crucial for allowing manual modification of
masks generated automatically by source finder pipelines (e.g., adding very
faint signal missed by automated pipelines). A second application of the
tool is to select a region of interest (ROI). The ROI can be successively used
to perform calculations, such as tilted-ring model fitting, in the selection.

In Section 4.5, we demonstrated that 3D visualization, coupled to mod-
eling, provides additional capabilities helping the discovery and analysis
of subtle structures in the 3D domain. We integrated 3D Barolo, a tilted-
ring model fitting package, in SlicerAstro, providing an interface to set
the input parameters for the fitting (Fig. 4.8). Moreover, the interface
includes a widget for editing the ring parameters of the output model, for
recalculating and visualizing the model on top of the data. We also showed
that 3D is a powerful tool not only to provide a region of interest for the
calculations, but also for the inspection of the model (Fig. 4.11) and the
data not fitted by the model (e.g., extra-planar gas in NGC2403, Fig. 4.12).
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The efficiency and the effectiveness of the visual analytics techniques
implemented in SlicerAstro have been tested. Quantifying the results
for the efficiency of the modeling capabilities in SlicerAstro is not
straightforward as the speed depends on the size of the data-cube and on
the input parameters. However, even in the case of a moderately large and
well resolved object such as NGC2403 (dimension ∼ 1.4× 106 voxels), the
model fitting is performed in less than 2 minutes. In addition, modifying
manually the parameters of the output model is interactive. The 3D
smoothing algorithms in SlicerAstro have interactive performance. An
adaptive smoothing operation on NGC2403 data-cube is performed in less
than 0.1 seconds exploiting the computing power of a GPU (i.e., GeForce
GTX860M). The main advantage of SlicerAstro is that the combination of
these smoothing and modeling capabilities with interactive 3D visualization
provides an immediate overview of all the coherent 3D structures of the
data, masks and models. This is very powerful and it definitely does
increase the effectiveness of the visualization and, thus, the efficiency of
the astronomical users in the manual exploration of many datasets.

We conclude that interactive 3D quantitative and comparative visualiza-
tion, 3D user interaction and analysis capabilities available in SlicerAstro

form an effective new tool that will boost, in terms both of efficiency
and quality, the analysis of complex sources in the context of large data-
flows that will be provided by the SKA precursors. However, in order to
fulfill all the visualization requirements defined in the Section 4.2.1 (and
extensively discussed in Punzo et al., 2015), some quantitative features still
have to be incorporated in SlicerAstro. For example, a tool displaying the
histogram of the flux intensities of the data-cube will greatly help the user
in setting the 2D color function. The capability to display flux density
profiles (i.e. linked 1-D visualization) is also necessary, especially when
dealing with unresolved sources. In addition, capabilities for overlaying
(in an automated way) other datasets (including datasets with different
grids and projection systems) will enhance the inspection of multi-wave
bands datasets and are under development. Furthermore, a dedicated tool
in SlicerAstro for easily displaying position-velocity (P-V) diagrams will
improve the inspection and comparison of models. Specialized analysis
tasks on 3D selections (e.g., calculating statistics, moment maps, etc., in
regions of interest) can be performed by running scripts in the 3DSlicer

Python console. On the other hand, customized quantitative tasks can also
be added, as core modules, in SlicerAstro, similar to the implementation



128 Chapter 4. SlicerAstro: a 3D interactive visual analytics tool for H I data

of the AstroModeling module. These capabilities will be integrated in
future updates of SlicerAstro.

The implementation of VO interoperability and the advantages of
such connectivity will be considered and analyzed further in the case of
SlicerAstro. In fact, the SAMP protocol and the FITS format are
no longer globally accepted standards (Mink, 2015; Mink et al., 2015;
Thomas et al., 2015). Other scientific fields such as medical imaging
can provide insights on how to improve the astronomical standards.
For example, the Digital Imaging and Communications in Medicine
(DICOM) (Mildenberger et al., 2002) protocol is a remarkable example
of a standard for handling, storing, printing, and transmitting information
in medical imaging. DICOM includes a file format definition and a network
communications protocol universally accepted and used by the medical
scientific community.

SlicerAstro is a project under continuous development and we have
adopted an agile development approach (i.e. development cycles are driven
by user-feedback). In addition, the software is open-source and third parties
are encouraged to contribute. More important, any idea, feedback, criticism
or bug can be reported at the following link in the tracker issue23.

Finally, although the development of SlicerAstro thus far mainly
focused on 3D H I data, it will also be a useful tool for any other type of 3D
astronomical data such as and mm/submm molecular line data and optical
integral field spectroscopic data. Molecular line data and optical/NIR
spectroscopic data have the additional complication that often more than
one spectral line are present in a single spectral window. This makes the
visualization more complex, though clever stacking of the known spectral
lines can e.g. enhance the signal to noise and stacking tools can help to bring
out the kinematic behavior of gas which emits multiple spectral lines. One
can also think of additional tools to visualize line ratios by e.g. superposing
different spectral lines in different colors interactively. In conclusion, though
SlicerAstro is useful for other types of 3D data, additional tools will be
required tailored to the kind of data and the scientific questions to be
addressed.

23https://github.com/Punzo/SlicerAstro/issues

https://github.com/Punzo/SlicerAstro/issues
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4.7 Appendix A

The following python code gives example for applying smoothing to a data-
cube, performing the rendering and saving a video of the rendering in
SlicerAstro using the 3DSlicer Python console instead of the graphical
user interface:

# Load a da ta−c u b e i n S l i c e r A s t r o
slicer.util.loadVolume("/full path/WEIN069.fits"
,{"center":True})

mw = slicer.util.mainWindow()
ms = mw.moduleSelector()

# Smooth t h e da ta−c u b e i n a u t o m a t i c mode (CPU)
ms.selectModule(’AstroSmoothing’)
smowidget = slicer.modules.astrosmoothing.
widgetRepresentation()

smowidget.onApply()

# S e t u p t h e Render f o r t h e da ta−c u b e and i t s
f i l t e r e d v e r s i o n

ms.selectModule(’AstroVolume’)
astrovolumewidget = slicer.modules.astrovolume.
widgetRepresentation()

astrovolumewidget.onCurrentQualityControlChanged
(1)

volumes = slicer.mrmlScene.GetNodesByClass("
vtkMRMLAstroVolumeNode")

volumefiltered = volumes.GetItemAsObject(1)
smomrmlpara.SetInputVolumeNodeID(volumefiltered.
GetID())

astrovolumewidget.onCurrentQualityControlChanged
(1)

# C r e a t e v i d e o s
ms.selectModule(’ScreenCapture’)
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screencapturewidget = slicer.modules.
screencapture.widgetRepresentation()

instance = screencapturewidget.self()
# For t h e d a t a−c u b e
viewNode = slicer.util.getNode(’vtkMRMLViewNode1’
)

instance.viewNodeSelector.setCurrentNode(viewNode
)

instance.numberOfStepsSliderWidget.setValue(360)
instance.videoExportCheckBox.setChecked(1)
instance.videoFormatWidget.setCurrentIndex(1)
instance.videoFileNameWidget.setText("WEIN069.mp4
")

instance.videoLengthSliderWidget.setValue(6)
instance.onCaptureButton()
# For t h e f i l t e r e d v e r s i o n
viewNode = slicer.util.getNode(’vtkMRMLViewNode2’
)

instance.viewNodeSelector.setCurrentNode(viewNode
)

instance.numberOfStepsSliderWidget.setValue(360)
instance.videoExportCheckBox.setChecked(1)
instance.videoFormatWidget.setCurrentIndex(1)
instance.videoFileNameWidget.setText("
WEIN069 smoothed.mp4")

instance.videoLengthSliderWidget.setValue(6)
instance.onCaptureButton()

4.8 Appendix B

Unified Modeling Language (UML) diagrams of the loadable modules of
SlicerAstro follow:

1) AstroVolumeModule
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2) AstroSmoothingModule
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3) AstroModelingModule
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Chapter 5
Summary and future outlook

5.1 Synopsis of this work

Upcoming H I surveys, such as those envisaged with Apertif and ASKAP
(and after that with SKA), will deliver big datasets leading radio astronomy
into the regime of the so-called Fourth Paradigm (i.e., data-intensive
scientific discovery).

Apertif is expected to begin its observing campaign of the northern
sky in 2017. The daily Apertif data-cube will have dimensions of 2048 ×
2048× 16384 ∼ 7× 1010 voxels and the expected number of H I detections
is ∼ 100 per day. WALLABY, a blind H I survey of the southern sky, will
have similar characteristics. The large volume of data creates the need for
new tools and algorithms that must exploit advanced ideas and solutions
for storage, data reduction, visualization, and analysis to obtain scientific
results.

Automated pipelines (Popping et al., 2012; Serra et al., 2012a, 2013,
2015; Di Teodoro and Fraternali, 2015b; Kamphuis et al., 2015a) will be
responsible for finding the sources and creating catalogs. The pipelines will
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provides catalogs with hundreds of thousands of sources and masks. In
addition, measuring parameters that give an indication of the properties of
a source (i.e., source characterization) will be necessary to find and highlight
specific cases of interest in the catalogs and it is under development (Giese
et al., 2016). However, part of these datasets have a very complex nature
(Sancisi et al., 2008) and they provide many challenges to automated
source finders and modeling pipelines. For example, deep surveys will
probe faint H I structures, typically located in the vicinity of the galaxies,
such as tails, filaments and extra-planar gas. These structures are crucial
for understanding galaxy evolution, particularly when they are studied
in relation to the local environment. However, the signature of these
datasets is very faint (i.e., signal-to-noise ratio ∼ 1) and difficult to
interpret. Automated pipelines can miss such faint and complex emission.
Therefore, powerful visual analytics tools will extremely needed to enhance
the inspection to find such features in the results generated by the pipelines
and will assist in their detailed analysis.

In this thesis we analyzed the role of 3D visualization and visual
analytics for the manual inspection and analysis of H I in and around
galaxies. The volume rendering of the H I emission from a galaxy provides
an immediate overview of the spatial and velocity structures in the
data (Chapter 2). These structures are usually coherent in all three
dimensions (see Fig. 2.2): the 3D view is a mix of spatial and velocity
coherent structures. Therefore, 3D visualization strongly enhances and
accelerates the inspection of the data and masks. We concluded that 3D
visualization (performed by using a ray casting algorithm; Roth, 1982)
of extracted cubelets by automated source finder pipelines (e.g., Duchamp
and SoFiA) from upcoming H I surveys will be a crucial tool to enhance
the human assessment and quality control and to perform interactive
analysis of complex cases. Although 3D visualization can enhance the
manual inspection, the current astronomical 3D toolkits are inadequate. In
Chapter 2 we, therefore, defined the requirements for a 3D visualization and
analysis tool for H I data, and we reviewed the state-of-the-art of scientific
visualization software packages.

In Chapter 3 we investigated state-of-the-art filtering techniques and
their coupling with 3D visualization to boost the discovery and inspection
of complex and faint H I structures. In order to find and enhance faint
and extended features in H I data one usually lowers the resolution in
right ascension, declination and/or velocity to increase the signal-to-noise
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ratio. The optimal shape of the smoothing kernel is of course the one that
follows the 3D structure of the faint features in the data such that it is
just resolved in each of the three dimensions. The exact shape is, however,
not known a priori, hence one often uses a set of different kernels and then
inspects the results to make a final decision about which one suits the data
best. In Chapter 3 we showed that there is an optimal filtering algorithm
that works very effectively on H I data. This filter is the intensity-driven
gradient filter (also known as anisotropic diffusion). This filter, thanks to
its adaptive characteristics, needs a minimal tuning of the input parameters
and enhances the signal of the low signal-to-noise ratio emission without
degrading the resolution of the high signal-to-noise ratio component.

Moreover, in Chapter 4 we introduced the CloudLasso selection tool.
This is a 3D interactive selection tool (Yu et al., 2012). Volumetric
data interaction tools (e.g., picking a voxel or selecting a region of
interest in 3D) are the fundamental link between 3D visualization and
data analysis. Volumetric selection tools are a key capability missing in
traditional astronomical visualization tools. The CloudLasso is optimized
for traditional 2D input/output hardware and can perform a 3D selection
based on a 2D selection (made by the user) over the 3D view of the
data. The CloudLasso requires that the user interactively navigates in
the 3D space and chooses the optimal 3D view (which shows at the best
the 3D structure of interest) to perform the 2D selection. Therefore, the
combination of 3D visualization and the CloudLasso selection technique is
a powerful tool, because it allows the users to select the data while he/she
visualizes the full 3D signature of the data. The tool can be also used
in the 2D views for a 2D selection or for refining the selection slice by
slice. Our implementation, the AstroCloudLasso tool, is an intuitive and
efficient 3D selection method, which can be used also for allowing manual
modification of masks generated automatically by source finder pipelines
(e.g., adding very faint signal missed by automated pipelines). A second
application of the tool is to select a region of interest (ROI). The ROI
can be successively used to perform calculations, such as tilted-ring model
fitting, in the selection.

In Chapter 4, we also demonstrated that 3D is a powerful tool not only
to provide a region of interest for the calculations, but also for the inspection
of models (Fig. 4.11) and the data not fitted by models (e.g., extra-planar
gas in NGC2403; Fig. 4.12). We showed that interactively visualizing
kinematic models (e.g., tilted-ring models that describe the rotation and
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geometry of H I) of the symmetric cold thin disk as a segmentation makes
it possible to locate quickly and efficiently any unusual features (e.g.,
asymmetries and extra-planar gas) in the data-cube of interest and already
get an idea of their properties, thus directing further modeling. For
example, a model of the extra-planar gas above or below the disk with
a slower rotation and a vertical motion provides quantitative information
about the rotation and the infall velocity of such gas. We chose to use
the output model of the automated model-fitting algorithm, 3D Barolo,
which indeed fits the symmetric disk in Keplerian rotation of a galaxy, to
visually highlight other components (i.e., extra-planar gas, high velocity
gas complexes, etc.) in a data-cube. For example, in the case of the galaxy
NGC2403 (Chapter 4), the 3D view in Fig. 4.12 clearly shows the presence
of an extra gas component not fitted by the model. This component
consists of extra-planar gas close to the disk of the galaxy that rotates at
a lower velocity than the gas in the disk. 3D visualization of the data and
model gives an immediate overview of the extra-planar gas. Therefore, 3D
visualization, coupled to modeling, provides additional capabilities helping
the discovery and analysis of subtle structures in the 3D domain.

We integrated all these techniques in an extension of an interactive 3D
image viewer for medical research, 3DSlicer1. Our visualization package,
SlicerAstro2, bundles together 2D and 3D interactive visualization with
astronomical analysis capabilities. All functionality within SlicerAstro

is geared toward handling 3D radio astronomical data. In addition, it
uses built-in features of the core software of 3DSlicer, fully exploiting
the fast 3D rendering, linked display capabilities and segmentation or
region-of-interest selection. It can handle 3D data-cubes of up to 109

voxels on modern desktop machines, which are usually equipped with
Graphic Processing Units (GPUs). SlicerAstro has been designed with
a strong and stable C++ core, and its classes are also accessible via
Python scripting, allowing great flexibility for user-customized visualization
and analysis tasks. Therefore, SlicerAstro offers new capabilities that
enhance the inspection of 3D data-cubes and allows the analysis of complex
sources faster than the traditional tools. The present implementation of
SlicerAstro provides the following novel features that are of great interest
for the exploration of radio astronomical spectral line (in particular H I)
data:

1https://www.slicer.org/
2https://github.com/Punzo/SlicerAstro

https://www.slicer.org/
https://github.com/Punzo/SlicerAstro
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(A) 3D Visualization of astronomical data-cubes using the FITS
data format and active use of proper astronomical world coordi-
nates and physical units.

In Chapter 4 we presented the main module, AstroVolume, of SlicerAstro.
This module provides: a user-interface for handling the loading and writing
of FITS files; display of astronomical World Coordinates; control of 2D and
3D color transfer functions; classes (MRML nodes) for storing the data;
and data conversion tools for masks and 3DSlicer segmentation objects.

Interactive 3D visualization available in SlicerAstro enables an imme-
diate overview of the coherent structures in the data, helping the inspection
of complex datasets.

(B) Interactive (semi)automatic smoothing in all three dimen-
sions.

The intensity-driven gradient filter is available in SlicerAstro, in addition
to general Gaussian smoothing. The default parameters are set to the
optimal parameters researched and discussed in Chapter 3 for a variety of
H I datasets. In addition, we provide parallelized implementations of the
filters both on CPUs and GPUs. The last has interactive performance which
makes feasible, for the user, to interactively search the optimal parameters
of the filters for a larger variety of datasets.

Semi-automatic filtering, such as the intensity driven gradient filter,
coupled with interactive 3D visualization greatly helps the discovery of very
faint signals.

(C) Interactive 3D selection of H I sources.

In order to operate 3D selections of H I data, we adopted the CloudLasso

algorithm. This technique is interactive and user-friendly. The CloudLasso
is a lasso-constrained Marching Cubes (MC) method. Its implementation
in SlicerAstro (AstroCloudLasso selection) has two applications: i)
interactive modification of a mask; ii) selection of regions-of-interest (ROI)
for further analysis.

The CloudLasso selection technique is an essential tool to help analysis
in the 3D space and it strongly enhances the efficiency and effectiveness of
the analysis itself.
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(D) Interactive H I data modeling coupled to visualization.

SlicerAstro provides modeling capabilities using the automated 3D fitting
routine 3D Barolo for fitting the regularly rotating H I disks in observed
galaxies. The data used for the model fitting can be preselected using
the AstroCloudLasso tool. This module can be used for: i) generating
a classical tilted ring model to describe the regularly rotating H I disk
of an observed galaxy and visually separating, with different colors, the
various components in the data-cube; ii) interactively refining the model
while visualizing it overlaid on the data (both in the 2D and 3D views).

The combined 3D visualization of data and models obtained with
3D Barolo provides an immediate overview of the cold H I disk of galaxies
and unusual gas components allowing an immediate discovery of the latter.

5.2 Final remarks and prospects for future research

Interactive 3D quantitative and comparative visualization, 3D user inter-
action and analysis capabilities available in SlicerAstro form an effective
new tool that will boost, in terms both of efficiency and quality, the analysis
of complex sources.

In order to fulfill all the visualization requirements defined in Chapter 2,
some quantitative (non 3D) features still have to be incorporated in
SlicerAstro. For example, a tool displaying the histogram of the flux
values of the data-cube will greatly help the user in setting the 2D
color function. The capability to display flux density profiles (i.e. 1-
D visualization linked to 2D and 3D views) is also necessary, especially
when dealing with unresolved sources. Furthermore, a dedicated tool in
SlicerAstro for easily displaying position-velocity (P-V) diagrams will
improve the inspection and comparison of models. Specialized analysis
tasks on 3D selections (e.g., calculating statistics, moment maps, etc.)
can be performed by running scripts from the 3DSlicer Python console.
On the other hand, customized quantitative tasks can also be added,
as core modules, in SlicerAstro, similar to the implementation of the
AstroModeling module. These capabilities will be integrated in future
updates of SlicerAstro. Moreover, the involvement of a broader user (and
developers) community in SlicerAstro can bring additional expertise that
can be translated in new analysis capabilities.



5.2. Final remarks and prospects for future research 143

In addition, a future perspective is to add interoperability between
SlicerAstro and the future H I data servers archives. One could imagine
using high-dimensional data visualization software (e.g. TOPCAT Taylor,
2005) to explore the parameters of thousands of sources in catalogs. The
user should be able to mark the data of interest and download the associated
data-cube(s) from the catalog and then use SlicerAstro for further
exploration of the 3D signatures. A comparison with one or more models
can be performed for a detailed inspection and analysis of complex cases.
Finally, the user should be able to upload easily the results of the analysis
to the catalog. Guaranteeing such powerful connectivity between the on-
line catalogs and visual analytics tools, such as SlicerAstro, will enhance
the discovery of potential of the archives in the era of Big Data for radio
astronomy. We will therefore investigate the possibility of using Virtual
Observatory (VO) tools, in particular the astronomical communication
protocol (SAMP), to realize such capabilities.

Finally, although our main focus for the development of SlicerAstro
was the analysis of 3D H I data, it can, in principle, also be used to inspect
and study any other type of 3D astronomical data such as mm/submm
molecular line data and optical integral field spectroscopic data. Molecular
line data and optical/NIR spectroscopic data often have the additional
complication that more than one spectral line are present in a single
spectral window. Specific techniques will be required to cleverly combine
the known spectral lines and provide visual representations that highlight
the specific 3D structure (i.e. spatial and kinematic information) of the
data. In conclusion, SlicerAstro can be employed for the visualization of
any other types of 3D astronomical data, but additional machinery needs
to be added to SlicerAstro to properly visualize and, moreover, analyze
such data in an effective manner.
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P. Kamphuis, G. I. G. Józsa, S.-. H. Oh, et al. FAT: Fully Automated
TiRiFiC. Astrophysics Source Code Library, July 2015a.
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Summary

Astronomy is a visual science and heavily depends on data visualization.
Data visualization provides a powerful tool both for interpreting the data
and then for sharing the newly acquired knowledge with colleagues and
the public. This concept was well known already during the time of
the scientific revolution. In the 16th century, astronomers described the
universe in their manuscripts with mathematical and visual representations.
For example, Galileo Galilei described the universe as follows:

La filosofia è scritta in questo grandissimo libro che continu-
amente ci sta aperto innanzi a gli occhi (io dico l’universo),
ma non si può intendere se prima non s’impara a intender la
lingua, e conoscer i caratteri, ne’ quali è scritto. Egli è scritto
in lingua matematica, e i caratteri son triangoli, cerchi, ed altre
figure geometriche, senza i quali mezi è impossibile a intenderne
umanamente parola; senza questi è un aggirarsi vanamente per
un oscuro laberinto.

– Galileo Galilei, Il Saggiatore (1623).
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i.e., translated in English, it states:

Philosophy is written in that great book which ever lies before our
eyes — I mean the universe — but we cannot understand it if we
do not first learn the language and grasp the symbols, in which
it is written. This book is written in the mathematical language,
and the symbols are triangles, circles and other geometrical
figures, without whose help it is impossible to comprehend a
single word of it; without which one wanders in vain through
a dark labyrinth.

– Galileo Galilei, The Assayer (1623), as translated
by Thomas Salusbury in Mathematical collections and
translations (1661).

At that time, Galilei was used to illustrate his scientific discoveries with
detailed drawings. As example, two of these, the observations of the
moon phases (Sidereus Nuncius, 1610) and the orbits of the planets in
the Copernican Solar system (Dialogue Concerning the Two Chief World
Systems, 1632), are shown here:
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In the second half of the 20th century the advent of personal computers
completely revolutionized the concept of data visualization and enabled its
wide adoption, as it was made easier to access and use visualization tools
by everyone interested. Data visualization was previously a specialized
and time-consuming activity. This has been one of the factors that has
stimulated the birth of new research fields such as scientific visualization
and visual analytics. These fields focus on investigating algorithms to
optimally visualize a wide range of types of data. Moreover the advent of
Graphics Processing Units (GPUs), a technology supported and developed
by the gaming industry, provided the computational power to achieve truly
interactive visualization.

Interactivity is a key factor for enhancing data visualization in science,
including astronomy, as interactive performance makes it possible to add
analytics capabilities. Visual analysis (or Visual Analytics) software allows
us not only to represent data graphically, but to also interact with those
visual representations, to change the nature of the display, filter out what
is not relevant, highlight lower levels of detail, and highlight subsets of
data across multiple graphs simultaneously. This heavily involves the
knowledge of the user and skills, such as pattern recognition and human
assessment, in the analysis, resulting in insights that cannot be matched by
traditional approaches. Static graphs delivered on paper or electronically
on a computer screen help us communicate information in a clear and
enlightening way, which is a benefit that should not be underestimated.
It is, however, visual analytics solutions that help with the discovery of
subtle components in complex and/or large datasets.

It is also worth remarking that data visualization is not about making
data or plots look fancy. It is not about dressing up your presentations to
dazzle your audience. Although delivering high quality images to show the
beauty of celestial objects is a powerful way to engage interest in astronomy
from the whole society, scientific visualization has little to do with art
(though aesthetics are involved in displaying data effectively). Rather, it
mostly involves science, a set of rules based on what we know about visual
perception and cognition. When these rules are understood and software is
designed to support them, then, and only then, it will positively affect and
assist the researcher’s daily work.
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In my thesis, I reviewed the scientific requirements to visualize, inspect
and analyze data of the neutral atomic hydrogen (H I) in galaxies that
will be provided by large surveys planned with new or upgraded radio-
telescopes, in particular, the Square Kilometre Array (SKA) precursors.
One of them, Apertif, a new receiver system on the Westerbork Synthesis
Radio Telescope (WSRT), is located in Netherlands and will provide a
wealth of data regarding the gas content in hundreds of thousands of
galaxies. Part of these data will provide H I signatures of gas falling into
(and escaping from) galaxies. Studying these signatures is fundamental
for a better understanding of the life cycle of galaxies. However, the H I

emission is often very faint and its signature can be very subtle and complex
to interpret. This makes it hard to efficiently identify them with automated
software. Therefore, manual inspection and visualization of the sources will
remain essential.

In the following example an observation of the galaxy WEIN069 in the
Perseus-Pisces supercluster filament is used. The example shows in detail
the character of the radio emission of H I in and around the galaxy:

The following link will redirect to a video of the rendering: https://youtu.be/yLjW9nbdO8g

In this image, a 3D view displays the H I distribution and the kinematics of
WEIN069. The different colors highlight various intensity levels in the data.
Grey, green, blue, and red correspond to 3, 8, 15, and 20 times the root mean
square noise, respectively. The 3D view provides an immediate overview

https://youtu.be/yLjW9nbdO8g
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of the spatial and velocity structures in the data. The view confirms that
the structures are coherent in all three dimensions. To interpret the 3D
view one has to realize that it is a mix of spatial and velocity structure.
Two spatial dimensions (right ascension, α, and declination, δ) measure the
projection of H I onto the sky. The third radial velocity dimension measures
the velocity of H I along the line of sight. The following schematic image
shows a galaxy with velocity components 1, 2, and 3 along the line of sight
and the profile of a schematic line along the line of sight:

The projection of the velocities along the line of sight accounts for the
observation of these components at different velocities. For a given
projection on the sky of a galaxy, geometric properties determine the precise
projection of the velocity components, and hence the kinematic information
of the observation. Such properties include the inclination and the position
angle of the semi-major axis as well as the distribution of gas along the line
of sight. The projection of the velocity components of a rotating system
then determines the 3D shape.

In the volume rendering of the galaxy WEIN069, two main components
are visible. The first component is a central part. This part represents the
regularly rotating disk of the galaxy. Three-dimensional warping is caused
by the projected rotation of the disk. The second component is a tail of
unsettled gas (to the right of the main body in the first 3D view) that
results from tidal interaction with another galaxy. The tail is connected to
to the rotating disk in terms of space and velocity.

While 3D visualization facilitates the inspection of typical H I datasets,
astronomers still require training to interpret the 3D structure of the data
and to get acquainted with the tool itself. 3D visualization is a rather
common tool in medical science, but misses a connection to astronomical
data of the kind described in this thesis. Therefore, my research focused on
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the development of a new visualization tool which exploits interactive 3D
visualization: SlicerAstro, a 3D visual analytic tool, based on traditional
2D hardware, for H I in and around galaxies. SlicerAstro is an open source
extension of 3DSlicer, a multi-platform open source software package for
visualization and medical image processing. SlicerAstro does not only
provide 3D visualization capabilities, but also a user-friendly Graphical
User Interface (GUI) for controlling and interacting with the 3D displays.
The following capabilities are available in the current distribution of
SlicerAstro:

Interactive 3D visualization of astronomical data-cubes

SlicerAstro can import and save astronomical data in the Flexible
Image Transport System (FITS) format. SlicerAstro can handle also
the display of astronomical world coordinate systems (WCS). Once the
data are loaded, SlicerAstro can fully exploit the 3DSlicer interactive
visualization capabilities.

Interactive 3D visualization enables an immediate overview of the
coherent structures in the data, helping the inspection of complex datasets.

Interactive (semi)automatic smoothing in all three dimensions

SlicerAstro provides adaptive smoothing for H I data which runs on multi-
core CPUs (OpenMP) and GPUs (OpenGL). This allows enhancing the local
signal-to-noise ratio (S/N) of very faint structures (S/N < 3) such as tidal
tails, ram-pressure tails, filaments and extraplanar gas. In the following
example, I show that applying an adaptive filter (intensity driven gradient)
to the data and then visualizing the new data-cube, the presence of a very
faint filament between two galaxies is immediately spotted:

In these two images, the data are rendered in different colors that highlight
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the data at different intensity levels: green, blue and red correspond to 3,
7 and 15 times the rms noise respectively

Interactive semi-automatic filtering, such as the intensity driven gra-
dient filter, coupled with interactive 3D visualization greatly helps the
discovery of very faint signals.

Interactive 3D selection of H I sources

Volumetric data interaction tools (e.g., picking a voxel or selecting a
region of interest in 3D) are necessary for performing data analysis in
a 3D environment. The AstroCloudLasso selection tool available in
SlicerAstro can perform selections in the 3D space by drawing directly
in the 3D view as shown here:

In these two images, the usage of the AstroCloudLasso segmentation
editor effect is shown. A smoothed version of the WEIN069 data is
rendered in green at the intensity level equal 3 times the rms. The colored
segmentations (red, yellow, brown and cyan) represent the masks generated
by an automated algorithm. These can be modified (or new ones can be
created) by the AstroCloudLasso selection tool. The selection is visualized
as a yellow tube (i.e, 2D lasso) drawn by the user with the 2D cursor
indicated by the blue cloud. This tool computes a selection in 3D space from
the 2D user-selection. It builds a closed surface at the value of the intensity
level specified (in the GUI) and then visualizes the modified segment as
shown in the second image.

This selection tool can be used for: i) selecting regions of interest for
further analysis; ii) modifying masks (e.g., objects created by automated
algorithms which identify the extent of the sources in the data-cube).
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Interactive H I data modeling coupled to visualization

Interactively visualizing kinematic models (e.g., tilted-ring models that
describe the rotation and geometry of H I) and data can help highlight
asymmetries, extra-planar gas, and other special features. Interactively
changing and displaying the model parameters, for instance, can provide
more effective comparisons of models and data. One powerful possibility
is to use the output model of an automated model-fitting algorithm to
visually highlight different components in a data cube. For example, the
image below displays data from the galaxy NGC2403 (in green) and a model
that fits the disk of the galaxy (in blue):

The image clearly shows the presence of an extra gas component (green)
not fitted by the model (blue). This component consists of extraplanar gas
close to the disk of the galaxy that rotates at a lower velocity than the gas
in the disk.

Thus, the combined 3D visualization of data and models gives an
immediate overview of different structures in the galaxy.

The next development for SlicerAstro is the addition of the Virtual
Observatory (VO) communication protocols. This infrastructure allows to
connect astronomical software packages and to easily share data (and results
from the analysis) to colleagues. This connection will be very important
to enhance the discovery of the unexpected in the era of Big Data of radio
astronomy.
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Finally, although the development of SlicerAstro thus far mainly
focused on 3D H I data, it will also be a useful tool for any other type of
3D astronomical data such as mm/submm molecular line data and optical
integral field spectroscopic data.





Samenvatting

Sterrenkunde is een visuele wetenschap en is sterk afhankelijk van visual-
isatie. Visualisatie is belangrijk voor het interpreteren van de data en voor
het verspreiden van nieuwe kennis onder collega’s en de samenleving in zijn
geheel. Deze opvatting bestaat al sinds het begin van de wetenschappelijke
revolutie. In the 16de eeuw beschreven astronomen het heelal met
wiskundige en visuele weergaven. Galileo Galilei beschreef het heelal
bijvoorbeeld als volgt:

La filosofia è scritta in questo grandissimo libro che continu-
amente ci sta aperto innanzi a gli occhi (io dico l’universo),
ma non si può intendere se prima non s’impara a intender la
lingua, e conoscer i caratteri, ne’ quali è scritto. Egli è scritto
in lingua matematica, e i caratteri son triangoli, cerchi, ed altre
figure geometriche, senza i quali mezi è impossibile a intenderne
umanamente parola; senza questi è un aggirarsi vanamente per
un oscuro laberinto.

– Galileo Galilei, Il Saggiatore (1623).
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ofwel, vertaald naar het Nederlands:

Filosofie is geschreven in dat grote boek dat altijd voor onze
ogen open ligt - ik heb het over het heelal - maar we kunnen
het niet begrijpen als we niet eerst de taal en de symbolen leren
waarin het is geschreven. Dit boek is geschreven in de taal van
de wiskunde en de symbolen zijn driehoeken, cirkels en andere
geometrische figuren, zonder welke het onmogelijke is er ook
maar een enkel woord van te begrijpen; zonder welke iemand
tevergeefs ronddwaalt door een donker doolhof.

Rond die tijd had Galilei de gewoonte om zijn wetenschappelijke ontdekkin-
gen met gedetailleerde tekeningen te illustreren. Twee voorbeelden, de
waarnemingen van de maanfasen (Siderius Nuncius, 1610) en de banen van
de planeten in het Copernicaanse zonnestelsel (Dialogue Concerning the
Two Chief World System, 1632), zijn hier weergegeven:

De komst van persoonlijke computer in de tweede helft van de 20ste
eeuw veranderde het concept van data visualisatie drastisch en zorgde
ervoor dat het wereldwijd werd toegepast, met name omdat het voor elk
gëınteresseerd persoon makkelijker was geworden de hulpmiddelen voor
visualisatie te verkrijgen en te gebruiken. Daarvoor was visualisatie van



Samenvatting 175

data een gespecialiseerde en tijdrovende bezigheid. De computer was
een van de factoren die de opkomst van nieuwe onderzoeksrichtingen,
zoals wetenschappelijke visualisatie en analytische visualisatie (Visual
Analytics), teweeg bracht. Deze richtingen houden zich bezig met het
ontwikkelen van algoritmes om een zo breed mogelijk scala van verschillende
types data zo optimaal mogelijk te kunnen visualiseren. Daarnaast
leverde de komst van Grafische Processor Units (GPUs), een technologie
ondersteunt en ontwikkelt door de gaming industrie, de rekenkracht om
echt interactief visualiseren mogelijk te maken.

Interactiviteit vormt de sleutel voor het verbeteren van datavisualisatie
in de wetenschap, waaronder sterrenkunde, omdat interactief werken het
mogelijk maakt hulpmiddelen voor analyse aan de visualisatie toe te voegen.
Software voor analytische visualisatie maakt het niet alleen mogelijk om
data grafisch te presenteren, maar ook om de visuele representaties van
deze data te manipuleren, om de wijze van weergave te veranderen, datgene
wat niet relevant is eruit te filteren, kleinere details te markeren, en
verschillende delen van de data tegelijkertijd op meerdere figuren te doen
oplichten. Belangrijk in deze analyse zijn de kennis van de gebruiker en zijn
vaardigheden, zoals herkenning van patronen en menselijke beoordeling,
zodat inzichten kunnen worden verkregen die niet op de traditionele manier
kunnen worden bereikt. Afbeeldingen op papier of elektronisch op een
computer scherm helpen om informatie op een duidelijke en verhelderende
manier te communiceren, een aanwinst die niet onderschat zou moeten
worden. Het zijn echter de oplossingen van Visual Analytics die ons
helpen bij het ontdekken van subtiele componenten in complexe en/of grote
datasets.

Het loont om op te merken dat datavisualisatie niet gaat over het mooi
doen laten lijken van de data en/of afbeeldingen. Het gaat niet over
het verfraaien van presentaties om daarmee het publiek te overweldigen.
Hoewel het leveren van kwalitatief goede afbeeldingen om de schoonheid
van buitenaardse objecten te laten zien belangrijk is voor het vergroten
van de interesse voor sterrenkunde in de gehele samenleving, heeft weten-
schappelijke visualisatie weinig te maken met kunst (hoewel de esthetica
betrokken is bij het effectief weergeven van data). Het behoort doorgaans
tot de wetenschap zelf, omdat het een set regels volgt die gebaseerd zijn op
wat we weten over visuele waarneming en cognitie. Wanneer deze regels



176 Samenvatting

zijn begrepen en de software is ontwikkeld, zodanig dat de regels worden
opgevolgd, dan, en alleen dan, zal het positief bijdragen aan het dagelijks
werk van de onderzoeker.

In mijn proefschrift heb ik de wetenschappelijke vereisten voor het
visualiseren, inspecteren en analyseren van data van het neutrale waterstof
atoom (H I) in sterrenstelsels herzien. Deze data komen ter beschikking
door grote surveys die gepland zijn met nieuwe of bestaande en verbeterde
telescopen, in het bijzonder de voorlopers van de Square Kilometre
Array (SKA). Een van deze, Apertif, een nieuw ontvangersysteem op de
Westerbork Synthese Radio Telescoop, staat in Nederland en zal een schat
aan data geven met betrekking tot de hoeveelheid gas in honderdduizenden
sterrenstelsels. Een deel van deze data zal H I gas laten zien dat invalt in (of
juist ontsnapt uit) sterrenstelsels. Het bestuderen van dit gas is van groot
belang voor het beter begrijpen van de levenscyclus van sterrenstelsels.
Echter, de straling afkomstig van H I gas is vaak erg zwak en de kenmerken
kunnen heel subtiel zijn en tegelijkertijd moeilijk om te interpreteren. Dit
maakt het moeilijk om ze efficient te identificeren met geautomatiseerde
software. Daardoor blijven handmatige inspectie en visualisatie van de
objecten essentieel.

In het volgende voorbeeld gebruik ik een waarneming van het ster-
renstelsel WEIN069, een sterrenstelsel uit het Perseus-Piscus supercluster
filament. Het voorbeeld toont de gedetailleerde structuur van de H I

radiostraling in en rondom het sterrenstelsel:

De volgende link verwijst naar een video van deze representatie: https://youtu.be/yLjW9nbdO8g

https://youtu.be/yLjW9nbdO8g
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In deze figuur toont een 3-dimensionaal beeld de verdeling van het H I gas
en de snelheden ervan in WEIN069. De verschillende kleuren markeren
verschillende intensiteitsniveaus in de data. Grijs, groen, blauw en rood
komen respectievelijk overeen met een 3, 8, 15 en 20 keer zo hoge intensiteit
als de typische fluctuatie (root mean square, rms) in intensiteit veroorzaakt
door ruis. Het 3D beeld geeft onmiddellijk een overzicht van de structuren
in de data (zowel in ruimtelijke zin als in snelheden). Het beeld bevestigt
dat de structuren samenhangen in alle 3 richtingen. Om het 3D beeld te
interpreteren moet men zich realiseren dat het een mix is van structuren
in ruimte en in snelheid. Twee ruimtelijke dimensies (rechte klimming,
α, en declinatie, δ) meten de projectie van H I op de hemelbol. De
derde, radiële snelheidsdimensie representeert de snelheid van H I in de
kijkrichting. De volgende schematische afbeelding toont een sterrenstelsel
met snelheidscomponenten 1, 2, en 3 en het bijbehorende waargenomen
snelheidsprofiel in een zekere kijkrichting (line of sight):

De projectie van de snelheden op de kijkrichting zorgt ervoor dat deze
componenten op verschillende snelheden worden waargenomen. Voor
een gegeven projectie van een sterrenstelsel bepalen geometrische eigen-
schappen de precieze projectie van de snelheidscomponenten en daarmee
ook de kinematische informatie van de waarneming. Enkele van deze
eigenschappen zijn de inclinatie van het sterrenstelsel, de positiehoek van de
lange as van het sterrenstelsel, en de verdeling van het gas ten opzichte van
de kijkrichting. De projectie van de snelheidscomponenten van een roterend
systeem bepaalt hoe de derde dimensie van de 3-dimensionale afbeelding
hierboven eruit ziet.

In de weergave van sterrenstelsel WEIN069, zijn twee componenten
duidelijk zichtbaar. De eerste component is het centrale gedeelte. Dit
gedeelte toont de gelijkmatige rotatie van de schijf van het sterrenstelsel.
De kromming in 3D wordt veroorzaakt door de projectie van deze rotatie.
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De tweede component is een staart van onrustig gas (rechts van het centrale
gedeelte in de eerste 3-dimensionale afbeelding) dat veroorzaakt wordt door
getijdenkrachten door interactie met een ander sterrenstelsel. De staart is
verbonden met de roterende schijf zowel ruimtelijk als in snelheid.

Hoewel 3D visualisatie de inspectie van typische H I datasets mogelijk
maakt, hebben sterrenkundigen nog steeds training nodig in het inter-
preteren van de 3-dimensionale structuren in de data en in het bekend
raken met de software zelf. 3D visualisatie is een tamelijk veelvoorkomend
hulpmiddel in de medische wereld, maar het gebruik voor sterrenkundige
data zoals beschreven in dit proefschrift ontbreekt nog steeds. Daarom
richtte mijn onderzoek zich op de ontwikkeling van nieuwe software voor
visualisatie, welke zoveel mogelijk voordeel put uit het interactief visu-
aliseren van 3-dimensionale datasets: SlicerAstro, software, gebaseerd
op traditionele 2D hardware, voor 3-dimensionale visualisatie en analyse
van H I data in en rondom sterrenstelsels. SlicerAstro is een open
source uitbreiding van 3DSlicer, een open source software pakket voor
visualisatie en verwerking van medische afbeeldingen. Het is geschikt
voor meerdere verschillende computersystemen. SlicerAstro voorziet niet
alleen in 3D visualisatie, maar ook in een gebruiksvriendelijke grafische
interface (Graphical User Interface, GUI) voor het bedienen en interactief
werken met de 3- dimensionale beelden. De volgende opties zijn beschikbaar
in de huidige versie van SlicerAstro:

Interactieve 3D visualisatie van sterrenkundige data.

SlicerAstro kan sterrenkundige data importeren en opslaan in het FITS-
formaat (Flexible Image Transport System). Daarnaast kan SlicerAstro

omgaan met het wereld coördinaten systeem (WCS) uit de astronomie.
Wanneer de data zijn gëımporteerd kan SlicerAstro de interactieve en
visuele mogelijkheden van 3DSlicer optimaal benutten.

Het interactief 3-dimensionaal visualiseren maakt het mogelijk onmid-
dellijk een overzicht van samenhangende structuren in de data te verkrijgen
en helpt daarmee bij het inspecteren van complexe datasets.
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Het interactief (half)automatisch versmeren van data in alle drie
de dimensies

SlicerAstro is voorzien van het (aanpasbaar) versmeren van H I data.
Hiervoor worden CPUs (OpenMP) en GPUs (OpenGL) gebruikt die uit
meerdere verwerkingseenheden bestaan. Dit maakt het vergroten van
de signaal-ruisverhouding (signal-to-noise ratio, S/N) van erg zwakke
structuren (S/N < 3) mogelijk. Voorbeelden van deze zwakke structuren
zijn filamenten, gas buiten de schijf van een sterrenstelsel en de eerder
beschreven staarten veroorzaakt door getijdenkrachten of grote drukver-
schillen. In het volgende voorbeeld laat ik zien dat de aanwezigheid van
een erg zwak filament tussen twee sterrenstelsels onmiddellijk zichtbaar
wordt door het toepassen van een aanpasbaar filter (lokaal aangepast met
een van de intensitiet afhangende gradiënt) en het vervolgens visualiseren
van de nieuwe data:

In deze twee afbeeldingen zijn de data weergegeven in meerdere kleuren die
de verschillen in intensiteit aangeven: groen voor 3, blauw voor 7, en rood
voor 15 keer de rms van de ruis.

Het interactief en (half)automatisch filteren van data, zoals het filter
gedreven door de gradiënt in intensiteit, draagt samen met interactieve 3D
visualisatie bij aan de ontdekking van erg zwakke signalen.

Interactieve 3D selectie van H I bronnen

Interactieve hulpmiddelen voor 3-dimensionale datasets (bijv. het uitkiezen
van een voxel of het selecteren van een interessant volume in 3D) zijn
noodzakelijk voor het uitvoeren van data-analyse in een 3D omgeving.
Het selectiehulpmiddel AstroCloudLasso, voorhanden in SlicerAstro,
kan selecties uitvoeren in the 3D ruimte door het tekenen van een lasso
in de 3D weergave zelf, zoals hier wordt gedemonstreerd:
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In deze twee afbeeldingen wordt het effect van het gebruik van de
AstroCloudLasso getoond. Op het intensiteitsniveau van 3 keer de rms
van de ruis is een versmeerde versie van de WEIN069 data weergegeven
in het groen. De gekleurde segmenten (rood, geel, bruin en cyaan)
geven de geselecteerde volumes gegenereerd door een automatisch algoritme
weer. Deze selecties kunnen worden aangepast (en/of nieuwe selecties
kunnen worden gemaakt) door het selectiehulpmiddel AstroCloudLasso.
In AstroCloudLasso wordt de cursor als een 2D blauw wolkje weergegeven
en de door de gebruiker getekende lasso als een gele buis. Het hulpmiddel
berekent op basis van deze 2D selectie een selectie in 3D ruimte. Het
maakt een gesloten oppervlakte op het (in het GUI) gespecificeerde
intensiteitsniveau en visualiseert dit aangepaste gedeelte vervolgens zoals
te zien is in de tweede afbeelding.

Dit selectiehulpmiddel kan worden gebruikt voor: i) het selecteren van
interessante gebieden voor verdere analyse ii) het aanpassen van selecties
(bijv., selecties gemaakt door de automatische algoritmes die de omvang
van bronnen in de data identificeren).

Het interactief modelleren van H I data koppelen aan visualisatie.

Het interactief visualiseren van kinematische modellen (bijv. gekantelde
ring modellen die de rotatie en geometrie van H I beschrijven) en data
kunnen bijdragen aan het markeren van onregelmatigheden, gas buiten
de schijf van een sterrenstelsel, en andere speciale eigenschappen. Het
interactief veranderen en weergeven van de parameters van het model
kan bijvoorbeeld zorgen voor doeltreffender vergelijkingen van modellen en
data. Een handige toepassing is het gebruiken van het definitieve model,
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gegenereerd door een geautomatiseerd algoritme gespecialiseerd in het fitten
van modellen, om verschillende componenten uit de data te doen oplichten.
De afbeelding hieronder bijvoorbeeld laat in het blauw een model zien dat
is afgestemd op de schijf van het sterrenstelsel NGC2403:

De afbeelding laat duidelijk zien dat er een extra component (groen)
aanwezig is in het sterrenstelsel dat niet in het model (blauw) is gerep-
resenteerd. Deze component bestaat uit gas dicht bij, maar net buiten de
schijf van het sterrenstelsel dat met een lagere snelheid roteert dan het gas
in de schijf zelf.

Dus: De gecombineerde 3D visualisatie van data en modellen geeft een
direct overzicht van verschillende structuren in het sterrenstelsel.

De volgende ontwikkeling in SlicerAstro is de toevoeging van de
Virtual Observatory (VO) communicatie protocollen. Deze infrastructuur
maakt het mogelijk om andere sterrenkundige software te verbinden met
SlicerAstro en om data (en de resultaten van de data-analyse) eenvoudig
te delen met collega’s. Deze verbinding zal erg belangrijk worden in het
versnellen van onverwachte ontdekkingen in het tijdperk van Big Data in
de radio astronomie.

Tot slot, hoewel de ontwikkeling van SlicerAstro tot nu toe hoofdza-
kelijk toegespitst is op 3D H I data, zal het ook een handig hulpmiddel zijn
voor elk ander type van 3D sterrenkundige data, zoals data van mm/submm
moleculaire spectraallijnen en optische ”integral field” spectroscopie.
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Propositions

1. The main role of 3D visualization of H I observations is to aid the
interactive analysis of single (or groups of) sources. (Chapter 2)

2. Interactive 3D visualization provides an immediate overview of all the
coherence in the spatial and velocity dimensions. In particular, it is
very efficient for inspecting complex emission around galaxies such as
tidal tails. (Chapter 2)

3. Filtering coupled with interactive 3D visualization provides a powerful
tool to find and inspect very faint H I structures such as filaments.
(Chapter 3)

4. The Intensity-driven gradient filter is the optimal choice for enhancing
the signal-to-noise ratio (S/N) of H I data because of its adaptive
characteristics. (Chapter 3)

5. The 3D CloudLasso selection technique is an essential tool to help
analysis in the 3D space and strongly enhances the efficiency and
effectiveness of the analysis itself. (Chapter 4)
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6. Embedded modeling in a visualization tool greatly helps the identifi-
cation and analysis of different H I components of the data. (Chapter
4)

7. The components of SlicerAstro: quantitative and comparative
3D visualization, 3D user interaction and analysis capabilities, and
coupled 2D/3D displays offer an effective toolbox that can enhance
the analysis of complex sources. (Chapter 4)

8. The quality of the cuisine of a country is correlated with the “product”
of the local culture and geography location (e.g., amount of Sunshine).

9. A not sufficient, but necessary condition for cooking proper
carbonara is the use of these ingredients: proper Roman pecorino,
guanciale, black pepper and two fresh eggs per person.

10. Any personal achievement tastes unsatisfactory if it cannot be shared
with the loved ones in the evening.
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