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1
Introduction

On average, at the time of writing, about a third of Dutch households uses
green power, and more than 400 000 households have purchased solar panels
to offset their energy usage. Centralized coal and gas-based power is losing
popularity quickly, and market share gradually, to distributed wind-based and
water-based power.
This energy transition partially changes the functionality of the power net-
work. Whereas previously energy was transported in one direction – from the
power plants to the users – the proliferation of small energy sources causes
power to sometimes flow from users back to the network (Dörfler et al., 2016).
Eventually, many of the large centralized power plants could be closed, caus-
ing the network to rely on many smaller, more volatile sources of energy in-
stead.
This leads to new technical challenges. One such challenge is related to de-
centralization of the power generation. In the simplified scenario of one large
(in terms of electrical energy generation) power plant and many small users,
changes in a single user’s demand are usually small enough that the power
plant can compensate for them. However, if the power plant is replaced by
many small generation units, a user’s local generation unit might be severely
destabilized by a change in power demand. This results in large fluctuations in
e.g. frequency of the alternate current or voltages, which can damage electrical
equipment.
A possible solution for this problem is to install programmatic controllers at all
of the power generation units, and possibly even the users, which cooperate to
distribute the fluctuations in demand across the network’s power sources, so
each of them sees only small changes in the amount of power it is required to
produce. Though such intensive cooperation used to be difficult and expens-
ive, in recent years the availability of high-speed, low-energy wireless commu-
nication networks, as well as cheap sensing and computing equipment, make
these new approaches cheap and efficient. The work in this thesis revolves
around the design and analysis of such controllers.
The main task of our controllers is to stabilize the system; that is, during nor-
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2 introduction

mal operation, frequencies and voltages throughout the network should be
close to their nominal values. In the following sections, we explore the various
additional properties our controllers should satisfy that motivate the designs
in this thesis.

1.1 robustness

Few systems are as large, interconnected, heterogeneous and important to
daily life as the power network. It is no surprise, then, that everyone involved
in its day-to-day operation is very interested in making sure it works. That is,
the controllers should make sure there are as few power outages as possible –
during normal operation, of course, but even in the face of bad weather, fail-
ing equipment, accidents, and even sabotage and attack. Additionally, when
designing the control algorithms that govern the power network, we usually
work with a (mathematical) model of the components of the network. This
model might not be completely accurate. Still, the controllers we design should
also work for the real network. The word ‘robustness’ captures these require-
ments in a mathematical sense.
On the other hand, no system is robust to all external events or flagrant mod-
elling errors. Robustness, therefore, is not something you have or you don’t
have, but rather a description of the kind and severity of perturbations the
system is expected to survive. Taking the example of faulty equipment, such a
description might be ‘the measurements of voltage at all terminals should not
deviate more than 5% from the correct value.’
In a mathematical sense, there are various approaches of characterizing ro-
bustness. Our preferred approach is to measure some ‘distance’ between the
power system’s current state and its ideal equilibrium state. The controller is
supposed to decrease this distance, whereas outside influence and modelling
inaccuracies might cause it to increase. If we can then show that over time this
distance approaches zero, our controllers have done their job. Additionally, if
we can quantify the rate at which this distance decreases, we can also quantify
the amount of disturbances the system can tolerate. The main challenge is of
course to find a measure of distance, or Lyapunov function, that satisfies all of
these properties, and this is the challenge we address in Part I of this thesis.
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1.2 power sharing
In its simplest form, a power network contains a generator and some con-
sumers, and the generator should produce as much power as the consumers
use. In reality, there are usually many consumers and also multiple produ-
cers. With the advent of cheap solar panels, there could be as many producers
– each with a very limited capacity – as there are consumers.
Power sources have limited capacity. This means that if someone turns on
a machine that needs a lot of power, that load should be shared among the
power sources. This motivates the consideration of power sharing, which is
a secondary control goal (after stability) throughout this thesis. The simplest
form of power sharing requires that, at steady state, each producer injects the
same amount of power into the network. Of course, in reality, different power
sources have different capacities. Therefore, we often aim for weighted power
sharing instead, which gives each producer a weight (interpreted as e.g. a mar-
ginal price per kW), and balances the weighted power injections.

1.3 outline of this thesis
This thesis consists of two parts, each studying a possible model of a modern
power grid. Both parts have a separate introduction, statement of contribu-
tions and a more detailed outline.
Part I considers alternate current (AC) power networks. All three chapters
within it focus on an existing algorithm for control of these networks, and
study the robustness of the algorithm. Chapter 2 focuses on the distributed
averaging integral (DAI) controller, and introduces the kind of Lyapunov func-
tion and stability proof that will be of use throughout Part I. We use this sta-
bility result to show that the closed-loop system can resist a certain class of
denial-of-service attacks. Chapter 3 focuses on the same controller, and shows
that the power system under DAI control is input-to-state stable (ISS) with re-
strictions with respect to disturbances. Chapter 4 considers an alternative con-
troller called the leaky integral controller, and shows that it, too, results in an
closed loop system that is ISS with restrictions with respect to disturbances.
The latter two chapters moreover use the ISS result to provide guidance for
tuning the controller parameters for fast convergence and precise frequency
regulation.
Part II changes the focus to direct current (DC) microgrids. The two chapters
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within it introduce consensus-like controllers for a DC power grid. Both con-
trollers are designed to effect power sharing among the energy sources, that
is, to make each source output the same amount of power, or an amount pro-
portional to their capacity. Chapter 5 focuses on DC grids with resistive power
transmission lines. The proposed controller is able to achieve power consensus
for various types of loads, that is, those modelled as a constant impedance, con-
stant current or constant power load. Chapter 6 focuses on grids with resistive-
inductive transmission lines. We show that the controller for this model works
for constant impedance and constant current loads.
After Part II, we provide some summarizing remarks and suggestions for fu-
ture research.

1.4 list of publications
1.4.1 journal publications

• E. Weitenberg, C. De Persis, and N. Monshizadeh, “Exponential conver-
gence under distributed averaging integral frequency control,” Automat-
ica, 2017, under review (Chapter 2).

• E. Weitenberg, Y. Jiang, C. Zhao, E. Mallada, C. De Persis, and F. Dörfler,
“Robust decentralized secondary frequency control in power systems:
Merits and trade-offs,” IEEE Transactions on Automatic Control, 2017, un-
der review (Chapter 4).

• C. De Persis, E. Weitenberg, and F. Dörfler, “A power consensus algorithm
for DC microgrids,” Automatica, vol. 89, pp. 364–375, 2018 (Chapter 5).

• E. Weitenberg and C. De Persis, “Robustness to noise of distributed aver-
aging integral controllers in power networks,” Systems and Control Letters,
2018, under review (Chapter 3).

1.4.2 conference publications

• E. Weitenberg, C. De Persis, and N. Monshizadeh, “Quantifying the per-
formance of optimal frequency regulators in the presence of intermittent
communication disruptions,” IFAC-PapersOnLine, vol. 50, no. 1, pp. 1686–
1691, 2017, 20th IFAC World Congress. An unabridged version is avail-
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able as arXiv:1608.03798 with the title “Exponential convergence under
distributed averaging integral frequency control” (Chapter 2).

• C. De Persis, E. Weitenberg, and F. Dörfler, “A power consensus algorithm
for DC microgrids,” in Proceedings of the 20th IFAC World Congress, Toulouse,
2017 (Chapter 5).

• E. Weitenberg, Y. Jiang, C. Zhao, E. Mallada, F. Dörfler, and C. De Persis,
“Robust decentralized frequency control: A leaky integrator approach,”
in Proceedings of the European Control Conference, 2018 (Chapter 4).

1.5 notation
We denote by 1 a vector of which each element is equal to 1. If its length can
not be determined from context, we denote it by a subscript. The symbol 0 is
used for zero vectors and matrices, again denoting dimensions using a sub-
script where necessary. Square brackets, as in [v], are used to denote a diag-
onal matrix with elements taken from the vector v. For a square matrix A,
sp(A) := 1

2 (A + A⊤) is used to denote the symmetric part of A.
The notation col(a1, . . . , an), where the ai are scalars, vectors or matrices with
equal numbers of columns, represents the vector or matrix formed by vertically
stacking the ai, i.e. [a⊤1 · · · a⊤n ]⊤.
When discussing real eigenvalues of symmetric matrices, we use λmin(A) and
λmax(A) to denote the minimum and maximum eigenvalues of A. When neces-
sary, we use λ1(A), . . . ,λn(A) to refer to them in order of magnitude (counting
multiplicity), λ1(A) being the smallest eigenvalue.
The notion that a matrix A is positive or negative definite or semi-definite is
denoted by A > 0, A ≥ 0, A < 0 and A ≤ 0.
When the arguments of a function are obvious from context, we leave out the
argument list, as in f = f(x). Given a system state x = x(t), we use the notation
ẋ to mean the time derivative ∂x

∂t . Likewise, a function W : Rn → R of such a
state, such as a Lyapunov function, has time derivative Ẇ := (∇xW(x))⊤ẋ. We
denote its Hessian by ∇2W.
When used with vector arguments, sin, cos and ln are defined element-wise.
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1.6 preliminaries
In this section, we provide a minimum amount of preliminary definitions and
results, that will be applied throughout this thesis.

1.6.1 nonlinear systems
Given a closed-loop nonlinear system of ordinary differential equations,

ẋ = f(x), x ∈ Rn, (1.1)

with equilibrium x = 0, we will often pursue various results concerning the
stability of the equilibrium. A useful approach is that of Lyapunov functions,
also known as energy or storage functions.

Definition 1.1 (Lyapunov function). A smooth function W : Rn → R is a Lya-
punov function for the system (1.1) if it

1. is positive for all non-zero values of x ∈ X,

2. has a nonpositive time derivative along the flows of (1.1) for all values of
x.

Definition 1.2 (Strict Lyapunov function). A Lyapunov function W is strict if
its time derivative is negative for all non-zero values of x.

Definition 1.3 (Lyapunov stability). An equilibrium xe of system (1.1) is called
Lyapunov stable, if for any ε > 0 there exists a δ > 0 such that given a solution
x(t) to the system, ∥x(0)− xe∥ < δ implies that ∥x(t)− xe∥ < ε for all t > 0.

Lemma 1.1 (Lyapunov stability, Sepulchre et al., 1997). Let 0 be an equilibrium
of (1.1) and suppose that f is locally Lipschitz-continuous. Suppose W is a strict Lya-
punov function for (1.1). Then the equilibrium 0 is globally stable, and all solutions to
(1.1) converge to the set {x : Ẇ(x) = 0}.

It is not always possible to find a strict Lyapunov function. However, an exten-
sion called LaSalle’s invariance principle makes it possible to draw conclusions
in some cases.

Lemma 1.2 (LaSalle’s invariance principle, Sepulchre et al., 1997). Let Ω be a
positively invariant set of (1.1). Suppose that all solutions of (1.1) converge to a subset
S ⊆ Ω, and let M be the largest positively invariant subset of S under (1.1). Then,
every bounded solution of (1.1) starting in Ω converges to M.
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1.6.2 consensus in graphs

Given a connected undirected graph G consisting of a vertex set V = {1, . . . , n}
and a set of m edges E ⊆ V × V , we introduce some graph-theoretical con-
cepts that will be of use when discussing the consensus-based controllers en-
countered in this thesis.

The incidence matrix B ∈ Rn×m. Each column of B represents an edge, and
contains a 1 and a −1 at the rows corresponding to its connected vertices. The
choice which of the vertices corresponds to 1 and which to −1 is arbitrary,
without loss of generality. Other elements are zero.
The incidence matrix is used for calculating differences across edges, and sums
of flux at vertices. Specifically, given a graph with two vertices and an edge, the
incidence matrix is [−1 1]⊤. A vector x ∈ R2 = [−5 5]⊤ denoting some value
at the nodes can be pre-multiplied by B⊤ to produce the difference across the
edge, which here is B⊤x = 10. Likewise, if the flux across the edge is f = 10,
Bf = [−10 10]⊤ represents the flux entering each of the two nodes.
By its construction, B⊤1 = 0.

The Laplacian matrix L := BB⊤. At the diagonals, the value equals the non-
negative degree of each node. Each off-diagonal element at position (i, j) is
−1 if (i, j) ∈ E , and 0 otherwise. Since G is connected, the Laplacian matrix is
positive semi-definite, and the eigenvector belonging to the eigenvalue 0 is 1.
If x ∈ R2 = [−5 5]⊤ denotes some value at each node of G, Lx = [−10 10]⊤ is
the sum at nodes of differences across the edges of G.
It is possible to account for (positively) weighted edges by denoting the weights
as a diagonal matrix Γ ∈ Rm×m, and setting L := BΓB⊤. The resulting L is still
positive semi-definite, and still has an eigenvalue 0 with multiplicity 1 and
eigenvector 1.

A consensus network is defined using a graph with Laplacian matrix L as

ẋ = −Lx ∈ Rn.

Each node’s dynamics depend on the sum of differences between it and its
neighbours. Because −L ≤ 0, the system is marginally stable. Its equilibria
are the vector span of 1, that is, the system converges to consensus.
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1.6.3 graphs and the power network
In this work, we model the power grid using a graph, where the nodes rep-
resent the buses and the edges represent the physical power lines that connect
them. This graph is assumed to be undirected and connected during normal
operation. No assumptions are made about the existence of cycles.
Additionally, we will discuss distributed controllers, located at the nodes of
the graph. Unless indicated otherwise, these controllers are connected to each
other by a connected, undirected communication network, the edges of which
may or may not coincide with the edges of the physical network graph. Again,
no assumptions are made on cyclicity of the communication graph.
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Strict Lyapunov functions for
the swing equations
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Introduction

Modern power grids can be regarded as a large network of control areas con-
nected by power transmission lines. Each of the areas consumes and produces
power, and transfers power to adjacent areas.
Traditionally, an area is typically either a power generation facility or an urban
or industrial area that requires power. The power generation areas are re-
sponsible for guarding the operating conditions of the network, especially the
frequency of the AC signal, which should be closely regulated around a nom-
inal value, e.g. 50 Hz.
More recently, technological advancement and environmental awareness have
motivated the introduction of smaller, cleaner sources of electrical energy.
These are suitable for use in populated areas, and cause pure consumers of
energy to turn into occasional or permanent producers of energy. This is the
source of various challenges and opportunities to power grid operators (Dör-
fler et al., 2016).
In Part I, we focus on control of AC power grids.
The main control objective in power grids is to balance supply and demand in
real time. An instantaneous imbalance results in a deviation of the frequency
from its nominal value. Hence, the controller must regulate the frequency de-
viation to zero. Additionally, secondary control objectives arise, such as eco-
nomically and environmentally efficient generation of power and mitigation
of any faults.
Traditionally, this task is split into three control layers:
Primary control, also referred to as droop control, is proportional control with

respect to the frequency deviation;
Secondary control or automatic generation control (AGC), which is PI control

and causes each area to compensate for its local load fluctuations;
Tertiary control or economic dispatch, which allows the operator to schedule

power generation where it is most efficient.
These control layers operate at different time-scales, with primary control be-
ing nearly instantaneous and secondary and tertiary control operating at longer

11
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time-scales. The recent advances in variable, low-inertia energy sources have
caused increasing volatility of power generation. This has motivated an act-
ive research area, developing more flexible control algorithms to replace or
complement the existing controllers.
The control strategies analysed in this Part fill the role of secondary and tertiary
control.

contributions

In this part, we study two control strategies for the swing equations, the dis-
tributed averaging integral (DAI) controller and the leaky integral controller.
The DAI controller is based on passivity of the power network. As such, the
arguments used to prove its stability and convergence rely on passivity and
related techniques. These are sufficient in a mathematical sense, but leave little
room to investigate robustness to faults, disturbances and other phenomena
often dealt with in application areas.
Our work modifies the approach discussed above, and modifies the storage
function used in the passivity analysis, in such a way that the Lyapunov func-
tion is now strictly decreasing as a function of time. With suitable modific-
ations to the proofs, it is possible to show that the controlled system in fact
offers robustness to a variety of disturbances. This approach resembles the
one taken by Vu and Turitsyn (2017); additionally, we investigate the effect of
the controller’s parameters on the robustness margins, providing high-level
guidance on tuning the controller in a practical setting.
The same technique is applied to the power system as controlled by the leaky
integral controller. This, again, allows us to draw conclusions about the ro-
bustness of the closed-loop system to disturbances. In addition, the leaky in-
tegral controller offers much opportunity for tuning, and we again exploit the
robustness result to qualify the effect of the parameters on the behaviour of
the closed-loop system.
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chapter 2

The contribution of this chapter is primarily theoretical: existing approaches
to the problem of optimal frequency control have mostly relied on non-strictly
decreasing Lyapunov functions, using LaSalle’s invariance principle and re-
lated results to guarantee convergence to an invariant manifold on which the
Lyapunov function’s derivative vanishes (see Schiffer et al., 2017; Vu and Tur-
itsyn, 2017 for exceptions). Since this does not lead to strong results on con-
vergence, we design a strictly decreasing Lyapunov function that does prove
exponential convergence to the optimal synchronous solution. Our primary
motivation for investigating this property is to provide an analytical tool with
which robustness of the closed-loop system to disruptions can be quantified.
As an illustration, this Chapter makes use of the developed Lyapunov function
to show exponential convergence to the optimal solution in spite of possible
communication interruptions, modelled here as complete temporary removal
of the communication network. This is a simplification of the many possible
scenarios that could occur. We directly relate the speed of convergence to the
physical parameters of the system and the availability of the communication
network. As a result, the resilience of the aforementioned economically op-
timal control strategies to DoS events is quantified explicitly.

chapter 3

To our knowledge, while the DAI controller offers stability (Trip et al., 2016)
and exponential convergence (as seen in Chapter 2), its robustness to noise in
frequency measurements, actuation and communication has not been formally
established. In this Chapter, we show that the DAI controller in fact satisfies an
input-to-state stability with restrictions property and robustness with respect
to measurement noise, and for completeness also to actuation and communic-
ation noise, building on results from Chapter 2. Moreover, we show how this
result can be exploited in the choice of tuning parameters for the controllers,
highlighting a trade-off between robustness to noise and speedy response to
fluctuations in demand. This shows that the DAI controller is an adequate and
comparably robust controller, if a communication network is available.
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chapter 4
In this Chapter, we propose a fully decentralized leaky integral controller derived
from a standard lag element. We consider this controller in feedback with the
swing equations considered in the previous two Chapters, and show that the
closed-loop system again satisfies an input-to-state stability with restrictions
property. This result, in the same spirit as in Chapter 3, can be exploited to
tune the parameters of the controller, balancing the accuracy of the steady-
state frequency regulation against the controller’s transient performance. We
find that our proposed fully decentralized leaky integral controller is able to
strike an acceptable trade-off between dynamic and steady-state performance
and can compete with other communication-based distributed controllers.
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