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That one’s degrees of belief at any one time obey the axioms of probability theory 
is widely regarded as a necessary condition for static rationality. Many theorists 
hold that it is also a sufficient condition, but according to critics this yields too 
subjective an account of static rationality. However, there are currently no good 
proposals as to how to obtain a tenable stronger probabilistic theory of static 
rationality. In particular, the idea that one might achieve the desired strengthening 
by adding some symmetry principle to the probability axioms has appeared hard to 
maintain. Starting from an idea of Carnap and drawing on relatively recent work 
in cognitive science, this paper argues that conceptual spaces provide the tools to 
devise an objective probabilistic account of static rationality. Specifically, we propose 
a principle that derives prior degrees of belief from the geometrical structure of 
concepts.

© 2016 Elsevier B.V. All rights reserved.

1. The principle of indifference and its discontents

It is widely accepted that obedience to the axioms of probability theory (or probabilistic coherence) is a 
necessary condition for static rationality: one is rational at any given time only if at that time one’s degrees 
of belief are representable by a probability function.1 The best-known argument for this claim proceeds by 
showing that violation of the condition makes one vulnerable to so-called Dutch books, that is, collections of 
bets that appear fair as judged by one’s degrees of belief but that jointly ensure a financial loss (cf. [48,14]). 
Of a more recent date is Joyce’s [36] inaccuracy-minimization argument, which purports to show that for 
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any degrees-of-belief function not satisfying the probability axioms there is a degrees-of-belief function that, 
by one’s own lights, counts as more accurate (where accuracy is understood in terms of a so-called scoring 
rule).

If this is accepted, then an important next question is whether obeying probability theory is also sufficient
for static rationality. A typical first inclination is to deny this. Surely there can be degrees-of-belief functions 
that are formally probability functions but that appear irrational from a pretheoretical viewpoint. For 
example, it is not necessarily probabilistically incoherent to believe to a low degree that Barack Obama is 
the current president of the United States, or to believe to a high degree that Iceland will win more gold 
medals than Great Britain in the next Olympics. Yet anyone who had roughly the same relevant evidence 
that we have and still held these degrees of belief would strike us as being—to say the least—not fully 
rational.

Motivated by examples of this kind, a number of attempts have been undertaken to strengthen the 
account of static rationality by adding further principles to the probability axioms. It is not our aim here 
to give an inventory of the various proposals that have been made in this connection. Rather, we want to 
focus on one principle that has come up time and again (under different names) in the course of the history 
of thinking about probabilistic coherence in relation to rationality, and that has an undeniable intuitive 
appeal. The principle concerns the determination of prior degrees of belief on grounds of symmetry. This 
principle, dubbed “the Principle of Insufficient Reason” by Laplace [42] and renamed as “the Principle of 
Indifference” by Keynes [40] (henceforth “POI”), says that given a set of mutually exclusive (at most one 
can be true) and jointly exhaustive (at least one must be true) propositions, and barring countervailing 
considerations, one ought to invest the same confidence in each of the propositions. Put differently, given a 
set of propositions of the aforementioned kind, if you lack any reason not to treat them evenhandedly, you 
should treat them evenhandedly.

At least at first sight, it seems that few things could be more reasonable than this principle. Consider 
a coin with an unknown bias for heads; all we know is that its bias for heads is a multiple of 1/10. We 
thus have a set {Hi}0�i�10 of eleven mutually exclusive and jointly exhaustive bias hypotheses, with Hi

the hypothesis that the coin has a bias for heads of i/10. The POI now implores us to believe each of these 
hypotheses to a degree of 1/11. That is fully in accordance with our intuitions about the symmetry of the 
situation; barring evidence about the bias of the coin, any non-uniform assignment of degrees of belief would 
appear arbitrary in a way in which the uniform distribution appears not to be.

Though seemingly reasonable, Hawthorne et al. [32] are certainly right that the POI “is still viewed 
largely with suspicion.” Indeed, the principle faces a problem that many consider to be fatal for it. The 
following illustrates the problem in its simplest form. Suppose you are about to draw a ball from an urn 
with many balls. At this point, you know nothing about the colors of the balls in the urn. To which degree 
should you believe that the ball you draw will be red? Here is a plausible answer, backed by the POI: you 
should believe that the ball will be red to a degree of 1/2. After all, the ball will either be red or it will not 
be red. You have no reason to believe either of these possibilities to a greater degree than the other. So you 
should treat them evenhandedly. Unfortunately, the following train of thought appears equally legitimate: 
Either the ball will be red, or it will be blue, or it will be some other color. You have no reason not to treat 
these hypotheses evenhandedly, so you should treat them evenhandedly. Thus you should believe to a degree 
of 1/3 that the ball will be red. One could go on in this way, arriving at still other answers, apparently all 
reasonable, to the question of what your degree of belief should be that the ball you are about to draw from 
the urn will be red.

That is not what we wanted. We wanted to arrive at the one reasonable answer that respected the 
symmetries of the situation. But the foregoing seems to show that what counts as the symmetries of a 
situation may depend on how we describe the situation, and that there can be more than one admissible 
way to describe a given situation, where the admissible ways may have different implications for what the 
symmetries of the situation are. Indeed, it has been shown in the literature that this problem is quite 
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general, and is for instance not limited to cases in which the outcome space is finite (like in the example 
above). At bottom, in all problem cases that have been raised for the POI, the trouble stems from the fact 
that there are many different ways to carve up whatever outcome space is at issue, without it being clear 
how to designate one of the carvings-up as being somehow privileged in comparison to the others.

One response to this problem has been to simply abandon the search for conditions of static rationality 
alongside the probability axioms. So-called subjectivists hold that the probability axioms are not only neces-
sary but also sufficient for static rationality. They are aware of the possible objections to this position—such 
as, most notably, the objection mentioned above, that it would appear that one’s degrees of belief can be 
probabilistically coherent while still being irrational in an intuitive sense—but they have sought to at least 
mitigate the force of this objection by pointing at various so-called merger-of-opinion results known in prob-
ability theory. The thought is that, as evidence accumulates, it is increasingly the evidence, and not the 
degrees-of-belief function you started with—however “crazy” it may appear—that determines your degrees 
of belief. So even if you start out believing, purely out of whim, to a degree of .9 that the aforementioned 
coin has a bias for heads of 10/11, believing the other bias hypotheses to a degree of 1/110, as you get more 
and more evidence (i.e., you see the outcomes of more and more tosses with this coin) your degree of belief 
in the true bias hypothesis—whichever it is—will come closer and closer to 1.

However, the convergence results are known to have limited applicability (e.g., they only apply in cases 
in which the evidence is “discriminating enough”; see [25, 510]) and may face more serious problems still 
(e.g., they may require a dogmatic ruling-out of certain possibilities; see [39, Ch. 13]). At any rate, they 
leave a lot of subjectivity in the subjectivist position. Hence, for anyone unhappy with that subjectivity, 
there is reason to keep looking for some tenable version of the POI.

In an attempt to salvage the POI, or salvage as much of it as possible, it has been proposed to restrict 
application of the principle to particular sets of hypotheses. In the urn example above, it might be said that 
the “catch all” hypotheses (“not red” and “some other color,” respectively) lack specificity, and that this 
causes the problem. The POI is to be applied—it could be stipulated—only to sets of mutually exclusive and 
jointly exhaustive hypotheses that individually are specific enough. What counts as specific enough must 
then in turn be explicated, and for this purpose one might appeal to some special part of the vocabulary 
of the language. In the urn example, one could require that each hypothesis refer to one of Berlin and 
Kay’s [1] eleven basic colors and that there be a hypothesis for each of those colors, which also would make 
the hypotheses jointly exhaustive. More generally, one could require that the POI only be applied to sets 
of mutually exclusive and jointly exhaustive hypotheses that are entirely cast in natural kind terms. As 
mentioned, cases in which the POI is alleged to lead to absurdity standardly proceed by presenting different 
carvings-up of the outcome space. If one is willing to buy into a metaphysics of natural kinds, all such 
carvings-up can be dismissed except the one that cuts nature at its joints.

Even for those who are comfortable with natural-kinds talk, this last proposal comes at a price. What 
if we have misidentified the natural kinds? What if we remain forever mistaken about which predicates 
refer to natural kinds and which do not (which realists tend to consider as a genuine possibility)? It is cold 
comfort to be told that, in cases to which the POI applies, there are uniquely rational values for our degrees 
of belief to align to, if at the same time we may remain clueless as to how to determine those values.

Kass and Wasserman [38] propose to deal pragmatically with the different-carving-ups problem: even if 
there is no metaphysically privileged carving-up of outcome space, good scientific judgments will typically 
help us to choose a description that is precisely right for the occasion. Perhaps. But again this may not 
do enough to win over those who are offended by the subjective nature of the present account of static 
rationality.2

2 The same may hold for Huemer’s [34] proposal to apply the POI only to alternatives at the “most explanatorily basic level,” 
especially in view of the fact that, in response to an anticipated objection, Huemer (p. 363) suggests that the POI is actually to 
operate at the most explanatorily basic level that one is aware of.
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And Joyce [37] holds that there is something manifestly right about the POI, but that the mistake has 
been to think that it must yield sharp degrees of belief. In his view, the absence of any information as to 
which of a number of mutually exclusive and jointly exhaustive hypotheses is more credible than which, 
implies that we ought to assign completely vague probabilities to all those hypotheses. So, in the coin 
example our degrees of belief in the various bias hypotheses should initially be the same indeed: they should 
be vague over the entire [0, 1] interval. Similarly in the urn example: our degree of belief that the ball will 
be red should be vague over the unit interval, as should be our degree of belief that the ball will not be red. 
No problem arises if refinements of the latter hypothesis are taken into account: for each such refinement, 
our degree of belief that it is true should be similarly vague.

While Joyce’s version of the POI circumvents the different-carvings-up problem, one may wonder whether 
it is not so attenuated that it is not worth having. The idea underlying the POI as originally proposed 
was not that we can get knowledge out of ignorance, but that the “logical structure” of a situation—its 
symmetries—can provide us with information that has at least some specificity. In Joyce’s version, that 
idea seems to be lost. Naturally, it may be no real loss, for the idea may have been misguided from the 
start. But it should be uncontroversial that if a version of the POI can be had that allows us to determine 
degrees of belief that are more specific than those Joyce’s version yields, and that in addition circumvents 
the different-carvings-up problem as well, then that version is preferable.

It is our aim in the following to present such a principle. The claim will be that, in cases of ignorance, 
our degrees of belief, or at least some of our degrees of belief,3 should be determined by the geometry of 
concepts. In the remainder, we will clarify and defend this claim. We begin by explaining the notion of a 
geometry of concepts.

2. The conceptual spaces framework

We may think of concepts as the mental correlates of predicates. Many philosophers have held the view 
that concepts can be characterized in terms of lists of criteria all or most of which are to be satisfied by 
an item if that item is to fall under the concept (this is sometimes referred to as “the Aristotelian theory 
of concepts”; see [26, 84]). For example, the concept of a human being on this view corresponds to a list 
that includes the criteria of being a mammal, being rational, and having four limbs, among many others. 
Psychological research suggests a rather different view of concepts. Rather than going through a checklist 
of criteria, people seem to determine whether an item falls under a given concept by judging how “close” 
the item is to some item that is thought to be typical for that concept, where typicality may be a matter 
of playing or having played some prominent role in the process of language learning (e.g., in teaching their 
child the word “blue,” parents tend to point to some typical shade or shades of blue rather than to shades 
of azure or sapphire or ultramarine).

In developing this view, the word “close” may initially have been meant only in a metaphorical sense. Over 
the past two or three decades, however, psychologists and cognitive scientists have developed an account of 
concepts in which this word has come to have a literal—geometrical—meaning. According to this account, 
concepts can be thought of as geometrical entities. Specifically, they are regions in one- or multidimensional 
spaces whose dimensions correspond to fundamental attributes that (in typical examples) objects may have 
in different degrees. These spaces are supposed to be metrical spaces, that is, each such space is supposed 
to be equipped with a metric. Objects are represented in such a space according to the values they assume 
with respect to the different dimensions.

While there is a vast choice of metrics, the ones most frequently encountered in the psychological literature 
are the city-block (or “Manhattan”) metric and the Euclidean metric, which for an n-dimensional space S

are the instances of the following schema with p = 1 and p = 2, respectively:

3 As will be seen, how broadly applicable our proposal is, is an open empirical question.
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δS(x, y) = p

√(∑n

i=1

∣∣xi − yi
∣∣p),

where x = 〈x1, . . . , xn〉 and y = 〈y1, . . . , yn〉. It is commonly said that the city-block metric is the appro-
priate metric for spaces whose dimensions represent separable attributes, which are attributes that we can 
experience independently of each other—like height and weight—while the Euclidean metric is the appro-
priate metric for spaces whose dimensions represent integral attributes, which are attributes that cannot be 
experienced separately of each other, like a tone’s volume and its pitch. Distances in a space are meant to 
represent dissimilarities. Thus, the closer together two objects are represented in a given space, the more 
similar they are in the respect corresponding to the space.

For example, color space is three-dimensional, with one dimension representing hue, one dimension rep-
resenting saturation, and one dimension representing brightness.4 Color concepts are regions in this space, 
and Euclidean distances between the representations of objects in this space indicate how dissimilar to each 
other the objects are in color.

Besides color space, we find a vast array of other conceptual spaces in the psychological literature, includ-
ing olfactory space, taste space, auditory spaces including vowel and consonant spaces, various shape spaces 
(such as a space for the shapes of human faces and a space for the shapes of shells, the latter to be briefly 
encountered below), various action spaces, and also a number of spaces representing non-phenomenal con-
cepts (like scientific concepts, such as mass and energy, and moral concepts).5 There is no known argument 
to the effect that, eventually, we will be able to represent all concepts by means of conceptual spaces. But 
there is also no known argument to the effect that this “conceptual spaces approach” cannot be right unless 
it is able to represent all concepts. In fact, note that it is easy to subject the approach to empirical testing. 
Consider color space again. If distances in this space really represent similarities, then for any three shades 
we can pick, the prediction is that people will deem the first more similar to the second than to the third 
precisely if the distance between the first two shades in color space is shorter than the distance between 
the first and the third shade. We can state indefinitely many predictions of this sort, all of which are quite 
straightforward to test. Such tests have been performed, not only for color space, but for numerous other 
conceptual spaces—and mostly with great success.

This is in effect not entirely surprising, given how the structure of these conceptual spaces was typically 
determined. For later purposes, it is important to be clear about this, so let us elaborate. The standard 
procedure for determining the structure of a conceptual space starts with letting people rate the pairwise 
similarities of a number of items that differ in whatever the aspect of interest is. For instance, we might 
create a set of cards such that each card has a differently shaped object on it, and we might then ask people 
to consider all possible pairs of cards and rate how similar in shape the members of each given pair are. 
In practice, researchers often use for this purpose a 7- or 10-point Likert scale ranging from “very similar” 
to “very different” (or “very dissimilar”). The result of this will be a symmetric matrix of ratings for each 
participant, in which each element represents how similar in shape the objects corresponding, respectively, 
to the row and the column of the element are according to the participant. Often, the next step is to 
average over all matrices that have been thus obtained, thereby arriving at a matrix indicating how similar, 

4 The expression “color space” is used for many different spaces none of which is a color space in the sense relevant to this paper. 
For instance, RGB space, CMYK space, and many other spaces that have practical application in computer science, graphic design, 
paint manufacturing, etc., are, from the perspective of our paper, not color spaces at all: these spaces are not meant to be—and as 
a matter of known fact are not—perceptually uniform, meaning that distances in these spaces do not indicate perceived degrees of 
similarity. Most color researchers consider CIE 1976 L*a*b* space (more commonly known as “CIELAB space”) to be an adequate 
representation of color space in the currently relevant sense; see [43] or [24]. Readers may want to perform an Internet search on 
“CIELAB space” to get a picture of this space, which may help to understand the framework we are describing. (The alternative 
of showing a picture of CIELAB space in this paper is prohibited by the exorbitant prices that journals charge for color printing.)
5 See on conceptual color space, e.g. [33,49,50,35,46,51,4] and [2, Ch. 4]; on conceptual auditory spaces, see [47,54]; on conceptual 

olfactory space, see [8]; for various conceptual shape spaces, see [26,9]; for a conceptual space representing action concepts, see 
[27,28]; for a conceptual space representing event concepts, see [28]; for an application of conceptual spaces to scientific concepts, 
see [29,30]; and for a conceptual space representing moral concepts, see [44].
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on average, the various pairs of shapes were found to be. Subsequently, that matrix is transformed into a 
distance matrix, which maps, for instance, judgments of high similarity to small distances and judgments of 
low similarity to large distances. And the final step is then an application of one of several related statistical 
techniques that go under the name of “multidimensional scaling.”6

Basically, in multidimensional scaling, one tries to find a low-dimensional spatial configuration of the 
items of interest in the study that matches as closely as possible the similarity judgments.7 The ideal, 
especially for applications of multidimensional scaling in the context of psychology, is to arrive at a two-
or three-dimensional configuration of the items that “fits” the similarity judgments (where a number of 
statistics are used to measure goodness of fit) and that has “interpretable” dimensions in the sense that 
each dimension can be associated with a different fundamental attribute the items possess to different 
degrees. A simple illustrative example of this procedure is found in an experiment reported in [3]. These 
authors asked their participants to rate the similarity of each pair of a set of sixteen rectangles, which 
were drawn so as to systematically vary in their width and height. The result of the multidimensional 
scaling that Borg and Leutner applied to the similarity matrix obtained from their participants’ responses 
was a well-fitting two-dimensional configuration of the items, the dimensions of which could be plausibly 
interpreted as representing width and height.

It was said that, given how the structure of conceptual spaces is determined, it is not entirely surprising 
that they are successful instruments for making empirical predictions about people’s similarity judgments. 
Some may think, after the foregoing explanation, that the success is actually completely trivial. If we 
construct these spaces on the basis of similarity judgments, should we then be surprised that they do reflect 
such judgments? Yes and no: it is no surprise that spaces reflect how people judge the similarity of the items 
that were used in their construction. But these items typically constitute a limited subset of the items that 
could have been presented to the participants, and that are represented in the space constructed on the 
basis of the limited set. Hence, it is no more trivial if we find that people’s similarity judgments for pairs of 
items that were not in that set are accurately predictable on the basis of the constructed space than if we 
find that an empirical generalization based on a limited number of observations continues to hold for new 
observations as well.

Note that a multidimensional scaling procedure, however well its outcome fits the data, still only yields 
a metric similarity space; it does nothing to populate such a space with concepts. So, where do these come 
from? There are various options here, but one answer that appears particularly plausible is described in 
[26]. This answer capitalizes on the aforementioned observation that some items play a special role in the 
process of learning a predicate. Such items have been said to be prototypical for the concept associated 
with the predicate. If this idea is taken on board, we can turn a metric similarity space into a conceptual 
space, in two steps. First, we locate the relevant prototypes in the space—in color space, for instance, we 
determine the coordinates of prototypical red, prototypical blue, prototypical green, and so on. And next, 
we consider the various cells of the Voronoi tessellation generated by the prototypical “points” as yielding 
the concepts represented in the space, where a Voronoi tessellation of a given space is a division of that 
space into cells according to the principle that each cell has a generating point and further contains all 
points that are at least as close to the generating point of its own cell as to the generating point of any 
other cell. (A terminological note: the cell generated by a given prototypical point is usually referred to as 
the Voronoi polygon/polyhedron associated with that point.)

6 This is a customary procedure. There are many variants, however. For instance, sometimes researchers apply multidimensional 
scaling not to the averaged matrix, but to the individual matrices separately, in order to study individual differences among 
participants; see [2, Ch. 21]. Also, some techniques of multidimensional scaling can be applied to a similarity matrix directly, and 
do not need a distance matrix as input. Moreover, other data beyond similarity judgments—such as confusion probabilities or 
correlations—can serve as input for multidimensional scaling; see [2, Ch 6].
7 Classical or metric multidimensional scaling searches for a configuration such that distances between items in the configuration 

match as closely as possible the distances between the objects as given by the distance matrix; nonmetric or ordinal multidimensional 
scaling only tries to match the ordering of the distances.
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It is now easy to appreciate that conceptual spaces yield more predictions than ones concerning people’s 
similarity judgments. Given such a space, we cannot merely predict how people will judge the similarity 
of any pair of items representable in the space; we can also predict whether or not people will classify 
any given item representable in the space as falling or not falling under a given concept in the space. It is 
worth emphasizing that such predictions are produced on the basis of nothing but people’s judgments of the 
pairwise similarities between a number of items and their designating certain items as being typical for a 
concept; no other classification data have gone into producing the conceptual space. So it is quite impressive 
that, in experiments, such predictions have turned out to be fairly accurate (see [26, Chs. 3 and 4] and 
references given there). In fact, conceptual spaces also allow one to make more general predictions about 
classification. It has been proven that cells of Voronoi tessellations all have the property of being convex, 
which is the case if and only if, for any two points in a cell, any point lying between those points also 
lies in the cell [45, 58]. In the context of conceptual spaces, this means that any item that lies somewhere 
in-between two other items in a conceptual space falls under the same concept as these other items, provided 
the other items both belong to the same concept. Again, this closely matches actual classification data.

In [20], it is argued that, as it stands, the conceptual spaces framework is still a little crude, and in 
particular that it fails to do justice to the fact that many of our concepts are vague. In color space, for 
instance, each color concept is sharply delineated from the adjacent concepts. In reality, however, no such 
sharp divide seems to exist: if we imagine going through a series of color patches from clearly red to clearly 
orange, where each next patch is barely distinguishable from its predecessor, we will probably be unable 
to locate an exact point at which the predicate “red” ceases to apply. Rather, we should expect to first 
experience a number of patches as red, then to experience a number of patches as neither quite red nor 
quite orange—as “borderline” red/orange—and only then to experience some patches as orange.

The problem is not that one cannot make sense of the notion of a borderline case within the standard 
conceptual spaces framework. To the contrary, the framework suggests a perfectly straightforward answer 
to the question what a borderline case of a given concept is, to wit, an item represented at an equal distance 
from the concept’s prototypical point as from a prototypical point of at least one adjacent concept. But this 
answer cannot be fully adequate, for it is simply not true that in gradually transitioning from, say, clearly 
red to clearly orange we experience the abrupt transitions from clearly red to borderline red/orange and 
from borderline red/orange to orange that would seem to follow from the answer.

To solve this problem, Douven and colleagues propose a twofold modification of the conceptual spaces 
framework. The first concerns the idea that concepts have unique prototypes. To use the example of color 
again: there is certainly more than one shade of red that strikes us as typically red. This is not just clear on 
the basis of introspection, it is also confirmed by the data from Berlin and Kay’s [1] famous color-naming 
experiment. In response to their question to select from a set of color chips those chips that were typical 
for red, green, blue, and so on, most of their participants chose more than one chip per color. Therefore, 
Douven and colleagues took conceptual spaces to be equipped with prototypical regions rather than with 
prototypical points. But that modification of the framework called for an accompanying modification of the 
technique of Voronoi tessellations, given that Voronoi tessellations are standardly defined to be generated 
by sets of points, not regions. The modification these authors propose is to let every selection of a single 
point from each prototypical region in a space determine a Voronoi tessellation and then superimpose all 
these single tessellations into what they call “a collated Voronoi tessellation.” It is proven in [20], on the 
weak assumption that each prototypical region is connected (in the topological sense of this word), that 
each cell in a collated Voronoi tessellation has a “gapless” boundary region.8 That in the thus obtained 
construction “almost all” borderline cases are surrounded by other borderline cases solves the earlier-noted 
problem for the standard conceptual spaces framework. In transitioning from clearly red to clearly orange, 

8 For formal definitions of “gap” and other relevant notions, see [20].
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Fig. 2.1. A collated Voronoi diagram of a space with prototypical regions each consisting of only two points; i and j are two 
designated points in this space.

we experience a range of shades as borderline red/orange, because the borderline region between these 
concepts has a certain width, unlike borderlines in the standard framework.9

Decock and Douven [12] and Douven and Decock [18] use this extended conceptual spaces framework to 
formulate accounts of graded membership and graded truth, respectively. These accounts will play a role in 
the proposal to be made in the next section. We summarize them here.

Philosophers have mostly taken a dim view of fuzzy set theory, in spite of the theory’s many successful 
practical applications (see [41]). Their main suspicion concerns the notion of graded membership that lies 
at the heart of fuzzy set theory. Indeed, it is not pretheoretically evident what it might mean that, say, a 
piece of liquorice belongs to the set of sweet things to a degree of .5, and fuzzy set theorists have never 
bothered to explicate the graded membership relation.

Decock and Douven [12] take on this task and clarify the relation by defining it in terms of the extended 
conceptual spaces framework that was described above. Specifically, they define a measure that indicates 
the degree to which an item falls under a given concept—the degree to which it belongs to the set of things 
falling under the concept—in terms of the “number” of Voronoi tessellations that locate the item in the 
cell that contains the concept’s prototypical region. For formal details, the reader is referred to Decock and 
Douven [12]. Here, we will try to convey informally the main idea behind this measure.10

For this purpose, consider an abstract conceptual space with four prototypical regions consisting of two 
points each: {a, b}, {c, d}, {e, f}, and {g, h} (see Fig. 2.1). Note that there are 16 different sets that contain 
exactly one point from each prototypical region, and that each such set generates a Voronoi tessellation 
of this space (superimposed on each other, these tessellations form the collated Voronoi tessellation of the 
space); let V be the set of these sixteen sets. The idea now is that an item falls under a given concept in 
this space to a degree that equals the number of members of V which generate a Voronoi tessellation that 
locates the point in the cell associated with one of the prototypical points of the given concept, divided by 
the cardinality of V . For example, one can verify that the point i in Fig. 2.1 belongs to the concept with 
prototypical region {a, b} to a degree of 1/2, given that eight out of sixteen members of V locate i in the cell 
associated with a member of {a, b}. One similarly verifies that j belongs to the same concept to a degree 
of 1/4.11

The main technical work carried out in [12] consists in showing how this basic idea generalizes to the 
more, or perhaps only, realistic kind of case in which concepts have prototypical regions containing infinitely 
many points. The paper further shows that, from this proposal, membership functions emerge as S-shaped 
in the sense that the degree of membership is 1 for the clear cases of a concept, 0 for the clear non-cases, 

9 There are residual issues concerning second-order vagueness. These are discussed in [20] and skipped here.
10 For empirical support for the measure, see [21].
11 These facts are most easily verified in Figure 6 in [12], which presents each of the sixteen (simple) Voronoi diagrams that make 
up the collated diagram in Fig. 2.1 separately.
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and for borderline cases gradually tapers off, (somewhat) in the form of a lying S, from 1 to 0 as we move 
away from the prototypical region. That is exactly the pattern that has been shown to exist in empirical 
work on graded membership (see, e.g. [31]).

The definition of graded membership is taken as the basis for a degree-theoretic truth-conditional seman-
tics in [18]. A notion of graded truth is presupposed not only by standard fuzzy logics, but also by a number 
of approaches that philosophers have taken toward modeling phenomena of vagueness like, most notably, 
the sorites paradox (e.g. [22,23,52,53,13,16]). Much the same complaint about a lack of precision that was 
voiced regarding the notion of graded membership has been voiced regarding the notion of graded truth. In 
view of extant work, this complaint seemed justified. So, from the perspective of anyone attracted to either 
fuzzy logic or the aforementioned work on the sorites, an explication of graded truth was called for.

Douven and Decock [18] embark on this project by noting, in the beginning, how from their definition of 
graded membership one readily derives an account of graded truth for atomic sentences. Given the former, 
that an item is borderline F means that the item is to some non-extreme degree a member of the class of 
F things. And that the item is borderline F can, by semantic ascent, equally be put as: it is neither quite 
true that the item is F nor quite true that it is not F . As a result, we obtain a definition of graded truth 
for atomic sentences: the sentence Fa is true to a degree of x iff a falls under the concept F to the degree 
of x.

The bulk of the work in [18] then consists in generalizing this definition to the rest of the language. 
While, as stated, technical details are largely skipped here, the core idea underlying the extended definition 
is easy to grasp by considering the simplified case of a finite language all of whose atomic predicates refer 
to concepts that are represented in a single conceptual space, where in addition it is supposed that all 
prototypical regions in this space consist of only finitely many points. Let �ϕ� indicate the number of 
Voronoi tessellations on the space which make ϕ come out true. For instance, if ϕ is the sentence asserting 
that a falls under the concept C1 and b falls under the concept C2, these tessellations locate the point 
representing a in the Voronoi polygon/polyhedron associated with the prototypical C1 point and the point 
representing b in the Voronoi polygon/polyhedron associated with the prototypical C2 point. Graded truth 
can then be defined by setting the degree of truth (or “verity”) of ϕ, Ver(ϕ), equal to �ϕ�

/
�ϕ ∨ ϕ�, that is, 

the number of tessellations that make ϕ come out true, divided by the total number of tessellations.
Douven and Decock [18] show that it does not take major conceptual innovations to go beyond this 

simplified case and they define graded truth for languages whose predicates refer to concepts that cannot 
all be represented in the same conceptual space, and which may have prototypical regions consisting of an 
infinite number of points. The only crucial difference is that instead of proportions of Voronoi tessellations 
of a single conceptual space, one has to consider the Lebesgue measures of sequences of Voronoi tessellations 
as they are represented in the product space of all relevant conceptual spaces (all conceptual spaces needed 
to interpret the predicates of the language). The main technical result of [18] is that if degrees of truth are 
defined as indicated, they are formally probabilities, meaning that (i) verities take values in the [0, 1] interval; 
(ii) contradictions receive a verity of 0 and tautologies a verity of 1; and (iii) the verity of a disjunction 
equals the sum of the verities of the disjuncts, provided these disjuncts are logically incompatible.

3. From conceptual spaces to probabilities

We want to formulate a principle that captures the spirit of the POI as originally proposed without 
engendering the sort of problem that we encountered in Section 1. In particular, we want to formulate a 
principle that helps to determine degrees of belief given a state of ignorance such that these degrees of 
belief could be said to be both objective and informative. Also, the principle must reflect the idea that in 
determining such prior degrees of belief we are not somehow playing favorites: all possibilities must, in some 
sense, be treated equally.
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Fig. 3.1. A two-dimensional Voronoi tessellation.

The basic idea is very simple. It is also not an entirely new idea. In his [6,7], Carnap develops the notion 
of an attribute space that accompanies the object-language of inductive logic and provides a geometrical 
representation of its concepts. Carnap [5] hoped to salvage the POI by adding to probability theory five 
axioms of invariance. In his later approach, rational degrees-of-belief functions are only required to be 
exchangeable, that is invariant under permutations of individuals. Extra symmetry considerations now 
enter the picture on the level of attribute spaces and take the form of two a priori rationality requirements, 
of which one is of particular interest to our present project.

Carnap’s object-language is divided into families of unary predicates, and to each family an attribute 
space is assigned. The shape of the space and its metric can be freely chosen by whoever is conducting 
an investigation using the object language. The families carve their spaces into partitions whose cells, each 
corresponding to an individual predicate, exhaust the space. Against this setup, a rationality requirement 
(the so-called γ rule) is stated that requires the probability assigned to an observation’s falling in a given 
region to be proportional to the size of that region [7, Sect. 16].

Given the freedom it leaves in structuring attribute spaces, Carnap’s proposal is unlikely to satisfy 
those who hold that the probability axioms alone yield too permissive a theory of static rationality. This 
is precisely where, we believe, the work on conceptual spaces described in the previous section can help. 
After all, conceptual spaces are not arbitrary geometric objects chosen by a scientist for his particular 
investigation, but are based on empirical data and thereby obtain a sort of objectivity. In the remainder 
of this paper, we want to flesh out Carnap’s insight by means of the modern machinery of the conceptual 
spaces framework.

To embed the Carnapian idea in the standard version of the conceptual spaces framework—that is, the 
version without prototypical regions and collated Voronoi diagrams—is rather straightforward. Consider 
Fig. 3.1, which shows a (simple) Voronoi tessellation on a two-dimensional Euclidean space. Suppose this 
is a conceptual space, and let concepts C1 and C2 be the concepts in this space with prototypical points 
p1 and p2, respectively.

Now suppose that we are about to draw an object o from a box, where the only thing we know about o is 
that it falls under one of the sixteen concepts represented in our space. Question: to what degree should we 
believe that o falls under C1? The principle suggested by Carnap implies that the probability of o’s falling 
in any given region of the space is determined by the area of that region; more exactly, it equals the area 
of that region divided by the area of the space as a whole. In particular, the probability that o falls under 
concept C1 equals the area occupied by C1 in the space relative to the area of the whole space.

Before going into further details and refining this idea, let us point out why this answer to the above 
question is attractive. First, it is objective in the sense that the answer is a matter of the geometry of the 
space, which depends on people’s similarity judgments and on how the space is carved up into concepts, 
which in turn depends on people’s typicality judgments. Second, the answer is informative, in that it gives us 
a precise probability rather than requiring us to make our degree of belief for o falling under C1 maximally 
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vague. Thirdly, it does justice to the thought that, in determining priors, we should not play favorites. 
It does so by treating all areas equally: any two regions that have the same area are assigned the same 
probability, meaning that it is initially as likely that a given object falls into one region as into the other 
region. And fourthly, note how the problem of different carvings-up is avoided. Say that the area of C1, 
divided by the area of the whole space, equals α. Then whether we consider the partition 

{
“C1(o),” “C1(o)”

}
or the partition 

{
“C1(o),” “C2(o),” “C1(o) ∨ C2(o)”

}
, the prior degree of belief we ought to assign to “C1(o)” 

remains α! And it remains α given any further refinement of the catch-all hypothesis.
The point about objectivity merits a comment. In the previous section, we have dwelt rather extensively 

on the provenance of conceptual spaces in order to be maximally clear about the kind of objectivity that 
the present proposal is offering. It is obviously not the kind of mind-independent objectivity that an appeal 
to natural kinds would offer: conceptual spaces are grounded in people’s similarity judgments, or other data 
concerning people’s behavior (such as confusion probabilities). But, as seen in Section 1, an appeal to natural 
kinds is, in the present context at least, unsatisfactory even if one is at ease with the idea of natural kinds 
itself. After all, their being mind-independent may also make natural kinds recognition-transcendent: it may 
never be disclosed to us what the true furniture of the world is. No such risk is attached to the current 
proposal. Conceptual spaces are accessible, not just in principle, but also in practice: we know the structure 
of many conceptual spaces, and the empirical procedures described in Section 2 have wide applicability and 
may be expected to be employed in the charting of further conceptual spaces. At the same time, this kind 
of objectivity should be enough to lay to rest worries of those offended by a purely subjectivist account of 
static rationality. There is nothing subjective, in the sense of arbitrary or whimsical or even personal, to 
judging a shade of pink to be more similar to a shade of red than to a shade of green, nor is there anything 
subjective to other behavioral data that sometimes serves as input for the statistical techniques used to 
construct conceptual spaces.

But the above idea, however attractive in itself, must be made more general, in a number of respects. First, 
it must be generalized to n-dimensional conceptual spaces. This is in effect again straightforward. Consider 
an n-dimensional conceptual space S with m prototypical points, and let IT be the indicator function for 
a subset T of this space, meaning that IT

(
〈x1, . . . , xn〉

)
= 1 if 〈x1, . . . , xn〉 ∈ T , and 0 otherwise. Then the 

Lebesgue measure of T , μ(T ), is defined as

μ(T ) =
∫
S

IT
(
〈x1, . . . , xn〉

)
dx1 . . . dxn,

with the complete conceptual space S as the domain of integration. Using the fact that the measure of the 
conceptual space S as a whole is μ(S), we can define a normalized measure μ∗, as follows:

μ∗(T ) = μ(T )
μ(S) .

So, for instance, the normalized measure of a concept C associated with a particular prototypical point p

in S equals μ∗(C) and is determined by the relative volume of the Voronoi polygon/polyhedron generated 
by p. Moreover, μ∗ is a probability measure, because all normalized Lebesgue measures are. The version of 
the POI we propose counsels to set the prior probability that an arbitrary object will fall under concept C
equal to μ∗(C).12

Before we can state this version in detail, we must first make the basic idea still more general, given that 
so far it is only clear how it applies to conceptual spaces with sharply delineated concepts. And, as noted 

12 In view of the no-favoritism requirement, the Lebesgue measure is the natural choice here, given that it is invariant under 
translations or, more generally, linear transformations of the n-dimensional space. Admittedly, it is not the only such measure, but 
it is generally considered to be the best candidate for a canonical measure in the class of invariant measures (see, e.g. [10, 57]).
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previously, it is not in general realistic to suppose that concepts have exactly one prototype; rather, many 
conceptual spaces have prototypical regions. As also explained, however, this means that conceptual spaces 
will often have “thick” boundaries. How to determine the degree of belief that a given object about which 
nothing in particular is known falls under a concept with such thick boundaries?

To answer this question, it is important to be clear about the distinction, made in [20], between the 
collated Voronoi polygon/polyhedron associated with a prototypical region r in a space S and the extended 
Voronoi polygon/polyhedron associated with that region. The former consists of all the points that, given 
any possible choice that selects one point from each prototypical region in S, lies closer to the point that is 
chosen from r than to any of the points chosen from the other prototypical regions. The latter—the extended 
Voronoi polygon/polyhedron—consists of all the points that, given some possible choice that selects one 
point from each prototypical region in S, is at least as close to the point chosen from r as it is to any point 
chosen from another prototypical region. The difference between the collated and the extended Voronoi 
polygon/polyhedron is the boundary region associated with r. Douven et al. [20] interpret the collated 
Voronoi polygon/polyhedron associated with a given prototypical region as representing the clear instances 
of the concept whose prototypes are represented by the points in the prototypical region; the complement of 
the extended Voronoi polygon/polyhedron as representing the clear non-instances of that concept; and the 
boundary region as representing the borderline cases of the concept. In the account of graded membership 
developed in [12], items represented by a point in the collated Voronoi polygon/polyhedron associated with 
a concept C fall under C to a degree of 1; items represented by a point outside the extended Voronoi 
polygon/polyhedron associated with C fall under C to a degree of 0; and items represented by a point in 
the boundary region C fall under C to an intermediate degree.

The proposal now is to have points within the collated Voronoi polygon/polyhedron contribute fully to 
the prior degree of belief in an item falling under the associated concept, points outside the extended Voronoi 
polygon/polyhedron contribute not at all to that degree of belief, and points within the borderline region 
contribute relative to their degree of membership. This is achieved by setting the prior degree of belief that 
an arbitrary object o falls under a given concept C—that is, the prior degree of belief for “C(o)”—where C
is representable in an n-dimensional space, equal to

∫
S

MC

(
〈x1, . . . , xn〉

)
μ(S) dx1 . . . dxn, (+)

with MC being the graded-membership function of C. Note that if MC

(
〈x1, . . . , xn〉

)
∈ {0, 1} for 

all 〈x1, . . . , xn〉 (if C is a “crisp” concept, that is), the foregoing amounts to the simple proposal with 
which we started. That this yields probabilities strictu sensu follows from a general result to be stated 
below.

Even in this form, however, the proposal has limited applicability. To appreciate this, suppose we are 
about to be shown a shell. We are told that the shell is uniformly colored, but we receive no further relevant 
information. What prior degree of belief should we assign to the hypothesis that we will be shown a yellow 
B-shell (where “B-shell” refers to the category of that name in the categorization of shells proposed in [26, 
146 f])? As it stands, our proposal does not say. The concept of yellowness is represented in color space, while 
that of a B-shell is represented in shell space (a particular type of shape space described in [26, Ch. 4]). And 
the proposal is silent on the prior degrees of belief for hypotheses couched in terms that refer to concepts 
represented in different conceptual spaces.

We use product spaces to extend the proposal to such hypotheses. To illustrate the idea, let us pretend 
that both color space and shell space are one-dimensional. Let these spaces be represented by the line 
segments in the left and middle panel of Fig. 3.2, respectively. The right panel of this figure then represents 
the product space of color space and shell space. Where the line segment ab represents the concept of 
yellowness and the line segment ef that of a B-shell, the prior degree of belief that the shell is yellow ought, 
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Fig. 3.2. “Color space” (left), “shell space” (middle), and their product space (right).

on our proposal, to be set equal to the length of ab divided by the length of the whole color space; similarly 
for the prior degree of belief that the shell is a B-shell. Now, the prior degree of belief that the shell is a 
yellow B-shell is to be set equal to the area of the left gray rectangle in the product space, divided by the 
whole area of that space. While this degree of belief is equal to the product of the prior degree of belief that 
the shell is yellow and the prior degree of belief that it is a B-shell, that is not always the case. Suppose 
that the line segment cd represents the concept of redness. The prior degree of belief that the shell is red is 
then to be set equal to the length of cd divided by the length of color space. However, the hypothesis that 
the shell is a B-shell that is both yellow and red ought to be assigned a prior degree of belief of 0, given 
that there is no overlap in the product space between the area encoding that the shell is both a B-shell and 
yellow (the left gray rectangle) and the area encoding that the shell is both a B-shell and red (the right gray
rectangle). But 0 is clearly not the product of the prior degrees of belief that the shell is a B-shell, that it 
is yellow, and that it is red, respectively.

The further generalization that the foregoing calls for follows a by-now familiar pattern. Consider the 
proposition that an unspecified object falls under each of C1, . . . , Cn, where each Ci is representable in some 
mi-dimensional space Si. Then, with 

∏n
i=1 Si being the product space of the spaces S1, . . . , Sn, we first deter-

mine the Lebesgue measure of the region in 
∏n

i=1 Si that consists of all points 〈x1
1, . . . , x

1
m1

; . . . ; xn
1 , . . . , x

n
mn

〉, 
with each subsequence 〈xi

1, . . . , x
i
mi

〉 giving the coordinates of a point in the region corresponding to Ci in 
space Si. This measure is given by

μ (
⋂n

i=1 Ci) =
∫
S1

· · ·
∫
Sn

I⋂n
i=1 Ci

(
〈x1

1, . . . , x
1
m1

; . . . ;xn
1 , . . . , x

n
mn

〉
)
dx1

1 . . . dx
1
m1

. . . dxn
1 . . . dxn

mn
,

while the measure of the whole product space is given by

μ (
∏n

i=1 Si) =
∫
S1

· · ·
∫
Sn

I∏n
i=1 Si

(
〈x1

1, . . . , x
1
m1

; . . . ;xn
1 , . . . , x

n
mn

〉
)
dx1

1 . . . dx
1
m1

. . . dxn
1 . . . dxn

mn
.

And again,

μ∗ (
⋂n

i=1 Ci) =
μ
(⋂n

i=1 Ci

)
μ
(∏n

i=1 Si

)

yields a normalized Lebesgue measure and so formally a probability measure. Hence we can let the prior 
degree of belief that a given object about which we lack any relevant information falls under all of the 
concepts C1, . . . , Cn equal μ∗(⋂n

i=1 Ci

)
. Similarly, one can define the prior degree of belief that a given 

object falls under at least one of the concepts C1, . . . , Cn to be μ∗(⋃n
i=1 Ci

)
, and the prior degree of belief 

that it does not fall under concept C to be μ∗(∏n
i=1 Si

∖
C
)

= 1 − μ∗(C).
As a last step toward a fully general form of the POI, we must adapt the foregoing to the more realistic 

kind of case in which concepts have thick boundaries. In this step, we use the formal construction of verities 
(degrees of truth) as proposed in [18]. This will make for a relatively simple generalization of (+), with 
verities now playing the role of weights that degrees of membership played in that less general principle. 
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The appeal to verities also makes it easy to prove that the POI, in the final form now to be proposed, yields 
probabilities.

Let the expression ϕ(x) contain only predicates for concepts C1, . . . , Cn, where these concepts may now 
have thick boundaries, and where again concept Ci is supposed to be represented in space Si. Further recall 
that Ver stands for the verity operator, introduced toward the end of Section 2. Then the prior degree of 
belief that an object o will satisfy the condition ϕ(x), absent any information about o, is defined as:

Pr
(
ϕ(o)

)
=

∫
S1

· · ·
∫
Sn

Ver
(
ϕ(�x)

)
μ (

∏n
i=1 Si)

dx1
1 . . . dx

1
m1

. . . dxn
1 . . . dxn

mn
,

with �x = 〈x1
1, . . . x

1
m1

; . . . ; xn
1 , . . . x

n
mn

〉. This is the final form of the POI that we wish to submit.13
It remains to be shown that we really obtain probabilities from this principle. The proof is unproblematic, 

given that in [18] it was already proven that the verity operator obeys the axioms of probability, so that in 
particular we have

1. 0 = Ver
(
ϕ(�x) ∧ ϕ(�x)

)
� Ver

(
ϕ(�x)

)
� Ver

(
ϕ(�x) ∨ ϕ(�x)

)
= 1,

2. Ver
(
ϕ(�x) ∨ ψ(�x)

)
= Ver

(
ϕ(�x)

)
+ Ver

(
ψ(�x)

)
− Ver

(
ϕ(�x) ∧ ψ(�x)

)
,

for all predicative expressions ϕ(x) and ψ(x) in the language and all instances of �x. From this, we readily 
derive that

0 =
∫
S1

· · ·
∫
Sn

Ver
(
ϕ(�x) ∧ ϕ(�x)

)
μ (

∏n
i=1 Si)

dx1
1 . . . dx

1
m1

. . . dxn
1 . . . dxn

mn

�
∫
S1

· · ·
∫
Sn

Ver
(
ϕ(�x)

)
μ (

∏n
i=1 Si)

dx1
1 . . . dx

1
m1

. . . dxn
1 . . . dxn

mn

�
∫
S1

· · ·
∫
Sn

Ver
(
ϕ(�x) ∨ ϕ(�x)

)
μ (

∏n
i=1 Si)

dx1
1 . . . dx

1
m1

. . . dxn
1 . . . dxn

mn

= 1,

and equally that

∫
S1

· · ·
∫
Sn

Ver
(
ϕ(�x) ∨ ψ(�x)

)
μ (

∏n
i=1 Si)

dx1
1 . . . dx

1
m1

. . . dxn
1 . . . dxn

mn

=
∫
S1

· · ·
∫
Sn

(
Ver

(
ϕ(�x)

)
+ Ver

(
ψ(�x)

)
− Ver

(
ϕ(�x) ∧ ψ(�x)

))
×

1
μ (

∏n
i=1 Si)

dx1
1 . . . dx

1
m1

. . . dxn
1 . . . dxn

mn

=
∫
S1

· · ·
∫
Sn

Ver
(
ϕ(�x)

)
μ (

∏n
i=1 Si)

dx1
1 . . . dx

1
m1

. . . dxn
1 . . . dxn

mn

13 To be still more general, one could formulate the principle for k-place predicative expressions ϕ(x1, . . . , xk). This makes no 
essential difference to what follows in the main text. The relevant observation to be made here is that a sequence of k objects can 
be represented in a product space obtained by multiplying the product space ∏n

i=1 Si a number of times k.
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+
∫
S1

· · ·
∫
Sn

Ver
(
ψ(�x)

)
μ (

∏n
i=1 Si)

dx1
1 . . . dx

1
m1

. . . dxn
1 . . . dxn

mn

−
∫
S1

· · ·
∫
Sn

Ver
(
ϕ(�x) ∧ ψ(�x)

)
μ (

∏n
i=1 Si)

dx1
1 . . . dx

1
m1

. . . dxn
1 . . . dxn

mn
.

In short, the values we obtain from the new version of the POI are guaranteed to satisfy the axioms of 
probability theory.

Not only that: this version has retained all the advantages of the basic idea. In particular, prior degrees 
of belief are still entirely determined by conceptual structures, which can lay claim to having an objective 
status (in the sense explicated above); the version of the POI we are proposing determines sharp degrees of 
belief; the measure-theoretic construction it uses ensures fulfillment of the no-favoritism requirement; and 
the principle is immune to the different-carvings-up problem.

4. Conclusion

We have presented a version of the POI that dodges the problems which beset earlier versions of this 
principle. The new version was fleshed out by drawing on the framework of conceptual spaces as this has 
relatively recently been developed in the cognitive sciences. The final version of the POI that was stated 
looks slightly complicated because it assumes a framework of conceptual spaces that takes into account the 
fact that many of our concepts are vague, as the framework must do in order to be materially adequate. We 
therefore want to repeat that the core of our proposal is really plain and simple. Starting from a Carnapian 
idea that refers to a somewhat loosely specified notion of attribute spaces, and replacing this notion by 
the strictly defined notion of a conceptual space, we arrive at a principle that does justice to all intuitions 
that lie at the bottom of every version of the POI to be found in the literature, and that does so without 
engendering paradox. The implication of this new principle is that prior degrees of belief derive, not from 
the structure of language nor from that of (mind-independent) reality, but from the geometrical structure 
of concepts. We have argued that thereby these degrees of belief are as objectively grounded as one can 
reasonably ask for.

Naturally, the question remains exactly how general the new version of the POI is. This is an empirical 
question, inasmuch as it is an empirical question exactly how general the conceptual spaces approach is, and 
the version we are proposing applies only to expressions ϕ(x) containing predicates standing for concepts 
which are representable in some conceptual space or other. We will be content if we have succeeded in 
presenting a tenable version of the POI for an interesting fragment of the language. Needless to say, we will 
be happier if it turns out that the principle applies across the board.

Also, it cannot be emphasized enough that we have been exclusively concerned with prior degrees of 
belief, and that we have not said anything pertaining to how those degrees of belief ought to change when 
information about the world is acquired. In Carnap’s later work, which has been an important source of 
inspiration for the present paper, attribute spaces also play a key role in belief change on the basis of 
new information, and we firmly believe that conceptual spaces can play basically that same role, with 
the additional advantage that they are better defined and more objective than Carnap’s attribute spaces. 
However, working out this idea in detail is a topic for another occasion.

While we believe to have offered a consistent version of the POI with a number of further notable virtues, 
no claim has been made to the effect that there could not possibly be some other version of the principle 
that has the same or comparable virtues. We therefore end by noticing that there is not necessarily a 
tension between repudiating subjectivism with respect to prior probabilities—“any choice of priors is equally 
good”—and holding that there may be more than one correct way to arrive at priors, even if the different 
ways are not guaranteed to yield the same priors. To be sure, if there were a multitude of tenable POIs, 
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with none of them having a discernible advantage over the others, that would bring us back to somewhere 
close to subjectivism. But that, despite considerable expenditure of time and effort, previous researchers 
have not been able to formulate a single satisfactory version of the POI lends credibility to the thought that 
there will not be many such alternatives.14
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