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Abstract

Software development has become one of the world’s most important technologies. In
parallel with the emergence of software development itself, development
methodologies have evolved from the stage-gated waterfall model to more adaptive
development frameworks such as XP and Scrum. As a part of XP and other agile
methodologies, continuous integration and continuous delivery were introduced to
mitigate problems with a long and unpredictable integration process at the final stage
of a project.

Companies that develop large-scale software-intensive embedded systems develop
software systems combined with electronic and mechanical systems. These companies
can also utilize the benefits from continuous integration and continuous delivery, but
only if continuous integration and continuous delivery could be adapted to challenges
and limitations introduced by large-scale and by proximity to hardware. In response to
this, this thesis presents solutions for how continuous integration and delivery should
be applied to large-scale software-intensive embedded systems.

The results from the research studies presented in this thesis are based on data from
eight case study companies. The studies are based on quantitative data (in one case
from 2,000 engineers) and on qualitative data from interviews and workshops (six
studies including more than 20 participants). The studies also include three systematic
literature reviews and a systematic mapping study, in total covering 191 publications.

The first part of this thesis identifies the problems that must be taken into account
when applying continuous integration to large-scale software-intensive embedded
systems. This is followed by definitions and interpretations of continuous integration
and continuous delivery applicable to development of large-scale software systems.
Finally, the key contributions of the research presented in this thesis are two models
and a method, which will help organizations struggling with challenges related to scale
and proximity to hardware to better implementations of continuous integration and
continuous delivery. These contributions are valuable for both researchers and
practitioners, as they provide a systematic approach rather than making changes
blindly and hoping for the best. The key contributions of this thesis are:

· The EMFIS model, which allows companies to explicate a representation of the
organization’s current situation regarding twelve continuous integration
impediments, and visualizes what the organization must focus on in order to enable
more frequent integration of software.

· The TAS model, which shows how the continuous integration and delivery pipeline
can be designed to include test activities that support four stakeholder interests,
including unit/component tests and system tests, automated testing and manual
testing, and tests executed in simulated environments and on real hardware.

· A test method for exploratory testing of large-scale systems, which incorporates
exploratory testing as a test activity in the continuous integration and delivery
pipeline. The test method is designed to complement automated testing, and to
provide different feedback and insights than the results from an automated test case.
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Chapter 1

Introduction

1.1 Towards Continuous Integration and Delivery

1.1.1 From Waterfall to Iterative Development

Software development has become one of the world’s most important technologies.
Software is today encapsulated in many of the things that we use in our everyday life –
your car, your mobile phone or your camera. As software systems have grown and
become more complex, the software industry has implemented various development
methodologies – process frameworks we use to structure, manage and control our work.

The software industry emerged during the 1950s and 1960s, to a large extent using
a “code and fix” approach. In the 1970s, the stage-gated waterfall model (Royce 1970)
came into use as a tool to better predict and control large-scale software projects.
Development is then conducted in separate phases to handle requirements, design,
implementation, verification and deployment. The model appears to be extremely
logical and prescriptive, but the problem is that in a large-scale and complex system it
is close to impossible to specify all requirements and set the design prior to
implementation.

As a response to this, iterative and incremental development models emerged during
the 1980s and 1990s. The spiral model (Boehm 1988) is often mentioned as trendsetter
for this new type of development models. The spiral models was followed by other
iterative models such as Rapid Application Development (RAD) or Rational Unified
Process (RUP).

1.1.2 Continuous Integration and Continuous Delivery

Starting in the late 1990s, a range of more adaptive development frameworks were
proposed such as Scrum and XP. In parallel, continuous integration was introduced as
a practice which could mitigate problems with a long and unpredictable integration
process at the final stage of a project.

Continuous integration was introduced as a part of XP and other agile
methodologies, but a clearly formulated definition of the practice is often traced to
Martin Fowler: “a software development practice where members of a team integrate
their work frequently, usually each person integrates at least daily – leading to multiple
integrations per day” (Fowler 2006). According to Fowler (2006), integration should
be treated as a “non-event”, instead of as a rare and therefore unpredictable process.

The value of continuous integration is according to Duvall (2007) to reduce risks,
reduce repetitive manual processes, generate deployable software, enable better
project visibility, and establish greater confidence. Continuous integration reduces
risks by rebuilding and testing the software frequently, which reduces assumptions
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about the software’s behaviors. As the build and test process is automated, this reduces
repetitive tasks, freeing people to higher-value work. As defects are detected and fixed
sooner, the product can be released and deployed at any point in time instead of going
through a long and unpredictable release process. Continuous integration also enables
better project visibility, as it provides just-in-time information on the recent build status
and quality metrics. Fast feedback from frequent test activities makes the developers
more confident in making changes, as they are instantly informed if something goes
wrong.

Continuous delivery builds upon the idea of continuous integration. The term was
popularized by Humble and Farley (2010) who state that in continuous delivery “every
change is, in effect, a release candidate”. This means that every revision of the baseline
should be evaluated through an integration pipeline, to be potentially deployed to the
customers. As found by Rodriguez (2016), many sources treat continuous delivery and
continuous deployment as one and the same. However, the most common interpretation
is that continuous delivery is about ensuring the software can be released and deployed
to production at any time (Chen 2015a, Soni 2015, Chen 2015b, Krusche and
Alperowitz 2014), but may not actually be thus released and/or deployed. Continuous
deployment, on the other hand, is to actually put those candidates into production (Zhu
et al. 2016) with as much automation as possible (Shahin 2015).

Humble and Farley (2010) describe the principal benefit of continuous delivery as
that “it creates a release process that is repeatable, reliable, and predictable”. Humble
and Farley also describes how continuous delivery is empowering the development
teams, reducing errors, and lowering stress. Continuous delivery is empowering the
development teams, as it is allowing them to decide when to test their latest changes in
the complete product, instead of waiting for a long-term integration cycle. When
Humble and Farley describe that continuous delivery is reducing errors, they refer
specifically to errors introduced by manual configuration management (which is
replaced by automated processes and mechanisms). Continuous delivery is also
reducing stress in the organization, as the organization can feel confidence in a
continuously tested product instead of being nervous before an approaching release
date.

1.1.3 Limitations Imposed by Large-scale and Proximity to Hardware

Cars, telecommunication systems and video surveillance systems are all examples of
large-scale software systems combined with electronic and mechanical systems –
large-scale software-intensive embedded systems. Companies in these or similar
industry segments are now adapting agile ways of working, and want to be able to
utilize the benefits from continuous integration and continuous delivery. Dependencies
to electronic and mechanical systems increase the complexity in a software system, and
the need for short iterations is at least as evident in large-scale software-intensive
embedded systems as in other industry segments.

Scaling of software development projects has been an issue since the introduction of
structured development models in the 1970s, but this was not in focus when continuous
integration and continuous delivery were introduced. Martin Fowler’s definition of
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continuous integration speaks of “members of a team” which is hard to directly relate
to as hundreds or even thousands of developers in a large-scale organization. As the
build time for a system is directly correlated with the size of the system, a large-scale
system implies problems with long build times – which will come in direct conflict with
the frequent integrations generated by the developers in a large-scale organization
(Larman and Vodde 2010). In a large-scale organization it is also no longer possible to
stick to “every change is a release candidate” in continuous delivery, as this would
demand access to test resources that no organization can afford. Even when every
change is not treated as a separate release candidate, a large-scale system still implies
more, longer and more resource-consuming tests.

Proximity to hardware (electronic and mechanical systems) introduces several
challenges and limitations. A test environment with real hardware is often a scarce and
valued resource (Engblom 2015). Limited availability of test environments then
becomes a problem, as it implies long feedback loops for the developers. If the product
is a vehicle such as a car or an aircraft, this also adds new challenges (Knauss et al.
2015b). Some of the testing will then be manual testing of that e.g. the vehicle responds
in a way that feels right when the steering wheel or the joystick is pushed just so.
Manual test activities are challenging to combine with continuous integration and
delivery, as they are hard to execute as often as requested. Some software-intensive
embedded systems are hard real-time systems, with scheduled communication both
within and between computers. This implies a need for coordination of software
changes due to the tightly coupled architecture in the software system. This will then
slow down the frequency of integration of the software, which implies longer feedback
loops for the developers.

Companies that develop large-scale software-intensive embedded systems can also
utilize the benefits from continuous integration and continuous delivery, but only if
continuous integration and continuous delivery could be adapted to challenges and
limitations introduced by large-scale and by proximity to hardware. This leads us to the
topic of this thesis: continuous integration and delivery applied to large-scale software-
intensive embedded systems.

1.2 Related Work

Previous research discuss a wide range of “difficulties” or “challenges” related to
continuous integration combined with large-scale systems or embedded systems. With
a few exceptions, existing publications describe one or a few problem areas, leaving
out areas that others consider to be the core issues. Only a few papers describe a range
of limitations or challenges. Sekitoleko et al. (2014) describe the challenges associated
with technical dependencies between teams in a large-scale agile software development
as planning, task prioritization, knowledge sharing, code quality and integration
(handling of merge conflicts). Owen Rogers (2004) discusses problems related to large-
scale continuous integration in terms of “more people” and “more code”, and proposes
five strategies for successfully scaling continuous integration: establish a maximum
build length, create targeted builds, write faster unit tests, smaller teams with local
integration servers, and modularize the code base. However, existing publications tend
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to leave out areas that other authors consider to be the core issues – no one summarizing
all challenges that must be taken into account.

As described in Section 1.1, continuous integration and continuous delivery were
not developed primarily for large-scale organizations. In addition to this, some
divergence or even confusion exists related to the exact definition of the terms,
especially related to the terms continuous delivery and continuous deployment
(Rodriguez 2016). Alternative interpretations also exist for continuous integration, e.g.
Fitzgerald and Stol (2015) presents continuous integration as a superset of “continuous
activities” which includes continuous deployment and continuous delivery. Due to this,
there is a need for clear and viable definitions of continuous integration and continuous
delivery, applicable also for large-scale organizations.

In a large-scale implementation of continuous integration and continuous delivery,
test activities are assembled to a pipeline which splits the test process into multiple
stages. This pipeline has been referred to with different terminology, e.g. as “integration
pipeline” or “deployment pipeline” (Humble and Farley 2010), “continuous integration
pipeline” (Zampetti et al. 2017), “continuous delivery pipeline” (Gmeiner et al. 2015,
Wettinger et al. 2017) or “continuous integration and delivery pipeline” (Vassallo et al.
2016). Many publications propose ideas or solutions that could help practitioners to
improve their implementations of continuous integration and delivery, but often
focusing on one particular topic, e.g. prioritization of unit tests. However, practitioners
need guidelines for which continuous integration impediments their organization
should focus on in order to enable more frequent integration of software. Is e.g.
prioritization of unit tests important right now, or are other areas more important to
improve?

A few publications discuss or touch upon how the continuous integration and
delivery pipeline should be designed. Vassallo et al. (2016) summarize “practices
adopted within the continuous delivery pipeline”, but do not discuss strengths or
weaknesses of particular test techniques or test activities. Mihindukulasooriya et al.
(2016) propose a continuous integration workflow with two main steps: exploratory
testing and “fine-grained analysis” (based on unit tests). Rathod and Surve (2015)
present a test framework for continuous integration and delivery (“Test Orchestration”)
which includes test activities on different levels. Marijan (2015) introduces a multi-
perspective approach for regression test case prioritization based on “business
perspective, performance perspective, and technical perspective”, in order to prioritize
test cases for different stakeholders. Most of the existing publications do not compare
different types of test activities or give any guidance on when e.g. tests on system level
is better than unit tests. There are a few exceptions (Liu 2014, Rathod and Surve 2015,
Marijan 2015), but still without a holistic perspective which covers the whole
continuous integration and delivery pipeline.
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1.3 Problem Statement and Research Questions

1.3.1 Problem Statement

Based on the background described in Section 1.1 and the summary of related work in
Section 1.2, the following problem statement is the starting point for this thesis:

Continuous integration and continuous delivery have evolved to be firmly
established in the mainstream of the software engineering industry. The practices are
now being applied to different industry segments, including companies that develop
large-scale software systems combined with electronic and mechanical systems (large-
scale software-intensive embedded systems). However, continuous integration and
continuous delivery were originally defined for smaller settings and not for
development of large-scale systems, which is causing confusion. Due to this, there is a
need for clear and viable definitions of continuous integration and continuous delivery,
applicable also for large-scale organizations. Furthermore, a wide range of
“difficulties” or “challenges” related to continuous integration combined with large-
scale systems or embedded systems are discussed in published literature, but no
existing publication summarizes all challenges that must be taken into account. A
holistic perspective is lacking, which covers the whole continuous integration and
delivery pipeline. Practitioners need guidelines and specific methods for how to identify
their impediments, and how to better implement continuous integration and continuous
delivery in organizations that develop large-scale software-intensive embedded
systems.

1.3.2 Research Questions

Four research questions have been derived from the problem statement (presented in
Section 1.3.1). The research questions have been the drivers behind the research studies
presented in this thesis. The four research questions are:

· RQ1: What are the challenges that must be taken into account when applying
continuous integration to large-scale software-intensive embedded systems?

· RQ2: How should continuous integration and continuous delivery be defined for
development of large-scale software systems?

· RQ3: How can a model be defined that shows what companies should prioritize to
improve their implementations of continuous integration and continuous delivery?

· RQ4: How should the continuous integration and delivery pipeline be designed for
large-scale software-intensive embedded systems?
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1.4 Thesis Overview

1.4.1 Research Studies Presented in the Thesis

This thesis presents the results from a number of research studies. The research studies
were fully or partly addressing one of the four research questions described in Section
1.3.2. Figure 1 shows how the studies are connected to one of the four research
questions (shown with colors and labeled as RQ1-RQ4) and the main relations between
the studies.

Sections 1.4.2-1.4.5 describe how each of the four research questions have been
addressed with one or several of the research studies.

Figure 1: The research studies presented in the thesis.

1.4.2 Research Studies Addressing RQ1

Research question RQ1 (“What are the challenges that must be taken into account when
applying continuous integration to large-scale software-intensive embedded systems?”)
was addressed in four research studies:

· Identify specific factors related to software-intensive embedded systems (presented
in Chapter 3)

· Analyze correlation between scale and continuity of continuous integration
(presented in Chapter 4)

· Analyze the importance of the build system (presented in Chapter 5)
· Identify continuous integration impediments (presented in Chapter 8)

The first step to address RQ1 was to identify specific factors related to software-
intensive embedded systems which must be taken into account when applying



14

continuous integration to software-intensive embedded systems. The study was based
on the researchers’ own experiences from two industry cases, and mapped a number of
factors related to software-intensive embedded systems to a list of continuous
integration corner-stones found in literature.

This was followed by a study which was to analyze correlation between scale and
continuity of continuous integration. The study was based primarily on quantitative
data from six industry cases, and was validated with interviews with interviewees from
five case study companies. This was complemented with another study investigating
problems related to continuous integration and scale, with the objective to analyze the
importance of the build system. The study analyzed metrics and interview results from
a large-scale industry project before and after the introduction of a new build system,
and identified three factors that make developers deliver software to the mainline less
frequently.

Finally, based on results from the previous studies (as shown in Figure 1) a study
was conducted to identify continuous integration impediments in large-scale industry
projects developing software-intensive systems. This study included a larger group of
interviewees from two case study companies, and identified twelve factors as
continuous integration impediments.

1.4.3 Research Studies Addressing RQ2

Research question RQ2 (“How should continuous integration and continuous delivery
be defined for development of large-scale software systems?”) was addressed with two
research studies:

· Investigate continuous integration behaviors in large-scale projects (presented in
Chapter 6)

· Propose definitions of continuous integration and continuous delivery (presented in
Chapter 7)

The study to investigate continuous integration behaviors in large-scale projects
built on the previous studies for RQ1 (as shown in Figure 1). The study included
interviews with developers from two case study companies, covering both how the
developers currently committed software to the mainline and how the developers would
prefer to commit their software. The result of the study was a proposed approach for
how continuous integration should be interpreted for a large-scale system.

The next study’s objective was to propose definitions of continuous integration and
continuous delivery applicable for development of large-scale systems, primarily based
on a systematic mapping study of published literature. The study also included an
analysis of how the terms continuous integration, continuous delivery, continuous
deployment and DevOps are used in literature.
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1.4.4 Research Studies Addressing RQ3

Research question RQ3 (“How can a model be defined that shows what companies
should prioritize to improve their implementations of continuous integration and
continuous delivery?”) was addressed with one research study:

· Visualize continuous integration impediments (presented in Chapter 8)

The study to visualize continuous integration impediments built on the study for
research question RQ1 that was identifying continuous integration impediments (both
studies presented in Chapter 8). To answer research question RQ3, a model was
developed which allows companies to explicate a representation of the organization’s
current situation regarding twelve continuous integration impediments, and visualizes
what the organization must focus on in order to enable more frequent integration of
software. In that way, the model provides a framework that shows companies which
areas they should prioritize in order to improve their implementations of continuous
integration and continuous delivery.

The model was validated in workshops and interviews in two phases. The first phase
of the validation included five organizations in order to validate the model in different
contexts. In the second phase, the number of individuals involved in the validation was
extended and different setups for the assessment workshops were compared.

1.4.5 Research Studies Addressing RQ4

Research question RQ4 (“How should the continuous integration and delivery pipeline
be designed for large-scale software-intensive embedded systems?”) was addressed
with two research studies:

· Describe how the continuous integration and delivery pipeline should be designed
(presented in Chapter 9)

· Incorporate exploratory testing in the continuous integration and delivery pipeline
(presented in Chapter 10)

The studies conducted to address research question RQ4 zoomed in at some of the
impediments that were identified in the study that was identifying continuous
integration impediments (presented in Chapter 8). Both studies which were addressing
research question RQ4 resulted in guidelines to be used when selecting test activities
for the continuous integration and delivery pipeline for large-scale software-intensive
embedded systems.

The study with the objective to describe how the continuous integration and delivery
pipeline should be designed built on the terminology established by the studies that
addressed research question RQ2 (presented in Chapters 6-7). The result from the study
was a new model that describes how the continuous integration and delivery pipeline
can be designed to include test activities that support four stakeholder interests. The
study was based on data from four case study companies.

The second study that addressed research question RQ4 had the objective to
incorporate exploratory testing in the continuous integration and delivery pipeline. A
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new test method was developed which utilizes experienced engineers to identify
complex integration problems. The test method was validated in a case study company
based on interview results and quantitative data.

1.5 Personal Contribution

This thesis contains articles resulting from research and work by multiple authors. This
section describes personal contributions to each of the articles.

Chapter 3: Continuous Integration Applied to Software-Intensive Embedded Systems –
Problems and Experiences (Torvald Mårtensson, Daniel Ståhl, Jan Bosch)
Research design, data gathering and analysis for this article was a joint effort between
myself and Daniel Ståhl. I was performing the larger share of the work and wrote the
resulting paper. Ståhl reviewed the paper, while Jan Bosch acted as mentor, sounding
board and reviewer.

Chapter 4: The Continuity of Continuous Integration: Correlations and Consequences
(Daniel Ståhl, Torvald Mårtensson, Jan Bosch)
Research design and analysis of the quantitative and qualitative data for this article was
a joint effort by myself and Daniel Ståhl. Ståhl collected the primary case data and parts
of the validation data, and wrote the paper. I collected the majority of the validation
data and acted as a reviewer. Jan Bosch acted as mentor, sounding board and reviewer.

Chapter 5: Continuous Integration Is Not About Build Systems (Torvald Mårtensson,
Pär Hammarström, Jan Bosch)
Research design and analysis of the quantitative and qualitative data for this article was
a joint effort by myself and Pär Hammarström. My contribution to this article was
ideation, collection of all the data, analysis and the writing of the paper. Hammarström
reviewed the paper, while Jan Bosch acted as mentor, sounding board and reviewer.

Chapter 6: Continuous Integration Behaviors in Large-Scale Industry Projects
(Torvald Mårtensson, Daniel Ståhl, Jan Bosch)
This chapter of the thesis is based on the article Continuous Integration Impediments
in Large-Scale Industry Projects (described in Section 1.6). The research design for this
article was a joint effort by myself and Daniel Ståhl. I collected the majority of the data,
analyzed the data and wrote the paper. Ståhl collected parts of the data and acted as a
reviewer. Jan Bosch acted as mentor, sounding board and reviewer.

Chapter 7: Continuous Practices and DevOps: Beyond the Buzz, What Does It All
Mean? (Daniel Ståhl, Torvald Mårtensson, Jan Bosch)
Research design, validation of the search algorithm, analysis of the mapping study, and
the definitions of the continuous practices in this article was a joint effort between
myself and Daniel Ståhl, with Ståhl performing the larger share of the work. Jan Bosch
acted as mentor, sounding board and reviewer.
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Chapter 8: Enable More Frequent Integration of Software in Industry Projects
(Torvald Mårtensson, Daniel Ståhl, Jan Bosch)
The research design for this article was a joint effort by myself and Daniel Ståhl. I
collected the majority of the data, performed all the validation interviews and
workshops, analyzed the data and wrote the paper. Ståhl collected parts of the
qualitative data and acted as a reviewer. Jan Bosch acted as mentor, sounding board
and reviewer.

Chapter 9: Test Activities in the Continuous Integration and Delivery Pipeline (Torvald
Mårtensson, Daniel Ståhl, Jan Bosch)
The research design for this article was a joint effort by myself and Daniel Ståhl. My
contribution was ideation, collection of all the data, analysis and the writing of the
paper. Ståhl acted as a reviewer, while Jan Bosch acted as mentor, sounding board and
reviewer.

Chapter 10: Exploratory Testing of Large-Scale Systems – Testing in the Continuous
Integration and Delivery Pipeline (Torvald Mårtensson, Daniel Ståhl, Jan Bosch)
The research design for this article was a joint effort by myself and Daniel Ståhl. My
contribution to this article was ideation, collection of all the data, analysis and the
writing of the paper. Ståhl acted as a reviewer, while Jan Bosch acted as mentor,
sounding board and reviewer.

1.6 Related Publications

Two related publications are not included in this thesis:

Mårtensson, T., Ståhl, D. and Bosch, J. (2017). Continuous Integration Impediments in
Large-Scale Industry Projects. IEEE International Conference on Software
Architecture, ICSA 2017, pp. 169-178. Material from this conference paper is partly
included in Chapter 6, and partly in Chapter 8.

Mårtensson, T., Ståhl, D. and Bosch, J. (2017). The EMFIS model - Enable more
frequent integration of software. 43rd Euromicro Conference on Software Engineering
and Advanced Applications, SEAA 2017, pp. 10-17. This conference paper is a shorter
presentation of parts of the work which also is described in Chapter 8.
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Chapter 2

Research Method

2.1 Research Process and Methodology

This section describes the overarching research process and research methodology used
in the studies included in this thesis.

2.1.1 Overarching Research Process

Determining an appropriate research methodology is an important element in a research
study (Wedawatta et al. 2011). Collis and Hussey (2009) are defining a research
methodology as “the overall approach to the entire process of the research study”. This
includes the process that is followed and the methods that are used to answer the
research questions (Saunders et al. 2009).

Bailey and Handu (2012) defines research as “a systematic process based on the
scientific method that facilitates the identification of relationships and determination of
differences in order to answer a question”. The research process for this thesis is based
on the systematic process of moving from problem identification to validated solutions
over the studies included in the thesis:

· Exploration of problem domain: Exploration of problems and impediments related
to the problem statement and the research questions (stated in Section 1.3) based on
data collected from case study companies.

· Systematic literature review: Complete and exhaustive reviews of published
literature to investigate whether solutions related to the research question have been
presented in published literature.

· Providing a solution for a problem: Presenting methods, models or definitions which
provide solutions for problems relevant for the case study companies.

· Industrial validation of a solution: Validation of that the solutions delivers value to
the case study companies.

Table 1 shows how the different parts of the overarching research process was
included in the research studies which are presented in this thesis (described in Section
1.4). The table shows how the focus in the studies has shifted from studies primarily
exploring the problem domain, to studies which provide solutions for a problem
(following the increased maturity of understanding of the research field). The table
emphasizes the focus of each study, but should not be interpreted as something black
or white. Obviously, all studies started with a discussion of a problem as they define
the research question for the study. In the same way did all studies included a review
of published  literature (as described in Section 2.2.2) but the literature review itself
was a clear focus only in the studies reported in Chapters 7-10.
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Identify specific factors related to software-intensive
embedded systems (Chapter 3) x

Analyze correlation between scale and continuity of
continuous integration (Chapter 4) x

Analyze the importance of the build system
(Chapter 5) x

Identify continuous integration impediments
(Chapter 8) x

Investigate continuous integration behaviors in large-
scale projects (Chapter 6) x x

Propose definitions of continuous integration and
continuous delivery (Chapter 7) x x

Visualize continuous integration impediments
(Chapter 8) x x x

Describe how the continuous integration and delivery
pipeline should be designed (Chapter 9) x x x

Incorporate exploratory testing in the continuous
integration and delivery pipeline (Chapter 10) x x x

Table 1:    The flow in the studies in the thesis from a focus (marked with an
“x”) on exploration of the problem domain to focus on solutions with
industrial validation.

2.1.2 Research Methodology

Runeson and Höst (2009) state that different research methodologies serve different
purposes, and distinguish between four types of purposes for research based on
Robson’s (2002) classification:

· Exploratory – finding out what is happening, seeking new insights and generating
ideas and hypotheses for new research.

· Descriptive – portraying a situation or phenomenon.
· Explanatory – seeking an explanation of a situation or a problem, mostly but not

necessary in the form of a causal relationship.
· Improving – trying to improve a certain aspect of the studied phenomenon.
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The focus in the overarching research process has been to be improving, in order to
provide answers to the research questions described in Section 1.3.2. The research
studies included in this thesis were also exploratory and descriptive. The studies were
descriptive, as the results from the studies describe the ways of working in the case
study companies – often identifying roles or stakeholders, and presenting a flow of
activities. The studies were exploratory, as they isolated the mechanism involved –
often comparing the different case study companies. The studies were improving, as
they provided new models and methods which improve the studied phenomena
(validated in the case study companies). The studies cannot be seen as purely
explanatory, as isolation of specific factors and causal relationships often is problematic
(Runeson and Höst 2009). The study which analyzed the importance of the build system
(Chapter 5) could be seen as explanatory, as it is a pre- and post-event study. In the
same way, the study that was visualizing continuous integration impediments (Chapter
8) could also be seen as explanatory, since it discusses explanations for different
situations or problems. However, in both cases the studies did not result in any
statements regarding causation (as ambiguity about causal direction at the same time
must be seen as a threat to validation) which is considered to be characteristic for a
purely explanatory study (Runeson and Höst 2009).

The selected approach was primarily the participant observer (Robson and
McCartan 2016) as the researcher was also working full-time in industry in a senior
role. The participant observer approach allows the researcher to better understand the
phenomena and situations described by interviewees and workshop participants, due to
that the researcher has had similar experiences. Robson and McCartan state: “The task
of interpreting [social situations] can only be achieved through participation with those
involved.” The perspective has varied from complete participant to marginal participant
(Robson and McCartan 2016). The researcher’s role in the studies is best described as
complete participant during interviews with individuals from the researcher’s own
organization, and as marginal participant when interviewing individuals from other
companies included in the study. These different perspectives are described with other
terminology in other contexts, e.g. as insider vs. outsider (Lindbeck and Snower 1984).

Observational bias has been mitigated with observer triangulation in all studies:
researchers from different organizations have been involved in all studies and have
participated in research design and analysis of collected data, adding different
perspectives based on their own experiences (following the guidelines from Runeson
and Höst (2009) and Robson and McCartan (2016)).

2.2 Research Techniques

This section describes the research techniques used in the four steps of the research
process described in Section 2.1.1.

2.2.1 Exploration of Problem Domain

The data collected in the studies were both quantitative (measurements) and qualitative
(interview results). Quantitative data has been analyzed using statistics, while
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qualitative data has been analyzed using categorization and sorting (Runeson and Höst
2009). The studies were mostly based on qualitative data, as these in a better way can
be used to understand the developer behaviors (which often is the primary focus of the
study). This is also supported by Runeson and Höst (2009), who states that qualitative
data “provide a richer and deeper description” in case studies.

The interviews were conducted either as semi-structured interviews or (in one study)
as unstructured interviews according to the guidelines from Robson and McCartan
(2016). One of the studies was based on the authors’ own experiences from industry
projects. Table 2 shows how quantitative data (measurements), interviews and
experiences have been used for exploration of the problem domain.
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Identify specific factors related to software-intensive
embedded systems (Chapter 3) x

Analyze correlation between scale and continuity of
continuous integration (Chapter 4) x x

Analyze the importance of the build system
(Chapter 5) x x x

Identify continuous integration impediments
(Chapter 8) x

Investigate continuous integration behaviors in
large-scale projects (Chapter 6) x

Table 2:    Sources of data used for exploration of the problem domain
in the studies.

Some of the questions in the interview guides were designed as open-ended
questions, resulting in interview responses including a large amount of statements and
comments. The interview results were then analyzed based on thematic coding analysis
as described by Robson and McCartan (2016), outlined in the following bullets:

· Familiarizing with the data: Reading and re-reading the transcripts, noting down
initial ideas.
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· Generating initial codes: Extracts from the transcripts are marked and coded in a
systematic fashion across the entire data set.

· Identifying themes: Collating codes into potential themes, gathering all data relevant
to each potential theme. Checking if the themes work in relation to the coded extracts
and the entire data set. Revising the initial codes and/or themes if necessary.

· Constructing thematic networks: Developing a thematic ‘map’ of the analysis.
· Integration and interpretation: Making comparisons between different aspects of the

data displayed in networks (clustering and counting statements and comments,
attempting to discover the factors underlying the process under investigation,
exploring for contrasts and comparisons). Revising the thematic map if necessary.
Assessing the quality of the analysis.

The process was conducted iteratively to increase the quality of the analysis. The
remaining themes were then described, with representative quotes selected from the
transcripts included in the descriptions. Special attention was paid to outliers
(interviewee comments that do not fit into the overall pattern) according to the
guidelines from Robson and McCartan (2016) in order to strengthen the explanations
and isolate the mechanisms involved.

2.2.2 Systematic Literature Review

All studies included in this thesis included a review of relevant books and research
papers in order to examine material relevant for the study (referred to as a narrative
review by Robson and McCartan (2016)).

Three of the studies aimed at a more complete and exhaustive review of published
literature related to the study, which was then carried out as systematic literature
reviews according to the guidelines established by Kitchenham (2004). One study
(including a high number of publications) utilized a systematic mapping study
according to the guidelines from Petersen et al. (2008), followed by a more in-depth
review of relevant papers. Table 3 shows how a systematic mapping study, narrative
reviews and systematic literature reviews have been used in the studies which had a
clear focus on reviewing published literature (as one step of the selected research
design).

Systematic literature reviews according to Kitchenham (2004) were used in several
of the studies included in this thesis to investigate whether solutions related to the
research question of a study have been presented in published literature. As a first step,
a review protocol was created, containing the question driving the review and the
review’s inclusion and exclusion criteria. The stages of a review, according to the
guidelines from Kitchenham (2004), were:

· Identification of research: Iterative analysis of title, abstract and keywords of
publications from trial searches using various combinations of search terms.

· Selection of primary studies: Exclusion of e.g. duplicates and conference
proceedings summaries.
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· Study quality assessment: The relevance of the selected research papers is assessed
in a first review of each paper, and papers considered to be not relevant were
excluded.

· Data extraction & monitoring: Characteristics and content of the remaining research
papers are documented in an iterative process.

· Data synthesis: The results from the review are collated and summarized.
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Propose definitions of continuous integration and continuous
delivery (Chapter 7) x x

Visualize continuous integration impediments
(Chapter 8) x x

Describe how the continuous integration and delivery pipeline
should be designed (Chapter 9) x x

Incorporate exploratory testing in the continuous
integration and delivery pipeline (Chapter 10) x x

Table 3:    Methods used when reviewing published literature.

2.2.3 Providing a Solution for a Problem

The solutions provided in the articles included in this thesis can be described as a
definition, a model or a method. Table 4 summarizes the types of solutions provided by
the articles included in this thesis.

A definition provides a description of the features and limits of something. The
research study presented in Chapter 6 (investigating continuous integration behaviors
in large-scale projects) did not provide a new definition, but an interpretation for large-
scale systems of what is seen as the established definition of continuous integration. A
model provides a representation of a phenomenon or of how something works. A
method provides a particular way of doing something.

Threats to construct validity, internal validity and external validity were considered
in all studies according to the guidelines provided by Robson and McCartan (2016).
Chapter 7 only includes a general discussion of validity (focused on construct validly)
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as this study (proposing definitions of continuous integration and continuous delivery)
primarily consisted of a literature review.

Study Type of solution
Investigate continuous integration behav-
iors in large-scale projects (Chapter 6)

Interpretation (for large-scale systems) of the
established definition

Propose definitions of continuous integra-
tion and continuous delivery (Chapter 7)

Definitions

Visualize continuous integration impedi-
ments (Chapter 8)

Model (the EMFIS model)

Describe how the continuous integration
and delivery pipeline should be designed
(Chapter 9)

Model (the TAS model)

Incorporate exploratory testing in the
continuous integration and delivery pipe-
line (Chapter 10)

Method (test method for exploratory testing of
large-scale systems)

Table 4:    Types of solutions provided in the studies.

The interview guide used in the development of the Test Activity Stakeholders
model was designed with a question resulting in interview responses including a large
amount of statements and comments. The interview results were then analyzed based
on thematic coding analysis in the same way as described in Section 2.2.1.

2.2.4 Industrial Validation of a Solution

All of the solutions provided in the studies were validated in different ways. To provide
external validation, the companies involved in the validation were always different
from the companies involved in the primary studies. Triangulation was used to increase
the precision of the validation. Four different types of triangulation may be applied
according to Robson and McCartan (2016):

· Data triangulation – The use of more than one method of data collection (e.g.
observation, interviews, documents).

· Observer triangulation – Using more than one observer in the study.
· Methodological triangulation – Combining qualitative and quantitative approaches.
· Theory triangulation – Using multiple theories or perspectives.

Following the guidelines from Robson and McCartan (2016) and Runeson and Höst
(2009), the validation in the studies included in this thesis was conducted based on
primarily a combination of data triangulation and methodological triangulation:
comparison with literature, quantitative data, semi-structured interviews and
workshops. Observer triangulation has been used at workshops and during the analysis
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of quantitative data and interview results. Table 5 summarizes how different types of
methods were used to achieve data and methodological triangulation in the validation.

The interview guide used during the validation of the test method for exploratory
testing of large-scale systems was designed with a question resulting in interview
responses including a large amount of statements and comments. The interview results
were then analyzed based on thematic coding analysis in the same way as described in
Section 2.2.1.
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Visualize continuous integration impediments
(Chapter 8) x x x

Describe how the continuous integration and delivery
pipeline should be designed (Chapter 9) x x x

Incorporate exploratory testing in the continuous
integration and delivery pipeline (Chapter 10) x x x

Table 5:    Methods used to achieve data and methodological triangulation
during validation in the studies.

2.3 Applicability

The research studies included in this thesis were generally based on different types of
data from case study companies, which develop large-scale software-intensive
embedded systems (software systems combined with electronic and mechanical
systems). However, the studies focused on different research questions, which also
affects the applicability of each study.

Table 6 summarizes the context (depending on the case study companies) and the
applicability (depending of the research question) of each study. The table shows that
the results from the studies are primarily applicable to large-scale software-intensive
embedded systems. The results from three of the studies are applicable to all types of
large-scale software systems (not limited to large-scale software-intensive embedded
systems), and one study is applicable to all types of software systems (not limited to
large-scale).
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Identify specific factors related
to software-intensive embedded
systems (Chapter 3)

Large-scale software-inten-
sive embedded systems
(two case study companies)

x

Analyze correlation between
scale and continuity of continu-
ous integration (Chapter 4)

Large-scale software-inten-
sive embedded systems
(five case study companies)

x x

Analyze the importance of the
build system (Chapter 5)

Large-scale software-inten-
sive embedded systems
(one case study company)

x x

Identify continuous integration
impediments (Chapter 8)

Large-scale software-inten-
sive embedded systems
(two case study companies)

x

Investigate continuous integra-
tion behaviors in large-scale
projects (Chapter 6)

Large-scale software-inten-
sive embedded systems
(two case study companies)

x x

Propose definitions of continu-
ous integration and continuous
delivery (Chapter 7)

General (literature study)
x x x

Visualize continuous integra-
tion impediments (Chapter 8)

Large-scale software-inten-
sive embedded systems (six
case study companies)

x

Describe how the continuous
integration and delivery pipe-
line should be designed
(Chapter 9)

Large-scale software-inten-
sive embedded systems
(four case study companies) x

Incorporate exploratory testing
in the continuous integration
and delivery pipeline
(Chapter 10)

Large-scale software-inten-
sive embedded systems
(one case study company) x

Table 6:    Context and applicability of the results from the research studies
included in the thesis.
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2.4 Summary

The research studies presented in this thesis were exploratory, descriptive and
explanatory. The research techniques primarily used in the studies are:

· Systematic literature review (Kitchenham 2004) which is used to investigate whether
solutions have been presented  in published literature.

· Thematic coding analysis (Robson and McCartan 2016) which is used to analyze
data collected from the interviews.

· Data and methodological triangulation (Robson and McCartan 2016, Runeson and
Höst 2009) which is used to increase the precision of the validation of a solution.

The selected approach in the research studies was primarily the participant observer
(Robson and McCartan 2016). This is based on that the researcher was also working
full-time in industry in a senior role. From the participant observer perspective, the
researcher can better understand the phenomena and situations described by
interviewees and workshop participants due to that the researcher has had similar
experiences. These circumstances has often been a catalyst in the research studies,
increasing speed and quality of the results from the studies.

The following chapters (Chapter 3-10) present the studies included in this thesis
according to the structure described in Section 1.4. The thesis is then concluded in
Chapter 11 with answers to research questions and a summary of threats to validity.
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Chapter 3

Continuous Integration Applied to Software-Intensive
Embedded Systems – Problems and Experiences

This chapter is published as: Mårtensson, T., Ståhl, D. and Bosch, J. (2016). Continuous
integration applied to software-intensive embedded systems – Problems and experiences. 17th
International Conference on Product-Focused Software Process Improvement, PROFES 2016,
pp. 448-457.

Abstract: In this paper we present a summary of factors that must be taken into account when
applying continuous integration to software-intensive embedded systems. Experiences are
presented from two study cases regarding seven topics: complex user scenarios, compliance to
standards, long build times, many technology fields, security aspects, architectural runway and
test environments. In the analysis we show how issues within these topics obstruct the
organization from working according to the practices of continuous integration. The identified
impediments are mapped to a list of continuous integration corner-stones proposed in literature.

3.1 Introduction

Continuous integration is widely promoted as an efficient way of conducting software
development. The practice is said to enable that tests can start earlier, that bugs are
detected earlier and to increase developer productivity (Duvall 2007, Ståhl and Bosch
2013).

Martin Fowler’s popular article (Fowler 2006) is often referred to as a summary of
the practice of continuous integration. Paul Duvall summarizes continuous integration
in a similar way into a list of seven corner-stones (Duvall 2007). The corner-stones
(here labelled C1-C7) are presented in Table 7.

Applications of continuous integration and other agile practices on large, complex
systems have been presented by Craig Larman and Bas Vodde (Larman and Vodde
2010) and Dean Leffingwell (Leffingwell 2011). There are also reports describing
various experiences from introducing continuous integration practices, often together
with other agile practices (Downs et al. 2010, Karlström 2002, Miller 2008, Roberts
2004, Stolberg 2009). However, these reports do not describe experiences from
applying continuous integration to software-intensive embedded systems (software
systems combined with electronical and mechanical systems).

https://www-scopus-com.proxy-ub.rug.nl/authid/detail.uri?origin=resultslist&authorId=57192161976&zone=
https://www-scopus-com.proxy-ub.rug.nl/authid/detail.uri?origin=resultslist&authorId=55634303300&zone=
https://www-scopus-com.proxy-ub.rug.nl/authid/detail.uri?origin=resultslist&authorId=56675290800&zone=
https://www-scopus-com.proxy-ub.rug.nl/record/display.uri?eid=2-s2.0-85034601172&origin=resultslist&sort=plf-f&src=s&st1=%22Exploratory+Testing+of+Large-Scale+Systems+%22&st2=&sid=e9f6770bd208cdfb579e5860ac2a5656&sot=b&sdt=b&sl=60&s=TITLE-ABS-KEY%28%22Exploratory+Testing+of+Large-Scale+Systems+%22%29&relpos=1&citeCnt=0&searchTerm=
https://www-scopus-com.proxy-ub.rug.nl/record/display.uri?eid=2-s2.0-85034601172&origin=resultslist&sort=plf-f&src=s&st1=%22Exploratory+Testing+of+Large-Scale+Systems+%22&st2=&sid=e9f6770bd208cdfb579e5860ac2a5656&sot=b&sdt=b&sl=60&s=TITLE-ABS-KEY%28%22Exploratory+Testing+of+Large-Scale+Systems+%22%29&relpos=1&citeCnt=0&searchTerm=
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Id Continuous Integration Corner Stone
C1 All developers run private builds on their own workstations before committing their

code to the version control repository to ensure that their changes don't break the inte-
gration build

C2 Developers commit their code to a version control repository at least once a day
C3 Integration builds occur several times a day on a separate build machine
C4 100% of tests must pass for every build
C5 A product is generated that can be functionally tested
C6 Fixing broken builds is of the highest priority
C7 Some developers review reports generated by the build, such as coding standards and

dependency analysis reports, to seek areas for improvement

Table 7:    Duvall’s seven corner stones of continuous integration.

The topic of this paper is an overview and discussion of factors specific for software-
intensive embedded systems that could constrain a full adaptation of continuous
integration (as defined by Duvall’s corner-stones). The authors of this paper have under
a long period of time been involved in software development projects for large-scale
and complex systems. Through our work in various roles related to integration and
testing, we have gained experiences of problems and issues related to the practices of
continuous integration.

The main contribution of this paper is a summary of factors that we believe must be
taken into account when applying continuous integration to software systems combined
with electrical and mechanical systems. Further work could examine solution
approaches that can be applied in multiple case-studies.

The remainder of this paper is organized as follows. In the next section the study
cases are described. Subsequently in Section 3.3 we present the problems and issues
that we have experienced regarding seven topics. In Section 3.4, we present an analysis
of how the topics described in Section 3.3 are related to the corner-stones for continuous
integration that were presented in Section 3.1. The paper is concluded in Section 3.5
where we summarize those relationships.

3.2 Case Study Companies

In order to discuss impediments for continuous integration, we will compare
experiences from two study cases, which both are companies developing large-scale
and complex software for products which also include a significant amount of
mechanical and electronical systems.
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3.2.1 Study Case A

Study Case A is a telecommunications company with a wide range of products that
serves the B2B market. The products are highly software-intensive, but also include
significant electronical and mechanical parts.

Study Case A has an advanced system of automated build and test, which has been
implemented to support continuous integration. Build, test and analysis of varying
system scope and coverage run both on event basis and on fixed schedules, depending
on needs and circumstances. A wide range of physical target systems as well as a
multitude of both in-house and commercial simulators are used to execute these tests.

3.2.2 Study Case B

Study Case B is developing airborne systems and their support systems. The main
product is the Gripen fighter aircraft, which has been developed in several variants.
Gripen was taken into operational service in 1996. An updated version of the aircraft
(Gripen C/D) is currently operated by the air forces in Czech Republic, Hungary, South
Africa, Sweden and Thailand. The next major upgrade (Gripen E/F) which will include
both major changes in hardware systems (sensors, fuel system, landing gear etc) and a
completely new software architecture.

Continuous integration practices such as automated testing, private builds and
integration build servers are applied in development of software for the Gripen
computer systems. The software teams commit to a common mainline. Testing is
conducted in simulated environments, rigs and test aircraft.

3.3 Problems and Experiences

In this section we will compare the conditions at Study Case A and Study Case B
regarding seven topics (derived from the characteristics of the companies’ products).
The seven topics are shown in Table 8. In general, our experiences of applying
continuous integration practices are positive, but we present challenges related to
applications with complex software systems together with mechanical and electronical
systems.

Id Topic Title
T1 Complex user scenarios need manual testing
T2 Compliance to standards shifts focus away from working software
T3 Longer build time due to tightly coupled systems
T4 Complete system a secondary concern due to many technology fields
T5 Restricted access to information due to security aspects
T6 End-to-end testing impossible without architectural runway
T7 Test environments often a limited resource with bespoke hardware

Table 8:    The seven topics discussed in Section 3.3.
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3.3.1 T1: Complex User Scenarios Need Manual Testing.

Study Case A is developing communications solutions where systems interact which
other systems. The user experience is limited to measurable capabilities such as quality
and data transfer speed. Every other aspect of the user experience is linked to the user
interface of products that are provided by other companies.

Study Case B on the other hand develops a product where the pilot cockpit is a vital
part of the product. The pilot’s judgment is critical with regards to whether the
presentation and manoeuvring of sensors, weapons and other systems on the displays
can support the pilot to fulfil the assigned missions.

Our experience is that usability testing for a product such as the Gripen fighter
(Study Case B) is very difficult to discuss in terms of automated testing. Testing with
the purpose of checking if for example a symbol is presented after a button is pressed
can be automated, but the pilot’s judgement when evaluating a complex user scenario
is extremely difficult to replace with an automated test case. Our experience is that the
challenges of testing which include subjective experiences are clearly valid for Study
Case B, but are much less pronounced (if present at all) at Study Case A.

3.3.2 T2: Compliance to Standards Shifts Focus Away From Working Software

Development of airborne systems follows standards like DO-178B or specifically in
Sweden RML-V-5. Development is to a great extent requirement-driven, where high-
level requirements are broken down into low-level system requirements. Specific roles
are responsible for quality assurance through reviews and audits. The telecom industry
also has rules and regulations, but often not to the same extent as avionics software
systems.

If evidence that the product is compliant to a standard is at the same importance as
the product itself, however, a document review can be seen as time-critical and be given
higher priority than software problems. Our experience is that Study Case B (fighter
aircraft) to a greater extent than Study Case A (telecom systems) has milestones and
project progress connected to audits (on system design or software) or formal
documents (a document is issued that is required at a certain stage in the process).

3.3.3 T3: Longer Build Time Due to Tightly Coupled Systems

The Gripen aircraft (Study Case B) is a highly integrated system which uses rate-
monotonic scheduling with a cyclic execution pattern. Both execution within a
computer and communication between the central computers are scheduled. Our
experience is that when working with a highly integrated (tightly coupled) system, a
small delivery to the main track may cause building and linking of a large part of the
computer system which implies long build times.

Study Case A’s telecom systems have varying degrees of real time characteristics,
typically depending on the level of abstraction with regards to the underlying physical
interfaces. Similarly, the degree of coupling and ability to modularize also varies. Study
Case A has had (where possible) very positive experiences of increasing “integration
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time” modularity – in other words, building and testing the systems in smaller,
independent pieces. This approach is impeded by the tighter coupling of Study Case B.

3.3.4 T4: Complete System Secondary Concern Due to Many Technology Fields

Development of a product requires knowledge of all technology fields that the product
covers. The Gripen aircraft (Study Case B) covers technology fields spanning from for
example aerodynamics, engine control and electrical power system to communication
system, navigation and mission planning. The telecom products of Study Case A also
covers many technology fields, such as network optimization or handling of customer
data.

Our experience is that a large number of technology fields fosters silo behaviours.
The organization tends to establish tailored ways of working for each system
(technology field) and also tends to see it as “our system”, and treating the complete
system as a secondary concern. This is arguably as a consequence of limited
understanding of the unique challenges and requirements governing the many parts of
the complete system. Silo mentality in not unique for this scenario, but we find it
severely exacerbated when these silos operate in separate engineering disciplines with
little or no understanding of one another’s unique characteristics or challenges.

3.3.5 T5: Restricted Access to Information Due to Security Aspects

All companies have to take into account how to protect company confidential
information. Almost every company has a strategy for how to avoid information
leakage. Another aspect is the ability to protect customer data. That is, to ensure that
information about one customer’s performance or available functionality is not exposed
to other customers. Both Study Case A and Study Case B must make allowances for
this.

A third aspect is defence-related security. Defence-related security includes
safeguarding of national security and foreign policy objectives for all (military)
customers, but also to follow export control regulations for parts or sub-systems
supplied by a foreign vendor. US arms regulations demand that it is secured that only
specified individuals have access to software included in defence-related items, which
increases the difficulty of a common understanding of the product. Export control of
US technology (especially arms regulations) is regulated by The International Traffic
in Arms Regulations. Our experience is that these regulations are affecting Study Case
B (fighter aircraft), but are not relevant for Study Case A (telecom systems).

3.3.6 T6: End-to-end Testing Impossible without Architectural Runway

Platforms like .NET or Java Virtual Machine possible for a developer to rapidly
produce software that includes both user input/output and communication with other
software modules. Embedded systems developed by Study Case A (telecom systems)
and Study Case B (fighter aircraft) are not built on a commercially available platform
like .NET. Instead, the development of an entirely new product includes a long period
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of in-house construction of a platform with all infrastructure functions. When you start
from a clean slate you give up the luxury of a platform with working infrastructure
including for example communication between systems, functional monitoring or data
registration.

Dean Leffingwell defines the term architectural runway (Leffingwell 2011) as
infrastructure sufficient to allow incorporation of new requirements (new
functionality). Development for bespoke hardware with tight dependencies to the
physical interfaces miss out the benefits from a commercially available platform.
Consequently, the architectural runway is much longer.

Our experience from both study cases is that at the initial phase of development of a
new product (lasting for a significant part of the project) the sub-systems cannot be
integrated. Due to this, the product cannot for a long time be functionally tested end-
to-end to expose any problems.

3.3.7 T7: Test Environments Often a Limited Resource with Bespoke
Hardware

Development of embedded systems is highly dependent on bespoke hardware, both
mechanical and electronical parts. The telecommunication equipment delivered by
Study Case A (for example network nodes) often contain specialized internally
developed hardware, and is deployable in a large number of variants. The equipment
may also coexist with a wide variety of topologies, including equipment developed by
Study Case A and/or any competing vendor. The computer system in the Gripen aircraft
(Study Case B) is built on internally developed hardware and equipment developed for
aeronautical applications. Gripen is designed in different variants, and each variant
have sub-variants. Simulators with models of hardware are used by both Study Case A
and B, but have limitations regarding for example timing.

When the system is based on bespoke hardware (not running on any standard
computer) and hardware is considered expensive or in short supply, the test
environments often become a limited resource. Further on, a large number of hardware
configurations (caused by customer-specific hardware) increases the test effort needed
for every build. Our experience is that both Study Case A and Study Case B are highly
dependent on bespoke hardware, with Study Case A having to handle a greater degree
of differences in hardware configurations.

3.4 Analysis

In the previous section we compared the conditions at Study Case A and Study Case B
regarding seven topics (T1-T7 in Table 8) related to product characteristics, based on
our experiences. In this section we will analyse how this relates to the seven-bullet
summary of continuous integration (C1-C7 in Table 7).
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3.4.1 C1: All Developers Run Private Builds

The first corner stone (C1) states that “All developers run private builds on their own
workstations before committing their code to the version control repository to ensure
that their changes don’t break the integration build”.

Test environments easily become a limited resource if the system is based on
bespoke hardware (T7). We argue that if the developers build and test in a simulated
environment, they cannot fully ensure that the exact same test cases will not expose
problems during test activities that run on real hardware.

3.4.2 C2/C3: Commit Code and Build Often

As we find the two corner-stones “Developers commit their code to a version control
repository at least once a day” (C2) and “Integration builds occur several times a day
on a separate build machine” (C3) related they will be jointly discussed.

Build time is correlated with the size of the code base. If a product can be divided
into several parts that are built and linked in parallel as separate binaries, build time can
be reduced. If the product is a tightly coupled system, such sectioning is more difficult
or even impossible which implicates a longer build time. We argue that a long build-
and test-time (T3) reduces the developer’s interest in committing to the main track
often, and the developers will not commit their code to the repository at least once a
day. Kent Beck quite simply states that “if integration took a couple of hours, it would
not be possible to work in this style” (Beck 1999). If build- and test-time for the
integration build (T3) extends to several hours, this severely limits the number of
integration builds that can be produced in a day.

3.4.3 C4: 100% of Tests Must Pass for Every Build

To use automated tests to support the practices of continuous integration is a far more
effective approach than manual testing (Duvall 2007).  We find automated tests to be a
prerequisite for the continuous integration of any not-trivial software system.

Testing should include different categories of tests, from unit tests and component
tests to functional tests and tests of load/performance and other capabilities. Tests of
Human Machine Interaction (HMI) differ from other types of testing, as the purpose of
the tests are to check that the usability is considered at least good enough by user
representatives. Manual usability tests take longer time to execute and are less
predictable than automated tests, which means they cannot be repeated for every
integration build (at a build rate of several builds a day or more).

When the system is based on bespoke hardware (not running on any standard
computer) and hardware is considered expensive or in short supply, the test
environments soon become a limited resource. Further on, a large number of hardware
configurations (caused by customer-specific hardware) increases the test effort needed
for every build. With a wide range of hardware configurations it is no longer clear what
“100% of tests must pass” actually means – does it mean testing on all valid
configurations or a representative subset?
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Test environments more easily become a limited resource with bespoke hardware,
especially if the product uses many hardware configurations which increases the test
effort (and consequently the demand of test environments). A large number of hardware
configurations also increases the risk for flaky tests, as there are more test environments
to maintain.

We argue that both a product with complex user scenario testing (T1) and many
bespoke hardware configurations (T7) can be impediments when trying to adhere to the
rule that “100% of tests must pass for every build”.

3.4.4 C5: A Product is Generated that Can Be Functionally Tested

Before a first version of all infrastructure for the complete product has been developed,
the developers don’t have a minimum viable product which then can be incrementally
expanded upon. That is, before the architectural runway is established, the product
cannot be generated (assembled) and cannot be functionality tested end-to-end (T6).

Another aspect is that is important that all participants have common understanding
of the desired functionality of the product. We argue that if the product has a large
number of technology fields (T4) and especially if the technology fields are not
adjacent, it becomes more difficult to agree on the content and meaning of functionality
tests. Security aspects (T5) can also be an impediment, such as when developers are
hindered from communicating freely regarding the exact content of the functions they
have built. This further increases the difficulty of a common understanding of the
product, which also becomes an impediment related to testing the product end-to-end.

3.4.5 C6: Fixing Broken Builds Is of the Highest Priority

Fixing broken builds fast restores the confidence for a stable and sound main track. If
status of the software is undisputed as the full picture of status in the project, it is easy
to keep focus on fixing broken builds fast.

“Working software over comprehensive documentation” is one of the values in the
agile manifesto, which also fully applies to continuous integration. This might be seen
as a value that collides with the principles of development of safety-critical, highly
regulated software such as medical devices, nuclear power stations or flight-critical
software. This conflict is also discussed by Janet Gregory and Lisa Crispin (Gregory
and Crispin 2015).

Regulated environments typically apply one or several standards that require that the
developing organization should “show evidence” of compliance to the standard, which
should be done in written documents. We argue that the obligation to show compliance
to a standard (T2) can be an impediment in relation to the intention of fixing broken
builds as the highest priority.

3.4.6 C7: Developers Review Reports to Seek Areas for Improvement

The last corner stone states that “Some developers review reports generated by the
build, such as coding standards and dependency analysis reports, to seek areas for
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improvement”. We argue in the same way as for corner-stone C5 (Section 3.4.4) that a
large number of technology fields (T4) and security aspects (T5) make it more difficult
to achieve a common understanding of the product. Only a few people have an
overview of the whole product, and in many cases information cannot be shared due to
security restrictions. To some extent, this affects how developers review reports on
other parts of the product than where they are working themselves.

3.5 Conclusion

The analysis in the previous section relates the seven topics to the corner stones for
continuous integration that were presented in the introduction. The analysis is
summarized into the following bullets:

· If the developers run tests in a simulated environment, they cannot fully ensure that
the same tests will pass for the integration build that runs on real hardware

· Tightly coupled systems (causing long build- and test-time) implies additional
challenges related to frequent deliveries and integration builds several times a day

· A product with complex user scenarios and/or bespoke hardware (especially a large
number of hardware configurations) implies that the rule “all tests must pass for
every build” must be replaced with other testing approaches

· In a highly regulated environment, “fixing broken builds” must be balanced against
other project objectives

· At the initial phase of development of a new product (before the architectural runway
is established) the sub-systems cannot be assembled in order to test the system
functionally end-to-end and expose any integration problems

· It is more difficult to achieve a common understanding of a product with a large
number of technology fields or security aspects, which affects tests and reviews

The relations that were found are summarized in Figure 2.

Figure 2: Relations between corner stones and impediments.
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We believe that these experiences represent an area of further work of high relevance
to large segments of the software industry. Any research promising to mitigate the
discussed impediments would be of great value in the embedded software development
community.
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Chapter 4

The Continuity of Continuous Integration: Correlations
and Consequences

This chapter is published as: Ståhl, D., Mårtensson, T. and Bosch, J. (2017). The continuity of
continuous integration: correlations and consequences. Journal of Systems and Software 127, pp.
150-167.

Abstract: The practice of continuous integration has firmly established itself in the mainstream
of the software engineering industry, yet many questions surrounding it remain unanswered.
Prominent among these is the issue of scalability: continuous integration has been reported to be
possible to scale, but with difficulties. Understanding of the underlying mechanisms causing
these difficulties is shallow, however: what is it about size that is problematic, which kind of size,
and what aspect of continuous integration does it impede? Based on quantitative data from six
industry cases encompassing close to 2,000 engineers, complemented by interviews with
engineers from five companies, this paper investigates the correlation between the continuity of
continuous integration and size. It is found that not only is there indeed a correlation between the
size and composition of a development organization and its tendency to integrate continuously.
There is also evidence that the size of the organization influences ways of working, which in turn
correlate with the degree of continuity.

4.1 Introduction

Today the agile practice of continuous integration is wide-spread in the industry.
Numerous projects – particularly large scale projects – still struggle to fully realize the
practice, however. These difficulties have been studied in related work (Roberts 2004,
Owen Rogers 2004) and by us in previous work (Ståhl and Bosch 2014a, Ståhl et al.
2016b). As the size of a software development effort increases several things tend to
happen. The size of the code base increases, implying longer build times. The number
and the scope of tests tend to increase, implying longer test times. This in turn leads to
a decreased time frame in which to integrate one's changes – assuming one does not
want to leave the office before verifying that the change was successful. Furthermore,
a great number of developers involved implies both an increased rate of changes and
more people impacted by failed integrations.

Taken together, these factors represent a significant challenge to successfully
implementing continuous integration. Beck (1999) quite simply states that “if
integration took a couple of hours, it would not be possible to work in this style”.
Despite this, there are numerous examples of very large scale implementations of
continuous integration in industry – many of them arguably highly successful – but a
question worth investigating is this: are all continuous integrations implementations
equally continuous?
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We posit that the answer is no: in previous work (Ståhl and Bosch 2014b) we have
found differences in a number of factors, including build frequencies, integration
frequencies and build durations, from case to case. We further posit that a reasonable
assumption is that such differences may be related to the size of the software product
being developed and/or the organization developing it. As Owen Rogers (2004) points
out, a “natural reaction” to the difficulties above is to “reduce the frequency of
commits” but that “committing less frequently means that more changes are included
in each integration, which, in turn, increases the likelihood of merge conflicts and, if
integration problems do occur, increases the difficulty of fixing those problems”. In
conclusion, this “undermines the benefits of continuous integration”.

In line with this we often find – both as practitioners and researchers – that members
of large projects often do not speak of continuous integration in terms of “developers
committing”, but rather “teams delivering”, hinting at an underlying difference in both
practice and mindset (Ståhl and Bosch 2014a). That being said, those teams may
integrate very frequently internally before “delivering” their work to the mainline, and
this is certainly in line with part of the practice as it is described by Fowler (2006):
“members of a team integrate their work frequently, usually each person integrates at
least daily – leading to multiple integrations per day”. This is problematic, however,
because there may be hundreds of developers external to one’s team, who are just as
exposed to the consequences of one’s changes as one’s team members. Conversely,
only a subset of one’s organizational team may be actively involved in or affected by
the integrated changes. In this sense, it is arguably more accurate to think of anyone
operating in the same code base as one’s “team”. Indeed, such team internal integration
is clearly incompatible with other parts of Fowler's definition, which goes on to state
that “everyone commits to the mainline every day” – not just a team branch!

Consequently, we hypothesize that the size of the development context directly
impacted by any changes made by the developer – demarcated by explicitly versioned
dependencies – correlates with the continuity of continuous integration within that
context. To exemplify, at one end of the spectrum we would find microservices with
separate source repositories and continuous integration and delivery pipelines
(Newman 2015), partitioning the system into clearly separated parts within which
developers are afforded a high degree of autonomy. At the other end, however, we
would find large monoliths in which any change made by that same developer results
in rebuilding and re-testing the entire product, because it has the potential to directly
impact any other part of that product and consequently any other member of the
organization developing it. Figure 3 clarifies the boundaries of the area of direct change
impact by providing an example of how modules within a system depend on one
another and how direct impact is either contained or leaked by these dependencies.

Following this reasoning, we phrase the following research question: What is the
correlation between size of an area of direct change impact and the continuity of
continuous integration in industry practice, and how does it affect developer behavior?
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Figure 3: Module dependencies and direct change impact. Circles
represent modules of a system; edges represent dependencies, pointing from
the dependent to the dependency. Shaded circles represent modules directly
impacted by changes made in module a (and consequently with which such
changes need to be synchronized). Modules b and c are thus shaded as they
depend on the latest version of a – any change to a must therefore be
synchronized with b and c. Modules d, e and f, however, are isolated by their
versioned dependencies. From this point of view direct impact does not leak
downstream, however: changes in a will not affect h and consequently must
not be synchronized, even though the opposite is true. Similarly, module f
would need to synchronize any changes with module g, but they are both
insulated from a.

The contribution of this paper is three-fold. First, it provides both researchers and
practitioners an improved understanding of the underlying factors affecting the de facto
outcome of continuous integration practice in industry – one we in previous work have
found to vary widely (Ståhl and Bosch 2013) –  by investigating and documenting the
correlation between multiple metrics of size and integration continuity. Second, it sheds
light on how developer behavior is affected by these factors. Third, it discusses
architectural decisions which may help practitioners in improving their continuous
integration practice and by extension the manufacturability of their software.

This paper is organized as follows. The next section provides an overview of related
work with regards to the challenges involved in scaling continuous integration. This is
followed by the employed research method in Section 4.3, and presentation of and
reasoning behind the selected metrics in Section 4.4. The results are then presented in
Section 4.5 and subsequently analyzed in Section 4.6. The findings are validated in
Section 4.7, whereupon threats to validity are discussed in Section 4.8. The paper is
then concluded in Section 4.9. The full interviewee responses from the validation
interviews are available in Chapter 4 Appendix A.
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4.2 Related Work

The difficulties of scaling the practice of continuous integration – and by extension,
continuous delivery – have been highlighted in literature.

Continuous integration “build” (typically including compilation and certain types of
tests) duration varies greatly from case to case, from “a few minutes” (Woskowski
2012) to more than an hour (Roberts 2004, Yüksel et al. 2009). As practitioners and as
researchers in previous case studies we have ourselves found similar or even longer
durations. If Beck (1999) is to be taken literally (see Section 4.1), such durations are
close to invalidating the practice altogether.

Apart from large projects typically taking longer to build, Owen Rogers (2004)
points out that a larger number of developers “increases the rate of code production”
and “means that more people are dependent on a working build”. In other words, size
not only increases the challenges through increased time and resources required to
compile, test and analyze the software as well as an increased volume of changes to be
compiled, tested and analyzed; size also magnifies the consequences of failure. This
dynamic, Owen Rogers finds, drives behaviors such as more infrequent integrations
and rigorous pre-commit procedures – a finding confirmed by us in previous work
(Ståhl and Bosch 2014a).

To better understand the phenomenon, one might picture a single lane road with a
checkpoint. The guard at the checkpoint is tasked with inspecting every vehicle passing
the checkpoint. If the checks can be performed in a matter of minutes and traffic is light
– say one or two vehicles an hour – this will work well. As traffic increases, however,
the guard will have trouble to keep up and queues will begin to form, and if the checks
no longer take minutes but an hour or more, the situation becomes untenable: major
congestion with dozens or hundreds of vehicles stuck in traffic ensues. This way, size
drives multiple factors which exacerbate one another.

There are multiple strategies for addressing this challenge, such as writing faster
tests Owen Rogers (2004) or reducing compilation times. Perhaps the most frequently
proposed approach is modularity, however. To exemplify, Roberts (2004), calls for
“enterprise continuous integration” based on modules integrated as binaries. Other
sources support this view, stating that “modularizing features, lower coupling, and
increased cohesion enable deployment and continuous delivery” (Bellomo 2014) and
“development needs to be modularized into smaller units, i.e. the build process needs
to be shortened so that tests can be run more frequently” (Olsson et al. 2012).

To continue the simile of the single lane road and the checkpoint, modularization
has the effect of spreading traffic across multiple (but still single lane) roads, each with
its own checkpoint – with each checkpoint being given only a subset of the total
responsibility, thereby speeding up the procedure.

This focus on the importance of modularity supports us in our hypothesis that the
size of the context in which developers operate is relevant for successful adoption of
the practice, and it is an improved understanding of that relationship and its mechanisms
that this paper targets.
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4.3 Research Method

In order to answer the research question, this study searches for correlations between
metrics of direct change impact area size and the continuity of its continuous
integration. This work consists of three distinct parts. First, the identification of
conducive metrics for size and continuity, respectively. Second, the collection and
analysis of primarily quantitative data from six primary industry cases, in order to
confirm or reject the hypothesis that continuity correlates with size – and if confirmed,
investigate the nature of such a correlation. Third, the validation of any resulting
conclusions through interviews with senior engineers in additional cases.

4.3.1 Metrics Identification

To search for correlations, two types of metrics must be identified: size metrics and
continuity metrics. Furthermore, for each type multiple metrics are needed, as there is
some room for interpretation of either. To exemplify, while we based on experience
hypothesize that size impacts continuity, which kind of size is actually relevant? Size
of the organization, or size the source code, or perhaps its complexity?

Consequently, with support from literature we searched for relevant metrics
fulfilling several criteria: general in the sense of being applicable to not only a single
programming language or paradigm, pragmatic in the sense of being repeatedly and
reliably applicable to multiple cases with good tool support and widely used and
recognized, not least by industry practitioners. This last part is particularly important,
as we believe that by using metrics frequently used by practitioners the results become
more accessible. The identified metrics and the reasoning behind selecting them is
presented in Section 4.4.

4.3.2 Data Collection and Analysis

As far as possible, data was collected via querying of source code management systems
(e.g. using git rev-list and analogous commands to count commits, committers et
cetera), performing static code analysis (using Lizard) or continuous integration servers
(e.g. counting Jenkins job executions). During collection from source code
management systems, any commits made by automated agents (e.g. build scripts) were
filtered out.

During the collection process it soon became evident that several of the identified
metrics were not feasible to collect as planned (see Section 4.5.2) and consequently
eliminated. The remaining metrics were collated into a table, and Pearson’s test for
linear correlation (Agresti and Kateri 2011) was applied to each pair of size and
continuity metrics, respectively in search of statistically significant correlations.
Conclusions were then drawn from the results of this analysis as well as from
exploratory analysis of the data set. These conclusions were then used to inform the
design of the interview guide used to validate the findings (see Section 4.3.3).
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4.3.3 Validation

To validate the findings and to secure generalizability, an interview guide addressing
the findings was created. Using this guide, ten separate individual interviews were
conducted with ten engineers in five independent companies, including the company of
the six primary cases.

The interviews were conducted face-to-face or by phone, depending on
circumstances, by one interviewer transcribing the interviewee responses during the
interview. Each response was read back to the interviewee to ensure accuracy. The
interview questions were sent to the interviewees at least one day in advance to give
them time to reflect before the interview, and each interviewee was encouraged to
provide qualitative statements and individual reflections in addition to their direct
answers.

The questions were designed to rate the extent to which the interviewees agree with
a number of statements related to the original hypothesis (see Section 4.1) and the
subsequent findings. The responses were then collated and analyzed in comparison with
the findings, as presented in Section 4.7.

4.4 Metrics Identification

This section presents the selected metrics used in the study, and the reasoning behind
their selection.

4.4.1 Size Metrics

When discussing the size of an area of direct change impact, there are two distinct
categories of size measurements to consider. One is size of the software itself, e.g. the
source code. The other is the size of the organization developing that software.

4.4.1.1 Software Size
Since the first dedicated book on software metrics (Gilb 1976) was published forty
years ago, a number of approaches to measuring software size along with related
concepts, such as complexity, have been proposed. Among these, lines of code (LOC)
is a ubiquitous measurement of software size. As pointed out by Fenton and Neil
(2000), its use for measuring software effort and productivity actually predates software
engineering as a recognized discipline, and is still widely used today – arguably in no
small part because it is very straight forward to measure.

Lines of code as a metric is not without its critics, however. It has been claimed to
be “a crude measure” used “as a surrogate measure of different notions of software size
(including effort, functionality or complexity)” (Fenton and Neil 2000). Nevertheless,
it is applicable to any programming language, with the caveat that a line of code written
in one language may be more expressive – and the code consequently denser – than a
line of code written in another language. It is also widely used and easy to reliably and
automatically measure. Furthermore, according to the mathematical framework for
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software engineering measurements proposed by Briand et al. (1996) it is a true
measurement of software size.

As for the claim that lines of code is actually used as a surrogate for other notions,
we do not dispute this; yet we argue that as the purpose of this work is not to investigate
causality, but rather to search for correlations, this is of secondary importance.

Apart from lines of code, another frequently used metric is cyclomatic complexity,
also known as the McCabe metric (McCabe 1976). Admittedly, it is not a software size
metric, but instead measures the related concept of software complexity. Despite this,
cyclomatic complexity is of interest for two reasons. First, it makes intuitive sense that
software complexity might impact the effort of integrating parallel work and thereby
the continuity of that integration. Second, like lines of code, cyclomatic complexity is
ubiquitous in the software industry with a wide array of popular code analysis tools
supporting it (Lizard, SonarQube, ndepend, Checkstyle or the Eclipse Metrics plugin).

In addition to these, numerous other metrics have been proposed in literature over
the years. To exemplify, Halstead  (1977) lists a number of “basic properties and their
relations”, namely program length, program volume and program purity, programming
effort and language level, with methods for calculating each of these. Further, Briand
et al. (1996) discusses and classifies a large number of metrics in the context of their
software measurements framework. For size alone they list “#Statements, #Modules,
#Procedures, Halstead’s Length, #Occurrences of Operators, #Occurrences of
Operands, #Unique Operators, #Unique Operands”. That being said, none of these have
achieved the popularity and tool support of lines of code and cyclomatic complexity.

While the size metrics discussed above capture the state of the software at some
particular point in time, another approach is to document the accumulated effort
expended in reaching that point. The reasoning is that software that has been under
development for a long time and by a large number of people may be very complicated
and difficult to integrate continuously, disproportionately to its apparent size. One
popular method of measuring such an effort – particularly in agile projects – is to use
Story Points (Cohn 2005) or similar estimations of effort and/or time. The problem is
that such estimations are only internally consistent within a context with agreed upon
rules or guidelines for performing that estimation. It is rare to find estimations that are
consistent and comparable across projects or organizations, not to mention across
companies. In other words, we do not find estimations of expended effort to be a
feasible size metric for the purposes of our study.

Consequently, in this work, we have selected the following two software size metrics
(with the admission that cyclomatic complexity is, strictly speaking, not a size metric,
yet conducive to our purposes as discussed in Section 4.4.1.1):

· Si1. Lines of code: The number of lines of code in the area of direct change impact.
· Si2. Cyclomatic complexity: The total cyclomatic complexity of the source code in

the area of direct change impact.

4.4.1.2 Organization Size
There are multiple ways in which one might measure the size of an organization, and
similarly several reasons to believe it may be an important factor. In the words of Perry
et al. (1994), “even in the most tool-intensive parts of the process [...] the crucial job of
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tracking down sources of inconsistency and negotiating their resolution is performed
by people”. This and the fact that a substantial portion of the time of software engineers
is taken up by activities other than actual programming – such as meetings and
discussions – speaks to the importance of an effective organization. Furthermore,
Brooks (1975) famously asserts that product quality is affected by organizational
structure, while the often cited Conway’s Law states that “organizations that design
systems are constrained to produce systems which are copies of the communication
structures of these organizations” (Conway 1968).

The original hypothesis driving this study is that the size of an area of direct change
impact may be correlated to the continuity of its continuous integration. There are
several straight forward metrics for this size: the total headcount the organization(s)
developing the software of that area and the number of actual developers. Following
our experiences described in Section 4.1, that in some cases developers do not so much
“commit” to the mainline as teams “deliver” to it, we argue that the actual number of
people performing mainline commits is also an interesting data point.

However, following the reasoning above regarding organizational and
communication structures, analyzing the complexity of the developing organization is
also of interest – analogous to the inclusion of cyclomatic complexity in software size
metrics (see Section 4.4.1.1).

Nagappan et al. (2008) proposes a set of eight organizational metrics for the purpose
of predicting failure-prone software, some of which are strictly size related and similar
to the above (e.g. number of engineers and the percentage contributing to development),
while others address what we refer to as continuity, discussed in Section 4.4.2 (e.g. edit
frequency). Several are, on the other hand, related to organization complexity. While
all of potential interest, due to scope and time restraints of our study we selected what
we consider the most promising: depth of master ownership. In the words of Nagappan
et al. (2008), “this metric determines the level of ownership of the binary depending on
the number of edits done” and relates to “less diffusion of activities, a single point of
approval/control which should improve intellectual control”, which we argue may be
related to the ability to make rapid, frequent changes to the software.

Consequently, we have selected the following metrics of organization size:

· Si3. Total headcount: The number of members in the organization developing the
software in the area of direct change impact, regardless of role. As opposed to Si4,
this includes not only developers, but e.g. line managers, testers, configuration
managers, product owners, project managers et cetera.

· Si4. Number of developers: The number of software developers in the organization
developing the software in the area of direct change impact.

· Si5. Number of mainline committers: The number of committers to the software
mainline of the area of direct change impact.

· Si6. Depth of master ownership: The hierarchical depth of the organization
developing the software in the area of direct change impact. Influenced by Nagappan
et al. (2008), but adapted to represent the maximum vertical distance between the
members of the smallest organizational unit performing at least 75% of the changes.
To exemplify, if more than 75% of all changes would be performed by developers
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all sharing the same manager, the depth would be 1. If instead their closest shared
manager would be their “grandparent”, the depth would be 2.

4.4.2 Continuity Metrics

Looking at the continuous integration definition provided by Fowler (2006), it says that
“usually each person integrates at least daily” and that it allows one to “detect
integration errors as quickly as possible”. To measure the continuity of the practice,
then, one might study the number of integrations (or commits) to the mainline per
developer in a given time interval as well as the lead time from commit to feedback on
its build and test results. The latter is less than trivial to measure, however: we know
that the scope of activities in continuous integration varies greatly (Ståhl and Bosch
2014b); thus long lead times might simply be a consequence of an ambitious test
regime. Additionally, as test activities may be separated into stages (Brooks 2008,
Sturdevant 2007, Sunindyo et al. 2010, Yüksel  et al. 2009), i.e. providing incremental
feedback, it is not obvious where to place such measurement points. To exemplify, one
case might appear to provide much faster feedback (and thus appear to be more
continuous) simply by having a smaller scope, while another case providing equivalent
feedback in the same amount of time, but in subsequent stages performs additional tests,
would appear to be slower.

Another relevant metric is the number of “builds” in an activity. Again, this has been
found to vary from case to case (Ståhl 2014b), but going back to Fowler (2006) it is
clear that “each integration is verified by an automated build (including test)”.
However, apart from anecdotal evidence and findings in related work (see Section 4.2)
simple reasoning shows that this may be problematic in large scale: if a thousand
developers integrate once a day then, assuming a ten hour working day, this results in
a hundred integrations per hour, or one to two integrations per minute. If each one is to
be verified individually, that would require a very fast build indeed, not to mention the
time required for humans to analyze and act on the results of those builds.

On a related note the size of integrated changes is also of interest, given that a
frequently stated purpose of continuous integration is to avoid “big bangs” and instead
make more frequent but smaller changes, thus achieving continuous growth of verified
functionality.

Finally, our research question not only concerns correlations, but also asks for any
effects on developer behavior (see Section 4.1). If it is the case that continuous
integration is less continuous on the mainline in larger areas of direct change impact, is
it possible that developers instead integrate frequently outside of the mainline, e.g. on
team branches (following our reasoning in Section 4.1)?

Consequently, we include four continuity metrics:

· Co1. Number of mainline commits per developer: The number of commits on the
mainline branch during the studied time period, divided by the number of developers
in the area of direct change impact.
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· Co2. Number of non-mainline commits per developer: The number of commits to
branches other than the mainline during the studied time period, divided by the
number of developers in the area of direct change impact.

· Co3. Average mainline commit size: The average number of lines of code changed
per mainline commit during the studied time period.

· Co4. Number of mainline builds: The number of integration builds per commit on
the mainline during the studied time period. In case of multiple subsequent activities
forming a pipeline, count the first (or “root”) activity.

4.4.3 Context

In addition to the above metrics, the following factors were documented for each
studied case to provide context:

· Cn1. Age: Age of the source code in the area of direct change impact.
· Cn2. Product type: The type of product, e.g. embedded software system or web

application.
· Cn3. Industry: The industry context, e.g. telecommunications or defense.
· Cn4. Source code management system: The source code management system used,

e.g. Git or Subversion.
· Cn5. Continuous integration server: The continuous integration server used, e.g.

Jenkins or Bamboo.

4.5 Results

This section first presents the studied cases, and then proceeds to present the collected
data.

4.5.1 Primary Cases

The primary cases of the study is a set of six modules in a telecommunications system
developed by a large software company. The system has been commercially available
for multiple years and is deployed around the world; as a whole, the overarching
development project is very large, involving thousands of engineers, but the system is
also highly modularized. New versions of each module are continuously integrated as
binaries (similarly to what is described by Roberts (2004)), with all inter-module
dependencies handled by separately versioned interfaces and developed at multiple
sites and by separate units within the company. Consequently we regard these modules
to be separate areas of direct change impact (as defined in Section 4.1), and particularly
suited for this study as they vary greatly in size but are still within the same company
and even the same overall development project – implying that other and potentially
confounding factors (such as culture or management style) are somewhat similar.
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4.5.2 Metrics Feasibility

In the data collection phase it soon became evident that not all of the identified size and
continuity metrics (see Section 4.4) were feasible, from a strictly pragmatic point of
view. These are discussed in detail below. All other metrics could be collected without
significant difficulty, and are presented in Section 4.5.3.

4.5.2.1 Software Size Feasibility
The software size metrics Si1 and Si2 (see Section 4.4.1.1) proved impossible to collect
with any satisfactory level of quality. There were several reasons for this:

· Divergence in languages and styles: Each of the studied cases uses its own mix of
languages (predominantly C/C++, Java and Python). While a complicating factor
adding considerable noise to the resulting data, this was anticipated and would, by
itself, arguably have been manageable.

· Divergence in tools and tests handling: All of the studied cases handle their tools
and tests differently – storing them in separate repositories, in more or less stringent
directory structures, or closely intertwined with the production code. Consequently,
in some cases it was impossible to reliably separate non-production code from
production code. To cope with this we measured the software size of each case both
with and without non-production code, but for both data sets we ended up with a
significant degree of uncertainty and estimations.

Based on the difficulties above, the software size metrics Si1 and Si2 were
eliminated from our study. We still believe that software size may be a relevant factor
worthy of further exploration, but that it requires a larger population, more sophisticated
metrics and/or a more homogeneous population to be feasible.

4.5.2.2 Non-Mainline Commits Feasibility
Metric Co2 (see Section 4.4.2) was designed to capture developer behavior outside of
the software mainline by measuring how often developers commit to team or feature
branches, rather than integrating with the “master” branch. In most cases this proved
impossible, however: when used, such localized branches existed in private,
unmanaged repositories with no central tracking mechanism. Instead we collected
qualitative data on de facto and recommended ways of working with regards to non-
mainline commits and branches by asking the engineers in each respective case. This
qualitative data is analyzed and discussed in comparison with the quantitative data in
Section 4.6.3.

The difficulties encountered with regards to Si1 and Si2 (see Section 4.5.2.1)
prompted us to also question the feasibility of measuring the size of commits (Co3).
Analysis of the nature of the commits, however, revealed that even if e.g. the code base
included non-production code such as various tools, these were not updated by the
typical commit the same way that the production code was: in a sense, they constituted
“ballast”. Consequently, this metric is much less problematic.
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4.5.3 Collected Data

The collected metrics are based on 5,071 commits made by 1,049 unique committers
(in organizations of in total 1,852 engineers) over a two month period. This low number
– approximately five commits in two months per developer in organizations ostensibly
practicing continuous integrations – is interesting in itself. We again reflect on
differences in mindset between “developers committing” and “teams delivering” (see
Section 4.1) and further analyze the significance of the collected data in Section 4.6.

As described in Section 4.3.2, Pearson’s test of linear correlation was applied to each
pair of size and continuity metrics, excluding Si1, Si2 and Co2 (see Section 4.5.2). The
result of the correlations analysis is shown in Table 9, with p representing the two-tailed
p value and R representing Pearson’s R statistic, all calculated using the SOFA
Statistics open source statistical package.

Metric Co1: Mainline
commits

Co2: Mainline
commit size

Co4: Mainline
builds per commit

Si3: Total headcount p: 0.1523
R: -0.662

p: 0.004796
R: 0.943

p: 0.03508
R: -0.843

Si4: Number of
developers

p: 0.1588
R: -0.654

p: 0.005981
R: 0.936

p: 0.03845
R: -0.835

Si5: Number of
committers

p: 0.1757
R: -0.635

p: 0.01039
R: 0.916

p: 0.01384
R: -0.902

Si6: Depth of master
ownership

p: 0.1417
R: -0.674

p: 0.9294
R: 0.047

p: 0.8185
R: -0.122

Table 9:    Overview of Pearson’s test of linear correlation results for size and
continuity metrics. Results of particular interest are highlighted in bold font.

4.6 Analysis

This section presents the analysis of the collected quantitative and qualitative data from
the primary cases. As described in Section 4.3.2, the primary method of analysis was
to verify the hypothesis by testing the correlation between the size of the developing
organization and the continuity of continuous integration. Following this direct
investigation of the original hypothesis, however, the collected data was also analyzed
in a more exploratory fashion in search of unanticipated patterns and tendencies.

The following subsections discuss a number of perspectives gained from these
analyses.

4.6.1 Size of Commits and Size of Organization

As shown in Table 9, the data collected from the six primary cases shows a clear
correlation between the number of people involved and the average size of commits.
This is true for the total headcount, number of developers as well as actual committers
of code during the studied two month interval – a fact which is not entirely surprising,
as these size metrics themselves are strongly linked. Figure 4 exemplifies this by
plotting Si5 versus Co3. Interestingly, this is analogous to recent findings in related
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work that productivity correlates negatively with organizational size (Scholtes et al.
2016), which in turn builds upon a large and long-established body of work on the
economics of scale (Boehm 1984, Boehm et al. 2000, Stigler 1958).

Figure 4: Plot of number of mainline committers (Si5) versus average
mainline commit size (Co3).

The data does not show any correlation at all with regards to Si6. The depth of master
ownership varies between 1 and 6, and is not strictly related to the headcount of the
organization: the deepest case has far from the largest headcount. Our conclusion from
this is that to the extent that depth is relevant to the continuity it is not strong enough a
factor to bear out by itself in such a small sample size, where it is overshadowed by the
headcount metrics.

Rather than considering Si6 in isolation, however, one may reason about it in
combination with the other size metrics: where headcount represents the width of an
organization, Si6 represents its depth or height, depending on perspective. We argue
that such a combination of the two metrics is not arbitrary, but that it makes intuitive
sense: if the developer needs to coordinate not only with a large number of colleagues,
but colleagues far removed physically and/or organizationally, that is reasonably an
aggravating factor. Following this line of reasoning, when plotting the total
organizational area of each primary case against its continuity, the result is a somewhat
increased correlation. In the example of number of mainline committers versus commit
size (see Figure 4), p decreases from 0.01039 to 0.009672 (see Figure 5). To
summarize, we find that the collected data shows that the headcount (or width) of the
developing organization affects the average size of commits, and consequently the
continuity of continuous integration; on a more speculative note we also argue that there
is also some reason to believe that its depth may be a relevant factor, albeit a weaker
one.
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Figure 5: Plot of number of mainline committers (Si5) times organizational
depth (Si6) versus average mainline commit size (Co3).

4.6.2 Frequency of Commits and Size of Organization

From the collected data we find that there is a tendency for developers of larger
organizations to commit less frequently, but with p values ranging from 0.14 to 0.18
for all size metrics (see Table 9), the correlation is not strong enough to draw any
conclusions.

4.6.3 Size of Commits and Ways of Working

Looking at the graphs shown in Section 4.6.1, it is clear that – unsurprisingly – the size
of the organization is not the only factor in determining continuity: some of the cases
are well below or above of the trend line. This poses the question whether the cases
above and below, respectively, have anything in common. An interesting data point in
this context is the qualitative information received from the practitioners with regards
to ways of working in each case. Labeling the cases as either prescribing integration
directly with the mainline or integration via local branches shows the two cases of the
former category below the trend line, and the four cases of the latter category all above
the trend line. Figure 6 demonstrates this by splitting the plot shown in Figure 4 into
the two categories, with separate trend lines.

Another item of interest which presents itself when exploring the data is that the
behavior of in-house developers is, in some cases, very different from that of external
consultants. Of the six cases, three make heavy use of external consultants (more than
25% of commits): cases B, D and F shown in Figure 6. In cases B and D – located
above the trend line and integrating via local branches rather than directly with the
mainline – external consultants make significantly larger commits than internal
developers: the average external commit is approximately twice as large as the average
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internal commit (across a total of 1,277 commits by 236 committers). In case F,
however – well below the trend line and emphasizing direct mainline integration – the
average size of commits is approximately the same across both populations.

Figure 6: Split of cases according to way of working with regards to
integrating directly with the mainline or via local branches. The former
category is shown as yellow triangles, and the latter as red rhombuses. The
overall trend line of both categories (blue) is preserved for reference.

While these findings are far from conclusive, we argue that they make intuitive sense
and that they do point at a very interesting phenomenon. It is entirely conceivable that
external consultants, not physically present where most of the development is
conducted and therefore presumably missing out on much of the day-to-day
communication and social interaction, tend to work more closely with other external
consultants on local branches and staying there longer before integrating with the
development mainline. That is, unless directly integrating with the mainline as
individual developers – rather than delivering as a team from a local branch – is the
mode of operations, whereupon such differences are mitigated or even eradicated.

The data collected from the six primary cases is unfortunately not sufficient to
conclusively answer this question. Based on the above line of reasoning, however,
regarding the behavior of external consultants as noise in the overall data set (as it is
presumably unrelated to the size of the area of direct change impact) and consequently
removing all commits by external consultants from the data set produces a much
stronger correlation between organizational size and continuity. To exemplify, the two-
tailed p value of Si3/Co3 correlation decreases from 0.004796 to 0.001683. Correlation
with number of mainline committers (Si5/Co3) decreases similarly, and when
combined with the depth of the organization (as shown in Figure 5) decreases further
in Pearson’s test of linear correlation to a p value of 0.006686 and an R value of 0.932
(see Table 9 for reference). This correlation is also shown in Figure 7.
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Figure 7: Plot of number of mainline committers (Si5) times organizational
depth (Si6) versus average mainline commit size (Co3), excluding commits
by external consultants.

4.6.4 Number of Builds and Size of Organization

As shown in Table 9, the size of the organizations correlates not only with the average
size of commits, but also the frequency of builds relative to the number of commits.
This correlation –  with depth of the organization taken into account, as in Section 4.6.1
– is plotted in Figure 8. Its Pearson’s p and R values are 0.01293 and -0.906,
respectively.

The reason that this number is interesting is that it provides an indication of the
capability to build and test every change to the source code independently, rather than
batching multiple changes into one build (see Section 4.4.2 for a more in-depth
discussion).

Looking at the values of the vertical axis the reader may reflect that even at the low
end they are all above or close to one build per commit, which intuitively should still
be fine. It shall be noted, however, that the data includes a large number of “extraneous”
builds: manually triggered builds, scheduled off-hours builds, retries et cetera. As a
consequence, the number of builds acting on newly introduced changes is much
smaller.
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Figure 8: Plot of number of mainline committers (Si5) times organizational
depth (Si6) versus number of mainline builds per mainline commit (Co4).

4.6.5 Frequency of Commits and Composition of Organization

Generally speaking, all three metrics related to the “width” of the organization (Si3, Si4
and Si5) correlate with the same continuity metrics (see Table 9). This is not surprising,
as they are themselves correlated: an organization with larger headcount tends to have
more developers, which implies more people committing code. They do not correlate
perfectly, however, and there is some variance in proportion of developers to total
headcount – that is, people whose main responsibility it is to actually develop software
as opposed to working on the software product in any capacity, including developers,
testers, line managers, product owners et cetera (see Section 4.4.1.2). Exploring this
variance reveals an interesting link to developer behavior, shown in Figure 9.
Incidentally, the percentage of the organization contributing to development has also
been identified as a relevant metric for software quality in related work (Nagappan et
al. 2008).

Pearson’s test of linear correlation yields a two-tailed p value of 0.04519 and an R
value of -0.821. In other words, the correlation is not as strong as the ones presented in
Section 4.6.1, but highly interesting nonetheless. It is worth pointing out that what this
plot shows is not that fewer commits are made per engineer if a lower proportion of
them are developers (which would be wholly expected, and indeed confirmed by the
data collected in this study). Instead, it suggests that the behavior of those who actually
are designated developers changes the smaller the fraction of the workforce they
constitute.

One could argue that this finding is counter intuitive: the more personnel that is
available in “supporting” roles, one might reason, the more developers should be able
to focus on writing and committing code. What this data implies is that the opposite is
happening with regards to committing frequently, with the caveat that it says little about
productivity per se. On the other hand, one might also speculate that an organization
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with a low proportion of developers is less focused on actual software development as
a craft than it is on other aspects of product development, such as project planning,
requirements management, documentation and reviews, and that development practices
such as continuous integration suffer as a consequence.

On a side note, it is worth noting that even in the most continuous case the number
of commits per developer is only 11.6 over a two month period – a far cry from the
prescribed minimum of one per day.

Figure 9: Plot of total headcount (Si3) over number of developers (Si4)
versus number of commits per developer during the studied two month period
(Co1).

4.6.6 Context Metrics

The gathered context metrics (Cn1-5) show that each case was embedded software in
the telecommunications industry and each used Git and Jenkins for SCM and CI server,
respectively. They had been in development for three to eight years, but no correlation
with continuity could be established.

4.6.7 The Case for Design for Manufacturability

As discussed in Section 4.1, the question driving this work is not whether large scale
software development can adhere to continuous integration – we know from experience
that this is possible. The six primary cases are a case in point: they are all integrated
into a very large system, continuously integrating and delivering new versions at a very
rapid rate. We also know, however, that it can be problematic, and related work
suggests that the solution has to do with modularity (Bellomo et al. 2014, Olsson et al.
2012, Roberts 2004). It is important to understand, however, that there are different
types of modularity: a runtime modular system may well be developed, built and tested
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as a monolith, and consequently qualify as but a single area of direct change impact.
Hence, the continuity of continuous integration would seem dependent on the
architectural design of the system.

The architectural style of microservices focuses on methods of splitting a software
system into small, relatively autonomous fragments, which can then be deployed,
scaled and upgraded in their own independent life cycles. Its proponents stress the
importance of considering the structure of the organization developing the system so
that teams can take end-to-end ownership of “their” services –  in effect, making
Conway's law work for them (Newman 2015). In this regard, the microservices style
may be considered to be at one extreme of the modularity spectrum. That being said, a
microservices style of system architecture is not without its problems. Particularly,
given its heavy use of modern cloud oriented infrastructure, it can be difficult to achieve
in an embedded software context – a context already posing significant challenges to
the adoption of continuous integration (Mårtensson et al. 2016) – often due to resource
constraints and strict real-time requirements leading to a higher level of integration and
connectedness between components that, in turn, violates the principles of a
microservices architecture.

We believe that not only do the results presented in this paper strongly support the
concepts underpinning the microservices architectural style, but also in a broader sense
point towards the importance of considering the manufacturability (or perhaps more
accurately the developability) of software in architectural decisions: how can the
software be designed and partitioned not just to achieve desired runtime characteristics,
but to optimize its development and integration? We argue that while the concept of
design for manufacturability has always been a core concern for most engineering
disciplines, it has largely been neglected in software engineering. This is not entirely
surprising, as the concept of manufacturing does not translate cleanly to the realm of
software. Nevertheless we believe that it is applicable in the slightly modified sense of
developability and that data presented in this work suggests that the size of direct
change impact – and consequently modularity – is a crucial factor.

4.7 Validation

As described in Section 4.3.3, ten individual interviews with senior software engineers
in five independent companies (one of them the company of the primary cases, see
Section 4.5.1) were conducted in order to validate the findings presented in Section 4.6
and to investigate their generalizability. All five companies operate in separate industry
segments: military aeronautics, telecommunications, road vehicles, video surveillance
and military electronics and radar, respectively. All five companies are members of
Software Center.

4.7.1 Interview Guide

The interview guide first queried the extent of the interviewees’ experience: how many
years of industry software development experience did they have, and what was the
largest development project they had been involved in, in terms of headcount? This
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contextual information was included because – assuming that the findings in Section
4.6 are valid – the extent to which engineers have experienced their effects may depend
on the situations they have been exposed to.

Having explained the meaning of size and “the continuity of continuous integration”,
the remaining interview questions (see Table 10) were used to query the interviewees'
opinions based on their experiences from their reference projects. For each question,
the interviewees were given the option to decline to answer in case they did not feel
that they had the required experience or insight.

Interview Questions
IQ2 Does each developer push his/her commits to the main track, or do the developers

commit to a team or feature branch, which is then integrated into the main track?
IQ3 Would you agree that there is a correlation between the size of the software product

and the continuity of continuous integration?
IQ4 Would you agree that there is a correlation between the size of the organization and

the continuity of continuous integration?
IQ5 Which is most important for the correlation between scale and the continuity of con-

tinuous integration – size of the organization or size of the software product?
IQ6 Would you agree that there is a correlation between hierarchical depth of the organi-

zation and the continuity of continuous integration?
IQ7 Would you agree that there is a correlation between the proportion of software de-

velopers (to the overall headcount of the developing organization) and the continuity
of continuous integration?

IQ8 Would you agree that there is a correlation between the “integration time” modular-
ity of the software architecture and the continuity of continuous integration?

Table 10: Validation interview questions.

The interviewees were asked to rate their answers to questions IQ3-4,6-8 on a scale
of 1 to 5, with 1 representing “Do not agree” and 5 representing “Fully agree”.
Similarly, they were asked to rate their answers to IQ5 on a scale of 1 to 5, with 1
representing “Size of the organization” and 5 representing “Size of the software
product”. The full interviewee responses are available in Chapter 4 Appendix A while
an overview of their responses to questions IQ3-8 is shown in Figure 10.

Questions addressing the behavior of external consultants (discussed in Section
4.6.3) were deliberately omitted from the interview guide. This was because while the
differences in behavior exhibited in the primary cases are interesting, we believe that
further data is required before drawing any clear conclusions suitable for validation in
this format. The questions were also kept at a relatively high level of abstraction, e.g.
not going into details with regards to types of continuity, as we felt that the introduction
of such specific concepts in an interview situation would only serve to muddy the
waters and risk confusing the interviewees.
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Figure 10: Candlestick chart of interviewee responses to questions IQ3-8,
displaying quartiles zero through four for each question.

4.7.2 Interview Responses

The responses clearly show that engineers are widely experiencing a correlation
between size and continuity, confirming the quantitative data of our study (IQ3-4). In
particular, the responses suggest a correlation in the case of organizational size. Indeed,
when asked which might be the more important factor (IQ5), the majority of
interviewees considered organizational size to be the dominant factor. It is also
interesting to note that a number of the interviewees spontaneously commented that
size does not prevent continuity, but rather that it comes down to how the architecture
of the product (and the organization) deals with that size: “this works if you don't have
dependencies between the teams”, “this depends on the architecture”, “with decoupled
components and by allowing a certain margin of error you can reduce the impact” and
“there are ways you can architecturally mitigate [the problems]”. That being said, there
were dissenting voices, e.g. stating that size is not the important factor but rather “the
goal of the organization is what is essential”. Meanwhile, others agreed that there is a
strong correlation, but provided the additional perspective that not only does size affect
the ability to work continuously, but also drives the need, saying that particularly a
“large project needs continuous integration but it is hard to work that way”.

Interviewees gave very mixed responses with regards to correlation with
organizational hierarchies (IQ6). Some stated that it is completely irrelevant, while
others believed it to be an important factor. One take on this issue is that hierarchies
can have an adverse effect on the ability to unite on a shared vision, which in turn
affects the ability to adopt continuous integration. As one interviewee put it, “it's about
communication, culture and common understanding”. In summary, we find that with
regards to hierarchical depth in the development organization, the interviewee
responses are as inconclusive as the quantitative data. That being said, we see
significant potential for further work in this area to better understand the mechanisms
at play and attempting to answer the question of why senior engineers in the industry
display such divergence in their experiences (see Section 4.9.1).
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The question concerning the composition of the organization (IQ7) yielded largely
positive responses. The interviewees reflected that, counter to the notion that more
supporting roles would enable developers, it is harmful in that it “slows down the
process [because it] removes the responsibility from developers” and “a lot of boards
and forums slows down the development process”. One went so far as to say that “this
is the most important issue”, since “there are so many people who don’t understand
software”. Interestingly enough, another interviewee from the same company and
indeed the same project took the opposite view: “there is no relation between software
work and other tasks”. One may speculate as to the cause of such disparate views – we
find it plausible that it is related to the individual's own background and role in the
organization.

That being said, we feel compelled to comment on the undertone of frustration and
urgency we experienced from several of the interviewees in response to this question.
It was clear to us that what they perceived as the inability of an organization dominated
by “people who work with papers” to understand software in general and continuous
integration in particular was a subject they felt very strongly about. This cultural aspect
and its impact on continuous integration practice is also a subject we have discussed in
previous work (Mårtensson et al. 2016).

The final question concerning the existence of a correlation between continuity and
modular architecture (IQ8) received generally strong agreement with the majority of
interviewees scoring 4 or 5. Their comments offer further support of our interpretation
of the quantitative data, e.g. stating that “if the system is large and you don’t have
modularity you have a constant war between changes and conflicts between teams”.
Interestingly, one interviewee held what might be considered an opposite view: yes,
there is a correlation, but “it is better to have a fully integrated product” as this “drives
a common vision” which they felt was the single most important factor in achieving
continuity.

One interesting observation can be made from studying IQ2, querying the size and
ways of working of the projects the interviewees have experienced. Comparing their
stated ways of working – committing directly to the mainline or via team and/or feature
branches – to the size of their respective organizations one finds that it is only the
smallest projects which actually utilize the former strategy (see Figure 11). This way
of working, in turn, appears from the quantitative data to be linked to the continuity of
continuous integration (see Section 4.6.3).

A full report of interviewee comments is presented in Chapter 4 Appendix A.

4.7.3 Validation Summary

In summary, we find that the interviewee statements of ten senior engineers in five
independent companies confirm our analysis of the data collected from the primary
cases:

· Engineers in industry do see a correlation between size and the continuity of
continuous integration, particularly when it comes to organizational size.
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· There is no consensus among engineers in the industry regarding any correlation
between hierarchical depth in the organization and the continuity of continuous
integration.

· Engineers in industry do see a correlation between organizational composition and
the continuity of continuous integration.

· Engineers in industry do see a correlation between modular architectural styles and
the continuity of continuous integration.

· There is a correlation between organizational size and ways of working with regards
to integration and branching.

Figure 11: Overview of the organizational size of the projects the
interviewees reported experiences from. Cases where commits were made via
team or feature branches are represented by blue squares, while cases where
individuals integrate directly with the mainline are represented by red
rhombuses and highlighted by the shaded area.

4.8 Threats to Validity

This section discusses threats to construct validity, internal validity and external
validity.

4.8.1 Threats to Construct Validity

In this work we have presented the hypothesis that it is the size of the area directly
impacted by changes that matters. This is what we have studied, and the statements by
interviewed practitioners lend some support to this hypothesis, but it can not be ruled
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out that other definitions of size – equally applicable to the studied cases – may be as
relevant or even more so. This can be interpreted as a threat to construct validity.

Our position is that the study clearly shows that size matters. The exact details of the
underlying mechanisms are unclear, however. Consequently any attempt at defining the
precise boundaries of the entity the size of which matters are going to include a certain
element of speculation, as one is forced to reason about which connections matter and
which do not. To exemplify, if one is overly generous one might argue that the entire
Internet is a single “system”. If one is overly conservative, on the other hand, one might
argue that a single source file is its own isolated entity. The answer, if indeed there is a
single answer, clearly lies somewhere in between, and we argue for what we consider
to be a reasonable definition based on experiences and observations (see Section 4.1).
As long as this caveat is kept in mind, we do not believe this fact poses any significant
threat to construct validity.

4.8.2 Threats to Internal Validity

Of the 12 threats to internal validity listed by Cook et al. (1979), we consider Selection,
Ambiguity about causal direction and Compensatory rivalry relevant to this work.

· Selection: The studied cases were not randomly selected, but rather purposively
sampled: they were selected to create a population of accessible cases as similar as
possible in all respects but their size. Similarly, interviewees were purposively
sampled to represent as wide a segment of the industry as possible. Considering the
rationale of these samplings and the fact that the resulting data sets are mutually
supportive, however, we consider this threat to be mitigated.

· Ambiguity about causal direction: While we in this study discuss correlation, we are
very careful about making statements regarding causation. In other words, there is
no threat to the validity of the study per se. That being said, we do argue that
causation is a plausible explanation for our findings and that e.g. larger organizations
lead to reduced continuity, but the precise relationships deserve more in-depth
attention. Consequently, we consider this to be an important topic for further work.

· Compensatory rivalry: When performing interviews and comparing scores or
performance, the threat of compensatory rivalry must always be considered. In our
validation interviews, however, the questions (see Table 10) were deliberately
designed to be value neutral by assessing correlation, rather than judging own
capability, performance or skill. That being said – in line with our experiences from
previous work – we found the interviewed engineers more prone to self-criticism
than to self-praise.

4.8.3 Threats to External Validity

The quantitative data is gathered from six cases within a single company. While
representing a total body of 1,852 engineers, it is conceivable that the findings from
these cases are only valid for the one company, or the one industry segment. For this
reason the validation was designed to bring in perspectives from a larger number of
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companies developing other types of products. By confirming the findings from
quantitative data in one case with statements from engineers in five companies
operating in separate industry segments, we argue that this threat has been mitigated.

4.9 Conclusion

In this paper we have studied the correlation between the size of software development
efforts and the ability to practice continuous integration. Based on findings in related
work and our own observations as both researchers and practitioners, we have
hypothesized that the size of the development context directly impacted by any changes
made by the developer – demarcated by explicitly versioned dependencies – correlates
with the continuity of continuous integration within that context.

To investigate this hypothesis we have identified six size metrics and four continuity
metrics and collected data from six industry cases, analyzing 5,071 commits made by
1,049 unique committers in organizations encompassing a total of 1,852 engineers over
a two month period. During this process we found that several of the attempted metrics
– lines of code, cyclomatic complexity and developer behavior on team and/or feature
branches – were, for reasons discussed in Section 4.5.2, not feasible.

As discussed in detail in Section 4.6, however, analysis of the remaining metrics
reveals that organizational size clearly correlates with continuity – a finding which is
validated by subsequent interviews with ten senior engineers in five independent
companies operating in separate segments of the industry: military aeronautics,
telecommunications, road vehicles, video surveillance and military electronics and
radar. A summary of assertions, support from quantitative data and validating
interviews and conclusions, respectively, resulting from this study is shown below.

· Assertion: A larger software size correlates with lower continuity.
· Support from primary cases: Product size metrics could not be gathered.
· Support from validating interviews: Industry engineers report experiencing such a

correlation, albeit to a lesser degree than organizational size. Several interviewees
qualified their responses by saying that size matters, but it also depends on the
software architecture.

· Conclusion: We consider it plausible that software size negatively affects the
continuity of continuous integration.

· Assertion: A larger organizational size correlates with lower continuity.
· Support from primary cases: A clear negative correlation with regards to size of

commits and number of builds is evident in the data. There is also a tendency for
larger organizations to commit less frequently, but the p value is not small enough
to draw any definitive conclusions.

· Support from validating interviews: Industry engineers strongly support the
correlation.

· Conclusion: There is a clear negative correlation between organizational size and
continuity – particularly with regards to size of commits and number of builds.
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· Assertion: A larger proportion of developers in the organization correlates with
higher commit frequency.

· Support from primary cases: The collected data shows a clear tendency of
developers in organizations with a higher proportion of non-developers to commit
less frequently.

· Support from validating interviews: Industry engineers largely support this assertion.
While some disagree, others were adamant that a software development organization
with a large proportion of non-developers will struggle to “understand software” and
consequently experience difficulties in adopting continuous integration.

· Conclusion: We consider it highly plausible that continuity correlates positively with
the proportion of developers in the organization. That being said, even in the most
continuous of the studied cases falls far short of the often cited goal that “each person
integrates at least daily” (Fowler 2006).

· Assertion: A modular architectural style supports continuous integration.
· Support from primary cases: The studied cases are all modules in a larger system –

a system which is itself continuously integrated, rapidly and frequently producing
new release candidates. The larger the organization of each respective module,
however, the less continuously it is developed.

· Support from validating interviews: Industry engineers strongly support the notion
that architecture plays a key role in enabling continuous integration, stressing a
number of factors including competition and conflicts between teams, coordination
between parts of the software and the time required for building and testing.

· Conclusion: In line with claims in related work and the correlations found in the
studied data, we argue that breaking down large systems – software systems but
perhaps even more importantly organizations – into smaller pieces is a key enabler
for continuous integration at scale.

· Assertion: A deeper hierarchy of the organization correlates with lower continuity.
· Support from primary cases: The data does not show any clear correlation.
· Support from validating interviews: There is no consensus among the interviewed

industry engineers.
· Conclusion: This study offers no support for the notion that hierarchical depth is an

important factor in general, but does not rule out that it may be relevant in particular
circumstances.

· Assertion: External consultants exhibit a less continuous behavior than internal
developers when integrating via team or feature branches.

· Support from primary cases: Half of the studied cases rely heavily on external
consultants (25% of more of commits). Of these, in the two using team or feature
branches the external consultants made approximately twice as large changes, on
average. In the third case, integrating directly with mainline, there was no significant
difference between in-house developers and external consultants.

· Support from validating interviews: Not addressed in interviews.
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· Conclusion: We do not believe that the data set allows for any definitive conclusions,
but it does suggest an interesting phenomenon.

· Assertion: Integrating directly with the mainline, as opposed to via team or feature
branches, leads to increased continuity. Furthermore, larger organizations tend to
use team or feature branches.

· Support from primary cases: Among the studied cases there is a clear difference
between cases where developers integrate directly with the mainline, and cases
where they do not.

· Support from validating interviews: Analysis of the background of the interviewed
engineers reveals that only the smallest of the organizations they represent practice
direct integration with the mainline.

· Conclusion: Our study suggests that direct integration with the mainline is superior
from a continuity point of view, but that larger organizations are unable or unwilling
to work in such a way.

4.9.1 Further Work

Apart from questions raised in Section 4.8, we believe that this study also opens up
other promising and important avenues for further work.

The argument that a key enabler for continuous integration is the successful
communication of a shared vision in the organization – touched upon from several
points of view in the interviews – deserves further attention. It begs the question of how
such a successful vision can be formulated and how it can be communicated. Any
interplay with organizational size and/or depth is particularly interesting, as our study
strongly suggests that larger organizations struggle with the adoption of continuous
integration. We hypothesize that one explanation for this could be the difficulty of
uniting on a single goal in a large organization. Another explanation could be a
tendency for engineers to focus on and optimize for their small part of the whole, as the
complete system is much too large for them to overview.

A second avenue is that of manufacturability. This work suggests that as a
consequence of architectural design decisions, software can be more or less easy to
integrate, and by extension to develop. It is far from clear what those architectural
decisions are, however. Modularity – in particular “integration time” modularity – is
clearly relevant, but there are many ways to achieve modularity and many ways to
handle dependencies between modules and mapping of organization to modules. The
statement by one of the interviewees that their earlier “transfer to cross functional teams
was not good” and that their “previous component-based organization was faster”
prompts a number of questions for the research community to address.

Third, the indication that external consultants may exhibit less continuous behavior
than their in-house counterparts is highly interesting and worth of further study.

Last but not least, while this work reports on the size of areas of direct change impact
and correlations with the continuity of continuous integration, we can also identify
another dimension: the time dimension, or more accurately the life cycle dimension, of
such an area. In other words, how far in the life cycle of the product is that context
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decoupled (and actually not directly impacting) from that of the larger product or
system? Here, as in Section 4.6.7, we find microservices at one end of the spectrum,
where the parts of the system are first integrated in deployment. At the other end we
find a monolithic system with a single source, where the point of integration between
every developer of the product is immediately upon code commit. We consider the
question of whether and how this time dimension affects development practices in
general, and continuity in particular, to be a highly relevant area of further work.
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Chapter 4 Appendix A

This appendix includes the complete validation interview response material of chapter
4, presented per interviewee. See Section 4.7 for further detail and a list of interview
questions.

Company A, Interviewee 1: Years of industry software development experience: 16.
Total headcount in project: 500. Developers in project: 150. Hierarchical depth: 5.

IQ2: Response: Committing to a team or feature branch (one developer commits for
the whole team).

IQ3: Response: 4. Comments: “Continuous integration is more difficult with a large,
complex software product. Complexity is more important than lines of code.
Complexity means dependencies.”

IQ4: Response: 2. Comments: “The number of people is not interesting. Every team
should deliver independently. This works if you don’t have dependencies between the
teams. It does not work if you have such dependencies. However, if the organization
scales, continuous integration infrastructure must scale, too. Otherwise queues will
[reduce] continuity.”

IQ5:Response: No response. Comments: None
IQ6: Response: 1. Comments: “Not at all interesting. This affects information flow,

but not at all continuous integration.”
IQ7: Response: 1. Comments: “No, there is no relation between software work and

other tasks.”
IQ8: Response: 5. Comments: “Continuous integration is much easier with

modularity.”

Company A, Interviewee 2: Years of industry software development experience: 10.
Total headcount in project: 500. Developers in project: 150. Hierarchical depth: 5.

IQ2: Response: Committing to a team or feature branch (one developer commits for
the whole team).

IQ3: Response: 4. Comments: “A small project doesn’t need [continuous
integration]. A large project needs continuous integration but it is hard to work that
way.”

IQ4: Response: 5. Comments: “The organization! [sic]”
IQ5: Response: 1. Comments: None
IQ6: Response: 5. Comments: “Much harder to work the same way with many

hierarchy levels, at least harder to communicate a unified way of working.”
IQ7: Response: 5. Comments: “In this project it is a problem that there are so many

people that are not developers. There are so many people who don’t understand
software. There is not enough focus on following the processes for software
development. This is the most important issue!”

IQ8: Response: 3. Comments: “Integration of binaries might cause lots of problems
if you have problems with interfaces then it is better to integrate source code.”
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Company B, Interviewee 1: Years of industry software development experience: 10.
Total headcount in project: 70. Developers in project: 40. Hierarchical depth: 2.

IQ2: Response: Committing to a the main track.
IQ3: Response: 1. Comments: “A lot of people causes a need for continuous

integration. A large product does not imply that it is more difficult to work with
continuous integration.”

IQ4: Response: 5. Comments: “You want to deliver more often if a lot of people
work with the same components as you do. Extra work when big changes must split up
into small deliveries instead of be delivered as a monolith.”

IQ5: Response: 1. Comments: None
IQ6: Response: No response. Comments: None
IQ7: Response: 3. Comments: None
IQ8: Response: 5. Comments: “Better modular architecture gives more freedom and

development is more continuous.”

Company B, Interviewee 2: Years of industry software development experience: 20.
Total headcount in project: 100. Developers in project: 60. Hierarchical depth: 3.

IQ2: Response: Committing to a the main track.
IQ3: Response: 1. Comments: “No, not as our architecture is of today. Scale does

not affect the way of working. Our code base is divided into [hundreds of] modules.”
IQ4: Response: 4. Comments: “Not regarding headcount, but there is a correlation

to the structure of the organization. Our previous component-based organization was
faster. The transfer to cross functional teams was not good. Integration tests are
component-based and there is no support for them in the new organization.”

IQ5: Response: 2. Comments: None
IQ6: Response: 4. Comments: None
IQ7: Response: 4. Comments: “Requirements on for example test coverage affects

software development. New activities are added to what the developers must do.”
IQ8: Response: 2. Comments: “The developer has about 700 of 900 modules in their

development environment. The system is built as a monolith. I don't think integration
should be easier with integration time modularity.”

Company C, Interviewee 1: Years of industry software development experience: 25.
Total headcount in project: 100. Developers in project: 70. Hierarchical depth: 7.

IQ2: Response: Committing to a team or feature branch (each team works on its own
mainline, with each component running on its own CPU).

IQ3: Response: 4 Comments: “It depends on the architecture and debugging.
Modularity and self-containment affects this.”

IQ4: Response: 4. Comments: “We are too many people. Much too little code is
produced. We are trying to introduce a continuous integration way of working and this
is hard as the right information is never on the right place.”

IQ5: Response: 1. Comments: None
IQ6: Response: 2. Comments: “It is more related to the size of the organization. By

the way an organization in many levels is a bad organization. It might [result in the]
organization becoming political and creates ownership for components in a bad way.”
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IQ7: Response: 2. Comments: “This contradicts the agile way of working. A lot of
boards and forums slows down the development process. Too many people are involved
in an issue. Or is it. Maybe this does not affect this at all?”

IQ8: Response: 5. Comments: “Yes! If the system is large and you don’t have
modularity you have a constant war between changes and conflicts between teams.”

Company C, Interviewee 2. Years of industry software development experience: 20.
Total headcount in project: 1000. Developers in project: 80. Hierarchical depth: 8.

IQ2: Response: Committing to a team or feature branch (each team works on its own
mainline, with each component running on its own CPU).

IQ3: Response: No response. Comments: “The largest [product component] is the
one that [is most] continuous. Larger products work better with continuous integration.”

IQ4: Response: No response. Comments: “The goal of the organization is what is
essential. We see that a large organization can work continuously, some other small
organization can not. The interesting thing is that you formulate a common vision – we
shall build a [product].”

IQ5: Response: No response. Comments: “Business goals and vision are interesting
– to focus on speed!”

IQ6: Response: 1. Comments: “No. The [product component X] project has a lot of
hierarchies and is working continuously. They have focused on overall vision and
speed. Others have focused on specifications.”

IQ7: Response: No response. Comments: “920 of 1000 people in the project are
braking the process. If they could focus on test models, it would help. Now when they
run around with specifications and powerpoints they are just a brake.”

IQ8: Response: 3. Comments: “Affects a lot. Every part of the organization think
their [part] is the product. They don't share the same vision of a common product. It is
better to have a fully integrated product – this drives a common vision.”

Company D, Interviewee 1: Years of industry software development experience: 16.
Total headcount in project: 1200. Developers in project: 1000. Hierarchical depth: 3.

IQ2: Response: Committing to a team or feature branch (with occasional exceptions
for small items and fixes).

IQ3: Response: 4. Comments: “With caveats. A larger product size requires more
levels of integration, so in that way it has an effect. In a perfect software architecture it
wouldn’t have as large an effect as it does today. [...] With decoupled components and
by allowing a certain margin of error you can reduce the impact, but the way it is now
[in our product] there is an impact. It's what we struggle with on a daily basis.”

IQ4: Response: 4. Comments: “It feels as though the more developers you add the
more the amount of work on branch increases. You get more parallel work going on.
At the same time there are so many tests going on you can’t integrate all the time, but
end up on branch, which leads to larger commits. And all this grows; if you add another
team the queue grows. This leads to adding on more work [required to commit], leading
to larger commits. Our way of working contributes to this – we have cross functional
teams working across multiple [requirement] areas. With more decoupling I'm sure we
could increase the pace.”
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IQ5: Response: 2. Comments: “A larger number of people creates a larger number
of jobs on branch which need to be integrated. As it is right now we can squeeze in 30
commits per day. When I look at [a smaller product] they have about the same pace of
integration as we do, but with a much smaller number of people. And we get all these
knock-on effects, like setting up continuous integration on branches. But that’s not all,
it's also about the modularity of the product. You can choose not to have people working
across the entire product. The difficulty here is how to stop guessing, and obtaining
evidence to support architectural decisions and changes to our continuous integration
machinery. It’s hard to looking into one’s crystal ball and see what the effects will be
from e.g. testing more or less.”

IQ6: Response: 1. Comments: “I don’t see anything of that. The teams have a free
reign, they can do any type of changes. The organization has a rather limited impact in
that regard.”

IQ7: Response: No response. Comments: “If you have an organization of 1,200
where 5 are developers, compared to an organization of 1,200 where everybody is a
developer, of course there’s going to be a difference. You could also argue that if we
don’t have team leaders, project leaders, coordinators et cetera, we wouldn’t have any
control. Then we would step all on one another's toes all the time. You would like to
think these people [leaders, managers] serve a purpose.”

IQ8: Response: 5. Comments: “I think if we achieve increased modularity we’ll also
see a higher pace of integration. And I think that's what [managers] often look at. We
see that clearly in the KPIs we measure, managers look a lot at number of commits per
day and such. But then you forget that in our way of working those commits are on
branch, but that’s not what's measured.”

Company D, Interviewee 2: Years of industry software development experience: 12.
Total headcount in project: 2000. Developers in project: 1200. Hierarchical depth: 4.

IQ2: Response: Committing to a team or feature branch (both variants exist, but
working on branch is the common case).

IQ3: Response: 4. Comments: “The reason I believe that is because in order to
maintain high continuity you need to keep track of your dependencies. The larger the
product, the harder it is to understand how your contribution affects the product. Then
there are ways you can architecturally mitigate that, but the way we work I experience
[this effect].”

IQ4: Response: 4. Comments: “A large organization makes it harder to communicate
between teams.”

IQ5: Response: 4. Comments: “It’s harder to stimulate collaboration [through
organization] than it is to choose a product architecture that stimulates continuity.”

IQ6: Response: 3. Comments: “You haven’t included any question regarding
geographic distribution. If you have a deep hierarchy that can imply that you are also
geographically distributed, because we have a tendency to organize like that. But apart
from that I don’t think [there is any correlation].”

IQ7: Response: 3. Comments: “I’m thinking that as a developer, as opposed to [other
roles], you probably see a greater benefit from maintaining high continuity. You get
better feedback from being continuous.”
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IQ8: Response: 4. Comments: None

Company E, Interviewee 1: Years of industry software development experience: 20.
Total headcount in project: 200. Developers in project: 180. Hierarchical depth: 3.

IQ2: Response: Committing to a team or feature branch.
IQ3: Response: 4. Comments: “Testing: A larger system must be tested – which

takes longer time. Modularity: You have never a fully modular system – you affect
other modules, you must wait for implementation in other modules and you have to
wait. If you have a mature system, with only a few people involved, it might work well.
There is no natural connection. It depends on the architecture.”

IQ4: Response: 5. Comments: “This is more relevant [than product size]! The
problem is that there are too many rebases. It is also harder to keep a good coding
standard and architecture. But if the system is modular both architecturally and
organizationally [it can work].”

IQ5: Response: 2. Comments: None
IQ6: Response: 5. Comments: “We have not succeeded to handle development

between different parts of the organization in a good way. It's about communication,
culture and common understanding.”

IQ7: Response: 5. Comments: “To build internal structures that don’t do anything
(people working with requirements etc.) slows down the process. It also removes the
responsibility from developers. It is always better to implement and then re-factor than
to ask for permission.”

IQ8: Response: 4. Comments: None

Company E, Interviewee 2: Years of industry software development experience: 10.
Total headcount in project: 250. Developers in project: 200. Hierarchical depth: 3.

IQ2: Response: Committing to a team or feature branch.
IQ3: Response: 4. Comments: “This depends on the architecture. In the best of

worlds you have no correlation, but in the real world there is a correlation.”
IQ4: Response: 5. Comments: “This is also an architectural problem (architecture of

the organization), but more difficult to solve than the software problem. There is no
efficient way of communicating within our organization right now. That is a problem
as everyone must understand the status of the software.”

IQ5: Response: 2. Comments: None
IQ6: Response: 4. Comments: “A deep hierarchy is harmful to continuity. It is harder

to spread information through many levels in an organization.”
IQ7: Response: 3. Comments: “People coming from other disciplines than software

are used to that it takes longer time to transform an idea to implementation. People who
work with papers will use longer time spans than people who work with software.
[Software developers] work faster.”

IQ8: Response: 5. Comments: “We want to deliver binaries, and are working with
this. Most people shall deliver add-ons to the platform. This will make integration
easier.”
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Chapter 5

Continuous Integration Is Not About Build Systems

This chapter is published as: Mårtensson, T., Hammarström P. and Bosch, J. (2017).
Continuous integration is not about build systems. 43rd Euromicro Conference on Software
Engineering and Advanced Applications, SEAA 2017, pp. 1-9.

Abstract: Keeping the build fast is often stated as an important prerequisite for continuous
integration, and is also widely discussed in literature. But which importance does the capacity of
the build system actually have in relation to developer behavior? Based on metrics and interview
results from a large-scale industry project, we present the factors that according to the developers
themselves affect how often they deliver software to the mainline. We show that the developer
will deliver less frequently if the delivery processes is time-consuming, if it’s too complicated to
deliver or if there is no evident value in delivering often to the mainline. Behind these three main
themes, we also present a range of sub-categories such as architecture, test activities and
administration. The build system capacity is one of several factors which, if not considered, could
result in undesired continuous integration behaviors – but other factors should be seen as at least
as important.

5.1 Introduction

A build system with the capacity to support frequent integration builds is one of the
prerequisites for continuous integration and related practices. For example, the
importance of keeping the build fast is stated in Martin Fowler’s popular article about
continuous integration (Fowler 2006). In our previous work (Mårtensson et al. 2016),
we have also discussed long build times as one of several factors that could constrain a
full implementation of continuous integration. Different approaches have been
proposed for the structure of the continuous integration pipeline: the integration build
could be nightly (Goodman and Elbaz 2008, Trimble and Webster 2013) or instant
(Goodman and Elbaz 2008, Humble and Farley 2010) to provide developers with fast
feedback. Beck is an advocate of fast feedback, stating “Automatically build the whole
system and run all of the tests in ten minutes. A build that takes longer than ten minutes
will be used much less often, missing the opportunity for feedback.” (Beck 1999)

Build duration (time to compile and run tests) in different projects have been
examined in related work (Downs et al. 2010, Woskowski 2012, Yüksel et al. 2009).
Some publications also highlight how build duration affects continuous integration, as
too long duration means that “continuous integration starts to break down” (Owen
Rogers 2004) or that the build time must be quick enough to “allow the CI server to
keep up with the changes and return feedback to the software engineers while their
memory of (Dösinger et al. 2012).

Based on our experiences, we argue that continuous integration implementations in
industry only partly depend on technological solutions. Following this reasoning, we
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phrase the following research question: Which additional factors other than the build
system play a role when applying continuous integration in industry, and which
importance has actually the capacity of the build system?

The contribution of this paper is three-fold. First, it provides metrics, interview
results and experiences from a large-scale industry project before and after the
introduction of a new build system. Second, based on interview results it discusses
which factors that affect how often developers deliver software to the mainline. Third,
it sheds light on how developers rate the importance of the build system in relation to
the developers’ continuous integration behaviors. The remainder of this paper is
organized as follows. The next section describes the research method. Subsequently, in
Section 5.3 we present the result from the pre-study for a new build system.  In Section
5.4, we present the results from the study after the build system was introduced, and
compare them with the results from the pre-study. Section 5.5 discusses threats to
validity, followed by conclusions in Section 5.6.

5.2 Research Method

In order to discuss the research question, we compare quantitative and qualitative data
from two studies, conducted before and after the introduction of a new build system in
a large-scale software development project.

5.2.1 The Case Study Company

The case study company is developing airborne systems and their support systems. The
main product is a fighter aircraft, which has been developed in several variants. The
next major upgrade will include both major changes in the hardware systems (sensors,
fuel system, landing gear etc.) and a completely new software architecture.

Continuous integration practices such as automated testing, private builds and
integration build servers are applied in the development of the software for the aircraft
computer systems. Test activities are both automated and manual (especially testing
related to HMI aspects). The development teams deliver software to a common
mainline. Testing is conducted in simulated environments, rigs and test aircraft.

5.2.2 The Studies Before and After the New Build System

Our first study was conducted as the pre-study for either an upgrade or a replacement
of an existing build system. The results from the pre-study was used to define a project
that should develop a new build system. Most of the teams migrated to the new build
system during the first six months after it was introduced, but it took more than three
years before all teams were migrated. The second study was conducted when all teams
used the new build system, and compared the status before and after the new build
system was introduced.

Quantitative data were in both studies collected from the integration team, which
was responsible for integrating the software delivered by the developers into the
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mainline. A series of interviews was also held in both the pre-study for a new build
system and the study after the build system was introduced. The interviews in the pre-
study had the characteristics of an unstructured (informal) interview, giving the
interviewee the opportunity to speak freely in their own terms about a limited set of
questions. The interviews in the study after the new build system was introduced were
conducted as semi-structured interviews, using an interview guide with pre-defined
specific questions. The interview results were analyzed based on thematic coding
analysis as described by Robson and McCartan (2016). Extracts from the transcribed
interview responses were coded and collated into themes. A thematic network was then
constructed, resulting in a thematic map.

The interview groups were to a great extent the same individuals in both studies. In
the cases where this was not possible (due to that some individuals had changed jobs
or were not available for the second interview) other interviewees were hand-picked to
represent the same roles as the participants from the pre-study which were not included.

5.3 Working with the Old Build System

5.3.1 The Software System in the Case Study

The software system in this case study is a highly integrated system, where processes
execute in software partitions hosted by a number of computers with bespoke hardware.
Communication between the partitions is handled only in safe time slots. The system is
also a hard real-time system, meaning that every process must absolutely hit every
deadline in the execution pattern.

The execution pattern for the software processes in this complex system is
constructed and statically linked as part of the build process. Therefore, parts of the
build system for this type of product must be developed in-house, or at least be
customized.

5.3.2 Pre-study for a New Build System

In response to feedback from developers regarding long build-times, a pre-study was
initiated aiming at improving the build system and the integration process. The pre-
study collected quantitative data from the integration team as a measurement of the
build system capacity, and also collected qualitative data in a series of interviews.

A simple metric was used to measure the build system capacity: the average number
of integration builds per day (measured over a longer period of time). Development was
distributed to around 20 teams, which were working in team branches in synchronized
three week sprints. The metrics showed that the build system did not have enough
capacity to handle even one delivery of software into the mainline from each team
within a single sprint. The build system was clearly the bottleneck that prevented the
teams from delivering software more often to the mainline, and therefore the major
constraint for the organization during planning of when the team’s software deliveries
should be integrated in the mainline.
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Fifteen individual interviews were held with participants representing different
stakeholders: Two project managers, seven developers, one individual representing the
IS/IT organization and five engineers from the build and integration team. The
interviews were designed as in-depth interviews lasting for one to one and a half hours,
and were conducted face to face. In the first part of the interview, the interviewee was
asked to describe the integration and build process. In the second part the interviewee
was asked which factors the interviewee thought affected how often developers deliver
to the mainline. Finally, the interviewee was asked for ideas on how the build system
could be improved. The interview results were summarized in the following three
bullets:

· The build system was considered to have a low degree of transparency
· The main reason for not delivering more frequently was that build and integration

took too long
· Dependencies and merge conflicts were described as a major problem

The interviews clearly showed that the interviewees considered the build system to
have a very low degree of transparency, and that it was very difficult to understand the
integration process. The main reason seemed to be that the build system was
constructed with a hierarchy of make scripts that were built on top of each other. As it
seemed, no one could clearly describe dependencies between different parts of the
software, or tell how a new build would be produced step by step. One interviewee
answered the question about how the build system worked with “I do not know – magic,
perhaps?”

The interviewees pointed out that the main reason for not delivering software more
frequently was that build and integration took too long. As the build system did not
distinguish between different types of changes in the software, the whole system was
rebuilt for every build. Therefore, every single build took hours to complete. On top of
this, the build system also required a lot of manual steps and temporary adaptations.
This caused many builds to fail, and the build had to be restarted. This was described
as a problem that caused much frustration.

Long time for build and integration implies a long time before the user gets feedback:
does the software that was delivered work as expected when integrated in the mainline?
The importance of finding problems as fast as possible is visualized by Boehm’s cost
curve (Boehm 1976), which shows that longer feedback loops means a higher cost for
the project. In addition to using agile methods, model-based development can also be
used to shorten the feedback time. Experiences from the same case study company as
in this paper have been presented in related work (Andersson et al. 2013): when using
model-based development, the system’s maturity increases faster due to early use of
modeling and simulations (Figure 12). That is, problems (defects in the system) are
found at an earlier stage.
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Figure 12: A comparison of model-based development and traditional
development: product maturity as a function of development progress.

As the teams delivered their software to the mainline so seldom, a delivery very often
revealed difficult merge conflicts which took a long time to handle. The strategy was
to solve the merge conflict before integrating the next delivery, which extended the
trough-put time significantly as deliveries were not handled in parallel. The workflow
with the old build system is shown in Figure 13. A lot of frustration was showing during
the interviews. For example, one interviewee described the problems with difficult
merge conflicts and an extensive integration process with the words “integration angst”.

Figure 13: The workflow used with the old build system: solve merge
conflicts before starting another build.

5.3.3 Results from the Pre-Study

Based on the findings in the pre-study, a project that was to develop a new build system
was started. The main objectives for the project were:

· A build system fast enough to enable all teams to deliver at least once within a single
sprint

· A deterministic build system which enforces dependencies in a way that it is possible
to determine whether a new build will succeed or not

· A transparent build system where it is possible to describe how the build process
works

Another result from the pre-study was that the execution of tests were included in
the build system, and no longer seen completely as separate activities which were part
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of other systems and processes. In parallel with the project that developed the new build
system, other initiatives established an integration pipeline, which included a range of
test activities with the purpose to gradually increase confidence in the build’s quality.
Within the context of continuous delivery (Humble and Farley 2010), this is referred to
as the deployment pipeline (shown in Figure 14).

Figure 14: Trade-offs in the deployment pipeline.

The pre-study was also a starting-point for several initiatives related to better
planning and coordination between the teams in the project, including visualization of
dependencies from one team to another of deliveries in particular time-slots. The
project that developed the new build system was followed by a long period of time
where the build system was rolled out to the teams. Most of the teams transferred to the
new build system within six months, but it took as long as three years before all the
teams were using the new build system.

5.4 Working with the New Build System

5.4.1 The New Build System

The new build system was designed to build incrementally, which means that only
affected parts of the software are rebuilt for a new build. All builds that not affect the
interfaces or scheduling use only a fraction of the previous build time. This means that
if dependencies between components are removed, this will also result in faster builds.
The build system also handles all dependencies instead of depending on manual input
and temporary adaptations. All compiler flags were also centralized instead of the
previous solution which was to use a separate make file for each module.

Collection of data from the build logs showed that the capacity of the new build
system clearly transcended the old build system. The measured capacity of integration
builds per day easily reached the goal to be able to handle at least one delivery from
each team within a single sprint. In addition to that, the data showed a significant over-
capacity, showing that the capacity of the build system was quite likely not the main
impediment that prevents more frequent deliveries to the mainline. A series of
interviews were held in order to capture different stakeholders’ views of the new build
system. The interviews queried the interviewees about the transparency of the build
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system, about the frequency of software deliveries and about continuous integration
behaviors.

Ten individual interviews were held with a group of stakeholders sampled to be as
similar as possible to the interview group in the pre-study: One project manager, five
developers and four engineers from the build and integration team. All of the interviews
were conducted face to face. Five of the interviewees were also included in the
interview group in the pre-study. The other five were sampled to represent the same
roles as the participants from the pre-study which were not included. The reasons for
not including all interviewees from the pre-study interviews were that the interviewees
had changed jobs (to a new assignment not matching this study) or general availability
to participate in the study.

5.4.2 Transparency of the Integration Process

The first question in the interview was “How would you rate how much you know about
the steps in the integration process (purpose, included activities, activity sequencing
etc.)?” A list of the steps in the integration process (as defined by the integration team)
was provided to the interviewee, and the interviewee was asked to set a rating on a
Likert scale from 1 (“I know almost nothing”) to 5 (“I have a really good
understanding”). The responses from the interviewees are summarized in Table 11.

Interviewee Role All steps “Internal”
steps

“External”
steps

1 Integration 4.3 4.4 4.0
2 Developer 2.8 2.4 3.3
3 Integration 4.1 5.0 2.7
4 Developer 1.9 1.8 2.0
5 Developer 3.8 3.0 5.0
6 Integration 3.1 3.6 2.3
7 Integration 3.8 3.8 3.7
8 Developer 3.0 3.2 2.7
9 Developer 3.4 2.6 4.0
10 Developer 2.9 2.0 4.3

Table 11: Average rating per interviewee on “How would you rate how
much you know about the steps in the integration process (purpose, included
activities, activity sequencing etc.)?”

The interviewees average rating for all steps in the integration process spans from
1.9 to 4.3, showing a wide span within the group. In the same way, the ratings of
knowledge about a single step also spanned from one to five for most of the steps in the
integration process. A distinction could be seen in the ratings correlated to the role of
the interviewee. Therefore, interviewees working as developers or project managers
(for a software development project) are here labeled “developer”. In the same way,
interviewees working in the build and integration team are here labeled “integration”.
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Another trend in the ratings is the distinction between steps handled by the build and
integration team (here labeled “internal step”) and the other steps in the integration
process (here labeled “external step”).

Table 12 shows the average rating for all interviewees and all steps in the integration
process, as well as the average value for the “internal” steps and the “external” steps.
Table 12 shows that the average rating for all interviewees and all steps in the
integration process is 3.3. This could be interpreted as that the interviewees’ overall
rating on how much they know about the steps in the integration process is somewhere
in the middle between the answers “I know almost nothing” to “I have a really good
understanding”. Not surprisingly, the “developers” rating of the “external steps” are
higher than of the “internal” steps, which is natural as developers are not directly
involved in the “internal steps”. Mirroring this, the “integration” group’s rating of
“internal steps” are higher than the rating of the “external steps”. This could be seen as
more surprising, as the build and integration team is the owner of all steps in the
integration process. However, to discuss correlations or causality based on the ratings
within sub-groups demands a larger interview group than what’s included in this study
and can be a plausible area for further work.

Interviewees All steps “Internal” steps “External” steps
All 3.3 3.2 3.4

Developers 2.9 2.5 3.6
Integration 3.8 4.2 3.2

Table 12: Average rating for all interviewees and all steps in the
integration process.

5.4.3 Delivery Frequency

The interviewee was then queried about the frequency of deliveries to mainline. The
questions were phrased to include both delivering directly to mainline and delivering
to a branch (feature branch or team branch) which then delivers to mainline. The
questions regarding delivery frequency were:

· How often do you commit your software to the mainline (either directly or from a
team or feature branch)?

· How often do you want to commit your software to the mainline (either directly or
from a team or feature branch)?
─ Same as I do now
─ More frequently
─ Less frequently

· How often do you think developers on average commit their software to the mainline
(either directly or from a team or feature branch)?

· How often do you think developers on average should commit to the mainline?
─ Same as they do now
─ More frequently
─ Less frequently
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The interviewees from the build and integration team did not deliver software
themselves, and were therefore asked to answer only the last two questions.

In the same way as we have seen in our previous work (Ståhl et al. 2017b), the
developers in this study worked in team branches and did not deliver directly to the
mainline, which result in that software is delivered to the mainline at a lower frequency.
The interviewees’ responses on how often they commit software to the mainline was
with one exception around three weeks which means one delivery per sprint. One
interviewee responded that he sometimes delivered to the mainline with an interval as
long as several months, but clarified that this referred to new functionality and that bug
fixes were delivered “immediately”. The responses on how often the interviewee
thought developers on average delivered were in all cases equal to the response on how
often the interviewee delivered.

Four of the developers wanted to deliver with the same frequency as they did now,
two wanted to deliver “much more frequently”. One of the interviewees answered that
developers in average should deliver “same as they do now”. Seven of the interviewees
answered that developers on average should deliver more frequently, or “much more
frequently”. Interestingly enough, the general opinion seems to be that other developers
should deliver more often than the interviewee should do. However, one interviewee
answered that developers should deliver “less often”, and added the explanation that
“otherwise they will introduce errors and deliver things that don’t work”. One
interviewee refrained to answer the question.

5.4.4 Continuous Integration Behaviors

The perhaps most interesting question in the interview was “Which factors do you think
affect how often developers deliver to mainline?” Extracts from the interview responses
on this question were coded and collated into themes. A thematic network was
constructed, resulting in a thematic map with three main themes which summarize the
interviewee responses.

The responses tended to shift from “which factors do you think affect how often
developers deliver to mainline” to “which factors prevent the developer from delivering
more often”. The three main themes which are the result of the thematic coding analysis
(also shown in Figure 15) are summarized as:

· The developer delivers less frequently if the delivery process is time-consuming
· The developer delivers less frequently if it’s too complicated to deliver
· The developer delivers less frequently if there is no evident value in delivering often

to the mainline

Ten out of ten interviewees provided statements that were connected to the factor
“the delivery process is time-consuming”. The other factors were also widely
supported: Extracts from responses from six interviewees were connected to “it’s too
complicated to deliver” and five of the interviews to “no evident value in delivering
often to the mainline”.
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Figure 15: The main factors that prevents the developer from delivering
more often.

The factor “the delivery process is time-consuming” consists of a number of sub-
categories (shown in Figure 16). Most supported is “the delivery process is time-
consuming due to test activities”, which includes comments from seven interviewees.
The interviewees especially pointed out manual test activities, or activities where the
developer must be standing by to do manual steps to interpret test results or to go from
one test activity to another. The CM system (software repository) was mentioned by
five of the interviewees. Manual steps when using the CM system were described as a
problem, in the same way as previously described with test activities. “It’s easy to make
mistakes”, as one interviewee stated.

Figure 16: The sub-categories within the factor “The developer delivers less
frequently if the delivery process is time-consuming”.

Administration with boards and paperwork were mentioned by four interviewees. It
should be noted that the view of paperwork as an impediment was contradicted by one
interviewee, who stated that “the paperwork is not something that is a problem”. The
build system (build time) was described as an impediment by three interviewees, and
other tools were mentioned by two interviewees. A bit surprisingly, the integration
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team’s way of working was described as a problem by two of the interviewees. Another
two interviewee’s mentioned only general comments like “it takes too long to deliver”,
but did not specify why. Several of the interviewees, on the other hand, presented a
range of problem which were connected to several themes (e.g. CM system, build
system and test activities).

The second factor, “it’s too complicated to deliver”, consists of four sub-categories
(shown in Figure 17). Most supported is “it’s too complicated to deliver due to the
tools”. The comments (often stated with much frustration) were related to the CM
system, except for one comment about the build system: “When you do something
wrong… The error messages are too hard to interpret. Then you correct something and
it starts all over again.”

Figure 17: The sub-categories within the factor “The developer delivers less
frequently if it’s too complicated to deliver”.

“It’s too complicated to deliver due to the delivery process” includes statements from
four of the interviewees, with several interesting comments, for example: “It’s
complicated to find the document that specifies what to do”. Other comments described
uncertainty about the prerequisites for a delivery and how the integration team works.
Four interviewees described problems related to architecture and dependencies,
especially shown as rebase and integration problems. One interviewee even said “As
people have to adapt to changed interfaces, they cannot focus on their own software,
which slows down development.” Tests were mentioned by two interviewees, of which
one clearly stated that all manual steps in the test activities must be automated.

The third factor “no evident value in delivering often to the mainline” (shown in
Figure 18) include comments from only five interviewees. However, we believe that
the interview responses on previous questions, describing a way of working with long-
lived branches and delivering with a low frequency to the mainline supports “no evident
value” as an important factor. We argue that the fact that the interviewees responded
that developers on average should deliver more frequently than the interviewee should
do could also be interpreted as that the interviewee are seeing no or little value for
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themselves in delivering often to the mainline (but still a value for teams working with
other types of functions or sub-systems).

Figure 18: The sub-categories within the factor “The developer delivers less
frequently if there is no evident value in delivering often to the mainline”.

 “No evident value in delivering often to the mainline” is either related to “no value
for the team” or “no value according to project management”. Quite interesting is that
developers working with infrastructure functions declared that there was “limited value
in interacting with other teams”, which was contradicted by a developer working with
top-level applications who stated “[…] we don’t need to deliver often – but if I was
delivering infrastructure, I would deliver often”. As we have discussed in previous work
(Mårtensson et al. 2016), a large number of technology fields in a product may foster
silo behaviors. Then the developers see their sub-system as “our system”, and treats the
complete system as a secondary concern. This attitude might be the reason why
developers deliver frequently to branches, but delivers much less frequently from the
branches to mainline (as there is “no evident value in delivering often to the mainline”).

Two interviewees gave similar comments: “someone [from management] must ask
for the developer’s delivery” and “if project management requests more frequent
deliveries, there will be more deliveries”. One interviewee described that it is how you
split the work into pieces that can be developed and tested that is the most important
factor for how often you deliver as a developer, and that this is something that must be
requested by management.

5.4.5 The Importance of the Build System

The final question in the interview guide was “How would you rate how important the
build system is in relation to the developers’ continuous integration behavior?” The
interviewee could answer with one of the following alternatives:

· A: Characteristics of the build system is the only thing that affects how often
developers commit software
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· B: Characteristics of the build system is the most important thing that affects how
often developers commit software

· C: Characteristics of the build system is one of several factors that affect how often
developers commit software

· D: Characteristics of the build system is a factor that to some extent affects how
often developers commit software

· E: Characteristics of the build system is not a factor that affects how often developers
commit software

All interviewee responded “C”, which corresponds well with the responses on the
previous question “which factors do you think affect how often developers deliver to
mainline”. The build system places itself in the middle of the list of factors behind that
the delivery process is time-consuming. The build system is also one of the factors
behind the comments on both “it’s too complicated to deliver due to the delivery
process” and “it’s too complicated to deliver due to the tools”, but is clearly not the
most important factor.

The two-factor theory (also known as Herzberg’s motivation-hygiene theory and the
dual-factor theory) states that there are certain factors in the workplace that cause job
satisfaction, while a separate set of factors cause dissatisfaction (Herzberg et al. 1959).
The two-factor theory distinguishes between the following two sets of factors:

· Motivators, for example challenging work, opportunity to do something meaningful,
involvement in decision making

· Hygiene factors, for example job security, salary, work conditions

According to the two-factor theory there are four possible combinations, which are
shown in Figure 19.

Figure 19: The four combinations in the two-factor theory.

We argue that the build system in a development environment should be seen merely
as a hygiene factor, and is seen by the developers as only part of reasonable work
conditions. The capacity of the build system can never itself work as a motivator,
making developers to deliver more frequently to mainline. An interesting area of further
work would be to identify and investigate the factors that truly motivates developers to
deliver often.
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5.4.6 Vicious Circles

Different factors might also be connected and strengthen each other. Three examples
of vicious circles were found during the interviews (shown in Figure 20). The first
vicious circle is about that a developer that finds the delivery process and/or the tools
hard to understand tends to deliver less frequently, which means that the developer will
not learn the process and/or the tool. To quote one of the interviewees: “It’s complicated
to check in and deliver to [the CM system]. People tend to avoid using [the CM system],
which makes you less familiar with the tool”. Another interviewee stated “I think the
developers who deliver less frequently are the ones who think that the process is
complicated. So the factor is knowledge about the delivery process. If you don’t know
how to deliver, you tend to do it less frequently.”

Figure 20: Vicious circles identified during the interviews.

The second vicious circle is about merge conflicts which tend to be even more
complicated if you choose not to deliver (and handle the merge conflicts). The
interviewees’ comments reveal a good knowledge about this problem: “There are often
integration problems. This is because we deliver so seldom.” One interviewee went as
far as to say that the situation has not improved with the new build system: “If
everything does not go well, you end up doing things over and over again. We have the
same situation as with the old build system.”

The third vicious circle is a related topic: If the developer delivers with a low
frequency, software from many other systems are delivered in-between. This means
that a larger part of the product has to be rebuilt when the developer finally delivers,
resulting in a longer build-time. However, as the correlations presented in Figure 20 are
based on statements from one or two interviewees, this should be seen only as a
discussion about interesting topics for further work.
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5.5 Threats to Validity

This section discusses threats to construct validity, internal validity and external
validity.

5.5.1 Threats to Construct Validity

In this paper we present interview results from the second study, indicating that the
build system is one of several factors that affect how often developers deliver software.
One way of reasoning is that the build system always is the most important factor, and
the reason that this is not showing in our interview results is because the build system
has been improved so much that the previous problems are now solved.

Our position is that the interviewees’ responses clearly show that the build system
should be considered as one of several factors that affect developer behaviors. We do
not rate the importance of the identified factors, or claim which of the factors that is the
most important. As long as this is kept in mind, we do not believe that the reasoning
stated above poses any significant threat to construct validity.

5.5.2 Threats to Internal Validity

Of the twelve threats to internal validity listed by Cook, Campbell and Day (1979), we
consider Mortality, Selection, Ambiguity about causal direction and Compensatory
rivalry relevant to this work:

· Mortality: Only part of the interview group used in the pre-study was reused in the
interviews at the second study. As we focus on the roles of the interviewees and not
on the specific individuals, we do not see this as threat to validity.

· Selection: The interviewees were purposively sampled to represent a mix of
developer and integrators, both with experience from the build system and the
integration process. Considering the rationale of these samplings, we consider this
threat to be mitigated. It could be noted that, as we describe in Section 5.4.3, in one
case one interviewee refrained to answer one of the questions, i.e. the responder was
in this case self-selecting.

· Ambiguity about causal direction: While we in this study discuss correlation, we are
very careful about making statements regarding causation. Statements that include
cause and effect are collated from the interview results, and not introduced in the
interpretation of the data. Due to this, we consider this threat to be mitigated.

· Compensatory rivalry: When performing interviews and comparing scores or
performance, the threat of compensatory rivalry must always be considered. In this
study, this applies in particular to the question where the interviewee rates his/her
own knowledge about the integration process. As the data (presented in Table 11) is
not used as the only source to support the conclusions in Section 5.4, we consider
this threat to be mitigated. In the same way, the question about  how often developers
deliver to mainline could cause defensiveness and blame-avoidance. Therefore, the
question was designed to focus on “factors that affect how often developers deliver”
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and not to focus on the developer’s behavior. Generally, the questions were also
designed to be opened-ended to avoid any type of bias and ensure answers that were
open and accurate. However, our experiences from previous work is that we found
the interviewed engineers more prone to self-criticism than to self-praise.

5.5.3 Threats to External Validity

The study is based on one case study, concerning a single company. It is conceivable
that the findings from this study are only valid for the one company, or the one industry
segment. For this reason we have presented detailed information about both the case
study company and the software system in the case study company. As we present these
limitations clearly to the reader, we argue that this threat has been mitigated.

5.6 Conclusion

In this paper, we have presented metrics and interview results from two studies in a
large-scale industry project, before and after the introduction of a new build system.
The comparison of the results from our two studies (in Section 5.4) shows that the
project for the new build system generally succeeded and reached its objectives. The
collected metrics show that the new build system is no longer the bottleneck, and the
capacity of the build system is therefore quite likely not the main impediment that
prevents a developer from delivering more frequently (as described in Section 5.4.1).

This is confirmed by the interview results (presented in Section 5.4.4), which instead
points at a range of other factors. The interviews in our second study also show that
transparency is generally no longer described as a major problem. This is evident in the
interview responses both from the ratings of the interviewees’ understanding of the
integration process (presented in Section 5.4.2), and from the interviewees’ opinions
on what factors that affect how often a developer delivers to mainline (described in
Section 5.4.4).

Our research question was to investigate which additional factors other than the build
system play a role when applying continuous integration in industry, and which
importance the capacity of the build system actually has. As we have seen in the
interview results from this study (presented in Section 5.4.4 and 5.4.5), the build system
capacity is one of several factors which, if not considered, could result in that
(according to the developers) the delivery process is time-consuming. In addition to
this, we have also identified a range of other topics (presented in Section 5.4.4) which
we have grouped into three main factors.

The three factors found in this study which affect continuous integration behaviors
(the factors that make developers deliver less frequently) are:

· The delivery process is time-consuming
· It’s too complicated to deliver
· No evident value to deliver often to the mainline
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Build system capacity should be considered as an important factor – but other factors
should be seen as at least as important.

5.6.1 Further Work

In addition to the results presented in the analysis and the conclusions, we believe that
this study opens up several interesting areas of further work. Much is yet to study in the
field of what the developers see as continuous integration impediments (which could
be related to both the organization and the characteristics of the product). Further work
could expand the analysis of this paper to a study that includes several companies in
multiple industry segments, and continue the work to describe impediment areas
together with strategies for how the impediments should be eliminated or evaded.

Another topic for further work is to further examine the mechanisms laying behind
the vicious circles which are presented in Figure 20. Are the factors presented in the
figure truly correlated, and if so – are there an unambiguous causal direction?

The interview results showed significant differences between the responses from the
two groups (labeled “developer” and “integration”). An area for further work could be
to further investigate how the transparency of a build and integration process is
perceived by different stakeholder groups.

In this paper we have only briefly touched upon the area what really motivates the
developers to deliver frequently to mainline. Another interesting area of further work
could be to analyze both the technical and cultural factors that are the causes behind
that a developer wants to deliver frequently to a functional branch or a team branch, but
finds much less value in delivering their software to the mainline for the complete
system.
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Chapter 6

Continuous Integration Behaviors in Large-Scale
Industry Projects

This chapter is based on: Mårtensson, T., Ståhl, D. and Bosch, J. (2017). Continuous integration
impediments in large-scale industry projects. IEEE International Conference on Software
Architecture, ICSA 2017, pp. 169-178. The material in Sections III-E and III-F of the ICSA
conference paper is also presented in the journal paper included in Chapter 8, and is therefore not
included here in this chapter.

Abstract: Based on interviews with 20 developers from two case study companies that develop
large-scale software-intensive embedded systems, this paper describes the continuous integration
behaviors in projects where up to 1,000 developers commit to the same mainline. We find that
the developers who commit to a branch look at the branch as “their mainline”, where they
implement and test their function step by step. Continuous integration is not necessarily black or
white, but there is a grey zone where one must consider what the system which one integrates is,
and that arguably there are levels of continuous integration. One might be practicing continuous
integration at one level, but not at another, and this may have different pros and cons depending
on the context.

6.1 Introduction

Continuous integration is often described as an efficient way of conducting software
development. The practice and its benefits are described in both books and other
research papers (Duvall 2007, Humble and Farley 2010, Rodriguez et al. 2016, Ståhl
and Bosch 2013). Still, many projects struggle to realize their implementations of
continuous integration (Roberts 2004, Owen Rogers 2004, Ståhl and Bosch 2014a,
Ståhl et al. 2016b). In previous work (Ståhl et al. 2017b), we have analyzed the
continuity of different continuous integration implementations in organizations with
hundreds or thousands of developers, and investigated the correlation between the
continuity of continuous integration and size of the organization. Related work
(Humble 2014) also describe that large-scale continuous integration is challenging.

But the question still remains why the implementations of continuous integration in
industry projects differ so much from the practice as it is described in literature, for
example in Martin Fowlers popular paper (Fowler 2006). We have, as one small step
to answer this question, in previous work reported our own experiences of factors that
could constrain a full implementation of continuous integration (Mårtensson et al.
2016). We believe that filling the gap between large-scale industry projects and
continuous integration as described in literature is a very topical issue, especially as
continuous integration is now implemented by many large-scale organizations (often
together with continuous delivery).
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The topic of this paper is to answer the following research question: What are the
continuous integration behaviors of developers in large-scale industry projects, and
how do the developers look at pros and cons regarding committing to branch or directly
to the mainline? We will focus on continuous integration implementations for software-
intensive embedded systems (software systems combined with electronic and
mechanical systems).

The contribution of this paper is two-fold. First, it provides interview results from
two large-scale industry projects regarding the developers’ continuous integration
behaviors. Second, it sheds light on how developers describe pros and cons regarding
committing to branch or directly to mainline (also called trunk). The remainder of this
paper is organized as follows. In the next section we present the research method,
including a description of the case study companies. This is followed by an analysis of
the interview results in Section 6.3. Threats to validity are discussed in Section 6.4. The
paper is then concluded in Section 6.5.

6.2 Research Method

In order to answer the research question stated in Section 6.1, a series of interviews
were conducted with interviewees from two companies. The interviews were conducted
according to the selected interview design, and were followed by an analysis of the
interview results.

6.2.1 Case Study Companies

The case study companies are developing large-scale and complex software for
products which also include a significant amount of mechanical and electronic parts.
Both companies are multi-national organizations with more than 15,000 employees. In
this paper, the companies are referred to as Company A and Company B. Continuous
integration practices such as automated testing, private builds and integration build
servers are implemented in various ways in different parts of the companies. The
software teams commit to a common mainline for each software product. Build, test
and analysis of varying system scope and coverage run both on event basis and on fixed
schedules, depending on needs and circumstances. A wide range of physical target
systems as well as a multitude of both in-house and commercial simulators are used to
execute these tests.

The interviewees from the case study companies were purposively sampled in line
with the guidelines for qualitative data appropriateness that is given by Robson and
McCartan (2016) (pp.166-168): “interviewing ’good informants’ who have
experienced the phenomenon and know the necessary information”. The individuals
were sampled for scope and variation to represent a wide range of sub-systems (with
different characteristics) and project types (size and development context).
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6.2.2 Interview Design

Twenty individual interviews were held with participants from two case study
companies (ten at each company). The interviews were conducted as semi-structured
interviews, held face-to-face or by phone using an interview guide with pre-defined
specific questions. The interviewer was transcribing the interviewee’s responses during
the interview, and each response was read back to the interviewee to ensure accuracy.
The interview questions were sent to the interviewee at least one day in advance to give
the interviewee time to reflect before the interview.

The first part of the interview queried the software developer for contextual
information, and how the interviewee currently commit their software. This
information was gathered as the interviewee’s answers may depend on their
background and current work situations. In the second part of the interview the
interviewee was asked questions about how the interviewee would prefer to commit
software, and about the interviewee’s opinions about continuous integration practices.

The word “commit” is used in the research study as the term for integration of a
software developer’s code into the mainline. As there is no unified terminology, the use
of “commit” (or any other word) could be seen as problematic. The word “integrate”
could be seen as an alternative, but might create confusion as it could also be interpreted
as rebase. The alternative “deliver” has connotations of formality and process, which is
not a limitation we like to include. A third alternative is “push”, but is really a term
connected to a specific family of tools (distributed version control systems). That being
said, we consider “commit” to be the best alternative.

6.2.3 Analysis and Validity

The data on how often the interviewed developers currently commit software and would
wish to commit software (collected from the interviews) were collated into a table. Then
min, average and max values et cetera were simply calculated from the information in
the tables. The interviewees were quite generous with comments regarding both their
opinions about benefits of continuous integration practices and about committing to
branch versus directly to mainline. The comments were collated and processed with
exploratory analysis. Representative quotes were selected from the transcripts to
convey the interviewees’ opinions and discussions.

Construct validity, internal validly and external validity have been considered during
research design, during the interviews and as part of the analysis (as described in
Section 6.4). The 12 threats to internal validity presented by Cook, Campbell and Day
(1979) are used to discuss internal validity.
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6.3 Analysis of Interview Results

6.3.1 Background Information

The interviewed developers were generally very experienced, with an average of 12.15
years of experience of industry software development. Company A interviewees had
experience spanning from 4 to 20 years, with an average of 11.6 years. Company B
interviewees experience spanned from 4 to 32 years, with an average of 12.7 years.

The developers from Company A were all working in the same project and
committed software to the same mainline, although all interviewees were working in
different teams and with different subsystems. The project included around 500
software developers, of which about 150 worked with the product code on daily basis.
The scope of the Company A project was to develop a new product (with a new
platform) during a time-span of several years.

The interviewees from Company B worked in several different projects, with the
number of developers (committing to the same mainline) spanning from 50 to 1,000.
The average number of developers for the projects in the Company B interviews was
626 developers. The scope of the Company B projects was in six of ten cases described
by the interviewees as adding new features or systems to an existing product (with an
established architecture). Three interviewees described the project as development of a
new product with a new platform. One interviewee described the project as both.

6.3.2 Rating Continuous Integration

The developers generally had a very positive attitude towards continuous integration.
The ratings (1-5) of how software development of large-scale systems benefits from the
practices of continuous integration were generally 4 or 5, with an average of 4.13. One
of the interviewees refrained from answering the question. Many of the developers
added comments, which in most cases were very positive, for example “I see only
benefits from it” or “I don’t really see what the alternative would be”. Some commented
on the benefits of shorter feedback cycles, for example “Getting rid of uncertainty, how
much merge work do we have ahead of us?” Several interviewees also commented on
the difficulties to make continuous integration work (“extremely important, but it’s
difficult to make it work”). The most commented area was difficulties to establish test
suites for regression test and test environments, for example “Potentially it could be
great. […] Our test environments are damn slow.” Other voices, however, looked at it
from a different angle, stating for example “Particularly the testing aspect I think I have
experienced the greatest improvement from. You can always test on the latest.”

Two of the interviewees rated the benefit from continuous integration practices as 3,
and one interviewee as 2. They all provided comments on the relation between
continuous integration and different aspects of system design, e.g. “You don’t want to
deliver so quickly that you don’t have time to think. It’s often the interfaces that aren’t
settled. I like to say that I think we kid ourselves. We think we move faster because we
deliver frequently, but often it’s an illusion, because what we do deliver isn’t thought
through.”
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6.3.3 Current Frequency of Commits

The interviewees’ responses on frequency of commits were interpreted quite
conservatively, e.g. “several times a day” was interpreted as three times a day. The
values are also calculated with regards to that a week has seven days (not a five day
work week). For example, “every six weeks” is interpreted as 42 days. The interview
results on how the interviewees commit to branch and mainline, respectively, were:

· Committing to branch: 16 developers, of which 3 are mixed committers
· Committing directly to mainline: 7 developers, of which 3 are mixed committers

Interviewees who were committing to branch commit to a team or a feature branch
with a frequency spanning from several times a day to every second day. In this group,
two developers were divergent compared to other branch committers, and seem to not
yet have established a way of working that could be related to as continuous integration.
One of the outliers committed to a branch once every two weeks, a figure quite different
from other interviewees. The interviewee commented: “We recently reorganized.
Before we didn’t do continuous integration […].” The other outlier interviewee
committed to the branch similar to other interviewees, but the branch was committed
to mainline the first time after “four months” but was rejected and the next time “after
a year”.

Interviewees who were committing directly to mainline commit software with a
frequently spanning from “several times a day” to “once a week”. Three of the
interviewees are mixed committers, meaning that they responded that they commit to
both branch and directly to mainline. The frequency of their commits to both branch
and mainline are similar to the other interviewees’ responses, with the exception of one
interviewee who committed the branch to mainline less frequent than other
interviewees (70 days between commits). Several of the other interviewees commented
that their response referred to development of new functions, adding that corrections is
delivered “instantly”. That is, during development phases that includes a lot of problem
report and corrections, a larger part of the developers are probably also “mixed
committers”.

The commit frequency for all interviewees are shown in Figure 21. The branch
committers are shown as number 1-16, and mainline committers as number 14-20 (with
number 14-16 as the mixed committers). The outliers are number 12 (committing much
less frequently to branch) and number 13 (committing the branch much less frequently
to the mainline).

A summary of the interviewees’ responses is presented in Table 13 (with an
exclusion of the two outliers that seemed not to have established a way of working that
could be related to as continuous integration). The interviewees’ (except the two
outliers) commits to a branch with an average time of 0.84 days between commits, with
a span from 0.33 days to 2 days. The branch was committed to the mainline on average
time of 22.41 days between commits. The time between commits from branch to
mainline differs more between the interviewees, spanning from 2.80 days to as much
as 70 days. Mainline committers deliver directly to the mainline, with the most
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frequently committing interviewee on only 0.33 days between commits and the least
frequently on 7 days between commits (on average 2.52 days).

Figure 21: Commit frequency for each interviewee to branch and mainline.

Another observation is that 15 out of 20 of the interviewed developers commit to a
branch or directly to the mainline daily, or even more frequently than daily. This can
be interpreted as that as many as 75% of the interviewees integrate their software at a
frequency that follows the guidelines in Martin Fowlers article (Fowler 2006) (shown
in Figure 22). If the two outliers are removed, the number is as high as 83% (15 out of
18 developers). The question is then why so many of the developers commit to a branch
and not directly to the mainline.

Interviewees
Time between commits

Min Average Max
Commits to branch (ex-
cept outliers)

14 0.33 days 0.84 days 2 days

Commits from branch to
mainline

14 2.80 days 22.41 days 70 days

Commits directly to
mainline

7 0.33 days 2.52 days 7 days

Table 13: Time between commits to branch and mainline.

6.3.4 Commit to a Branch or Directly to the Mainline?

There is no correlation between current ways of working (commit to branch or main)
and how the interviewees responded that they want to work. Instead there were very
mixed responses, where some of the developers wanted to change from committing to
branch to committing directly to the mainline (or vice versa) and some wanted to remain
in their current way of working. The results are summarized as:
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· Prefer to commit to branch: 9 developers
· Prefer to commit directly to mainline: 11 developers

It shall be noted that eight of the nine developers that prefer to commit to branch
come from the same case study company. The commit frequency that each of the
interviewees would have preferred is shown in Figure 23 (note that the interviewees are
not listed in the same order in Figure 23 as in Figure 21).

Figure 22: Fifteen of twenty interviewees responded that they commit to a
branch or directly to the mainline “daily”, or even more frequent (including
the two outliers).

The major difference between the data shown in Figure 23 (preferred way of
working) and Figure 21 (the present situation) is that only nine developers prefer to
deliver to a branch, compared to 16 developers which currently deliver to branch (of
which three are mixed committers). There are also no longer any outliers similar to
what we found in the data that is related to the present situation. A summary of the
interviewees’ responses is presented in Table 14. The interviewees who want to commit
to a branch responded that they want to commit with on average 1.24 days between
commits, with a span from 0.33 days to 3.5 days. They want the branch to be committed
to the mainline on with on average 21.78 days between commits, spanning from 7 days
to 63 days. The interviewees who want to commit directly to the mainline want to
commit on average every 2.08 days, spanning from 0.06 days (every 30 minutes) to 7
days. The values (min, average and max) are very similar to the corresponding values
in Table 13, sometimes a bit higher and sometimes a bit lower. This is rather surprising
as only two of the twenty interviews responded with the same values on the questions
how they work now and how they want to work.

The responses on how often other developers’ software should be committed to the
mainline were generally the same values as how often the interviewees want their own
software to be committed. There is one exception though, where a platform developer
responded that updates of the platform should be committed every 4-8 week, but a
“functional branch should commit daily”.
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Figure 23: How often do the interviewees want to commit to a branch or to
the mainline?

The interviewees were quite generous with comments on pros and cons regarding
committing to branch or directly to mainline. The comments can be sorted into four
groups, each group supported by statements from 6-9 of the interviewees:

· In a branch you can test your functionality before committing to mainline
· Sometimes it’s complicated to break down your work into small pieces that can be

integrated directly to the mainline
· If you commit directly to the mainline, you won’t have so much merge problems as

if you work on a branch
· Working on a branch is more stable than working directly to the mainline
· If you commit directly to the mainline you get feedback faster

Developers from both case study companies described that they had test activities
running on the branch, which were run either regularly or before committing from the
branch to the mainline. Testing before commit builds confidence in that the software
will not brake anything when it’s on the mainline. As it seems, in both case study
companies the test activities that are run as part of the integration process are not
considered to be sufficient by the developers. The developers then chooses to run tests
on the branch.

Interviewees
Time between commits

Min Average Max
Commits to branch

9 0.33 days 1.24 days 3.5 days

Commits from branch to
mainline

9 7 days 21.78 days 63 days

Commits directly to
mainline

11 0.06 days 2.08 days 7 days

Table 14: How often do the interviewees want to commit to a branch or
to the mainline?
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Another problem described by the interviewees from both case study companies is
that it is sometimes hard to break down the work into small pieces that can be
committed separately to the mainline, e.g. as one developer stated: “The important thing
is that you are done with your work. You cannot always chop up things in small pieces
and deliver half a function.” A difference between the two case study companies is that
in one of the companies the developers talk about committing complete functions, in
the other case study company the developers separate the terms working software and
complete software.

Problems with merge (or rebase) when working with a branch were brought up
mainly by developers from one of the companies, e.g. “All the merge conflicts you
accumulate. You build up a technical debt. […] But if you make small deliveries to the
mainline you know what you have and what to expect.” However, another developer
from the same company commented that merge and rebase problems also exists when
working directly on the mainline: “They batched commits and they failed, and you
ended up rebasing for multiple days, so it took a long time to get even small commits
in.” We can only speculate around the factors behind that this problem was brought up
by the developers from only one of the companies. One explanation could be that in an
organization working with functional teams, many developers make changes in the
same software components (causing merge conflicts), to be compared with an
organization that works with component-based teams. Another explanation to that this
problem was not described by the developers from one of the companies is that other
issues is more in focus right now.

The opinion that a branch is more stable than the mainline was brought up by
developers from mainly one of the companies. One aspect was about changing
interfaces: “[I want] stable functions around me when I develop my software. I don’t
want other functions to change which makes me update my interfaces often”. The other
aspect was to prevent that new commits break existing functions on the mainline, e.g.
“People must deliver working functionality that does not destroy other people’s work”.
A developer from the other case study company stated in a similar way: “There have
been situations where all others have been banned from integrating, because we had to
keep a stable mainline when developing our [critical] feature”. The opinion that a
branch is more stable than mainline (supported mainly by the developers from one of
the case study companies) is mirrored by the opinion that an advantage from
committing directly to mainline is faster feedback, which was commented by mainly
developers from the other company. As said before, we can only speculate on the
factors behind this differences between the companies. One explanation is that one of
the companies has invested more in test activities that both provides faster feedback to
the developers and keeps the mainline more stable.

Finally, there were also some interesting comments by single interviewees. One
interviewee (platform developer) commented on that major changes in the platform
should be done in major steps, in order to provide stability for other teams. This
corresponds well with the comments on that a branch is more stable than the mainline
(above). One interviewee commented on that it’s better to work in a branch when you
are working with prototyping: “If you work with prototyping where the system changes
a lot [on the mainline], you must update your automated tests a lot.”
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In a strict continuous integration context as described in literature (Duvall 2007,
Fowler 2006), developers should commit to the mainline at least once a day. Instead of
dismissing the developers that commit to a branch as not practicing continuous
integration, we argue that the definition of continuous integration must be seen in a
wider perspective. Our previous work (Ståhl et al. 2017b) as well as related work
(Humble 2014) shows that even though a large-scale organization is integrating and
delivering in a very rapid pace, this does not mean that every developer is “continuously
integrating” as described in the practice. As we see it, the developers who commit to a
branch look at the branch as “their mainline”, where they implement and test their
function step by step. As eight of the nine developers that prefer to commit to branch
come from the same case study company, it is plausible that the preference to commit
to branch or mainline for the most part is related to company culture and tradition.
However, we believe that product architecture can also be a plausible explanation. The
developers in projects within Company B that commit directly to the mainline are often
working on a product that is integrated as a binary with other products in a wider
context. The overall system (including thousands of developers) is integrated at a
frequency far from “every day”. On the other hand, Company A develops a large
product that consists of several subsystems with different purposes and characteristics,
but share the same mainline due to architectural limitations. We argue that continuous
integration could not be simplified to discussing how often the developers commit to
the same mainline, but also include integration of a subsystem on a branch or
integration of binaries built from several different mainlines.

6.4 Threats to Validity

This section discusses threats to construct validity, internal validity and external
validity.

6.4.1 Threats to Construct Validity

One must always consider that a different set of questions and a different context for
the interviews can lead to a different focus in the interviewees’ responses. In order to
handle threats against construct validity, the interview guide was designed with a
terminology that we see as most commonly used (see Section 6.2.2). Open questions
were purposely designed to fit both developers who commit to a branch and those who
commit directly to the mainline. We also describe the interview guide used in the study
and the background of the interviewees and the case study companies.

6.4.2 Threats to Internal Validity

Of the 12 threats to internal validity listed by Cook, Campbell and Day (1979), we
consider Selection, Ambiguity about causal direction and Compensatory rivalry
relevant to this work:
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· Selection: The interviewees from both case study companies were purposively
sampled in line with the guidelines for qualitative data appropriateness given by
Robson and McCartan (2016) (see Section 6.2.1). Due to this, the interviewees
represent a wide range of sub-systems (with different characteristics) and project
types (size and development context). Considering the rationale of these samplings
and the fact that Robson considers this type of sampling superior for this type of
study in order to secure appropriateness, we consider this threat to be mitigated.

· Ambiguity about causal direction: While we in this study discuss correlation, we are
very careful about making statements regarding causation. Statements that include
cause and effect are collected from the interview results, and not introduced in the
interpretation of the data. Due to this, we consider this threat to be mitigated.

· Compensatory rivalry: When performing interviews and comparing scores or
performance, the threat of compensatory rivalry must always be considered.
Therefore, the questions in our interviews (see Section 6.2.2) were deliberately
designed to be as value neutral as possible, rather than judging the interviewee’s
performance or skills. However, our experiences from previous work is that we
found the interviewed engineers more prone to self-criticism than to self-praise.

6.4.3 Threats to External Validity

The study is based on interviews from two case study companies. It is conceivable that
the findings from this study are only valid for these companies, or only for companies
that develop large-scale and complex software products which also include a significant
amount of mechanical and electronic parts (software-intensive embedded systems).
However, related work (Humble 2014) also describes that large-scale continuous
integration is challenging, which shows that the problems described in this paper is
evidently not isolated to our two case study companies.

6.5 Conclusion

In this paper we have presented interview results from 20 developers with an experience
of 4-32 years (on average more than 12 years) working in large-scale software
development projects. The interviewees come from two case study companies, which
both develop large-scale and complex software systems for products which also include
a significant amount of mechanical and electronic parts. We describe the developers’
integration behaviors, as well as how they look at pros and cons regarding committing
to branch or directly to the mainline.

The interviewed developers currently commit either to a branch or directly to the
mainline, or in some cases both (described in Section 6.3.3). The interviewees commit
to a branch on a frequency spanning from multiple times a day to every second day.
Commits directly to the mainline span from multiple times a day to once a week. Fifteen
of 20 developers commit to a branch or directly to the mainline on daily basis, or even
more frequently than daily. We find that the developers who commit to a branch look
at the branch as “their mainline”, where they implement and test their function step
by step.
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The interviewed developers’ attitudes to committing to a branch or directly to the
mainline are mixed (as presented in Section 6.3.4). Nine of the twenty interviewees
prefer to commit to a branch, and the others prefer to commit directly to the mainline.
Instead of dismissing the developers that commit to a branch as not practicing
continuous integration, we argue that the definition of continuous integration must be
seen in a wider perspective. We argue that continuous integration could not be
simplified to discussing how the developers commit to the same mainline, but also
includes integration of a subsystem on a branch or integration of binaries built from
several different mainlines. Continuous integration is not necessarily black or white,
but there is a grey zone where one must consider what the system which one integrates
is, and that arguably there are levels of continuous integration. Integration within your
component or sub-system, integration with the larger system and integration with any
system-of-systems layer on top of that – and there may be different integration
frequencies at different levels. In other words, one might be practicing continuous
integration at one level, but not at another, and this may have different pros and cons
depending on the context.

6.5.1 Further Work

In addition to the results presented in the analysis and the conclusions, we believe that
this study also opens up several interesting areas of further work.

In Section 6.3.3 we found that during development phases that include a lot of
problem reports and corrections, a larger part of the developers are probably also
“mixed committers”. An area of further work is to examine how the developers’
continuous integration behaviors change during different development phases.

In Section 6.3.4 we discuss explanations to why developers see their branch as “their
mainline”. A large area of further work is to examine how this is related to company
culture and tradition, the product architecture or other factors. We also believe that
further work should examine how the practice of continuous integration should not only
discuss how often the developers commit to the same mainline, but also include
integration of a subsystem on a branch or integration of binaries built from several
different mainlines.
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Chapter 7

Continuous Practices and DevOps: Beyond the Buzz,
What Does It All Mean?

This chapter is published as: Ståhl, D., Mårtensson, T. and Bosch, J. (2017). Continuous
practices and devops: beyond the buzz, what does it all mean?. 43rd Euromicro Conference on
Software Engineering and Advanced Applications, SEAA 2017, pp. 440–448.

Abstract: DevOps and continuous practices are attracting steadily growing attention by both
practitioners and researchers in the software engineering community. The terms are often used
inconsistently, interchangeably and with unclear meaning, however. Taking the position that this
ambiguity and miscommunication renders the community great harm, in that it impedes our
ability to critically appraise these practices, their effects and interplay between them, we analyze
how published literature on both continuous practices and DevOps treat the terms. Based on this
analysis, along with statements by often cited sources in the community as well as personal
experience from researching and practicing these concepts, we propose guidelines to help authors
reduce ambiguity in their publications. Additionally, definitions designed to reflect mainstream
interpretation while disentangling the terms from one another are presented.

7.1 Introduction

Continuous practices in software engineering have long since ceased to be a curious
novelty, but have become firmly established in the industry mainstream. The precise
moment of their birth is up for debate: depending on whether one counts the
introduction of continuous integration as a term by Booch (1994), the definition of
Extreme Programming in 1997 or its subsequent popularization by Beck (1999), these
practices are now in their early twenties or late teens. During that time they have not
only greatly influenced industry practice, but also diversified and stirred substantial
interest in the research community, not least in their effect on related aspects of
software engineering, such as configuration management, traceability, communication,
testing and planning.

As a more recent development, DevOps has risen to the fore as a prominent trend in
the software engineering community and attracted significant and increasing attention
from researchers in the last few years, particularly since 2014.

The actual meaning and the internal relationships of these practices to one another
is far from clear, however. In previous work (Ståhl and Bosch 2014b) we have found
that there is a high degree of divergence in how continuous integration, specifically, is
interpreted and implemented. This confusion is not limited to continuous integration,
but is arguably even more pronounced in the case of continuous delivery and
continuous deployment – terms which are often used interchangeably (Rodriguez et al.
2016). Similarly, DevOps is notorious for its ambiguity and lack of established
definitions, and a large overlap with continuous practices exists. This has been
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recognized in literature (Lwakatare et al. 2015) as well as by forefront figures in the
industry: in the words of Andrew Phillips, “some people say continuous delivery is the
goal of DevOps, some people say DevOps is the [enabler of] continuous delivery” and
“unfortunately [...] people use the terms almost interchangeably” (interview on SE
Radio 2016).

In response to this state of confusion, we have conducted a systematic mapping of
literature to assess the current state of understanding of DevOps and continuous
practices, particularly in relation to one another. Based on the results of this, in the
interest of greater short-term clarity in published literature we propose guidelines for
researchers, and in the hopes of long-term consensus propose a disentanglement of
these related, but ultimately distinct, concepts.

The key contribution of this paper is three-fold. First, it highlights a critical problem
in the software engineering community by assessing the state of understanding and
level of consensus regarding the meaning of continuous practices and DevOps in
contemporary literature. Second, it proposes recommendations for researchers to
improve the level of conceptual clarity in published literature. Third, it proposes a set
of definitions which offer a way forward to disentangle DevOps and continuous
practices from one another.

The remainder of the paper is structured as follows. The next section discusses the
problem statement and its importance in greater depth. This is followed by the research
method in Section 7.3 and the results of the systematic mapping study in Section 7.4.
These results are then analyzed in Section 7.5. Finally, the validity of the study is
discussed in Section 7.6 whereupon the paper is concluded in Section 7.7.

7.2 Problem Statement

While the lack of a consensus regarding the exact meaning of continuous practices and
DevOps – not least in relation to one another – is difficult to refute, one can take
different views on it. Indeed, one may argue that “having no clear definition [of
DevOps] has its advantages” because it raises questions and allows a high degree of
freedom in combining methods and tools “within one high level development method”
(Olszewska and Waldén 2015).

We, on the other hand, take the opposite and arguably more conservative view.
Similarly to the divergence observed and documented previously with regards to
continuous integration – and which we believe has slowly improved since then – the
current lack of consensus regarding the actual meaning of DevOps, continuous delivery
and continuous deployment impedes the systematic building of knowledge regarding
pros, cons, challenges and possible solutions. As long as the statement “By adopting
DevOps, we have achieved benefit X” semantically equates to “By changing something
related to our software production we have achieved benefit X” it is a near impossible
task to analyze, evaluate and ultimately evolve the practice through systematic research
efforts. Similarly, for a practitioner, as long as any attempt to investigate how DevOps
might benefit one’s software development efforts begins by deciding what DevOps is,
learning by example and making informed decisions becomes very challenging indeed.
As one source puts it, as long as “little has been presented to describe and formalize
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what [DevOps] constitutes [...] the phenomenon will not be effectively communicated”
(Lwakatare et al. 2015).

Consequently, we seek to address this challenge by answering the following research
question: What, if any, are the consensus definitions of continuous practices and
DevOps, particularly in relation to one another, in literature on continuous practices
and DevOps, and can such definitions be found which reflect mainstream usage yet
cleanly separates the terms?

7.3 Research Method

To answer the research question outlined in Section 7.2 we chose to first conduct a
systematic mapping study (Petersen et al. 2008) of the joint field of continuous practices
and DevOps, followed by a more in-depth review of relevant papers. The purpose of
this mapping study was to investigate how the research field of DevOps has developed
in relation to the highly related field of continuous practices, and to identify candidates
for in-depth analysis.

The steps proposed by Petersen et al. (2008) when conducting a systematic mapping
study are:

· Definition of Research Question
· Conduct Search for Primary Studies
· Screening of Papers for Inclusion and Exclusion
· Keywording of Abstracts
· Data Extraction and Mapping of Studies

Each of these steps is discussed individually below. The step-by-step process is also
depicted in Figure 24.

Figure 24: The step-by-step mapping study process.

7.3.1 Definition of Research Question

The first step of the study was to phrase the research question presented in Section 7.2.
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7.3.2 Conduct Search for Primary Studies

To identify published literature dealing with continuous practices and DevOps, we
wanted to ensure that we did not unwittingly exclude or misrepresent literature because
of any personal mis- or preconceptions with regards to nomenclature. Hence we opted
for as automated and open-ended an approach as possible.

The first step of this approach was to search for continuous practices. While the most
popularized terms are continuous integration, delivery and deployment, several other
continuous practices have been proposed over the years; Fitzgerald and Stol (2015)
provides an overview of nine practices which we have based our search on without
modification. To identify published literature dealing with one or more of these
practices, a Scopus search was conducted.

The decision to use only one indexing service was made based on two factors. First,
in previous work (Ståhl and Bosch 2014b, Ståhl and Bosch 2016a, Ståhl et al. 2016b)
we have found Scopus to cover a large majority of published literature in the field, with
other search engines only providing very small result sets not already covered by
Scopus. Second, restricting oneself to a single source has the benefit of consistency in
nomenclature and available meta-data – enabling our automated approach to analysis –
as well as avoiding the risk of introducing errors when merging results from multiple
sources.

The search string was developed in a two-step process First, TITLE-ABS-
KEY("continuous integration" OR "continuous delivery" OR
"continuous release" OR "continuous deployment" OR
"continuous verification" OR "continuous testing" OR
"continuous compliance" OR "continuous security" OR
"continuous evolution") AND PUBYEAR > 1996 AND PUBYEAR <
2017 AND SUBJAREA(COMP) AND DOCTYPE("ar" OR "bk" OR "ch"
OR "cp" OR "rp" OR "re") was searched to find all items related to any of the
identified continuous practices within computer science. This search, however, returns
a large number of “false positives”, such as research on drug release mechanisms in
medicine. In the interest of reproducability of the study we decided to attempt to
eliminate as many of these unrelated items as possible by refining the search string,
rather than by manual assessment of the result.

To improve the accuracy of the result set, the keywords of all items were parsed,
counted and sorted according to number of publications including them. All keywords
occurring in ten or more of the publications were reviewed, and of these all which were
related to software engineering in general (e.g. “Software Design”) or continuous
and/or agile practices in particular (e.g. “Continuous Integration”), were added to the
search string (... LIMIT-TO(EXACTKEYWORD, "...") OR LIMIT-
TO(EXACTKEYWORD, "...") ...), thereby excluding all items not listing at
least one of these keywords. The full resulting string is not included due to space
limitations. The search was performed on October 10, 2016 and yielded 458 hits.
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7.3.3  Keywording of Abstracts

While Petersen et al. (2008) present recommendations on analysis and classification of
included papers, we chose a fully automated approach to avoid any human error. For
each of the 458 publications, the following data was collected: title, abstract, keywords
(both author keywords and indexed keywords, where present), authors, affiliations,
publication year, type of publication and number of citations. The data set was then
automatically parsed using two methods.

First keywords, titles and abstracts were searched for phrases, which were sorted by
number of papers making mention of them. In the case of keywords this is straight-
forward, but when analyzing running text one can not only analyze individual words:
e.g. “continuous integration” would not show up in such an analysis. Consequently we
performed n-gram analysis (Kohonen and Somervuo 1998) of title and abstract for N
values 1, 2 and 3, respectively (i.e. single words, bigrams and trigrams). In the next step
the resulting list of phrases was analyzed, and similar phrases were thematically
grouped. To exemplify, the common keyword “continuous integrations” and the
common bigram “continuous integration” were grouped into a single theme. These
themes were then used to represent a single semantic concept, with DevOps being one
of these themes, containing a total of 35 items. This process of extracting themes is
depicted in Figure 25.

Figure 25: The themes extraction process.

The end result of this approach is equivalent to appending AND TITLE-ABS-
KEY() with all phrases of the theme to the original search string. The benefit, however,
rather than that of manually selecting filter criteria up-front, is that we do not run the
risk of accidentally filtering out relevant publications because of alternative spelling,
syntax or terminology. To exemplify, common n-grams in the result set were
“automated testing”, “test automation”, “automated test” and “automated tests”.
Unaware of this divergence, a researcher constructing an up-front search query on test
automation may inadvertently miss out on relevant publications.

Other metrics, such as number of affiliations, number of authors, publication type et
cetera were parsed and tabulated by bespoke scripts.



105

7.3.4 Data Extraction and Mapping of Studies

Following the above steps, the resulting table of classified publications was analyzed,
first to create an overview of current trends in the research field and second to
investigate definitions – explicit or implicit – among the publications within the
DevOps theme. Such definitions were extracted and grouped as pertaining to one or
more continuous practices, to DevOps or to the relationship between these,
respectively.

In Section 7.4 the results of this collation is presented without in- depth analysis,
whereas in Section 7.5 we analyze it within a broader context, including often cited
authors in the continuous practices and DevOps space as well as our own experiences
and observations as researchers and practitioners.

7.4 Results

This section presents the results of the mapping study.

7.4.1 Overview and Trends

One advantage of the automated approach described in Section 7.3 is that it generates
a richer data set than is practical using strictly manual analysis and classification. In
turn, this allows for creating an overview and studying trends.

Figure 26 shows the number of publications over time per extracted continuous
practice related theme, as well as in total. A quick look at the compiled data shows that
the research field of continuous practices is steadily growing, as has been reported in
related work (Rodriguez et al. 2016), and that the three practices that are currently
attracting the most attention are continuous integration, delivery and deployment.
Particularly the latter two are rising sharply, while continuous integration is actually on
the decline, relative to the total number of publications.

Figure 26: Number of publications related to individual practices over time.
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Figure 27, on the other hand, shows trends in the methodologies addressed in
literature on continuous practices. Here the Agile theme includes a wide range of non-
DevOps phrases, such as “agile methods”, “agile manufacturing systems”, “scrum”,
“agile practices”, “extreme programming” and “lean software development”. Similarly,
the Other theme includes multiple phrases related to methodology in general, e.g.
“iterative methods” and “development practices”, but which can not be classified as
strictly Agile (interestingly enough, not a single common phrase made reference to any
particular non-Agile methodology). The figure clearly shows that while the interest in
Agile has stayed strong over time, literature on continuous practices has increasingly
begun addressing DevOps as well. Indeed, relative to the total number of publications,
the DevOps theme is increasing much more rapidly than the Agile theme and began to
take off at exactly the same time as continuous delivery and continuous deployment,
which could imply a close link between these particular practices.

Figure 27: Number of publications related to methodologies over time.

To summarize, we find evidence that interest in the research community regarding
continuous practices is strong and growing. Particularly continuous delivery and
deployment are on the rise, which coincides with a similarly rapid increase in attention
to DevOps.

7.4.2 Definitions

While it can be shown that literature on continuous practices is increasingly mentioning
continuous delivery, continuous deployment and DevOps, given the confusion
regarding definitions outlined in Sections 7.1 and 7.2, that does not necessarily mean
they are discussing the same subjects. Consequently, the more fundamental question is
how these publications define the terms, explicitly or implicitly.

1) DevOps: A full review of the 35 publications in the DevOps theme (see Section
7.3) reveals that some actually do not address – much less discuss the meaning of –
DevOps at all. Indeed, some may include DevOps as a keyword or index term without
a single mention in the article itself (Chen 2015a, Bass et al. 2015) or only mention it
in passing (Zhu et al. 2015, Xu et al. 2014, De Gouw et al. 2016).



107

That being said, a larger number do define or at least describe the concept. e.g. stating
that it is “a software development method that combines quality assurance mechanisms
with IT operations within software engineering practices” (Olszeweska and Waldén
2015), whereas others argue that it is “not a method”, but an approach (Erich et al.
2014).

Meanwhile, others take a much more technical stance, stating that DevOps aims “to
automate the complete deployment process from the source code in version control to
the production environment” (Wettinger et al. 2014a) or discuss the “DevOps
toolchain” and the DevOps practices of “fast feedback, small batch sizes, and
independent releases” (Callanan and Spillane 2016). Similarly, Virmani (2015) finds
that DevOps is a “set of principles towards software delivery [...] speed of delivery,
continuous testing in production like environment, be in shippable state at any day,
continuous feedback, ability to react to change more quickly, teams working to
accomplish a goal instead of a task”.

We find the most common interpretation, however, to be that DevOps is about
culture: a “culture that stresses collaboration and integration between software
developers, operations personnel, and everyone involved in the design, creation,
development, and delivery of software” (Gotimer and Stiehm 2016) or “an emerging
culture in which development, testing, operations teams collaborate to deliver outcome
in a continuous and effective manner” (Soni 2015) or that it “includes organizational
and cultural aspects” (Ahmadighohandizi and Systä 2015) and constitutes “a culture
shift toward collaboration between development, quality assurance, and operations”
(Ebert et al. 2016) where “engineering activities [...] are shifted towards earlier stages
of development” (Liu et al. 2016).

A final perspective is, arguably, a more holistic one. Humble and Molesky (2011)
argues that while “Devops is about aligning the incentives of everybody involved in
delivering software”, it does that in four ways: “culture, automation, measurement, and
sharing”. Similarly, based on interviews and review of 22 publications, Lwakatare et
al. (2015) identifies four elements of DevOps: collaboration, automation, measurement
and monitoring. While these two lists of elements are not identical, they do provide a
clue to the underlying nature of the divergence: while some regard DevOps as a very
broad and multi-faceted concept, others zoom in one part or other – such as culture or
automation – and instead think of that as DevOps. Indeed, this also provides a lens
through which we may regard the relationship between continuous practices and
DevOps, discussed further in Section 7.5.

2) Continuous Practices: Similarly to the case of DevOps, it is not uncommon for
the 35 identified publications in the DevOps theme to only list one or more continuous
practices in keywords or mentioning them in the abstract, without actually addressing
them.

As found by Rodriguez (2016), many sources treat continuous delivery and
continuous deployment as one and the same, using the terms interchangeably. To
exemplify, Ebert et al. (2016) includes deployment of software to products in the field
in continuous delivery, yet also discusses continuous deployment in the same paper
without clarifying the distinction between the two concepts. Similarly, one source
considers continuous delivery to also involve actual release of the software and
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consequently argues that “continuous deployment is a prerequisite for continuous
delivery, but the reverse is not necessarily the case” (Fitzgerald and Stol 2015). Others
define the practices separately, but there is a high degree of divergence between
sources. To exemplify, Virmani (2015) states that continuous delivery “tries to optimize
the infrastructure management and the critical need to balance out time and resources”,
the benefits of which include “no need for dedicated hardware” and reliable and
scalable infrastructure provisioning – considerations and benefits arguably more related
to cloud infrastructure engineering than to continuous delivery practice, per se.

That being said, the most common interpretation as we find it is that continuous
delivery is about ensuring the software can be released and/or deployed to production
at any time (Chen 2015a, Soni 2015, Chen 2015b, Krusche and Alperowitz 2014), but
may not actually be thus released and/or deployed, and that the continuous delivery
pipeline helps build “confidence that the software is a viable candidate” (Gotimer and
Stiehm 2016). Furthermore, while this is “often erroneously considered synonymous
with automated deployment” (Gotimer and Stiehm 2016), there is an important
distinction. This also serves to “significantly shorten software release cycles”
(Wettinger et al. 2015a) and enable more frequent releases (Krusche and Alperowitz
2014). Continuous deployment, on the other hand, is to actually put those candidates
into production (Zhu et al. 2016), “with as much automation as possible” (Shahin 2015).

In the case of continuous integration, it is described as “integrate early, don’t keep
changes localized to your workspace for long” (Virimani 2015) or “a software
development practice where members of a team integrate their work frequently, usually
each person integrates at least daily” (Soni 2015), which in turn is a direct quote from
Martin Fowler’s often cited article (Fowler 2006). It is also found that this typically
“comprises interconnected steps such as compiling code, running unit and acceptance
tests, validating code coverage, checking compliance with coding standards, and
building deployment packages” (Fitzgerald and Stol 2014). That does not mean that
alternative interpretations are not published, however. Fitzgerald and Stol (2015)
present continuous integration as a superset where “a number of further modes of
continuous activities can be identified, namely continuous deployment and continuous
delivery”, while Fitzgerald and Stol (2014) argues that continuous integration “has
emerged to eliminate discontinuities between development and deployment”.

Finally, Fitzgerald and Stol (2015) defines a larger set of continuous practices,
expanding the scope to include business strategies, most of which have not (yet) come
into popular use in literature and are therefore not discussed here.

3) DevOps vs Continuous Practices: Studying how sources treat DevOps in relation
to continuous practices reveals further divergence in literature. A number of sources
consider DevOps to be an enabler of continuous practices (Fitzgerald and Stol 2015),
e.g. stating that “DevOps [enables] rapid, continuous deployment and delivery”
(Wettinger et al. 2015b), that “the main promise of DevOps is to enable continuous
delivery” (Wettinger 2014b) or implying that continuous delivery is a superset of
DevOps (Krusche and Alperowitz 2014).

The opposite perspective, that DevOps is enabled by continuous practices and/or
constitutes a superset of continuous practices, is far more common, however (Wettinger
et al. 2015a, Gotimer and Stiehm 2016, Olszewska and Waldén 2015, Wettinger et al.
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2015b). To exemplify, it is stated that continuous delivery ”promises to radically reduce
frictions in DevOps processes” (Austel et al. 2015), that DevOps “builds on”
continuous practices (Ahmadighohandizi and Systä 2015), that continuous deployment
is the “heart of DevOps” (Virmani 2015) and that DevOps drives the need for
continuous integration and delivery (Wright and Druta 2014). While differences
between DevOps and continuous practices are rarely discussed explicitly,
Ahmadighohandizi and Systä (2015) finds that DevOps, unlike continuous integration
and delivery, also “includes organizational and cultural aspects”.

Related to the fact that most sources do not explicitly address the relationship and/or
differences between continuous practices and DevOps is the finding that apparently
conflicting views are sometimes presented in the same source. To exemplify, Shahin
(2015) states that DevOps exists “in the context of Continuous Deployment”, and later
states that continuous integration, delivery and deployment are “DevOps practices”.

7.5 Analysis and Discussion

This section presents the analysis of the results presented in Section 7.4.

7.5.1 Assessment of Divergence

From the review of the studied sources it is evident that even though we find what we
consider to be a mainstream interpretation in line with influential sources such as Jez
Humble (Humble and Farley 2010, Humble 2010) and Martin Fowler (Fowler 2006,
Fowler 2013), there is a high degree of divergence –  not to say confusion – with regards
to the actual meaning of continuous practices, DevOps, and how these terms relate to
one another. We agree with others in the community who have made similar
observations that this renders both researchers and practitioners great harm. There is a
clear danger that if we are unable to agree on the meaning of these buzzwords and they
ultimately become meaningless: we end up in a situation where everybody ostensibly
practices continuous delivery and DevOps, though in practice very little has actually
changed, resulting in backlash and disillusionment until the next buzz word comes
along and the cycle repeats. In this section, we present one short term and one long term
approach to avoid that scenario.

Before delving into these approaches, however, we would pause to reflect on the
reasons for the current state of disagreement. We posit that it is not altogether
surprising: the software industry is, after all, highly diverse. Software is developed in
different contexts, using different processes, in different technology domains, targeting
different types of users and operating in under different regulatory circumstances and
in different business contexts. Depending on the experiences of the individual author,
it is to be expected that not all have had reason to reflect on the actual differences
between these practices or that they may seem similar to the point of conflation. To
exemplify, given certain SaaS (Software as a Service) contexts deploying to production
and releasing to users may seem like one and the same, given certain business policies
being able to deploy a given version of the software may not be different from actually
doing it, and given small to medium sized projects, the distinction between continuous
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integration and delivery may seem vague (Ståhl et al. 2017b). That being said, another
possible explanation is one of simple demographics: as more people enter the domain
of software engineering in general, and continuous practices in particular, the finer
points of the terminology and underlying concepts may appear less clear than to new-
comers than to old-timers, as hinted at by Andrew Phillips (interview on SE Radio
2016).

7.5.2 Short Term Approach: Explicitness

As a short term step to remedy the current situation we strongly encourage colleagues
and fellow authors in the community writing and speaking about continuous practices
and DevOps to be explicit regarding the meaning they attach to those terms – not only
in a positive sense, but also in a negative sense.

In other words, it is important to communicate not only what one intends by e.g.
“continuous delivery”, but also what one does not intend. To exemplify, if by DevOps
one means a culture of collaboration between development and operations, does one
also include the automation and infrastructure that enables and fosters that culture?

7.5.3 Long Term Approach: Viable Definitions

Ideally, the shared understanding of continuous practices and DevOps would be such
that explicit definitions would be superfluous. In support of that and to take our own
advice from Section 7.5.2, we wish to propose what we consider to be a set of viable
definitions. We base this proposal on what we interpret to be common perspectives in
the reviewed literature, as well as influential sources in the industry, along with years
of personal experience applying these practices at operative, tactical and strategic levels
in organizations ranging in size from dozens to tens of thousands of engineers. In doing
so, our goal is not to break new ground or to redefine anything, but rather the opposite:
to cause minimal disruption and reuse what can be reused, while hopefully adding a
certain level of clarity by disentangling separate but frequently conflated concepts.

We argue that a conducive set of a definitions would be one where the terms are
either mutually exclusive or explicit supersets of one another, in order to avoid the
current situation where continuous integration, continuous delivery, continuous
deployment and DevOps are frequently used as vaguely defined expanded subsets of
one another.

Starting with the three most popular continuous practices, we would suggest that
they may be understood as follows:

· Continuous integration is a developer practice where developers integrate their work
frequently, usually each person integrates at least daily, leading to multiple
integrations per day. This is taken almost verbatim from the often cited definition by
Martin Fowler (Fowler 2006), with two important exceptions. First, considering it a
developer practice, as opposed to a development practice, emphasizes that it is
ultimately about developer behavior and helps distinguish it from continuous
delivery. In a small scale context the distinction may be subtle, but in large scale
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development we see that continuous delivery does not necessarily imply continuous
integration (Ståhl et al. 2017b). In other words, a state of the art automated software
pipeline does not guarantee that developers actually integrate continuously, although
it may well enable and encourage that practice. The second exception is the
substitution of developers for members of a team, which implies a single-team setup
and causes unnecessary confusion. It is a well established fact that continuous
integration is often practiced at much larger scale in the industry; consequently we
argue for defining the term without connotations of organizational units.

· Continuous delivery is a development practice where, in the words of Humble and
Farley (2010), every change is treated as a potential release candidate to be
frequently and rapidly evaluated through one’s continuous delivery pipeline, and
that one is always able to deploy and/or release the latest working version, but may
decide not to, e.g. for business reasons. Emphasis is placed on potential, because
particularly in large-scale implementations of the practice, it is not feasible to apply
the full test and verification battery to every change in source code – rather, changes
are often batched throughout the pipeline, meaning that commits are essentially
sampled, in the sense that only certain source code commits end up being built into
release candidates that consequently evaluated as such. This sampling, however, is
a completely heuristic process, rather than a planned or otherwise pre-ordained one.
Also, to distinguish continuous delivery from continuous integration it is important
to note the difference between developer practice and development practice: an
organization may practice continuous delivery and implement a continuous delivery
pipeline, yet at the same time fail to convince its individual developers to adopt the
practice of continuously integrating. The scope of continuous delivery varies from
case to case, and is defined by whatever one needs to do to confidently release and/or
deploy the software. This typically involves activities such as code analysis,
documentation generation, acceptance testing, regulatory compliance assessments,
license scanning and requirement verification.

· Continuous deployment is an operations practice where release candidates evaluated
in continuous delivery are frequently and rapidly placed in a production
environment, the nature of which may differ depending on technological context.
This often, but not necessarily, implies making it generally available to users, while
in other contexts it is not even applicable as a concept.

In addition to these, based on our own industry experience and along the lines of Jez
Humble’s reasoning (interview on SE Radio 2015), we see a strong reason to include
continuous release:

· Continuous release is a business practice where release candidates evaluated in
continuous delivery are frequently and rapidly made generally available to
users/customers. This is critically different from continuous deployment, depending
on the context. In many SaaS environments, release is achieved through deployment,
but this is not necessarily the case (consider e.g. dark launches). In other contexts,
where an organization is deploying for its own internal operational needs and thereby
is its own user, the concept of a release is arguably not even applicable. Conversely,
in the case of user installed software, continuous deployment is not an applicable
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concept even though continuous release may very well be. For these reasons, we find
that the inclusion of continuous release as a separate concept often helps clarify
otherwise muddled conversations.

· DevOps, on the other hand, is a more expansive concepts, and therefore arriving at
a concise definition is much more difficult. As found in Section 7.4.2, it is commonly
referred to as a culture or mindset, but is also defined as being more holistic: yes, it
is about culture and values, but also about tooling, processes and concrete practices.
This view is explicitly or implicitly advocated by several forefront figures of the
movement (Humble and Molesky 2011, Debois 2012) and elaborated in depth by
Mueller (2016), structuring DevOps into values, principles, methods, practices and
tools, similarly to how Agile is often described. This view of DevOps is depicted in
Figure 28.

Figure 28: DevOps as a combination of values, principles, methods,
practices – including continuous practices – and tools.

Admittedly, there is a certain level of uncertainty as to exactly which the included
values, principles, methods, practices and tools are, but continuous practices can be
thought of as constituting certain “specific techniques used as part of implementing the
[DevOps] concepts and processes” (Mueller 2016). There is already a number of
attempts at listing the constituent parts of DevOps (Mueller 2010, Honor 2010, Willis
2010), and making another such listing in this context is arguably of limited value.
Instead, while strongly promoting the notion of DevOps as a superset, we return to our
short term approach (see Section 7.5.2) and encourage authors to be very explicit in
what they intend when addressing DevOps, particularly with regards to actual methods,
practices and/or tools. This is because we argue that not only are values and principles
very difficult to pin down and quantify, but they are only of indirect importance: one’s
behavior affects external reality, whereas one’s intrinsic values and motivations for that
behavior do not. In this sense principles and values are only important to the extent that
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they influence behavior. Consequently, we argue that while principles and values are
useful in conveying an idea, in trying to understand, investigate and evaluate DevOps,
the community must go beyond that and focus on actual behaviors and their
consequences.

That being said, we argue that such a definition, where DevOps forms of a superset
of continuous practices along with other values, principles, methods and practices, is
highly useful in that it provides a conceptually clear framework of how DevOps and
continuous practice relate to one another: it enables practitioners to reason about what
to adopt and how, and it provides researchers the opportunity to systematically
approach the problem of investigating the interplay between specific continuous
practices and DevOps principles, processes and methods.

Returning to the original research question (see Section 7.2), it is our conclusion that
no clear consensus regarding definitions of continuous practices or DevOps exists in
published literature addressing both subjects. However, definitions that cleanly separate
the concepts yet reflect the most common views expressed in that literature are indeed
possible.

7.6 Discussion of Validity

This study has investigated published literature on continuous practices and DevOps,
in order to discern how these terms are used and defined – implicitly or explicitly. One
may object that there is a substantially larger body of literature on only continuous
practices and on only DevOps, respectively. Additionally, there is even greater activity
on various blogs, podcasts and social media, where the shared understanding of these
terms is arguably decided to a higher degree than in academic publications. While not
arguing the point, the intersection of continuous practices and DevOps is of particular
interest to the purposes of the study, and based on our experience as researchers and
practitioners, we consider the publications we have reviewed to be largely
representative to general usage of the terms in the industry.

Another relevant concern is whether the algorithm used to classify publications is
sound. The first aspect of this is whether it produced correct results. To protect against
this, we have verified that its results are identical to including the discovered phrases in
the original search string for each of the themes it produces. The second aspect is
conceptual soundness. We argue that it is superior to manual up-front determination of
phrases and keywords to search for, as it relies on unprejudiced discovery of phrases
and therefore promises to be more inclusive of relevant concepts unexpected by or
unknown to the researcher. In this vein, we have in other work applied the same process
to research on other areas related to continuous practices, and thereby successfully
identified relevant publications we did not discover in parallel searches using manually
selected keywords.
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7.7 Conclusion

In this paper we have started out from the recognized problem that both continuous
practices and the term DevOps are vaguely defined and loosely used in the software
engineering community. This is highly problematic, as such confusion regarding
semantics stands in the way of critical and systematic analysis of the concepts, their
effects and how they interact with one another. This in turn prevents the community
from building upon a solid foundation of proven experience, rather than being seduced
by a series of buzzwords which may turn out to affect very little in terms of real
improvement in the daily lives of software professionals.

We have conducted a systematic mapping study to identify published literature
addressing both continuous practices and DevOps, and then reviewed the identified
publications to investigate usage of continuous practices and DevOps. Based on this
review we find that there is indeed a high degree of confusion and contradictions – often
internally in the same source – regarding the meanings attached to these terms. We
encourage authors to reduce ambiguity in published literature. Furthermore, putting
these results into the larger context of statements by often cited sources in the
community as well as our experiences as researchers and practitioners, we present a set
of definitions that closely corresponds to what we consider to be a mainstream
interpretation, while disentangling the terms, thereby providing a conceptual
framework that supports systematic study and evaluation of the practices.

Finally, we consider the highly automated process of literature mapping and
classification used in this study to be of great value, as it relies on unprejudiced
discovery of phrases and is therefore able to include relevant concepts unexpected by
or unknown to the researcher.

Further work remains, however. In this paper we have found that the software
engineering community is indeed far from reaching a well established consensus
regarding the definition of continuous practices and DevOps – particularly their
relations to one another. While this can be considered an area for further work, it is also
important to recognize that this is a development that largely comes down to non-
academic arenas: social media, blogs, industry talks, books et cetera. That being said,
researchers can play an important role in nudging the community in a more scrupulous
direction when it comes to terminology, or at the very least not contribute to the
confusion.

In this paper we have also made the conscious decision not to build a taxonomy of
DevOps values, principles, methods, practices and tools, but rather to focus on what
one might consider a “meta definition” of the concept. That does not mean such a
taxonomy lacks value, but we argue that it would need to be underpinned by further
work: research into individual methods, practices and tools often associated with
DevOps, and the interplay between them. Important questions to answer in this area
include “Which practices, tools and methods are typically used together?”, “How are
they typically implemented?” and “Which values and principles are confessed to, and
how do they correlate with methods, practices and tools?”. Finding the answers to such
questions, supported by a clear “meta definition” such as the one presented in Section
7.5.3, would enable the software engineering community to progress by transforming
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DevOps from a buzzword to something more like a recipe. A recipe that offers the
individual engineer clear guidance: given a certain situation and a certain set of goals,
which values, principles methods, practices and tools have been shown to be conducive
in achieving those goals?

Finally, we welcome any further development and improvement of the automated
approach to systematic literature mapping used in this study, as we believe it has the
potential to add significant value to the community, given the rapidly increasing volume
of publications.
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Chapter 8

Enable More Frequent Integration of Software in
Industry Projects

This chapter is published as: Mårtensson, T., Ståhl, D. and Bosch, J. (2018). Enable More
Frequent Integration of Software in Industry Projects. Journal of Systems and Software 142, pp.
223-236.

Abstract: Based on interviews with 20 developers from two case study companies that develop
large-scale software-intensive embedded systems, this paper presents twelve factors that affect
how often developers commit software to the mainline. The twelve factors are grouped into four
themes: “Activity planning and execution”, “System thinking”, “Speed” and “Confidence
through test activities”. Based on the interview results and a literature study we present the
EMFIS model, which allows companies to explicate a representation of the organization’s current
situation regarding continuous integration impediments, and visualizes what the organization
must focus on in order to enable more frequent integration of software. The model is used to
perform an assessment of the twelve factors, where the ratings from participants representing the
developers are summarized separately from ratings from participants representing the enablers
(responsible for processes, development tools, test environments etc.). The EMFIS model has
been validated in workshops and interviews, which in total included 46 individuals in five case
study companies. The model was well received during the validation, and was appreciated for its
simplicity and its ability to show differences in rating between developers and enablers.

8.1 Introduction

8.1.1 Background

A build system with the capacity to support frequent integration builds is often
described as a prerequisite for continuous integration and related practices. For
example, the importance of keeping the build fast is stated in Martin Fowler’s popular
article about continuous integration (Fowler 2006). Paul Duvall talks about “build
scalability”, which indicates “how capable your build system is of handling an increase
in the amount of code” (Duvall 2007). In the same way, Larman and Vodde (2010)
describe “a slower build” as the main problem when scaling a continuous integration
system.

Although many books tend to focus on the build system and other technological
solutions, we believe that this is only one of several difficulties for the practitioners
who struggle with large-scale continuous integration implementations in industry:
continuous integration is simply not continuous (or even continual) without frequent
integration of new software from the developers. This is a separate problem which is
not necessarily solved merely by accelerated builds.
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8.1.2 Previous Work

In our previous work we have shown that there is a gap between how continuous
integration is described in literature by e.g. Fowler (2006) and how the practice is
implemented in industry (Ståhl et al. 2017b). We have also investigated which
additional factors other than the build system play a role when applying continuous
integration in industry (Mårtensson et al. 2017a). Based on metrics and interview results
from a large-scale industry project, we presented the factors that according to the
developers themselves affect how often they commit software to the mainline.

According to the results from our study, the developers will commit less frequently
if the delivery process is time-consuming, if it’s too complicated to commit or if there
is no evident value in committing often to the mainline. Behind these three main
themes, we also presented a range of sub-categories such as architecture, test activities
and administration. But the question still remains: Which are the impediments that have
to be overcome in order to fill the gap between the implementations of continuous
integration in industry and how the practice is described in literature?

8.1.3 Research Question

The topic of this paper is to answer the following research question: Which are the
impediments that have to be overcome in order to enable software developers to commit
more frequently, and could a model be defined that can be used as a representation of
an organization’s current situation regarding those impediments?

We will focus on continuous integration implementations for large-scale software-
intensive embedded systems (software systems combined with electronical and
mechanical systems). In previous work we have found multiple problems related to
both scale (Ståhl et al. 2017b) and proximity to hardware (Mårtensson et al. 2016). As
we wish to find solutions viable in some of the most difficult cases, we have focused
on these industry segments in this study (see Section 8.7.3 for further discussion of
generalizability).

8.1.4 Contribution

The contribution of this paper is two-fold. First, it presents a new model that can be
used by practitioners in industry to visualize what their organization must focus on in
order to enable more frequent integration of software. Second, the paper presents
interview results from large-scale industry projects that can give researchers and
practitioners an improved understanding of the main factors that affect how often
developers commit software. In this paper we have combined and built upon our
previous work (Mårtensson et al. 2017a, Mårtensson et al. 2017b, Mårtensson et al.
2017c) with validation extended to 46 individuals in five companies, and an extended
analysis of applicability.

The remainder of this paper is organized as follows. In the next section we present
the research method, including a description of the case study companies. This is
followed by a study of related literature in Section 8.3. In Section 8.4, we present an
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analysis of the interview results. In Section 8.5 we present the EMFIS model, followed
by a presentation of the validation of the model in Section 8.6. Threats to validity are
discussed in Section 8.7. The paper is then concluded in Section 8.8.

8.2 Research Method

8.2.1 Overview of the Research Method

The research study reported in this paper consists of four major parts:

· A systematic literature review, to investigate whether solutions to the research
question have been previously presented in literature (presented in Section 8.3).

· Interviews on continuous integration impediments, to understand how the developers
themselves describe the things that affect how often they commit their software to
the mainline (presented in Section 8.4).

· Development of the EMFIS model: a new model that makes it possible for companies
to find what they must focus on in order to enable more frequent integration of
software (presented in Section 8.5).

· Validation of the EMFIS model in two phases: the first phase with the purpose to
validate the model in different contexts, and the second phase with the purpose to
extend the number of individuals involved in the validation (presented in Section
8.6).

The study includes six case study companies, which we will refer to as Company A,
Company B, Company C, Company D, Company E and Company F. Three of the case
study companies are organizations which have more than 2,500 employees, and the
other three have more than 15,000 employees. All case study companies are
organizations which develop large-scale and complex software systems for products
which also include a significant amount of mechanical and electronic parts. Five of the
companies operate in the following different industry segments: cars, military
aeronautics, trucks and buses, monitored home alarms and military radar systems. The
sixth company prefers to not disclose its business domain. Detailed data on e.g. the
types of problems or challenges that were discussed at the EMFIS assessments are not
included in this research paper due to non-disclosure agreements with the case study
companies.

An overview of the research method and how the case study companies were
included in the different parts of the study are shown in Figure 29: The systematic
literature review and the interviews on continuous integration impediments both
provided input to the development of the EMFIS model. The development of the
EMFIS model was followed by validation (in two phases). A comparison with the
literature review was also included in the first phase of the validation. The research
method for each part of the study is further described in Section 8.2.2-8.2.4.



119

Figure 29: Overview of the research method.

8.2.2 Systematic Literature Review

To investigate whether solutions related to the research question have been presented
in  published literature, a systematic literature review was conducted, following the
guidelines established by Kitchenham (2004). A review protocol was created,
containing the question driving the review (“How are limitations, challenges or
impediments related to continuous integration implementations for large-scale
software-intensive embedded systems described in literature?”) and the inclusion and
exclusion criteria (see Table 17 and 18 in Chapter 8 Appendix A). In addition to the
search for published research papers, we selected four often cited books which we based
on previous experiences found relevant for the review. The stages of the review
(according to the guidelines from Kitchenham) were:

· Identification of research: Iterative analysis of title, abstract and keywords of
publications from trial searches using various combinations of search terms.

· Selection of primary studies: Exclusion of duplicates, publications not available in
English and publications with no available full text.

· Study quality assessment: The relevance of the selected research papers was assessed
in the first step of the review of each paper (but not before the review).

· Data extraction & monitoring: Characteristics and content of the remaining research
papers were documented in an iterative process.

· Data synthesis: The results from the review were collated and summarized.

8.2.3 Interviews on Continuous Integration Impediments

Twenty individual interviews were held with participants from two case study
companies (ten from Company A and ten from Company B). The interviews were
conducted as semi-structured interviews, held face-to-face or by phone using an
interview guide with pre-defined specific questions (presented in Chapter 8 Appendix
B). The interviewer was transcribing the interviewee’s responses during the interview,
and each response was read back to the interviewee to ensure accuracy. The interview
questions were sent to the interviewee at least one day in advance to give the
interviewee time to reflect before the interview.

The responses for the main question in the interview guide included a large amount
of statements and comments. The interview results were analyzed based on thematic
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coding analysis as described by Robson and McCartan (2016) (pp.467-481), outlined
in the following bullets:

· Familiarizing with the data: Reading and re-reading the transcripts, noting down
initial ideas.

· Generating initial codes: Extracts from the transcripts are marked and coded in a
systematic fashion across the entire data set.

· Identifying themes: Collating codes into potential themes, gathering all data relevant
to each potential theme. Checking if the themes work in relation to the coded extracts
and the entire data set. Revising the initial codes and/or themes if necessary.

· Constructing thematic networks: Developing a thematic ‘map’ of the analysis.
· Integration and interpretation: Making comparisons between different aspects of the

data displayed in networks (clustering and counting statements and comments,
attempting to discover the factors underlying the process under investigation,
exploring for contrasts and comparisons). Revising the thematic map if necessary.
Assessing the quality of the analysis.

The process was conducted iteratively to increase the quality of the analysis. The
remaining themes were then described, with representative quotes selected from the
transcripts included in the descriptions. Special attention was paid to outliers
(interviewee comments that do not fit into the overall pattern) according to the
guidelines from Robson and McCartan (2016) in order to strengthen the explanations
and isolate the mechanisms involved.

8.2.4 Development and Validation of the EMFIS Model

The EMFIS model was developed based on studies of related work and the twelve
factors that have been identified in the interviews on continuous integration
impediments. The EMFIS model was validated using the following methods to achieve
method and data triangulation (Runesson and Höst 2009):

· Validation workshops: Six workshops held with Company A, Company C and
Company D where the participants used the EMFIS model to perform an assessment
of the status of the organization, followed by an evaluation of the model.

· Validation interviews: Interviews with individuals from Company C, Company D,
Company E and Company F, where each interviewee performed an EMFIS
assessment and an evaluation of the model.

· Comparison with systematic literature review: Comparison of the EMFIS model and
related work found in literature.

In the validation workshops and interviews, the EMFIS model was used by a total
of 46 individuals in five case study companies that develop large-scale software
systems. The validation was conducted in two phases. The first phase of the validation
included workshops with Company A, and interviews with Company C, Company D,
Company E and Company F. The second phase (several months later) included
workshops with Company A, Company C and Company D. The purpose of the second
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phase was to extend the number of individuals involved in the validation, and to
compare different setups for the assessment workshops.

8.3 Reviewing Literature

A natural first step to answer the research question stated in Section 8.1 was to conduct
a literature review, in order to look for solutions related to the research question in
related work. The question driving the review was: “How are limitations, challenges or
impediments related to continuous integration implementations for large-scale
software-intensive embedded systems described in literature?”

8.3.1 Overview of the Literature Review

To investigate how continuous integration impediments are described in literature, a
systematic literature review (Kitchenham 2004) was conducted. We searched for
publications related to large-scale continuous integration, and for publications related
to continuous integration and embedded systems.

The inclusion criteria and the exclusion criteria for the two reviews are shown in
Tables 17 and 18 in Chapter 8 Appendix A. The selected keywords related to large
scale (“large-scale”, “scalability” etc.) and embedded systems (“embedded systems”,
“robotics” etc.) were identified with an iterative analysis of title, abstract and keywords
of all publications. To complement the review of research papers, we also reviewed
often cited books related to large-scale continuous integration.

To identify published literature, a Scopus search was conducted. The decision to use
only one indexing service was based on that we in previous work (Ståhl and Bosch
2014b, Ståhl and Bosch 2016a, Ståhl et al. 2016b) have found Scopus to cover a large
majority of published literature in the field, with other search engines only providing
very small result sets not already covered by Scopus.

8.3.2 Review of Publications Related to Large-Scale

Of the 31 publications retrieved from the “large-scale continuous integration” search
(shown in Table 17 in Chapter 8 Appendix A) we found twelve papers to not be related
to continuous integration, but instead focusing on deployment of software or the
evolution of a system. The remaining 19 papers discuss a wide range of “difficulties”
or “challenges” related to large-scale continuous integration. Experiences are described
from telecom systems, banking and payment systems, network video systems, regulated
life science and a military command and control system. The papers discuss problems
and (in some cases) solutions related to system thinking, reducing the integration time,
testing to secure quality and stability and activity planning and execution.

Several papers discuss different aspects of system thinking. Liu et al. (2016) and
Preuveneers et al. (2016) both describe difficulties for developers to understand a large
and complex system, but propose different solution approaches: Liu et al. present an
integrated development environment for microservices, and Preuveneers et al. suggest
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integrating scalability testing into the continuous integration process. Modular and/or
loosely coupled architecture are discussed by several papers (Roberts 2004, Søvik and
Forfang 2010, Owen Rogers 2004, Tan and Teo 2007, Liu et al. 2016, Messina et al.
2016, Sekitoleko et al. 2014). For example, Søvik and Forfang (2010) describe that
developers got a “productivity boost” from layer separation in the architecture.

Different approaches to reducing the integration time are discussed by a range of
papers. Roberts (2004) describes how to avoid a slow build process when scaling
continuous integration by splitting up a product into modules, and integrating them as
binaries. Another proposed approach is to enable faster builds with an automated build
process (Soni 2015, Søvik and Forfang 2010, Owen Rogers 2004). Owen Rogers (2004)
describes the importance of tools, claiming that “the right set of tools is what changes
integration from a painful and time-consuming task into an integral part of the
development process”. Different viewpoints on test selection (Buchgeher et al. 2016,
Syer et al. 2016, Knauss et al. 2015a) are presented: Buchgeher et al. (2016) present an
approach for test case prioritization and selection that is based on an architectural
viewpoint, whereas Knauss et al. (2015a) propose a method for test selection based on
heat maps. Owen Rogers (2004) and Roberts (2004) emphasizes the importance of
giving fast feedback to the developers from the test activities. As Owen Rogers puts it,
if the feedback time is too long “a natural reaction is to reduce the frequency of commits
so as to minimize this unproductive time”.

Testing to secure quality and stability is discussed by several papers. Testing is
described both as an activity done by the developer before committing the code (Owen
Rogers 2004, Yüksel et al. 2009, Tan and Teo 2007) or on the main track (Søvik and
Forfang 2010, Owen Rogers 2004, Knauss et al. 2015a, Yüksel et al. 2009, Su et al.
2013, Tsai et al. 2010). Different approaches (sometimes contradicting) are presented
regarding the amount of testing required before integrating software into the mainline,
e.g. Owen Rogers states that “Introducing a stringent pre-commit procedure […] is not
an effective way to deal with integration, and only wastes productivity”.

Activity planning and execution is discussed by Sekitoleko et al. (2014). Sekitoleko
et al. describe the challenges associated with technical dependencies between teams in
a large-scale agile software development as planning, task prioritization, knowledge
sharing, code quality and integration (handling of merge conflicts). Owen Rogers
(2004) also touches upon activity planning and proposes modularization of the code
base “on a per team basis” as an alternative to large test suites to secure quality and
stability. Most of the papers focus on a single problem area, but we found three papers
that describe a combination of different types of limitations or challenges (Fitzgerald
et al. 2013, Owen Rogers 2004, Sekitoleko et al. 2014). Fitzgerald et al. (2013) takes a
somewhat different approach and describes the “core issues for software development
in regulated environments” as quality assurance, safety and security, effectiveness,
traceability, verification and validation.

A review of often cited books related to large-scale continuous integration reveals a
tendency to focus on reducing the integration time (keeping the build and test process
short). Duvall (2007) focuses on “the amount of code” which affects the duration of the
build. In the same way Larman and Vodde (2010) state that “the obstacles for scaling a
CI system relate to more people producing more code and tests”, and focuses on “a
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slower build” as the main problem. Humble and Farley (2010) also discuss how to
“keep the build and test process short”. The three books describe similar concepts of
“stage builds” (Duvall 2007), “multi-stage CI system” (Larman and Vodde 2010) or
“integration pipeline” (Humble and Farley 2010) which split the test process into
multiple stages.

Humble and Farley (2010) also discuss system thinking and architecture, especially
problems with monolithic systems which “have poor encapsulation and tight coupling”.
According to Humble and Farley, there is a need to split a large system into components
if “your codebase is too large to be worked on by a single team”. Beck (2005) presents
continuous integration as one of the XP practices. A number of topics are discussed
related to scaling XP, but the topics are discussed in relation to XP in general, i.e. not
specifically as problems related to scaling continuous integration. In a similar way as
Humble and Farley, Beck describes the need to split a large system “along its natural
fracture lines”, but does not mention dependencies or coupling as a problem (“split the
work among autonomous teams”).

Although Larman and Vodde (2010) tend to focus on the “slower build” problem,
they also discuss other obstacles. According to Larman and Vodde (2010), the
developers’ integration frequency when practicing continuous integration is limited by
the “ability to split large changes” (the better developers are at splitting the work, the
more frequently they can integrate), “speed of integration” (the more time it takes to
integrate changes, the less frequently developers will do so) and “speed of feedback
cycle” (a fast feedback cycle decreases the risk that the build will break and increases
the ability to check in more frequently).

8.3.3 Review of Publications Related to Embedded Systems

The review of the 43 publications retrieved from the “continuous integration applied to
development of embedded systems” search (shown in Table 18 in Chapter 8 Appendix
A) revealed that 22 of the publications were not directly related to continuous
integration. A majority of those papers uses the term “continuous evolution” as in e.g.
“continuous evolution of semiconductor process technology”. Other papers that were
found not directly related to continuous integration discuss topics like software models,
quality or requirements, and often use “continuous integration” as a keyword without a
single mention in the article itself or only mention it in passing. In the same way, two
publications were found to not be related to embedded systems (using the term
embedded as in e.g. “embedded in an open world”). The remaining 21 papers discuss
problems and (in some cases) solutions related to long feedback loops, architecture and
testing of a complex system.

Long feedback loops due to limited availability of test environments with real
hardware (often bespoke hardware) is often described as a problem (or challenge) in
the reviewed publications. Case studies are presented from mobile applications (Seth
and Khare 2015), the automotive industry (Vost 2015), Internet of Things (IoT)
(Rosenkranz et al. 2015), robotics (Mossige et al. 2013, Mossige et al. 2014a, Mossige
et al. 2014b, Mossige et al. 2015, Lier et al. 2014) and radio systems (Woehrle et al.
2009). Solutions are proposed related to test selection (Vost 2015, Mossige et al. 2015,



124

Mossige et al. 2014b, Vöst and Wagner 2016) and using simulation and system models
(Rosenkranz 2015, Mossige et al. 2014b, Mossige et al. 2015, Lier et al. 2014, Woehrle
et al. 2009). Two of the papers (Seth and Khare 2015, Woehrle et al. 2009) also discuss
automation of the build and test process to enable fast feedback. Another six papers
touch upon the topic of testing on real hardware, but do not describe it as a problem or
a limitation.

Limitations related to architecture and testing of a complex system are described by
a few papers: Different types of limitations related to architecture and tightly coupled
systems are described (Mossige et al. 2014a, Mossige et al. 2015, Del Rosso 2006). Del
Rosso (2006) is comparing three assessment techniques for continuous evaluation of
software architecture (in case studies from the telecom industry). Two papers discuss
experiences from two different companies in the automotive industry on complex HMI
(Human-Machine Interface) testing (Knauss et al. 2015b, Grandy and Benz 2009),
presenting experiences from both manual and automated testing.

One of the publications is from our previous work (Olsson and Bosch 2014),
reporting experiences “when moving beyond agile“ from a company that develops
network video solutions. The challenges that are found that are related to continuous
integration are “adoption of agile practices among teams”, “difficulties to have
resources available for each agile team”, “difficulty in removing or reducing old tests”
and “difficulties in analyzing and maintaining automated tests”.

Many of the papers point out the need for more research that combines continuous
integration and embedded systems, e.g. “the lack of papers on the application of
continuous integration strategies in the automotive industry clearly indicates that this
field of research needs to be investigated more thoroughly” (Vost 2015).

8.4 Interviews on Continuous Integration Impediments

As a complement to the literature study in Section 8.3, we conducted a series of
interviews in order to understand how the developers themselves describe the things
that affect how often they integrate their software to the mainline. We wanted to
understand what needed to be changed so that the interviewed developers would
commit their software more frequently.

8.4.1 Background Information

To investigate how continuous integration impediments in large-scale projects are
described by the developers themselves, a series of interviews were conducted with 20
interviewees from two case study companies (as described in Section 8.2.3). The case
study companies (Company A and Company B) are developing large-scale and
complex software systems for products which also include a significant amount of
mechanical and electronic parts. Both companies apply continuous integration practices
such as automated testing, private builds and integration build servers in various ways.
The software teams commit to a common mainline for each software product. Build,
test and analysis of varying system scope and coverage run both on event basis and on
fixed schedules, depending on needs and circumstances. A wide range of physical target
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systems as well as a multitude of both in-house and commercial simulators are used to
execute these tests.

The interviewees were purposively sampled in line with the guidelines for qualitative
data appropriateness that is given by Robson and McCartan (2016) (pp.166-168):
“interviewing ’good informants’ who have experienced the phenomenon and know the
necessary information”. The individuals were sampled for scope and variation to
represent a wide range of sub-systems (with different characteristics) and project types
(size and development context).

The first part of the interviews queried the software developer for contextual
information, and how the interviewee currently commit their software. The interviewed
developers were generally very experienced, with an average of 12.15 years of
experience from industry software development (spanning from 4 to 32 years). The
developers worked in different projects, with the number of developers (committing to
the same mainline) spanning from 50 to 1,000. The interviewees generally had a very
positive attitude towards continuous integration, with an average rating of 4.1 (on a
Likert scale from one to five) of how software development of large-scale systems
benefits from the practices of continuous integration. Some of the developers
committed to a team or feature branch, and some directly to the mainline. The
developers who committed directly to the mainline committed their software on
average every 2.5 days. The developers who worked on a branch committed frequently
(on average at least daily) to the branch, but there were often days or even weeks
between commits from the branch to the common mainline.

8.4.2 Continuous Integration Impediments

In the main question in the interview guide, we asked about what needs to be changed
so that the interviewees would commit software directly to the mainline every day.
After the first answer from the interviewee, a list of aspects to consider from related
literature (Jacobson et al. 1999, Project Management Institute 2013) was presented to
the interviewee. This process was designed to allow spontaneous reflections from the
interviewee, and then eliciting further in-depth responses.

The responses included a large amount of statements and comments. Extracts from
the interview responses were coded and collated into themes. A thematic network were
constructed, resulting in a thematic map with four main themes, which in turn consist
of several sub-themes. The four main themes and their sub-themes are shown in Table
15, together with information about of how many interviewees that provided statements
that supported each theme. We consider this summary not only to be valid for an
organization that aims for the developers to commit every day, but in general to be the
main factors that could enable more frequent integration of software.
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Activity planning and execution 19 10 9
- Work breakdown 15 7 8
- Teams and responsibilities 6 1 5
- Activity sequencing 13 6 7
System thinking 17 8 9
- Modular and loosely coupled architecture 12 5 7
- Developers must think about the complete system 8 5 3

Speed 19 9 10
- Tools and processes that are fast and simple 15 8 7
- Availability of test environments 9 2 7
- Test selection 7 1 6
- Fast feedback from the integration pipeline 9 5 4
Confidence through test activities 16 9 7
- Test before commit 9 6 3
- Regression tests on the mainline 9 5 4
- Reliability of test environments 6 3 3

Table 15: The main factors that could enable more frequent integration of
software, and the number of interviewees in Company A and Company B that
provided comments related to these factors.

8.4.3 Activity Planning and Execution

As many as 19 of the 20 interviewees talked about different aspects of activity planning
and execution. The theme “Activity planning and execution” includes “Work
breakdown”, “Teams and responsibilities” and “Activity sequencing”.

The main concern is that in order to commit code more often, work breakdown must
be on a more detailed level. Several interviewees described this as largely a question of
culture (“the attitude of the developers”). There is however also an aspect of how much
the work can be broken down into smaller pieces, where the product architecture often
sets the limit. The interviewees gave mixed comments on whether commits shall only
include complete functions or not. Some of the interviewed developers described
positive experiences from using feature toggles, where the feature is gradually built in
the mainline and then unlocked. However, this also requires quite a bit of overhead and
problems with architecture and design. Other voices are more skeptical. One developer
stated “Is there a value in delivering half-done functions? Especially when you build
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functions in complex, large-scale systems?” There were also mixed comments on
whether a commit should include documentation (requirements, design etc) and test
cases for the committed software, or if this could be delivered later. We argue that each
project must make a decision on which approach for work breakdown that best fits both
the system architecture and the development scope.

An adjacent question is how to best handle teams and responsibilities. The key factor
is that the project organization must both support working with small changes and at
the same time take responsibility for the architecture. Some of the developers argued
for cross-functional teams, which can efficiently implement a feature from end to end.
One developer meant that the organization is more important than the architecture:
“components aren’t the problem, but that you have component teams”. Others argue
that a problem with cross-functional team is that the teams don’t have ownership, but
instead make cross-cutting changes. Component teams would, according to this
reasoning, better address product ownership and architectural responsibility. One voice
proposes a solution in-between: “if you’re working agile with cross functional teams,
the system department is even more important”.

The comments around activity sequencing show that a majority of the interviewed
developers experience a need for more synchronization between teams. One example
is the comment “if you don’t communicate you can’t commit, because you’re not
synchronized”. This is reported by developers with experiences from component teams
as well as developers with experiences from cross-functional teams. Even if a team can
work with all components, work must still be synchronized with other teams. ”Too
many teams, too many chefs in the kitchen”, to quote one of the interviewees. Two of
the interviewees talked about the importance of systemization, and to decide early on
the interfaces between components. The interviewees were however not in favor of a
huge systemization phase before starting any software development. One interviewee
commented on how to handle prototyping, and said that developers tend to focus on
software in a prototyping phase (and not work in a structured way with requirements
and testing). It is then tempting to stay in the prototyping phase, and postpone work
with integration with other systems, robustness, test coverage, documentation etc. We
believe that activity sequencing should include not only software development on the
mainline, but also activities concerning overall design (architecture) and prototyping
activities. The question of if and how this should be handled opens up an interesting
area of further work.

8.4.4 System Thinking

Factors related to system thinking were supported by comments from 17 of 20 of the
interviewees. The theme “System thinking” includes “Modular and loosely coupled
architecture” and “Developers must think about the complete system”.

As stated above, work breakdown can be limited by the architecture. A modular and
loosely coupled architecture makes it easier to break down the work into small chunks,
and work in parallel. Several of the comments from the interviews are related to a
modular architecture (with small components) and that this would avoid problems
where many teams want to make changes in the same component. One of the
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interviewed developers even suggests that “every class or whatever would need to be
an independent component with a proper interface”. Another voice asks for the software
to be restructured to smaller components, as large components means that “a huge set
of tests must be rerun” before committing the software. Many of the developers also
talked about the benefits with loosely coupled architecture, as few dependencies means
that you can commit changes independently. Otherwise, as one interviewee said, “if
you changed one thing it pulled in other stuff as well”. Another interviewee proposed
a solution with small components in “an architecture that splits the product to
components in layers”, where the layers represent functional applications, common
services and infrastructure.

A bit surprisingly, many of the interviewed developers talked about how developers
must think about the complete system. This aspect of system thinking is about
understanding the functions of the complete product, and not just of your subsystem. If
you don’t see the whole picture, as one interviewee said, your tests will pass “but other
systems will not work”. Several ways of getting to understand the whole system were
proposed by the interviewees: One interviewee meant that a part of the goals (set by
project management) for every team must be “to work on the whole system”. Another
idea was to allow as many developers as possible a chance to test the entire system.
Generally, the interviewees were having the perspective that the developer should
integrate small deltas with the complete system as often as possible. However, the quite
opposite view was stated by one of the interviewees who meant that “there is no value
in having feedback from the whole product every day”. A more efficient way of
working would be, according to this approach, to focus on stabilizing each subsystem
first and then integrating the complete product.

8.4.5 Speed

Speed was also discussed by 19 of the 20 interviewees. The theme “Speed” includes
“Tools and processes that are fast and simple”, “Availability of test environments”,
“Test selection” and “Fast feedback from the integration pipeline”.

In previous work (Mårtensson et al. 2017a) we have found that tools and processes
that are fast and simple are important for the developers. Developers tend to commit to
the mainline less frequently if it is time-consuming or complicated. This view is shared
by many of the interviewees in this study, who claims that it must be “easy to commit,
and commit fast”. Another voice explicitly states “since the overhead on making a small
commit is too big, you end up doing large commits instead”. The request for fast tools
does not only involve the build itself but also tools that support fast handling of merge
conflicts. A few voices also talk about the delivery process as time-consuming, and
especially issues related to change management boards. One interviewee suggest that
committing should be extremely simple – “just press one button”, which seems similar
to the idea of the “integrate button” presented by Duvall (2007). Some of the
interviewed developers show a lot of frustration regarding some of their tools, for
example “it should be hard not to do things right, but now it’s the opposite – it’s hard
to do things right”. Generally, problems with tools seem to steal time from the
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developers and contribute to irritation and stress. To quote one of the interviewees: “it’s
strange that it should be like that”.

Availability of test environments is also described as an important factor. If you can’t
get access to sufficient test resources, you cannot commit and the software update is
either placed in queue to be tested, or will be part of a larger commit. As one interviewee
said: “if you get the [test] resources you need, you can do it more often – one time slot
per week is not enough”. Some interviewees also describe that although you get a time
slot for a test resource, a significant part of the time goes to loading of software and
handling problems with the test environment. Availability of test environments can also
be limiting the integration tests run after that the developer has committed. One way of
working is then batching of multiple changes before testing, which is a more efficient
use of test resources. The problem with this way of working is that troubleshooting is
much more difficult, compared to if every commit is tested separately.

Test selection means that the suite of regression tests must be constantly updated,
where new tests are added and old tests are removed. There were comments from
several interviewees like “we often run a lot of unnecessary tests”, “we keep test cases
too long” or “we executed a lot of test cases, but necessarily not the ones we should
have executed”. Two of the interviewed developers discussed the usefulness of unit
tests. One interviewee meant that “unit tests probably aren’t worth the trouble”, and
that focus instead should be on component tests. Another interviewee expressed the
opinion that “organizations that emphasize 100% code coverage in unit tests have a
much harder time getting frequent commits to work”.

Fast feedback from the integration pipeline is perhaps the main motivator to commit
frequently. Feedback from the test activities builds confidence that the software is
working, or points out deviations or problems that can be fixed shortly after that they
were introduced in the code. An integration pipeline consists of a sequence of test
activities that is executed during integration of the committed software, and as
scheduled test activities on the mainline. Different test suits are often executed nightly,
weekly etc on the different test resources, according to a schedule that aims to provide
fast feedback to the developer as well as an efficient use of the most production-like
test environments. The interviewees ask for fast feedback, many of them using the word
“immediate”. One interviewee described that he got the first feedback after 15 minutes,
which according to the interviewee was not fast enough. Another interviewee asks for
“quick feedback”, as otherwise additional problems are introduced on the mainline
which makes it harder to isolate the problems.

8.4.6 Confidence Through Test Activities

Sixteen of 20 interviewees talked about different aspects of confidence through test
activities. The theme “Confidence through test activities” includes “Test before
commit”, “Regression tests on the mainline” and “Reliability of test environments”.

To test before commit is described as a prerequisite for a stable mainline, as the
integration tests cannot include all test cases for a large-scale product. One interviewee
wants everything that is committed to be “stable functions 100% tested”. Others asks
for “much more testing before commit to main” or that “everyone must test in their
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branch before committing”. One interviewee emphasized that in order to test
efficiently, the test environment available for test before commit must be the same as
running tests in mainline. Another voice argues that it must be easier for the developers
themselves to set up test jobs in the test scheduling tool.

Regression tests on the mainline is by the interviewees seen as a way to guard
mainline quality and stability. To quote one interviewee: “[everyone] must be able to
trust mainline stability, we must have tests which protect the mainline”. Regression
testing includes tests in different levels: unit, component, subsystem etc. One
interviewee brings up the problem of maintaining all test cases in the regression test
suites, as well as the problem with test selection (described above). Several
interviewees talk about problems with intermittent faults, which might originate from
both the test environment and from the production code. Problems on the mainline that
aren’t related to the latest commit is described as a large problem which makes
troubleshooting more difficult. Better tests is described as the solution for this problem:
“it’s important to be able to find which commit that broke the build”.

Some of the interviewees also describe reliability of test environments as a problem.
That is, if the test environment does not fully represent the production environment,
deviations or problems found during testing can be related to the test environment (and
not only to the system under test), or problems may slip through and are found in other
test activities. One voice described that problems derive from the fact that different
versions of hardware are used, and tests are not always run on at set of hardware where
all components have the correct version. Another interviewee talked about differences
between simulators (where bespoke hardware is represented by a simulator model that
runs on a standard computer) and a rig which uses the real hardware. It is then important
to ensure that the simulators have the same behavior as the rig, or to specify for the
tester which type of tests that can or cannot be run on the simulator.

8.5 The EMFIS Model

In the studies of related work that is presented in Section 8.3, we found descriptions of
a range of impediments related to continuous integration. However, all of the reviewed
publications and books tend to focus on one or a few problem areas, and are leaving
out areas that other authors consider to be the core issues. In response to this, we
developed the EMFIS Model (Enable More Frequent Integration of Software) based on
the analysis of interview results presented in Section 8.4.

8.5.1 A Description of the EMFIS Model

The EMFIS model allows companies to explicate a representation of the organization’s
current situation regarding continuous integration impediments. The model also
visualizes what the organization must focus on in order to enable more frequent
integration of software. In the EMFIS model, the themes and sub-themes from the
thematic coding analysis (presented in Section 8.4.2) are summarized as twelve factors.
The model is used to perform an assessment of the twelve factors, where the
participants rate to which degree (on a Likert scale from 1 to 5) the description
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representing each factor mirrors the situation in their organization. In other words, the
participants compare their current situation to an ideal situation without impediments
(as shown in Figure 30), and thereby identify what the organization should focus on in
order to enable more frequent integration of software. The procedure to use the model
is further described in Section 8.5.2.

Figure 30: An EMFIS assessment: Identifying what the organization should
focus on in order to enable more frequent integration of software.

A change project is never trivial in a large organization, and here the EMFIS model
can play a role, putting the finger on the most important problems. Different viewpoints
in the organization are also emphasized as ratings from participants representing the
developers are summarized separately from ratings from participants representing the
enablers (responsible for processes, tools, test environments etc.). The twelve factors
(grouped in four themes) and the description of each factor, which should be used
during the assessment, are:

Activity planning and execution:

· Work breakdown: A way of working that supports work breakdown into small pieces
that can be delivered to the software mainline. Directives on whether a commit to
the mainline shall only include complete functions or not, and if a commit shall
include tests and/or documentation (or if this could be delivered later – or earlier).

· Teams and responsibilities: A project organization that supports both working with
functional changes and at the same time takes responsibility for the architecture. The
organization can be built on cross-functional teams or component teams (or a mix of
both), but with explicit ownership for both a functional change and the design of the
whole system.

· Activity sequencing: Synchronization between the development teams in order to
optimize the flow of activities when functions and systems are implemented.
Scheduling of prototyping activities and pre-studies related to architecture and
system design.

System thinking:

· Modular and loosely coupled architecture: A modular architecture with small
components, which makes it possible for many teams to work in parallel. Loosely
coupled architecture with as few dependencies as possible between the components,
which means that changes can be committed independently.

· Developers must think about the complete system: Developers understand the
functions and design of the whole system, and not just their own sub-system. The
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developers have knowledge about how the functions utilize the different sub-systems
and how different sub-systems are connected to each other.

Speed:

· Tools and processes that are fast and simple: Developers consider all tools and
processes related to integration of the software fast and simple to use. It is easy to
do things right. The developers’ time is not consumed by repeated activities such as
manual regression testing.

· Availability of test environments: Developers can get access to sufficient test
resources for their test activities before committing to the mainline. Sufficient test
resources are also available for the test activities on the mainline. The lead-time for
loading of software and/or usability of the test resources are not seen as aggravating.

· Test selection: The suite of regression tests are constantly updated as new tests are
added and old tests are removed (preferably automated selection in real time). A
strategy is established for which tests that should be run on event basis (e.g. when
the developer commits software) and on fixed schedules (daily, weekly etc.).

· Fast feedback from the integration pipeline: The developer gets fast feedback when
software is committed to the mainline, signaling any deviations or problems. Test
activities of varying scope and coverage run on both event basis and on fixed
schedules, optimized to provide fast feedback as well as efficient use of the most
production-like test environments.

Confidence through test activities:

· Test before commit: The test activities that are performed by the developers before
committing software to the mainline are appropriate and conducive.

· Regression tests on the mainline: The regression tests on the mainline include a mix
of test activities of varying scope and test coverage that protects mainline quality
and stability. New problems on the mainline are identified and fixed directly.
Intermittent problems are constantly tracked and eliminated.

· Reliability of test environments: The test environments have idempotent behavior
and do fully represent the production environment. The limitations of a test
environment (e.g. due to that other hardware is used) are documented and well
known by the developers. Problems do not “slip through” due to problems in a test
environment.

8.5.2 How to Use the Model

The procedure to use the model consists of five main steps, described as follows:
Step 1 – Identify the enablers: Identify the roles and/or organizations responsible for

providing processes, tools, test environments and other resources that the developers
need when they integrate their software into the mainline. Several stakeholders are
probably involved – not just one. Example: the test environment organization, the
integration team, the system architects, project management and the PM&T
organization (Processes, Methods and Tools).
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Step 2 – Identify individuals that could represent the enablers: Identify the
individuals that represent the roles and organizations that were identified at step 1.
Example: the technical manager for the test environments, the team leader from the
integration team, a system architect, the project manager, a process manager and the
PM&T manager.

Step 3 – Identify individuals that could represent the developers: Identify good
informants working as developers, that represent different sub-systems and parts of the
organization.

Step 4 – Assessment of status for the twelve factors: The assessment could be done
at either two workshops (one with the developers and one with the enablers) or as a
series of interviews. The participants are asked to rate how the way that the organization
works with each of the factors presented in Section 8.5.1 supports frequent integration
of software, for example

· ‘Does the way we work with “Work breakdown” support frequent integration of
software?’

The rating is done on a Likert scale from 1 (“this is a major impediment – needs to
be improved”) to 5 (“this is working really well – does not need to be improved”). An
example of how the questions can be presented to the participants is shown in Figure
31. The participants are also encouraged to describe what needs to be improved, and
who is the best driver of this improvement.

Figure 31: An example of how the questions can be presented to the
participants.

Step 5 – Compile the results of the assessment: Compile the results from the
workshops (or the interviews) and emphasize the most urgent topics. If possible,
identify a driver for each improvement initiative. EMFIS is a developer-centric model
that emphasizes the developers’ view of how processes, tools and other resources
support frequent integration of software. Therefore, the average values from the
participants representing the developers are summarized separately from ratings from
participants representing the enablers (responsible for processes, tools, test
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environments etc.). An example of a summary of an EMFIS assessment is shown in
Figure 32. The values in Figure 32 are fictitious, and not related to our case study
companies.

Figure 32: An example of a summary of an EMFIS assessment.

The factors that have the lowest rating are emphasized with for example a red symbol
(values ≤2 in the example) and a yellow symbol (values ≤3 in the example). The other
factors are marked with a green symbol. The factors where the average values of the
developers and the enablers differ significantly (>0.5 in the example) are marked with
the “≠” symbol. The example in Figure 32 emphasizes the developers’ rating, which is
in line with the developer-centric focus of the EMFIS model. However, when it comes
to finding the root causes to the problems, the comments from both developers and
enablers can be equally valuable.

The expected result from an EMFIS assessment is input to one or several
improvement initiatives, related to the twelve factors that can enable more frequent
integration of the software. We recommend to schedule a new EMFIS assessment (e.g.
six month after the first one) to follow up the results of the improvement initiatives. It
is also conceivable that new problems can be identified (not evident in the organization
at the time of the first EMFIS assessment).

8.6 Validation of the EMFIS Model

The validation of the EMFIS model (described in Section 8.5) was conducted in two
phases. In the first phase we wanted to reach out to five organizations in order to
validate the model in different contexts. In the second phase, we wanted to extend the
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number of individuals involved in the validation, but also to compare different setups
for the assessment workshops.

8.6.1 Validation Phase I

In the first phase of the validation of the EMFIS model, the model has been used by
five of the case study companies (described in Section 8.2). In Company A, two
workshops were arranged to assess the organization’s current status. The organization
that was assessed in the workshop is a large-scale software project where more than 20
teams commit their software to the same mainline. In one of the workshops, ten
developers were asked to rate their current situation according to the EMFIS model (as
described in Section 8.5.1). In the other workshop, ten enablers (responsible for tools,
processes, test environments etc.) were asked to perform the same assessment.

At the end of the workshop, all participants were asked the following questions to
evaluate the EMFIS model:

· Can the EMFIS model help you find what you need to focus on in order to enable
more frequent integration of software? – rate your answer from 1 (“No!”) to 5
(“Yes!”)

· Is there anything important that is not covered by the twelve factors?
· Does any of the twelve factors not belong in the list?
· Is there anything else that you think should be changed in the model?

The response from the workshop participants were generally positive. The overall
impression was that the assessment according to the twelve factors in a good way
mirrored the situation in the organization. One participant expressed that the model “in
a really good way visualized the status”. A few comments suggested minor
improvements. One voice asked for methods and tools to be handled as separate factors
in the model. Someone commented that “something related to leadership” should be
included in the model, but could unfortunately not describe something more specific.
The ratings of the EMFIS model from the workshop participants were four or five, with
an average value of 4.4 from the developers and 4.6 from the enablers. It is worth
pointing out that we in this study have calculated averages of Likert responses, even
though such practice is not unproblematic as Likert constitutes an ordinal scale. We
argue it is acceptable practice in this case as it is commonly used in surveys, which also
affects how the participants answer the question.

As a complement to the validation workshops, a series of interviews were also
conducted with eight interviewees from another four different companies (Company C,
Company D, Company E and Company F). Five of the interviewees described
themselves as developers, and three as enablers (responsible for test environments,
tools etc). The scale of the system the interviewees worked with was varying: in one
case with only a single team committing to the same mainline, but generally between
three and ten teams. However, all the interviewees described that their system was
integrated as a binary with other systems to a system-of-systems, which was the real
product. The interviewees were encouraged to choose one of the integration levels of
the product, and not change that context when answering the interview questions. The
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frequency at which software is committed was varying from system to system: some
interviewees described that software was committed “several times a day” or “daily”
and others described commits “every third week” or even after several weeks.
Integration at the system-of-systems level was in all cases described as “less frequent”
or “much less frequent”.

Each interviewee was asked to rate their current situation according to the EMFIS
model (as described in Section 8.5.1). The answers were transcribed and summarized
for the interviewee, who after the assessment was asked how the summary
corresponded with the interviewee’s general view of the status. The interviewee was
also asked the same questions as the workshop participants to evaluate the model. The
responses from the interviewees were in all cases positive. One interviewee described
the EMFIS model as “a good way to summarize what’s important – the issues we must
start working with”. Generally, the interviewees liked the twelve factors, and tended to
more discuss what was causing different problems behind each factor than wanting to
change the factors. However, one interviewee asked for something that included an
assessment of how management supports the concept of continuous integration,
meaning that this should be seen as a separate factor and not the root cause behind for
example an insufficient test environment. Several interviewees expressed that they
liked the simplicity in the EMFIS model, and the fact that the model includes only
twelve factors. Another voice appreciated that the developers and enablers were
summarized as two separate groups, which made the model “a good way to
communicate between developers and enablers”. The ratings of the model were four or
five, with an average value of 4.1.

8.6.2 Validation Phase II

Three of the case study companies (Company A, Company C and Company D) were
revisited several months after the first assessment, and another assessment was held. At
Company A, a workshop was arranged which included the ten enablers and nine of the
developers that participated in the EMFIS assessment in phase I. The tenth developer
did not participate as he had changed jobs. The setup with a workshop that included
both developers and enablers resulted in dynamic discussions between the two groups.
The workshop participants agreed on that there was still problems with low ratings on
several of the factors, and discussed the root causes behind the rating. There were
situations where one of the developers claimed that something was a big problem, but
one of the enablers responded that this was working really well. The enablers tended to
want to talk about ongoing changes, but the developers wanted to focus on what was
actually in place.

At the workshops with Company C and Company D the participants wanted to assess
the development of a larger part of the complete product, which consisted of different
subsystems which were integrated as binaries. This was different from the interviews
in phase I of the validation, where the interviewees from both Company C and
Company D assessed development of their subsystem. The participants at the
workshops with Company C and Company D in both cases wanted to cover a larger
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scope as they believed that it was on this integration level that the organization had
problems and needed to improve.

The setup for the workshop at Company C was also one single workshop, with seven
participants representing the developers and two participants representing the enablers.
The participants at the workshop identified a range of problem areas. The enablers
group rated several factors significantly lower than the developers did, which resulted
in discussions between the two groups. The participants’ evaluation of the EMFIS
model (answering the questions presented in Section 8.6.1) spanned from three to five,
with an average value of 3.9. Two participants at the workshop was also interviewed in
phase I. One of them changed the rating of the EMFIS model from five to three (the
other one did not change the rating). The developers at the workshop described that
they committed their code to their mainline and could run their tests on the subsystem,
but they had no control over how often their subsystem was integrated with other parts
of the product. This meant that the developers could not themselves change the
frequency of feedback on how their software worked in the complete product. One
workshop participant described, “no one from management is requesting faster
integration”. Due to this, the EMFIS model did not emphasize the real root cause,
according to the workshop participant. “We have much deeper problems”, to quote
another of the workshop participants.

At Company D, the setup was one workshop with five participants representing the
developers and a second one with eight participants representing the enablers. Later on
the same day, all participants from the two workshops came together (along with two
line managers and a few additional interested engineers) to listen to a summary of the
assessments and discuss the results. The developers’ views of the situation were quite
consistent, whereas the enablers seemed to have rather different viewpoints. The
participants at the enablers workshop believed that this was due to that the workshop
participants worked with different topics and on different subsystems, and that the
situation was different in the different subsystems. At both workshops, the participants
discussed if management really was interested in more frequent integration. This was
also one of the topics that was discussed at the meeting with both developers and
enablers.

The participants’ evaluation of the EMFIS model spanned from two to five, with an
average value of 3.5. Two participants at the workshop were also interviewed in phase
I, both changing their rating of the EMFIS model from four to five. One of the
developers who rated the EMFIS model as two on the Likert scale explained that he
generally liked the EMFIS model, but “only if frequent integration is something that
management wants to support”. The other developer that rated the model as two on the
Likert scale described that it was difficult to do the assessment on a product level, as
things worked well on a subsystem level but not so well on the product level. The
developer added that she would have answered “four” if the question was how EMFIS
would work on subsystem level.
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8.6.3 Summary and Analysis of the Validation

The EMFIS model has been used by in total 46 individuals, of which 28 participated
in the workshops and interviews during the first phase and 41 participated in the
workshops during the second phase of the validation. The participants were asked to
evaluate the model, all answering the questions presented in Section 8.6.1. The model
was generally well received at the assessment interviews and workshops by both
developers and enablers. In the evaluation of the EMFIS model, the 46 participants on
average answered 4.1 on a Likert scale (from one to five) on how the EMFIS model
can “help you find what you need to focus on in order to enable more frequent
integration of software”. A summary of the average values from each of the case study
companies is presented in Table 16.

Company Developers Enablers
Company A 4.4 4.6
Company B - -
Company C 4.1 3.5
Company D 3.4 3.6
Company E - 4.0
Company F 4.0 4.0
Total (all 46 participants) 4.1 4.1

Table 16: Average value for the 46 participants’ evaluation of the EMFIS
model (on a Likert scale from one to five).

The EMFIS model was appreciated for its simplicity and for the model’s ability to
show differences in rating between developers and enablers. There were also several
positive comments related to how the model visualized the organization’s current
situation, and emphasized what’s important (what the organization should start working
with). EMFIS was rated lower by engineers who did not have control of the whole
integration chain. This was evident in Company C as the developer committed code to
the subsystem’s mainline, but had no control over how often their subsystem was
integrated with other parts of the product. A feeling of lack of support from
management is also shown in comments from other interviews and workshops. At the
first workshop with Company A, one of the enablers representatives asked for a
thirteenth factor related to “leadership”. An interviewee from Company C asked for
“management support for the concept of continuous integration”. Management’s
interest in supporting frequent integration was also discussed during both workshops at
Company D. The discussions continued at the summary session (with both developers
and enablers). The group seemed to reach consensus that management wants to support
the transition towards continuous practices, but the problem is that the current release
to the customer always has the highest priority and consumes all available resources.
Another point made at the summary session was that there are “to many chefs in the
kitchen”, which is obstructing any change initiative.

Different setups for the EMFIS assessments have been used in order to compare pros
and cons. The interviews gave the opportunity to include follow-up questions with each
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interviewee, but (naturally) did not result in any exchange of views between the
interviewees. Separate workshops for the developer group and the enablers group gave
each workshop a clearer focus, and there was no risk that voices from one of the groups
drowned out the other. The setup with a single workshop which included participants
from both groups induced interesting discussions between the groups. Our experience
is that all the different setups worked really well, but we would like to give prominence
to the setup from Company D: one developer workshop, one enablers workshop and a
separate summary session allowing for discussions between the two groups.

In addition to the promising results from the validation interviews and workshops,
we find that all of the twelve factors in the EMFIS model except “Work breakdown”
are presented as continuous integration limitations or challenges (sometimes in other
terminology) by the research papers that were covered by the systematic literature
review (presented in Section 8.3). Work breakdown is discussed by for example
Larman and Vodde (2010) (work items are grouped into “themes” and “requirement
areas”) or Leffingwell (2011) (“features are decomposed into stories”), but the
discussion is within an agile context rather than about continuous integration
specifically. We argue that the fact that the twelve factors are discussed as continuous
integration limitations or challenges by different sources in related work also
strengthens the validity of the EMFIS model.

8.7 Threats to Validity

This section discusses threats to construct validity, internal validity and external
validity. We find threats to validity relevant to discuss with regards to the systematic
literature review (presented in Section 8.3), the interviews on continuous integration
impediments (presented in Section 8.4) and the validation interviews and workshops
(presented in Section 8.6).

8.7.1 Threats to Construct Validity

The systematic literature review reported in Section 8.3 summarizes how limitations,
challenges or impediments related to continuous integration implementations for large-
scale software-intensive embedded systems are described in literature. The selected
keywords were identified with an iterative analysis of title, abstract and keywords.
Despite this, it is conceivable that literature not found with the inclusion and exclusion
criteria described in Chapter 8 Appendix A also could be relevant. An expanded
literature review could be a possible area of further work.

One must always consider that a different set of questions and a different context for
the interviews can lead to a different focus in the interviewees’ responses. In order to
handle threats against construct validity, the interview guide for the interviews
described in Section 8.4 was designed with open questions. In this paper, we also
include information about the background for both the interviewees and case study
companies in order to provide as much information as possible about the context.

The EMFIS model is based on the twelve factors that have been identified in semi-
structured interviews with 20 developers in two companies which develop large-scale
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software systems (based on thematic coding analysis). That is, during an EMFIS
assessment, the participants are rating the factors that (according to developers) are the
factors that affect how often developers commit software to the mainline. We argue
that due to this the EMFIS model has construct validity.

8.7.2 Threats to Internal Validity

Of the 12 threats to internal validity listed by Cook, Campbell and Day (1979), we
consider Selection, Ambiguity about causal direction and Compensatory rivalry
relevant to this work:

· Selection: All interviewees and workshop participants were purposively sampled in
line with the guidelines for qualitative data appropriateness given by Robson and
McCartan (2016). Due to this, the participants in the workshops represent a wide
range of sub-systems and roles. In the same way, the participants in all of the
interviews were selected as good informants. Based on the rationale of these
samplings and supported by Robson who considers this type of sampling superior
for this type of study in order to secure appropriateness, we consider this threat to be
mitigated.

· Ambiguity about causal direction: While we in this study discuss correlation, we are
very careful about making statements regarding causation. Statements that include
cause and effect are collected from the interview results, and not introduced in the
interpretation of the data. Due to this, we consider this threat to be mitigated.

· Compensatory rivalry: When performing interviews and comparing scores or
performance, the threat of compensatory rivalry must always be considered.
Therefore, the questions in the interviews (presented in Section 8.4) and the
evaluation of the EMFIS model (presented in Section 8.6) were deliberately
designed to be as value neutral as possible, rather than judging performance or skills
of the interviewee or the interviewee’s organization. Generally, all questions were
also designed to be opened-ended to avoid any type of bias and ensure answers that
were open and accurate. However, our experiences from previous work is that we
found the interviewed engineers more prone to self-criticism than to self-praise.

8.7.3 Threats to External Validity

The twelve factors presented in Section 8.4 are based on interviews from two
companies (Company A and Company B). It is conceivable that the findings from this
study are only valid for these companies, or for companies that operate in similar
industry segments. Related work (Humble 2014) also describes that large-scale
continuous integration is challenging, which shows that the problems described in this
paper is evidently not isolated to our case study companies.

Generally, the themes (the result from the thematic coding analysis) are built from
comments and statements that more or less equally come from both Company A and
Company B. However, we find that comments within the following sub-themes to a
significantly greater degree come from interviewees from one of the companies:
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· Teams and responsibilities
· Availability of test environments
· Test selection

Based on our collected data, we can only speculate about the reasons for why these
particular areas were not discussed by interviewees from both Company A and
Company B in the same way as all other topics. One explanation could be that issues
around teams and responsibilities are more in focus in the company that we know quite
recently have changed the organization and the ways of working. In the same way,
availability of test environments and test selection might not be hot issues in one of the
companies due to recent contributions to handle these type of problems. Another
explanation is that the test scope for automated system testing differs between the two
companies, which affects the need for test resources. Yet another explanation for why
these problems were not described by the developers from one of the companies might
be that other issues are more in focus right now. However, most of the sub-themes are
equally supported by interviewees from both Company A and Company B, and there
are no major differences to be found in our top-level themes.

We argue that this supports the generalizability of the results of this study (external
validity) and that the factors in Table 15 generally are valid for of all types of large-
scale software-embedded systems. However, most of the factors are not related to
proximity to hardware, and are therefore valid for all types of large-scale software
systems. We find that development of software products which also include a
significant amount of mechanical and electronic parts (as our case study companies)
adds extra complexity in the following areas:

· The factors that are related to test environments are more complicated to handle if
the product runs on bespoke hardware.

· The factors in the theme “System thinking” become more complex if the product
covers many technology fields (for example an electronic power system, a
navigation system, a communication system etc.).

· Tools and processes are more controlled if the product operates in a highly regulated
environment (such as medical devices).

The validation of the EMFIS model (presented in Section 8.6) is based on workshops
and interviews with participants from five case study companies. It is conceivable that
the findings from this study are only valid for these companies, or only for companies
that operate similar industry segments (described in Section 8.2). However, all the
twelve factors used in the EMFIS model are discussed as continuous integration
limitations or challenges by different sources in related work (see Section 8.6.3). We
argue that this supports the generalizability of the results of this study (external validity)
and that the EMFIS model is valid for all types of large-scale and complex software
systems.
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8.8 Conclusion

In this paper we have presented which impediments that have to be overcome in order
to enable software developers to commit their software more frequently, and presented
a model that makes it possible for companies to explicate a representation of the
organization’s current situation regarding those impediments.

In a systematic literature review including 74 research papers and four books we
investigated how limitations, challenges or impediments related to continuous
integration implementations for large-scale software-intensive embedded systems are
described in literature (Section 8.3). Based on interview results from 20 developers with
an average experience of more than twelve years, we presented the main factors that,
according to the developers, can enable more frequent integration of software (Section
4). Based on results from the interviews (presented in Sections 8.4.2-8.4.6) we find that
the twelve factors, grouped in four themes, that can enable more frequent integration of
software are:

· Activity planning and execution: Work breakdown, Teams and responsibilities and
Activity sequencing

· System thinking: Modular and loosely coupled architecture and Developers must
think about the complete system

· Speed: Tools and processes that are fast and simple, Availability of test environ-
ments, Test selection and Fast feedback from the integration pipeline

· Confidence through test activities: Test before commit, Regression tests on the main-
line and Reliability of test environments

Our findings are based on results from companies that are developing large-scale
software-intensive embedded systems. The areas that are especially related to the
characteristics of software-intensive embedded systems are presented in Section 8.7.3.
We argue that if these issues are taken into account, our findings on which factors
enable more frequent integration can be applied to all types of development of large-
scale and complex software systems.

Based on the interview results and the literature review, we presented the EMFIS
model (Section 8.5). The EMFIS model allows companies to explicate a representation
of the organization’s current situation regarding continuous integration impediments,
and visualizes what the organization must focus on in order to enable more frequent
integration of software. The model is used to perform an assessment of the twelve
factors, where the ratings from participants representing the developers are summarized
separately from ratings from participants representing the enablers (responsible for
processes, development tools, test environments etc.).

The EMFIS model has been validated in workshops and interviews, which in total
included 46 individuals from five case study companies (Section 8.6). The model was
generally well received by both developers and enablers. In the evaluation of the
EMFIS model, the 46 participants on average answered 4.1 on a Likert scale (from one
to five) on how the EMFIS model can “help you find what you need to focus on in order
to enable more frequent integration of software”. The EMFIS model was appreciated
for its simplicity and its ability to show differences in rating between developers and
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enablers. EMFIS was rated lower by engineers who did not have control of the whole
integration chain, e.g. the developer committed code to the subsystem’s mainline, but
had no control over how often their subsystem was integrated with other parts of the
product. With that in mind, we believe that the EMFIS model will be valuable for both
researchers and practitioners in their efforts to systematically improve an organization’s
implementation of continuous integration, rather than making changes blindly and
hoping for the best.

8.8.1 Further Work

In addition to the results presented in the analysis and the conclusions, we believe that
this study also opens up several interesting areas of further work.

Section 8.4 opens a wide range of fields for further work, regarding solution
approaches to handle the problems and impediments that are described. We believe that
one of the most interesting topics is to find efficient ways for work breakdown that take
into account the limitations of the architecture. Another topic is to find models or ways
of working for activity planning that include both system design and implementation in
software. Third, simulators are in many cases used instead of expensive bespoke
hardware, but questions still need to be answered about how to handle real-time aspects
or testing of hardware characteristics.

The validation of the EMFIS model showed very promising results. During further
use of the model, visualization techniques other than the one shown in Figure 32 could
be compared and evaluated regarding how well they represent the organization’s
current situation. The literature study reported in this paper summarizes how
limitations, challenges or impediments related to continuous integration
implementations for large-scale software-intensive embedded systems are described in
literature. An expanded literature review could compare the twelve factors in the
EMFIS model with publications related to other topics (e.g. agile or extreme
programing) to further strengthen the validation of the model or provide ideas for
improvements.

One workshop participant brought up “leadership” and one interviewee the role of
“management” – a topic which also has been touched upon in our previous work
(Mårtensson et al. 2017a). Another area for further work is to further examine how the
developers’ continuous integration behavior is affected by factors such as organization
and leadership.
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Chapter 8 Appendix A: Criteria for the Literature Review

Chapter 8 Appendix A presents the inclusion and exclusion criteria for the two reviews
described in Section 8.3.

Inclusion criterion Yield

Search on Scopus on 2016-10-21 TITLE-ABS-KEY("continuous
integration" OR "continuous delivery" OR "continu-
ous release" OR "continuous deployment" OR "con-
tinuous verification" OR "continuous testing" OR
"continuous compliance" OR "continuous security"
OR "continuous evolution") AND PUBYEAR > 1996 AND
PUBYEAR < 2017 AND SUBJAREA(COMP) AND DOCTYPE("ar"
OR "bk" OR "ch" OR "cp" OR "rp" OR "re")

977

Exclusion criterion Remaining
Excluding publications with keywords not listing any keywords related to
software engineering in general (e.g. “software design”) or continuous
and/or agile practices in particular (e.g. “continuous integration”)

458

Excluding publications which not list “large-scale”, “scalability”, “large
scale systems” or “scaling” in title, abstract or keywords

35

Excluding duplicates, publications not available in English and publica-
tions with no available full text

31

Table 17: Inclusion and exclusion criteria for the literature review on large
scale continuous integration.
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Inclusion criterion Yield

Search on Scopus on 2016-10-21 TITLE-ABS-KEY("continuous
integration" OR "continuous delivery" OR "continu-
ous release" OR "continuous deployment" OR "con-
tinuous verification" OR "continuous testing" OR
"continuous compliance" OR "continuous security"
OR "continuous evolution") AND PUBYEAR > 1996 AND
PUBYEAR < 2017 AND SUBJAREA(COMP) AND DOCTYPE("ar"
OR "bk" OR "ch" OR "cp" OR "rp" OR "re")

977

Exclusion criterion Remaining
Excluding publications with keywords not listing any keywords related to
software engineering in general (e.g. “software design”) or continuous
and/or agile practices in particular (e.g. “continuous integration”)

458

Excluding publications which not list “embedded systems”, “robotics”,
“hardware and software”, “embedded”, “hardware”, “robots”, “automo-
tive” or “cyber-physical” in title, abstract or keywords

51

Excluding duplicates, publications not available in English and publica-
tions with no available full text

43

Table 18: Inclusion and exclusion criteria for the literature review on
continuous integration applied to embedded systems.
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Chapter 8 Appendix B: Interview Guide

Chapter 8 Appendix B presents the questions in the interview guide for the interviews
described in Section 8.4.

Contextual Information
The first part of the interview was designed to collect contextual information about the
interviewee:

· Q1: How many years of industry software development experience do you have?
· Q2: What is the size of the software development project where you mainly work,

in terms of headcount?
· Q3: In that project, is the project scope generally to develop a new product (with a

new platform) or about adding new features and/or systems to an existing product
(with an established architecture)?

· Q4: In that project, do you commit your software to a team branch or feature branch,
or directly to the mainline?

· If answer at Q4 is team branch or feature branch:
─ Q5: How often do you commit your software to the branch?
─ Q6a: How often is software from the branch committed to mainline?

· If answer at Q4 is directly to the mainline:
─ Q6b: How often do you commit to the mainline?

· Q7: How do you on a scale from one (very low) to five (very high) value how soft-
ware development of large-scale systems benefits from the practices of continuous
integration?

· Q8: Do you prefer to commit your software to a team branch or feature branch, or
directly to the mainline?

Continuous Integration Impediments
The main interview question in the interview guide was:

· If you answered at Q8 that you want to commit to a team branch or a feature branch:
─ Q9a: If you should commit your software every day, and directly to the mainline

instead of a branch – what needs to be changed to make that work?
· If you answered at Q8 that you want to commit directly to the mainline:
─ Q9b: If you should commit your software every day to the mainline – what needs

to be changed to make that work?

After the first answer from the interviewee on the last question, a list of keywords was
also presented to the interviewee in order to cover all aspects of the question. The first
part of the list of keywords was selected from established terminology of software en-
gineering, used in e.g. “The Unified Software Development Process” (Jacobson et al.
1999): “requirements, analysis, architecture, design, implementation, test”.

The second part of the list of keywords was selected from established terminology
of project management, used in “A Guide to the Project Management Book of
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Knowledge (PMBOK Guide)” (Project Management Institute 2013): “objectives, ac-
tivity sequencing, mile stones and target dates, scope change control, organization,
communication, team performance”. The keywords were found in PMBOK Guide
chapter 4 (“Project Integration Management”), chapter 6 (“Project Time Management”)
and chapter 9 (“Project Human Resource Management”).

Finally, the third part of the list of keywords consisted of three generally used terms
regarding tools and development environments: “tools, development environment, test
environments”.
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Chapter 9

Test Activities in the Continuous Integration and
Delivery Pipeline

This chapter is currently in press: Mårtensson, T., Ståhl, D. and Bosch, J. (2018).  Test
Activities in the Continuous Integration and Delivery Pipeline. Accepted for publication by
Journal of Software: Evolution and Process.

Abstract: Based on 25 interviews with participants from four case study companies that develop
large-scale software embedded systems, this paper presents the Test Activity Stakeholders (TAS)
model. The TAS model shows how the continuous integration and delivery pipeline can be
designed to include test activities that support four stakeholder interests: “Check changes”,
“Secure stability”, “Measure progress” and “Verify compliance”. The model is developed to
show how each of the stakeholder interests are best supported by unit/component tests or system
tests, by automated testing or manual testing and by tests executed in simulated environments or
on real hardware.  The TAS model may serve as a starting point for companies when evaluating
and designing their continuous integration and delivery pipeline. The validation of the TAS
model included twelve individuals from three case study companies. The validation showed that
the TAS model is actionable and useful in practice, enabling the identification of stakeholders
and showing where improvement efforts should be focused in order to support all stakeholder
interests in the continuous integration and delivery pipeline.

9.1 Introduction

Many companies have now embraced continuous integration and continuous delivery,
both within a smaller context but also for development of large-scale software systems.
As continuous practices have become more popular, some confusion has also emerged
in relation to terminology. In our previous work (Ståhl et al. 2017a) we have proposed
viable definitions based on what we found to be the mainstream interpretation:
Continuous integration is a developer practice where developers integrate their work
frequently, usually each person integrates at least daily, leading to multiple integrations
per day. Continuous delivery is a development practice where every change is treated
as a potential release candidate to be frequently and rapidly evaluated through one’s
continuous delivery pipeline.

The fact that continuous integration is non-trivial to scale has been recognized in
literature (Roberts 2004, Owen Rogers 2004) for some time (referring to size of the
software system as well as the size of the organization). In a large-scale implementation
of continuous integration and continuous delivery, test activities are assembled into a
pipeline which splits the test process into multiple stages. This pipeline has been
referred to with different terminology, e.g. as “integration pipeline” or “deployment
pipeline” (Humble and Farley 2010), “continuous integration pipeline” (Zampetti et al.
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2017), “continuous delivery pipeline” (Gmeiner et al. 2015, Wettinger et al. 2017) or
“continuous integration and delivery pipeline” (Vassallo et al. 2016).

In our previous work (Mårtensson et al. 2017a), we have identified twelve factors
which the developers themselves see as the continuous integration impediments in
industry projects – the main factors that (if removed) would enable more frequent
integration of software. We found that several of those factors were related to test
activities, which can carry many different meanings and serve multiple purposes. In
response to this, we solicited input from the participants of a joint industry and
academia workshop on contemporary testing practices and challenges, which included
ten of the companies we as researches have previously studied. The workshop
participants phrased three pressing research questions related to test effectiveness and
test efficiency, one of them being how various stakeholders can best be served by
different types of test activities in the continuous integration and delivery pipeline.

Based on this, the topic of this paper is to answer the following research question:
How can the continuous integration and delivery pipeline be designed in order to
support all existing stakeholder interests?

In this study we focus on large-scale implementations of continuous integration and
continuous delivery, where the product is a large-scale software-intensive embedded
system (software systems combined with electronic and mechanical systems). In
previous work we have found multiple problems related to both scale (Ståhl et al.
2017b) and proximity to hardware (Mårtensson et al. 2016). As we wish to find
solutions viable also in some of the more difficult cases, we focus on these industry
segments in this study (see Section 9.8.3 for further discussion of generalizability).

The contribution of this paper is two-fold. First, based on experiences from the field
it presents a new model that shows practitioners how their continuous integration and
delivery pipeline can be designed to include test activities that support all of the
different stakeholder interests in the organization. Second, it provides interview results
describing how four case study companies utilize different types of test activities for
different purposes (valuable for both researchers and practitioners).

The remainder of this paper is organized as follows. In the next section we present
the research method, including a description of the case study companies. This is
followed by a study of related literature in Section 9.3. In Section 9.4, we present the
results from interviews where stakeholders for test activities were identified. This is
followed in Section 9.5 with the results from a larger group of interviews where the
most valuable test activities were identified for each stakeholder. In Section 9.6 we
analyze the interview results, and present the Test Activity Stakeholders model. Section
9.7 presents the validation of the Test Activity Stakeholders model. Threats to validity
are discussed in Section 9.8. The paper is then concluded in Section 9.9.

9.2 Research Method

9.2.1 Overview of the Research Method

The research study reported in this paper consists of five major parts:
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· Systematic literature review: A systematic literature review to investigate whether
solutions to the research question have been previously presented in literature
(presented in Section 9.3).

· Interviews to identify stakeholders for test activities: A series of interviews to
identify stakeholders for different types of test activities in the continuous integration
and delivery pipeline. Five stakeholder interests were identified (presented in
Section 9.4).

· Interviews to identify test activities for the stakeholder interests: A second series of
interviews to identify which types of test activities that best support the stake-holder
interests (presented in Section 9.5).

· Development of the TAS model: Analysis of results from the two series of inter-views
and development of the Test Activity Stakeholders (TAS) model (presented in
Section 9.6).

· Validation of the TAS model: Validation of the TAS model in a third series of
interviews, and comparison with the literature review (presented in Section 9.7).

The study includes seven case study companies, which we will refer to as Company
A, Company B, Company C, Company D, Company E, Company F and Company G.
The case study companies are all multi-national organizations, each with more than
2,000 employees. All companies develop large-scale and complex software systems for
products, which also include a significant amount of mechanical and electronic
systems. This study focuses on testing of functions fully or partly implemented in
software. The case study companies were selected from the group of companies which
participated in the industry and academia workshop described in Section 9.1. They were
considered to be suitable for the study, as they had similar characteristics, but at the
same time were operating in different industry segments.

Four companies were involved in the primary study, which led to the development
of the TAS model. The four companies operate in the following industry segments:

· Company A: Development, manufacturing and maintenance of pumps
· Company B: Video surveillance cameras and systems
· Company C: Aeronautical systems
· Company D: Transport solutions for commercial use

Three other companies were involved in the validation of the TAS model. These
three companies operate in the following industry segments:

· Company E: Cars and services for cars
· Company F: Surveillance systems
· Company G: (prefers to not disclose its business domain)

An overview of the research method, and how the case study companies were
included in the different parts of the study is shown in Figure 33: First, a series of inter-
views were conducted to identify stakeholders for test activities. The results from the
first series of interviews provided input to a second series of interviews to identify the
most valuable test activities for each stakeholder interest.  The development of the TAS
model was based primarily on the results from the two interview series. The model was
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validated with a third series of interviews, and comparison with the sys-tematic
literature review.

Figure 33: Overview of the research method.

9.2.2 Systematic Literature Review

To investigate whether solutions related to the research question have been presented
in published literature, a systematic literature review was conducted, following the
guidelines established by Kitchenham (2004). A review protocol was created,
containing the question driving the review (“How are the values, benefits, advantages,
effectiveness or efficiency of different types of test activities in the continuous
integration and delivery pipeline described in literature?”) and the inclusion and
exclusion criteria (see Table 19 in Section 9.3.1). The stages of the review (according
to the guidelines from Kitchenham) were:

· Identification of research: Iterative analysis of title, abstract and keywords of
publications from trial searches using various combinations of search terms.

· Selection of primary studies: Exclusion of duplicates and conference proceedings
summaries.

· Study quality assessment: The relevance of the selected research papers was assessed
in a first review of each paper, and papers considered to be not relevant were
excluded.

· Data extraction & monitoring: Characteristics and content of the remaining research
papers were documented in an iterative process.

· Data synthesis: The results from the review were collated and summarized.

All research papers were reviewed by the same researcher, in order to achieve
consistency during the review. The analysis and the results from the systematic
literature review were reviewed by two other researchers in a two-step process in order
to secure quality and correctness.

The results from the systematic literature review was a better understanding of
previously published literature related to the research question, which later in the study
was used as input to the validation of the TAS model.
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9.2.3 Interviews to Identify Stakeholders for Test Activities

The first series of interviews included seven individuals, all of them selected as good
informants (identified in cooperation between the researchers and each of the case study
companies). Two interviewees participated from Company A, one from Company B,
three from Company C and one from Company D. The interviewees had roles such as
test architect, test manager or process owner for the company’s test process.

All interviews were conducted as semi-structured interviews with pre-defined
specific questions (interview guide 1 in Chapter 9 Appendix A) and lasted for one hour
each. The interviews were held face-to-face or over Skype video, using an interview
guide. The interviewer was summarizing and transcribing the interviewee’s responses
during the interview, and each response was read back to the interviewee to ensure
accuracy. Background material and the interview questions were sent to all
interviewees at least one day in advance to give the interviewees time to reflect before
the interview.

The interview results were summarized in a description of the test activities and the
flow between these test activities in each of the case study companies. Stakeholders for
the test activities in each company were derived from the material. Finally, the analysis
of the interview results was presented at a one-day workshop with all four case study
companies.

The results from the analysis of the first series of interviews were a set of identified
stakeholders for different types of test activities, described as five stakeholder interests.

9.2.4 Interviews to Identify Test Activities for the Stakeholder Interests

In the second series of interviews, twenty-five individual interviews were held with
participants from four case study companies (as described in Section 9.2.1). Five
interviewees participated from Company A, six from Company B, eight from Company
C and six from Company D. The interviews lasted from half an hour up to (in most
cases) one hour. They were conducted as semi-structured interviews, held face-to-face
or over Skype video, using an interview guide with pre-defined specific questions
(interview guide 2 in Chapter 9 Appendix A). The interviewer was summarizing and
transcribing the interviewee’s responses during the interview, and each response was
read back to the interviewee to ensure accuracy. The interview questions were sent to
the interviewee at least one day in advance.

The main question in the interview guide (Q2.4) asked the interviewees to describe
which types of test activities they believed best support each of the identified
stakeholder interests. The responses for Q2.4 included a large amount of statements and
comments. The interview results were analyzed based on thematic coding analysis as
described by Robson and McCartan (2016) pp. 467-481, outlined in the following
bullets:

· Familiarizing with the data: Reading and re-reading the transcripts, noting down
initial ideas.

· Generating initial codes: Extracts from the transcripts are marked and coded in a
systematic fashion across the entire data set.
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· Identifying themes: Collating codes into potential themes, gathering all data relevant
to each potential theme. Checking if the themes work in relation to the coded extracts
and the entire data set. Revising the initial codes and/or themes if necessary.

· Constructing thematic networks: Developing a thematic ‘map’ of the analysis.
· Integration and interpretation: Making comparisons between different aspects of the

data displayed in networks (clustering and counting statements and comments,
attempting to discover the factors underlying the process under investigation,
exploring for contrasts and comparisons). Revising the thematic map if necessary.
Assessing the quality of the analysis.

Two researchers participated in the analysis of the data, and a third researcher re-
viewed the result of the analysis in order to secure quality and correctness. The process
was conducted iteratively to increase the quality of the analysis, reaching consensus
through discussions and visualization in diagrams, tables and text. Comments and
statements from the interviewees were as a first step sorted into thirteen categories,
which during the process were reorganized into new structures. For example,
statements regarding unit tests and statements regarding component tests were
originally handled separately, but were then merged into the same category. Comments
regarding need for fast feedback were in the same way at first treated as a separate
category, but were later in the process merged into other categories. The remaining
themes were then described, with representative quotes selected from the transcripts
included in the descriptions. Special attention was paid to outliers (interviewee
comments that do not fit into the overall pattern) according to the guidelines from
Robson and McCartan (2016) in order to strengthen the explanations and isolate the
mechanisms involved.

The results from the analysis of the second series of interviews was a better
understanding of how different types of test activities best support the stakeholder
interests, which provided input to the development of the TAS model.

9.2.5 Development of the TAS Model

The Test Activity Stakeholders model was developed primarily based on analysis of
the results from the two interview series (which included Company A, Company B,
Company C and Company D).

Three main phases in the continuous integration and delivery pipeline were
identified together with three main factors which can be used to design test activities
for each of the stakeholders in the three phases. The analysis process was conducted
iteratively to increase the quality of the analysis.

Finally, the analysis of the interview results and the Test Activity Stakeholders
model were presented to each of the case study companies at separate meetings. A
summary of the analysis and a description of the model were also sent to the case study
companies before the meetings.

The result from this part of the research study was a model (the TAS model) which
shows how the continuous integration and delivery pipeline can be designed, in order
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to support each of the five stakeholder interests which were identified in the previous
steps of the study.

9.2.6 Validation of the TAS Model

The TAS model was validated using the following methods to achieve method and data
triangulation (Runesson and Höst 2009):

· Validation interviews: A series of interviews with twelve individuals from Company
E (four interviewees), Company F (five interviewees) and Company G (three
interviewees). The interviewees used the TAS model to evaluate the continuous
integration and delivery pipeline in their own organizations.

· Systematic literature review: Comparison of the results from the analysis of the
interview results and related work found in literature.

The validation interviews were conducted as semi-structured interviews with pre-
defined specific questions (interview guide 3 in Chapter 9 Appendix A). The validation
interviews were held about three months after the development of the TAS model, and
within a time frame of two weeks. The interviews were held over the phone or over
Skype video, using an interview guide. They lasted from half an hour up to one hour.
The interviewer was summarizing and transcribing the interviewee’s responses during
the interview, and each response was read back to the interviewee to ensure accuracy.
A description of the TAS model and the interview questions were sent to all
interviewees at least one day in advance to give the interviewees time to reflect before
the interview.

The results from the validation of the TAS model was an evaluation of how the
model delivers value to the industry, and identified suggestions for how the model can
be improved.

9.3 Reviewing Literature

A natural first step to answer the research question stated in Section 9.1 was to conduct
a literature review, in order to look for solutions related to the research question in
related work.

9.3.1 Overview of the Literature Review

To investigate how the value of different types of test activities is described in literature,
a systematic literature review (Kitchenham 2004) was conducted. The question driving
the review was: “How are the values, benefits, advantages, effectiveness or efficiency
of different types of test activities in the continuous integration and delivery pipeline
described in literature?”

The inclusion criterion and the exclusion criteria for the review are shown in Table
19. To identify published literature, a Scopus search was conducted. The decision to
use only one indexing service was based on that we in previous work (Ståhl and Bosch
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2014b, Ståhl and Bosch 2016a, Ståhl et al. 2016b) have found Scopus to cover a large
majority of published literature in the field, with other search engines only providing
very small result sets not already covered by Scopus.

Inclusion criterion Yield

Search on Scopus on Oct 26 2017 for TITLE-ABS-KEY (( "contin-
uous integration" OR "continuous delivery" ) AND
software AND ( test* ) AND ( effect* OR effic* OR
value OR benefit OR advantage OR compar* ))

163

Exclusion criterion Remaining
Excluding duplicates and conference proceedings summaries 148
Excluding publications which not address the effectiveness, efficiency,
value etc. of one or several test techniques or test activities

49

Excluding publications with no available full-text 43

Table 19: Inclusion and exclusion criteria for the literature review.

The selected keywords for the Scopus search were identified through an iterative
analysis of title, abstract and keywords of all publications from a number of trial
searches. During the trial searches, we observed that research papers which in some
way discuss how test activities best support one or several stakeholders generally do
not include words such as “stakeholder”, “role” et cetera. Instead, they tend to discuss
value, efficiency, effectiveness et cetera of one or several test activities. This is why
this type of phrases were selected as keywords for the search string for the literature
review in the study.

After removing duplicates and conference proceedings summaries, the abstract of
all the remaining 148 publications were reviewed manually. Publications which do not
address the values, benefits, advantages, effectiveness or efficiency of one or several
test techniques or test activities were excluded (removing e.g. publications discussing
the efficiency of agile methods in general). As a final stage, publications for which we
could not find any available full-text were excluded from the literature review.

Characteristics and content of the remaining research papers were then documented
in a consistent manner in a data extraction protocol: for each paper a summary of how
the paper was related to the research question, and representative keywords and quotes
(sorted into categories which emerged during the process). The process was conducted
iteratively to increase the quality of the analysis. Finally, the results from the review
were collated and summarized. As the literature review is not the primary focus of this
study, we have not included any analysis of e.g. distribution of publication year,
publication venue, type of research paper et cetera for the publications in the literature
review. Instead, we refer to other publications, such as Rodríguez et al. (2016) for these
matters.
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9.3.2 Results from the Literature Review

The remaining 43 publications often describe development in a smaller context, but
also development of large-scale software systems with different ways of integrating the
product. Vassallo et al. (2016) report experiences from a large financial organization,
which develops and tests software in feature branches, and then test the complete
product in the main track’s continuous delivery pipeline. Vost (2015) presents the way
of working in the automotive industry, i.e. integration of pre-compiled binaries in ECUs
into a complete vehicle. Laukkanen et al. (2017) describe how a large-scale telecom
system is developed and tested on feature branches, which are delivered to a common
main track for a subsystem (which in turn is integrated and tested with other
subsystems).

Testing before deployment to production is also described in different ways. Some
organizations seem to have a way of working which is close to continuous deployment
(Marijan et al. 2017, Vassallo et al. 2016). Other papers describe how the software must
be tested and stabilized on a release branch before a release (Laukkanen et al. 2017,
Marijan et al. 2013, Penmetsa 2016).

Eight papers report experiences from products based on bespoke hardware (e.g.
industrial robot systems). Seven of those papers also describe experiences from
simulators. Engblom (2015) and Mossige et al. (2015) both point at the need for testing
both in simulators and on real hardware. To quote Mossige: “testing against
performance requirements is impossible in a simulated environment, due to the lack of
real-time behavior in the simulator”. Engblom states in a similar way that “you have to
test the system on the hardware […] – that is the last thing that happens before release”.

Different levels of testing are described. Thirty of the reviewed publications do in
some way discuss unit testing, component testing or module testing. End-to-end testing,
system testing, functional testing or similar types of testing are described by 32 of the
publications. Many papers focus on one type of tests, e.g. proposing a new technique
to prioritize unit tests. Due to that, most of the papers do not compare different types of
test activities or give any guidance on when e.g. tests on system level is better than unit
tests. Three exceptions were found: Liu (2014) states that “In the aspect of testing
application program function, unit test is an effective and systematic method”. Rathod
and Surve (2015) present a different approach: “It is only through efficient system
testing that the quality and safety of a software product can be guaranteed”. Marijan
(2015) has a similar standpoint and states that “tests that cover wider system
functionality should be prioritized for higher efficiency of testing, since this leads to
better overall test coverage”.

Thirty-five of the publications discuss or mention automated testing, and ten manual
testing. The primary benefit from automated testing is described as giving rapid
feedback to the developers. Labuschagne et al. (2017) also investigate the costs and
benefits of automated regression testing, e.g. state that “The prevalence of flaky tests
and the developer discussions around them stand out as major costs in automated
testing.” Three publications discuss or mention exploratory testing, one of them clearly
dissuading from using the test method (Rathod and Surve 2015). Four papers are
focused on test driven development (TDD).
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We found three papers which present a test approach where different types of test
activities are combined. Laghari et al. (2016) describe a variant of spectrum based fault
localization, and apply this to unit tests and integration tests. Mihindukulasooriya et al.
(2016) propose an approach with two main steps: exploratory testing and “fine-grained
analysis” (based on unit tests). Rathod and Surve (2015) present a framework for
automated testing (“Test Orchestration”) which includes test activities on different
levels. Vassallo et al. (2016) summarize “practices adopted within the continuous
delivery pipeline”, but do not discuss strengths or weaknesses of particular test
techniques or test activities.

We found that 36 of the 43 publications do in some way describe or mention one or
several stakeholders for test activities, but often just mentioning it in passing and not
reflecting on how which types of test activities that best support different types of
stakeholders. “Developer” is in some way mentioned in as a stakeholder in 32 of the
papers. Other stakeholders are also mentioned by one or a few papers: tester, test
manager, test team, QA, release team, project manager, manager and customer.
However, we only found one paper that in some way discusses the perspectives of
multiple stakeholders: Marijan (2015) introduces a multi-perspective approach for
regression test case prioritization based on “business perspective, performance
perspective, and technical perspective”, in order to prioritize test cases for different
stakeholders (but does not compare different types of test activities).

In summary, we did not find any publications that compare different types of test
activities in order to support different types of stakeholders in the continuous
integration and delivery pipeline.

9.4 Identifying Stakeholders for Test Activities

As a complement to the literature study in Section 9.3, we conducted a series of
interviews in our four case study companies in order to identity the stakeholders for
different types of test activities in the continuous integration and delivery pipeline.

9.4.1 Interviews to Identify Stakeholders

Seven individuals participated in the interviews, all selected as good informants. All
interviewees had senior roles in the case study companies. The interviewees described
their roles and responsibilities as technical manager, test architect, test manager, test
specialist or process owner for the company’s test process.

The interviewees were asked to briefly describe the product that their organization
was developing. Then the interviewees were asked to describe the different types of test
activities in their organization, and the flow between these test activities. Finally, the
interviewees were asked to describe the main stakeholder groups for the test activities
(who is interested in and takes action on the results from each of the test activities). The
results from the interviews are summarized in Section 9.4.2-9.4.5, using the different
names for roles and organizational units as described by each case study company.
Section 9.4.6-9.4.7 present the analysis of the interview results, and how the results
were presented at a workshop with the case study companies.
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9.4.2 Stakeholders for the Test Activities in Company A

Company A develops and manufactures pumps. The R&D departments release new
versions of their subsystems (called “system elements”) at different frequencies,
spanning from every six weeks to two times a year.  Unit tests are used to describe the
functionality that should be developed (i.e. a test first approach). Unit tests, component
tests and component integration tests are run by the developers before committing code,
and as regression testing on the main track. The results from the tests are also followed
by the software delivery manager and by the quality assurance department (who
evaluate the releases). Line managers follow up project progress and quality after every
sprint.

System element tests are executed on real hardware and covers both functional and
non-functional requirements. The tests give the developers feedback on that their
software changes are working on the system element level. A test responsible at each
department checks the tests every day on behalf of the line manager responsible for the
system element. Test specialists are aligning tests between the R&D departments and
secure reliability in the test environments. A product integrator and product project
manager uses the tests to verify requirements agreed between product development and
R&D.

Product tests are used by the product integrator, the product project manager and the
product manager to verify that the releases from the R&D department have been
delivered according to specification and to validate the functions in the complete
product. The product specialist conducts user acceptance testing of the product
according to the internal specification. The engineering service team checks that the
product is maintainable.

The following stakeholders for the test activities in the continuous integration and
delivery pipeline were identified at Company A:

· Developers want to check quality and correctness in their software changes
· Project managers and line managers are interested in project progress (is the project

on time)
· Product project managers and product specialists want to verify compliance with

specifications and overall scenarios
· Test specialists want to secure product stability and reliability of test environments

9.4.3 Stakeholders for the Test Activities in Company B

Company B develops video surveillance cameras and systems. Function teams develop
new functions, which they deliver incrementally to the software main track. The
function teams run tests on system level before software changes are delivered to the
main track. Test cases are produced by both the function teams and a Quality Assurance
(QA) department. All tests are also run repeatedly by the QA department on the main
track to check the stability of the tests. Unit tests are seen as a “developer tool”, and are
not specifically run before delivery to the main track or on the main track. They are run
during development and before delivery to another function team.
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Product projects develop new cameras, which are the hardware platforms that the
software from the function teams run on. The product projects may also develop new
functions and deliver those to a function team. The developers in the product projects
mainly use the test cases produced by the function teams and the QA department. Test
progress and status are followed by the project managers from the product projects. If
needed, a product owner makes decisions on the characteristics of the products so that
the products comply with the company’s product strategy.

The release program releases and deploys new software for the cameras (about 100
variants) four times a year. Before a release, manual test suites are executed that focus
on end-to-end behaviour, stability and performance. The release program also runs the
QA department’s automated tests every day. Test progress and status are followed by
the program manager for the release program. The bug reports are sent to the function
teams. The responsibility to optimize test activities is distributed to many roles within
the organization.

The following stakeholders for the test activities in the continuous integration and
delivery pipeline were identified at Company B:

· Function teams want to see that their software changes are ok to integrate in the main
track and that changes or new functions made by other teams in their area are ok
before accepting them

· QA department wants to secure stability and quality on the main track
· Project managers for the product project and program managers for the release

program want to know if they are ready for release
· The product owner wants to secure that the products comply to the product strategy

9.4.4 Stakeholders for the Test Activities in Company C

Company C develops aeronautical systems. The development teams design and
implement new functions and systems in software branches, and deliver incrementally
to the main track. The development teams test on unit, component and system level
before they deliver to the main track. Integration tests are specified by architects and
test managers. Integration tests are run both before delivery, and on the main track
where larger test suites with different purposes are executed at various intervals. Project
managers follow some of these test activities in order to monitor project progress.

Technical managers for components and subsystems require large test suites to be
executed to verify requirements on unit, component and system level before a release
of the system. Test progress and status for these tests are carefully followed by project
managers and line managers. The product is also validated against high-level scenarios
through test activities which involve customer representatives. Test results are also used
to show compliance towards the customer requirements and contract fulfilment.

Test managers follow the performance and availability for the test environments and
simulators, in order to optimize the test activities and make decisions on which types
of test facilities that should be expanded or reduced.

The following stakeholders for the test activities in the continuous integration and
delivery pipeline were identified at Company C:
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· Development teams want to see that the software changes they delivered are working
· Architects and test managers want to secure quality and stability on the main track
· Project managers and line managers want to know the project status
· Technical managers and project management want to collect evidence to verify

requirements on different levels and show contract fulfilment
· Test managers are interested in the performance and availability for the test

environments

9.4.5 Stakeholders for the Test Activities in Company D

Company D is a manufacturer and supplier of transport solutions for commercial use.
A complete project that develops a new vehicle spans over two to three years, but
integration of the complete system is done during the final months when all components
are finalized. The company runs around 200 parallel projects that develop new features
for the vehicles (each project run by a chief project manager). Focus in the project is
generally on testing of the complete product.

The developers design and implement software components, which are tested
continuously during development. During the project’s concluding integration phase,
components are integrated to electronic control units (ECUs) and are tested by
integrators. The line manager responsible for the ECU follows the progress and status
of the testing. The ECUs are integrated to a vehicle, which is tested on system level in
simulators and rigs by the Integration and Verification (I&V) organization. Generally,
new software functions that do not work correctly is removed by the integrators. The
I&V organization also perform safety tests which can hold the release if the tests do not
pass.

The I&V organizations tests are followed by the line managers responsible for the
ECUs, and (when approaching release) also by the company’s CEO and executive
management. Finally, the chief project manager requests suites of driving tests (with
the company’s test drivers) which focus on ensuring compliance to specification for the
new features, and that the vehicle is ready for release.

The following stakeholders for the test activities in the continuous integration and
delivery pipeline were identified at Company D:

· Developers want to see that changes made in the components are working
· Line managers wants to secure that the ECUs and the complete vehicle is ready for

release
· The I&V department want to secure stability and quality of the complete product

during the project’s integration phase
· The chief project manager wants to know that the features the project developed are

working (compliance with specification for the new features)

9.4.6 Comparing the Case Study Companies

Company A, B and C integrate new functions and test the complete product on regular
basis, whereas Company D develops the components separately and then integrate the
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complete product in a concluding project phase. Another observation is that in three of
the companies (Company A, Company B and Company D) unit and component tests
tend to be a seen only as the developers’ concern, but in Company C technical managers
also use these types of tests to verify compliance to requirements. All case study
companies want to show compliance to some kind of specification (internal or external)
but they work in very different ways. Company C run tests to show compliance to
requirements on many different levels. Company A and D both run tests to verify an
internal specification on product level, but Company D limits these tests to the project’s
new features. Company B takes a different approach and has no detailed specification,
but still wants the products to comply with the company’s product strategy.

The analysis also shows that the case study companies have a lot in common.
Interviewees from all case study companies describe a flow between different types of
test activities that starts with unit tests and ends with end-to-end testing of the complete
product. All interviewees also describe a way of working where the developers work
continuously towards branches or subsystems, which then (less frequently) are
integrated and tested on a software main track for the complete product. Interviewees
from all companies also describe that when the organization is getting close to a release
(internal or external) the focus of the testing changes, and other types of stakeholders
show interest in the test results.

Most significant are the similarities in stakeholders for the test activities. A number
of stakeholder groups can be derived from the interviews results: Developers (or teams
of developers) in all companies want to run tests to see that the software changes they
have delivered are working. Different roles or organizations in all case study companies
want to secure stability and integrity on the main track (although Company D is a bit
different as they integrate the complete product in a concluding project phase). Project
managers in all companies use reports from test activities as a way to measure project
progress. A range of roles (spanning from product owner to project managers) wants to
use test results to verify compliance with requirements, specifications or user scenarios.
Finally, in Company A and C specific roles are described that work to optimize test
activities and performance in the test facilities. In Company B, responsibility to
optimize test activities are distributed to many roles. This type of role or responsibility
were not found in Company D.

Table 20 presents a summary of the stakeholder interests, and how they are
represented by different roles in the case study companies. Table 20 shows that
stakeholder interests SI1 and SI3 are represented in the case study companies by roles
with the exact same (or at least similar) names – which might be seen as an obvious
finding. SI2, SI4 and SI5 are more interesting, as we find that the same stakeholder
interests exist in the case study companies, but are represented by very different roles
or organizational units.
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Label Stakeholder interest Roles in the case study companies
SI1 Check quality and

correctness of soft-
ware changes

Company A: Developers
Company B: Function teams
Company C: Development teams
Company D: Developers

SI2 Secure stability and
integrity in the system
during development

Company A: Test specialists
Company B: QA department
Company C: Architects, test managers
Company D: I&V department

SI3 Measure project pro-
gress

Company A: Project managers, line managers
Company B: Project managers, program managers
Company C: Project managers, line managers
Company D: Project managers, line managers

SI4 Verify compliance
with requirements or
user scenarios

Company A: Project managers, specialists
Company B: Product owner
Company C: Technical manager, project manager
Company D: Project manager

SI5 Optimize test activi-
ties and performance
in the test facilities

Company A: Test specialist
Company B: Distributed responsibility
Company C: Test manager, line manager
Company D: -

Table 20: A summary of the stakeholder interests.

9.4.7 Confirming the Stakeholder Interests

The analysis of the interview results was presented at a one-day workshop with all four
case study companies. The summary of the interviews at each of the case study
companies (Section 9.4.2-9.4.5) was also sent to the case study companies before the
workshop, in order to give the interviewees the opportunity to review the descriptions.
The company representatives had only minor comments: Company C wanted to slightly
modify the description of the role of the I&V department, and one workshop participant
wanted to add that this study focused on testing of functions fully or partly implemented
in software. All participants at the workshop believed that the five stakeholder interests
(in Table 20) in a good way represented the situation at their own company.

The purpose of the workshop was to present the results from the first part of the
study, but also to plan the setup for the next step, which is presented in Section 9.5.
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9.5 Identifying Test Activities for Each Stakeholder

In order to identify which types of test activities that best support the stakeholder
interests we identified in Section 9.4, we conducted a second series of interviews which
is reported in Sections 9.5.1-9.5.6.

9.5.1 Interviews to  Identify Test Activities for Each Stakeholder

Twenty-five individuals participated in the interviews, with an average of 14.6 years of
experience of industry software development (spanning from 5 to 25 years). The 25
interviewees did not represent every single role or part of the organization that were
described in the first series of interviews (presented in Section 9.4.2-9.4.5), but they did
in a good way represent all the stakeholder interests that were identified in the first part
of the study (presented in Section 9.4.6). Figure 34 presents the distribution of the
interviewees regarding years of experience and the interviewee’s primary stakeholder
interest.

Figure 34: Distribution of the 25 interviewees with regards to years of
experience (left) and the interviewee’s primary stakeholder interest (right).

    All interviewees were asked to describe their individual role and responsibilities,
and to rate to which extent they worked with tasks that involved each of the stakeholder
interests (SI1-SI5). The rating was done on a Likert scale from 1 (“not at all”) to 5
(“very much”). The ratings did generally very well correspond to the descriptions of
roles and ways of working that was collected in the interviews presented in Section 9.4.
Several interviewees also described that they supported people with other roles, e.g. “I
am working close to the project manager and support him with some of his tasks”.

The interviewees were also asked to describe which types of test activities they
believed that best support each of the stakeholder interests (SI1-SI5). The responses
included a large amount of statements and comments. Extracts from the interview
responses were coded and collated into themes. A thematic network was constructed,
resulting in a thematic map based on the five stakeholder interests. Detailed interview
results and detailed information about the coding procedure are not included in this
research paper due to non-disclosure agreements with the case study companies.
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The interviewees responses on test activities supporting the stakeholder interests
(SI1-SI5) are summarized in Section 9.5.2-9.5.6. Section 9.6 describes the analysis of
the interviews results and presents the main findings.

9.5.2 Check Quality and Correctness of Your Software Changes (SI1)

Seventeen of the 25 interviewees proposed an approach where software changes are
first tested with unit or component tests, followed by system tests. Four developers also
included peer review as an important step, and one interviewee even stated that “code
review is better than unit tests”. Seven of the interviewees claimed that system tests
alone best supports this stakeholder interests. However, especially as all six
interviewees who worked as developers supported the approach with unit/component
tests followed by system tests, we consider this to be the dominant viewpoint. To quote
one of the interviewees: “You should stabilize the function bottom up – not top down”.
One participant also meant that unit or component tests are more cost-effective than
system tests: “If we could move tests from system level to unit/component level we
could save a lot of money. Unit and component tests run much faster and are easier to
debug.”

A few interviewees brought up the use of simulated environments, explaining that
testing should start in a simulated environment and then (if everything is ok) transfer to
real hardware. One of the developers even stated that “to start testing in the rig and not
in [the software in the loop simulator] is a disaster”, meaning that this was to waste
time in a scarce and valuable test resource. Other individual, however, described the
importance of running tests early on real hardware.

Eight of the interviewees also discussed whether the tests that support SI1 should be
automated or manual tests, and presented mixed opinions. Many participants brought
forward automated tests (e.g. “automated tests on all levels”) but other interviewees
talked about manual testing of new functions (especially exploratory testing). Instead
of rewriting the automated tests (on a daily basis) the interviewees proposed to test the
system manually.

9.5.3 Secure Stability and Integrity in the System During Development (SI2)

As many as 22 of the 25 interviewees proposed system tests as the tests that best support
stability and integrity in the system during development. Two interviewees proposed
unit/component tests followed by system tests. The dominant viewpoint seemed to be
to use a set of system tests that test functional chains and vital functions. Examples of
such vital functions could be to start up the system, drive around (if the product is a
vehicle), to stream video (if the product is a camera) or other basic functions. A few
interviewees described a setup where only a small test suite with the most important
test cases must pass before a commit is integrated to the main track, and then a flow of
many more test activities running on the main track to gradually secure stability and
integrity.

One of the participants proposed a somewhat different approach and described that
a prerequisite for system testing of the complete product should be system testing of
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the subsystems: “If everyone tested frequently on the subsystem level the way we do,
there would be much less problems on the product level”.

The interviewees emphasized the importance of frequent tests to secure stability and
integrity, in order to be able to find and correct problems fast. The only proposed
solution that enables frequent testing was to automate this type of tests. To quote one
of the participants: “As long as it is automated, it is good.” However, some interviewees
also brought forward manual test activities. Manual testing was considered to be
relevant especially to test HMI (human-machine interface) and usability aspects, which
were described as difficult to automate.

There were mixed opinions on whether this type of testing should be executed in
simulated environments or real hardware. Some interviewees clearly described that this
type of testing should be done in simulators, e.g. “We have confidence in [the software
in the loop simulator]. That is where we should test this.” Others strongly asked for
tests on real hardware, e.g. “Rig tests! Before that you can’t tell whether it works or
not.”

9.5.4 Measure Project Progress (SI3)

Many of the participants first stated (in different ways) that it is very difficult to measure
project progress with tests. To quote one of the interviewees: “It could be that all tests
run ok, but still there is a lot of work left. Test results is one of many things that you
should look at.” A common standpoint was that you should not look at the number of
test cases or the number of test cases passed. As one interviewee said: “You shouldn’t
be hypnotized by that you have 3,000 automated test cases which all pass – instead you
should focus on the number of bugs found in the product.”

In addition to explaining the difficulties, the participants also suggested viable
approaches. Several participants suggested the approach to measure the number of open
issues (problem reports) and their significance. This approach does not focus on the
status of the system viewed from one particular test activity, but instead summarizes
problem reports that could originate from any type of test activity in the pipeline.

Many interviewees also suggested the approach to measure the number of passed
test cases, but to measure test cases in relation to system requirements or use cases that
they fulfil. However, to measure progress in this way seemed to be relevant only in a
late phase of the development when the requirements and the system design have been
stabilized. Most of the interviewees focused on tests corresponding to system
requirements or use cases, but one participant argued in a different way: “To measure
system tests is easier, but that can be misleading. Component tests shows your progress
in a better way.”

9.5.5 Verify Compliance with Requirements or User Scenarios (SI4)

All participants quite simply seemed to agree on that a requirement (or user scenario)
on system level is verified with a system test, and a requirement on component level
with a component test. That is, no one presented opinions such as that a system
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requirement is best verified through testing of the components that contain the system
function.

Testing on real hardware was brought forward as a necessary precondition for this
type of testing, even if the organization had developed advanced simulated test
environments. To quote one interviewee: “Data latency must be tested on real hardware,
even if we have good simulators”. The request for real hardware was however not
limited to real-time aspects, but seemed to be seen as a general prerequisite. One
interviewee even asked for “system tests in the customers’ environments”.

Participants from the different case study companies had slightly different
viewpoints of what the test cases should verify (which is also reflected in the analysis
in Section 9.4.6). Company A and Company D conduct testing to show compliance to
system requirements, whereas Company C show compliance to requirements on unit,
component and system level. One interview from Company C described: “We need unit
and component testing in order to verify all corner cases of the product’s behaviour”.
Company B takes another approach, focusing on user scenarios and compliance to
industry standards (e.g. on functional APIs). One interviewee from Company B
described this as a problem: “I would like to have more requirements. That could save
a lot of time. You always have requirements – but they are in someone’s head instead
of being visible for everybody.”

9.5.6 Optimize Test Activities and Performance in the Test Facilities (SI5)

The attitude towards stakeholder interest SI5 was different from the others, as none of
the interviewees pointed at a particular type of test activities. Instead, the interviewees
described this as being about optimizing the complete flow of test activities.

Many participants gave examples of different ways to optimize the flow. One
suggestion was to ensure that software changes are tested in simulators before going to
a rig with real hardware (if the rig is a scarce and valued test resource). A related topic
is to continuously investigate if problems found late in the pipeline should have been
found by earlier test activities.

Several interviewees saw opportunities to remove overlap between test activities on
different test levels (e.g. component tests and system tests). A similar suggestion was
to remove tests that no one shows interests for. One interviewee meant that it should
increase efficiency to use the same test tools and methods in the whole organization
(“now developers in different teams are solving the same problem again and again,
instead of getting better”).

Two interviewees took a step away from the actual test activities, and included
visualization of test results as something that should be included in optimizing test
activities. Seven of the participants went even further and discussed why tests should
be optimized, claiming that the main objective was to optimize on the time from that
the developer writes the code to test results showing if the code is working or not.
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9.6 Designing a Pipeline for All Stakeholders

From the interview results presented in Section 9.5, we found that the interviewees in
the case study companies describe three main phases in their pipeline (presented in
Section 9.6.1). We also identified three main factors that can be used to design test
activities for each of the stakeholders in the three phases (presented in Section 9.6.2-
9.6.4).

9.6.1 Three Main Phases in the Pipeline

Interviewees from all case study companies in different ways describe three main
phases of their continuous integration and delivery pipeline. These three phases are
visualized in Figure 35.

Figure 35: The three main phases in the continuous integration and delivery
pipeline.

Early in the pipeline the developers work on some type of team branches, and run
tests on the branch. The branch can be a sub-system branch (as described by e.g.
Company A) or a functional branch (described by e.g. Company B). Special types of
tests are executed when software is delivered from the team branch to the main track.
The tests are run either by the team before the software is delivered, at the delivery, or
on the main track after the delivery – or a combination of those alternatives.

Later in the pipeline different types of tests activities are conducted to test that the
functions and sub-systems work together. The test activities could be designed to run
both on event basis (e.g. if another test has passed) and on fixed schedules (e.g. once a
day). Tests are executed on both real hardware and on simulated environments, and as
automated and manual test activities.
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A release pipeline emerges on a release branch in all case study companies when the
organization is getting close to a release (internal or external). Then test activities shift
focus and involve new types of stakeholders.

We find that different types of test activities attract the stakeholder interests SI1-SI4
in the three phases of the continuous integration and delivery pipeline based on the
following three factors:

· Unit/component tests or system tests
· Simulated test environment or real hardware
· Automated testing or manual testing

As described in Section 9.5.6, the stakeholder interest SI5 (Optimize test activities)
optimizes the complete flow and does not focus on particular test activities as the other
stakeholder interests. Therefore, this stakeholder interest is not included in the analysis
presented in Sections 9.6.2-9.6.4 below.

It is worth reflecting on how the ways of working described by the interviewees from
the case study companies correspond to the practice of continuous integration as it is
described in literature, e.g. the often cited definition by Martin Fowler (Fowler 2006).
We have investigated similar cases in our previous work (Mårtensson et al. 2017a)
where developers commit daily to a branch, but the branches are integrated with the
main track much less frequently. In those cases we argue that one must always consider
what the system which one integrates is: one can practice continuous integration of a
subsystem on a branch, but not integrate the complete system at the same frequency
(which may have different pros and cons depending of the context). However, this
should not be mixed up with feature branches which we in our previous work also have
found to be a common approach in large-scale industry projects (Mårtensson et al.
2018).

9.6.2 Unit/Component Tests or System Tests

As many as 23 of the 25 interviewees did in some way include levels of test activities
(unit, component or system) in their answers. Twenty of 25 interviewees did in some
way refer to the value of a mix of unit/component and system tests. To exemplify, one
developer both described the value of testing “the complete system”, but at the same
time said that “when I test something, I want to test as close to the implementation as
possible”. Three interviewees advocated for system tests as the only needed test type.
One participant asked: “We run our unit tests more often now, but at the same time
more of our system tests fail – how can that be?”

Our analysis of how unit/component tests and system tests best support the
stakeholder interests SI1-SI4 (based on the interview results presented in Section 9.5.2-
9.5.6) is summarized as:

· Check changes (SI1) is best supported by a mix of unit/component tests and system
tests early in the pipeline. This is then followed by system tests later in the pipeline,
where the developer can check that committed software changes affected related
system functions correctly.
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· Secure stability (SI2) is best supported by system tests focused on vital functions
early in the pipeline, followed by a wider range of system tests.

· Measure progress (SI3) is supported by unit/component tests and system tests later
in the pipeline, as well as in the release pipeline. However, to measure test cases on
unit/component level is relevant only if these tests are used to show compliance in
any way.

· Verify compliance (SI4) is supported by system tests and unit/component tests
(where applicable) in the release pipeline.

Some of the test cases later in the pipeline could be of equal interest for SI1 and SI2.
The difference is that a developer (representing SI1) is focusing on the test cases for
the system functions the developer is working on, whereas e.g. a test manager
(representing SI2) is also looking for how a commit could have affected other test cases
due to coupling between sub-systems and functions.

9.6.3 Simulated Test Environment or Real Hardware

Fourteen of the 25 participants discussed simulated test environments and/or real
hardware. Thirteen interviewees emphasized the importance of simulated test
environments. The interviewees described simulated test environments as the only way
to provide developers with sufficient test resources. In the same way, simulators were
also described as the only way to find test resources for frequent regression tests.

Similarly, eight interviewees emphasized the importance of real hardware. The
interviewees described that real hardware was needed for tests that should show
compliance with requirements or standards. Also other types of tests called for real
hardware, according to the interviewees. For example built-in-test functions or timing
aspects must be tested on real hardware from the start, due to that these functions are
very difficult to simulate with good enough characteristics.

Our analysis of how simulated test environments and real hardware best support the
stakeholder interests SI1-SI4 (based on the interview results presented in Section 9.5.2-
9.5.6) is summarized as:

· Generally, the interviewees described a flow from simulated test environments to
real hardware for all stakeholder interests.

· Test activities early in the pipeline relies primarily on simulated test environments.
Later in the pipeline there is a mix of simulated test environments and real hardware.
In the release pipeline, test activities utilized primarily real hardware

However, we believe that there is no golden rule that simulators should be used as
much as possible early in the pipeline. Instead, the rule should be to use real hardware
as early as you can afford. In the same way, simulators can play a role in the release
pipeline, e.g. to provide stimuli when the system is tested on real hardware. The cost
for development and maintenance of complex simulated test environment must always
be compared to the cost of a test facility built from real hardware.
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9.6.4 Automated Testing or Manual Testing

Seventeen of the 25 interviewees described automated testing (of various types of test
activities) as a success factor. When the interviewees talk about particular test activities,
it is both automated tests to secure stability and integrity (nine participants) and
automated tests to check quality and correctness of software changes (eight
participants). A common standpoint is that automated testing is used for tests that are
to be run over and over again.

Ten of the 17 interviewees who talked about automated testing also described
manual test activities as an important complement to automated testing. Seven
individuals particularly pointed at manual exploratory testing, e.g. “exploratory testing
can provide a different type of feedback to the developer than automated testing”.

Our analysis of how automated and manual test techniques tests best support the
stakeholder interests SI1-SI4 (based on the interview results presented in Section 9.5.2-
9.5.6) is summarized as:

· Automated testing best supports test activities that are repeated (“the same things
over and over again”). This applies to a large extent to test activities that support the
stakeholder interest Secure stability (SI2), but also for test cases that are executed
repeatedly to support Check changes (SI1) or Measure progress (SI3).

· Manual tests can still be the most cost-efficient alternative for tests on system level
if the system architecture or the function itself is constantly updated (primarily tests
for SI1). However, in order to shorten the feedback loops to the developers, the
organization must move from manual to automated tests.

· Exploratory testing is a test technique that can utilize experienced engineers to
provide different types of feedback to the developers (SI1) than automated testing.
Whereas automated test activities in the pipeline are able to rapidly provide feedback
to developers and to verify requirements, exploratory testing can provide more in-
depth insights about the system under test.

Tests that support the stakeholder interest Verify compliance (SI4) could either be
automated or manual, depending on how often the organization prepares a new release.
If the organization releases new software once a year, it is probably not worth the effort
to automate the test cases. However, if the same test cases are used in other places in
the pipeline, they might already have been automated for other purposes. We argue that
automated testing is also a prerequisite when moving towards more frequent
deployment.

9.6.5 The Test Activity Stakeholders Model

Based on the analysis of the interview results presented in Section 9.6.1-9.6.4, we
summarize our findings in the Test Activity Stakeholders model (shown in Figure 36).
The model shows how the continuous integration and delivery pipeline can be designed,
in order to include test activities that support each of the five stakeholder interests
(based on the interview results as described in Section 9.6.1-9.6.4).
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The first four stakeholder interests (SI1-SI4) are labeled as [C], [S], [M] and [V] in
the model.  The fifth stakeholder interest (SI5) optimizes the complete flow of test
activities, and does therefore not mark one or several particular test activities in the
model. The middle row in the model shows how test activities flow from primarily
simulated test environments early in the pipeline to primarily real hardware late in the
pipeline. The model also shows how different test techniques support the stakeholder
interests, marked as [AUT] (automated testing), [MAN] (scripted manual testing) and
[EXP] (exploratory testing).

Figure 36: The Test Activity Stakeholders model.

The model shows the three main phases of the pipeline:

· Early in the pipeline: Unit/component tests followed by system tests to check the
developers’ software changes. System tests of vital functions (e.g. start up the system
or drive around) secure stability and integrity in the system, which is monitored by
e.g. a test manager or QA department.

· Later in the pipeline: A wider range of system tests, which support several
stakeholder interests: A developer can follow up relevant test cases on system level
which might have been affected by the latest commit. A test manager (or a similar
role) wants to secure stability in the system, and follows up any unexpected impact
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on test cases related to all functions or subsystems. The same test cases can be used
to measure project progress (by e.g. a project manager or a line manager).

· Release pipeline: When the organization is getting close to a release (internal or
external) focus changes to new test activities. Test cases corresponding to each
requirement are executed on real hardware to support e.g. a technical manager to
verify compliance. Progress in these test activities can also be followed by e.g. a
project manager to measure project progress.

The model also shows how the stakeholders in different ways use the three phases
of the pipeline. The developers who want to check software changes rely primarily on
test activities early on the pipeline, and to some extent later in the pipeline. A plausible
scenario is that the development team only can run tests on component or subsystem
level (which we have observed both in one of the case study companies in this study
and in our previous work (Mårtensson et al. 2018)). If so, the team must deliver more
frequently to the main track in order to test that their changes still work with the
complete product. We can also see that line managers’ and project managers’ main
interest are test activities late in the pipeline (measuring project progress). This could
also possibly explain why developers sometimes struggle to get resources to test
frequently early in the pipeline, which we have observed in our previous work
(Mårtensson et al. 2016, Mårtensson et al. 2017a).

The Test Activity Stakeholders model may serve as a starting point for companies
when evaluating and designing their continuous integration and delivery pipeline,
enabling the identification of stakeholders and focusing improvement efforts where
they are most needed. The model could be used to encourage questions like “Who are
the stakeholders for test activities in our organization?”, “Do we have the right test
activities in our pipeline?” or “Are the test activities in the right place in the pipeline?”

9.7 Validation of the Test Activity Stakeholders Model

The Test Activity Stakeholders (TAS) model was validated with three case study
companies (described in Section 9.7.1-9.7.3) and comparison with related literature
(described in Section 9.7.4). The results from the validation is summarized in Section
9.7.5.

9.7.1 Validation in Three Case Study Companies

In the validation of the TAS model, the model was used by three companies (Company
E, Company F and Company G) to evaluate the continuous integration and delivery
pipeline in their own organization. To provide an external validation, these three
companies were different from the four companies that were studied to develop the
TAS model (Company A, Company B, Company C and Company D).

A series of interviews were held with 12 individuals: Four from Company E, five
from Company F and three from Company G. The interviewees had roles in their
companies as developers or roles related to testing, all selected to have a good overview
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over the test activities in the continuous integration and delivery pipeline in their
organisation.

All the companies involved in the validation of the TAS model develop large-scale
and complex software systems for products, which also include a significant amount of
mechanical and electronic systems. Company E’s product included a range of
subsystems, which were integrated frequently on a component and subsystem level but
less frequently on the product level. The interviewees from Company F were working
with two different products, both involving multiple teams. Both products were
developed to be integrated into a larger system. Company G developed a large-scale
system-of-systems, with a number of continuous integration and delivery pipelines
which were connected into a network of pipelines.

9.7.2 Using the TAS Model in the Three Case Study Companies

During the first part of the validation interviews, the interviewees used the TAS model
to evaluate the continuous integration and delivery pipeline in their own organization.
The TAS model was generally well received by the interviewees. During the interviews,
the interviewees confirmed the characteristics of the model (with comments like “this
reflects how we work”) but also used the model to discuss how their continuous
integration and delivery pipeline could be improved.

A majority of the interviewees described that the stakeholders were not clearly
defined for all test activities in their continuous integration and delivery pipeline. Four
interviewees responded that the stakeholders were clearly defined. One individual
added that that this was clear for him (working as the test manager) and his team, but
“probably not for anyone else”. The other eight interviewees responded that they
believed that the stakeholders were not clearly defined, adding comments like
“sometimes it is unclear who the tests are for” or “of course there are many
stakeholders, but no one has the overarching picture”. Another interviewee explained
that “the continuous integration flow was built from the existing test cases – we have
not analysed what we really want to achieve”.

Three interviews described that the stakeholders for the test activities did take action
on the results from the test activities. Five interviewees described this as sometimes
that worked well in some cases, and in some cases not. Four interviewees clearly stated
that they believed that this was not working very well.

The interviewees were then asked to describe how test activities in the pipeline
supported each of the stakeholder interests (as described by the TAS model) and try to
identify the weak spots. The interviewees generally described their organization as
well-working in some cases, but also identified various improvement areas:

· Check quality and correctness of software changes: The most common problem for
this stakeholder interest was related to long feedback loops, especially from test
activities on a system level. A few interviewees also pointed at a need for more test
activities on real hardware (not running in a simulated environment).

· Secure stability and integrity in the system during development: Interviewees from
two of the case study companies described that there were too many tests (to guard
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stability and integrity) which took too much time to execute. Interviewees from the
third company described the opposite situation, where not enough test cases for
stability tests caused problems. Interviewees from two of the companies described
that a part of the problem was that it was unclear who was responsible for a stable
main track.

· Measure project progress: Interviewees from all case study companies described it
as difficult to support this stakeholder interest. Seven of the twelve interviewees
clearly described this as an area that should be improved. One individual described
that they in a good way could measure progress for the subsystems, but not for the
complete product. Some interviewees described that test results were currently not
used to measure project progress, while others (in the same company) stated the
opposite. A few interviewees discussed how test results could be better presented, as
the problem was that the information currently not reached the project managers.

· Verify compliance with requirements or user scenarios: This stakeholder interest
seemed to be quite well supported, but the interviewees pointed at a few
improvement areas. One interviewee described that the needs from this stakeholder
showed up late, and could not be considered in parallel with the implementation.
Other interviewees described problems related to too much manual testing,
tractability, and test coverage.

During the interviews, different views emerged from each of the three case study
companies, which (if further analysed) could show where improvement efforts are most
needed. Detailed interview results are not included in this research paper due to non-
disclosure agreements with the case study companies.

9.7.3 Evaluating the TAS Model

In the second part of the interview, the interviewees were asked questions related to the
TAS model itself. Ten of the twelve interviewees considered all stakeholder interests
in the TAS model as relevant in their organization. To quote one interviewee: “All these
perspectives are relevant. This is definitely interesting for us to look more into. It would
be good to involve project managers more. I think that would make things easier for
them.” As a contrast, one interviewee clearly described the stakeholder interest
Measure project progress as not relevant, stating that “tests cannot measure progress”.
Another interviewee also questioned the relevance of the same stakeholder interest, but
explained this with “measure progress is less important as we do not do it”, which
makes it questionable if the stakeholder interest is not relevant or if it has not been
identified in the organization.

The interviewees were also asked if they believed that any perspective was missing
in the TAS model. One interviewee wondered if the customer is a separate stakeholder,
but then decided that if so, the customer is a stakeholder for the product and not the test
activities. Another person described “business people” as a separate group, who at
“certain occasions” arrived and asked about the status: “how many features are ready”.
We consider this group to be a part of the Measure project progress stakeholder.
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All interviewees described that (as far as they knew) their organization had not
analyzed how the test activities in their pipeline supported all existing stakeholders in
the organization. Most of the interviewees also commented in different ways that they
believed that this kind of evaluation should be valuable for the organization (e.g “if we
did this, we should find gaps – or things that no one really is asking for”). One
interviewee described that “we look at one test case at a time – not so good, actually”.
Another interviewee even stated “we have built this from the developers’ perspective –
and now it is hard to change”. A few interviewees described that they had been
participating in other types of evaluations of the pipeline, but then focused on
visualization, identifying overlapping test cases, or analyzing how different types of
testing can complement each other.

None of the interviewees were aware of any other systematic approach to evaluate
the continuous integration and delivery pipeline, similar to the TAS model. We argue
that this also supports the novelty of the Test Activity Stakeholders model.

9.7.4 Comparison with Related Work

The characteristics of the Test Activity Stakeholders (TAS) model are in different ways
corresponding to similar descriptions that can be found in literature. The three pipeline
phases (feature or subsystem branches, a main track and a release branch) are described
in various ways in several research papers (Laukkanen et al. 2017, Marijan et al. 2013,
Marijan et al. 2017, Penmetsa 2016, Vassallo et al. 2016, Vost 2015). The three phases
in the TAS model (Early in the pipeline, Later in the pipeline and Release pipeline) also
correspond to how Humble and Farley (2010) describe a pipeline (in their often-cited
book). In the first phase of the pipeline every change “triggers the creation of a new
instance” (a new instance of the complete system on the main track), while “the rest of
the pipeline runs a series of tests on the binaries to prove that they can be released”.
Humble and Farley describe the last stage of the pipeline as the “release stage”.

The knowledge that test activities exist on different levels (system test and unit/com-
ponent test) must be seen as trivial, and is described in various books and research
papers. The need for testing in both simulators and rigs are described by e.g. Engbom
(2015) and Mossinge et al. (2015). Furthermore, automated testing and exploratory
testing have been described as alternatives to manual testing in many publications, e.g.
Garousi and Mäntylä (2016b), Garousi and Pfahl (2016), and Itkonen, and Mäntylä
(2014).

However, as described in Section 9.3.2 most of the papers from the literature review
do not compare different types of test activities or give any guidance on when e.g. tests
on system level is better than unit tests. A few publications (e.g. Liu 2014, Marijan
2015, Rathod and Surve 2015) describe one type of testing as better than others, but
from one specific viewpoint. Four papers (Laghari  et  al.  2016, Mihindukulasooriya
et al. 2016, Rathod and Surve 2015, Vassallo et  al. 2016) do in different ways discuss
test approaches where different types of test activities  are  combined, but do not discuss
how different types of test activities can fulfil different purposes.

Based on this, we find that although the different characteristics of the TAS model
is mirrored in published literature, we have found no other publication that discusses
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how different types of test activities should be combined to support different types of
stakeholders. We argue that this also supports the novelty of the Test Activity Stake-
holders model.

9.7.5 Summary of the Validation

In the validation of the TAS model, the model was used by twelve individuals from
three case study companies to evaluate the continuous integration and delivery pipeline
in their own organization. These three companies (Company E, Company F and
Company G) were different from the four companies that were studied to develop the
TAS model (Company A, Company B, Company C and Company D).

During the interviews, a majority of the interviewees described that the stakeholders
were not clearly defined for all test activities in their continuous integration and deliv-
ery pipeline. Interviewees from two of the companies pointed specifically at that it was
unclear who was responsible for a stable main track. Furthermore, for each company a
number of areas were identified where improvement efforts should be focused in order
to support all stakeholder interests. The identified problem areas were in some cases
similar for all case study companies (e.g. a need for faster feedback to the developers).
In other areas, the problems were not the same (e.g. too many or too few test cases
guarding stability and integrity).

With one exception, the interviewees considered all stakeholder interests in the TAS
model to be relevant in their organization. One of the interviewees found the stake-
holder interest Measure project progress as not relevant in his organization, but did not
question the TAS model as such. The interviewees could not find any missing perspec-
tive or stakeholder interest in the TAS model, which supports the completeness of the
model. None of the interviewees were aware of any other similar model or approach.
This, in combination with the comparison with related work supports the novelty of the
TAS model.

In summary, we find that the validation of the TAS model has showed that it is novel,
actionable and useful in practice.

9.8 Threats to Validity

This section discusses threats to construct validity, internal validity and external
validity. We find threats to validity relevant to discuss with regards to the literature
review (Section 9.3), the three series of interviews (Section 9.4, 9.5 and 9.7) and the
Test Activity Stakeholders model (presented in Section 9.6).

9.8.1 Threats to Construct Validity

One must always consider that a different set of questions and a different context for
the interviews can lead to a different focus in the interviewees’ responses. In order to
handle threats against construct validity, the interview guides were designed with open
questions. In this paper, we also include information about the background for both the
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interviewees and the case study companies in order to provide as much information as
possible about the context.

The results from the interviews reported in Section 9.4 were presented at a one-day
workshop with all four case study companies, which resulted in only minor comments.
In the same way was the Test Activity Stakeholders model presented to each of the case
study companies on separate meetings. A summary of  the analysis and a description
of the model were also sent to the case study companies before the meetings, in order
to give the company representatives the opportunity to review the material. The
response from all four case study companies were positive or very positive, with
comments like ”this is something that we can use” and added only minor suggestions.
The Test Activity Stakeholders model was well received, and seemed to in a good way
reflect the ways of working in the four case study companies (“this describes what we
do in our company”). Another participant meant that the model in a good way “showed
what is going on” and “explained some of our problems”, and added “I want to use this
model in our company”. We argue that the results from the one-day workshop and the
meetings with the case study companies support construct validity in the study.

The fact that only one search engine was used for the literature review (reported in
Section 9.3) could be seen as a threat to construct validity. However, the literature
review was primarily used to motivate a continued research study, and not used as the
primary source for the construction of the TAS model. As the decision to use one search
engine is clearly described in Section 9.3.1, we consider this threat to be mitigated.

The fact that the research papers in the systematic literature review were reviewed
by one single researcher could also be seen as a threat to construct validity. This was
partially mitigated with that the analysis and the results from the systematic literature
review were reviewed by two other researchers in a two-step process (in order to secure
quality and correctness). As the TAS model was not primarily based on the results from
the literature review, we consider this threat to construct validity to be acceptable.

9.8.2 Threats to Internal Validity

Of the 12 threats to internal validity listed by Cook, Campbell and Day (1979), we
consider Selection, Ambiguity about causal direction and Compensatory rivalry
relevant to this work:

· Selection: All interviewees in the three series of interviews were purposively
sampled in line with the guidelines for qualitative data appropriateness given by
Robson and McCartan (2016). The participants in the interviews reported in Section
9.4 were selected as good informants (as described by Robson and McCartan) with
appropriate roles in the companies. In the same way were the interviewees for the
interviews reported in Section 9.5 sampled to represent a wide range of roles in the
case study companies. The interviewees in the validation interviews reported in
Section 9.7 were selected to have a good overview over the test activities in the
continuous integration and delivery pipeline in their organisation. Based on the
rationale of these samplings and supported by Robson and McCartan who consider
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this type of sampling superior for this type of study in order to secure
appropriateness, we consider this threat to be mitigated.

· Ambiguity about causal direction: While we in this study in some cases discuss
relationships, we are very careful about making statements regarding causation.
Statements that include cause and effect are collected from the interview results, and
not introduced in the interpretation of the data. Due to this, we consider this threat
to be mitigated.

· Compensatory rivalry: When performing interviews and comparing scores or
performance, the threat of compensatory rivalry must always be considered.
Therefore, the questions in the interviews (described in Section 9.2.3, 9.2.4 and
9.2.6) were deliberately designed to be as value neutral as possible, rather than
judging performance or skills of the interviewee or the interviewee’s organization.
Generally, all questions were also designed to be opened-ended to avoid any type of
bias and ensure answers that were open and accurate. However, our experiences
from previous work is that we found the interviewed engineers more prone to self-
criticism than to self-praise.

9.8.3 Threats to External Validity

The Test Activity Stakeholders model (presented in Section 9.6.5) is based on interview
results from four case study companies: Company A, Company B, Company C and
Company D. In the validation (described in Section 9.7) the model was used by three
other case study companies: Company E, Company F and Company G. It is conceivable
that the findings from this study are only valid for these seven companies, or only for
companies that operate in the same industry segments (described in Section 9.2). As
described in Section 9.7.4, the characteristics of the Test Activity Stakeholders (TAS)
model are in different ways corresponding to similar descriptions that can be found in
literature, which supports the generalizability of the results of this study (external
validity).

We find that the characteristics of the Test Activity Stakeholders model (described
in Section 9.6.1-9.6.5) implies the following limitations on the generalizability of the
TAS model:

· Stakeholders in different roles (described in Sections 9.4.6 and 9.6.1) are evident in
organizations that develop large-scale and/or complex software systems, but may
not be clearly defined in a small organization.

· Proximity to bespoke hardware (described in Section 9.6.3) is related only to
development of software-intensive embedded systems (software systems combined
with electronic and mechanical systems).

· The description of the three phases of the pipeline (described in Section 9.6.1) is
based on a way of working where subsystems or features are developed on branches.

We argue that if those limitations are taken into account, the Test Activity
Stakeholder model has external validity, i.e. the model is valid for other organizations
than our seven stakeholder companies. Obviously, we see further validation of the TAS
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model as an interesting area for future work, especially including companies in different
industry segments.

9.9 Conclusion

In this paper we have presented interview results from four case study companies,
describing the test activities in each of the companies, and the flow between these test
activities in the continuous integration and delivery pipeline (presented in Section 9.4).
From the same interviews we also identified stakeholders for the different types of test
activities, and combined those into five stakeholder interests. The five stakeholder
interests are:

· Check quality and correctness of software changes (e.g. software developers in a
development team or a function team)

· Secure stability and integrity in the system during development (e.g. test managers
or QA department)

· Measure project progress (e.g. project managers or line managers)
· Verify compliance with requirements or user scenarios (e.g. product owner or

technical managers)
· Optimize test activities and performance in the test facilities (e.g. test specialists or

test managers)

In order to identify which types of test activities that best support these stakeholder
interests we conducted a series of interviews (presented in Section 9.5) with 25
individuals which represented different roles in the case study companies. Based on the
interview results we developed the Test Activity Stakeholders (TAS) model. The TAS
model (described in Section 9.6) shows how the continuous integration and delivery
pipeline can be designed to include test activities that support each of the stakeholder
interests:

· Early in the pipeline: Unit/component tests followed by system tests to check the
developers’ software changes. System tests of vital functions to secure stability and
integrity in the system (monitored by e.g. a test manager or QA department).

· Later in the pipeline: A wider range of system tests, which the developer uses to
check software changes. The same tests also secure stability (supporting e.g. a QA
department) and can be used to measure project progress (for e.g. a project manager
or a line manager).

· Release pipeline: When the organization is getting close to a release, test cases
corresponding to each requirement should be executed on real hardware to support
e.g. a technical manager to verify compliance. Progress in these test activities can
also be followed by e.g. a project manager to measure project progress.

The fifth stakeholder interest (“Optimize test activities and performance in the test
facilities”) optimizes the complete flow of test activities, and does not focus on
particular test activities as the other stakeholder interests.
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The TAS model shows how the test activities flow from primarily simulated test
environments early in the pipeline to primarily real hardware late in the pipeline.
Automated testing best supports test activities that are repeated, which to a large extent
are test activities to secure stability and integrity in the system. Automated testing is
complemented by manual testing, and especially exploratory testing which provides
different types of feedback than automated testing.

The validation of the TAS model (presented in Section 9.7) showed that the model
is novel, actionable and useful in practice, enabling the identification of stakeholders
and showing where improvement efforts should be focused in order to support all
stakeholder interests. The TAS model is based on interview results from four case study
companies and is validated in three other case study companies. We consider the model
also to be valid for other organizations, if the limitations for generalizability (presented
in Section 9.8.3) are taken into account. The model can then serve as a starting point
for companies when evaluating and designing their continuous integration and delivery
pipeline. We believe that the model will be valuable for both researchers and
practitioners as it provides a systematic approach based on the four stakeholder
interests, rather than making changes blindly and hoping for the best.

9.9.1 Future Work

In addition to the results presented in the analysis and the conclusions, we believe that
this study also opens up several interesting areas of future work. The validation of the
Test Activity Stakeholders model in this study showed very promising results. Further
validation should encourage more companies to use the model to evaluate their
continuous integration and delivery pipeline, including companies in different industry
segments than the case study companies in this study or companies practicing other
ways of working than using branches for development of features or subsystems.

Another area for future work could be to continue to investigate which types of test
activities that best support the stakeholder interests, in order to provide more detailed
recommendations for the design of the continuous integration and delivery pipeline.
For example, one participant in the study asked for more guidance on which types of
test activities that should involve manual testing, and in particular exploratory testing.
Another example is to further investigate the value of unit tests, which was questioned
by several of the interviewees.

The fifth stakeholder interest (“Optimize test activities and performance in the test
facilities”) is not included in the Test Activity Stakeholders model. Future work could
further analyze and describe the activities performed in this interest, e.g. which
activities can ensure that the test environments are optimized and utilized efficiently.

The literature study reported in this paper summarizes how the values, benefits,
advantages, effectiveness or efficiency of different types of test activities is described
in published literature, which also include “continuous integration” or “continuous
delivery” in abstract, title or keywords. Likely, literature which not include “continuous
integration” or “continuous delivery” also contain relevant conclusions and experiences
on how different types of test activities support different types of stakeholders. An
expanded literature review could compare the characteristics of the Test Activity
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Stakeholders model with other sources, to further strengthen the validation of the model
or provide ideas for improvements.
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Chapter 9 Appendix A: The Interview Guides

Appendix A presents the questions in the interview guides for the three series of
interviews which were conducted for the study reported in this paper.

· Interview guide 1: Interviews to identify stakeholders for test activities
· Interview guide 2: Interviews to identify test activities for the stakeholder interests
· Interview guide 3: Interviews for the validation of the TAS model

Interview guide 1: the interview guide for the interviews to identify test activities for
the stakeholder interests (described in Section 9.2.3) included the following questions:

· Background information
─ Q1.1: Briefly describe the product that your organization is developing (the sys-

tem that we will refer to in the interview)
─ Q1.2: Briefly describe your role in the organization (test manager, process owner

for test process etc.)
· Q1:3: Which are the main stakeholders groups for the test activities in your organi-

zation? That is, who is interested in and takes action on the results from the test
activities?

· For each stakeholder group
─ Q1:4: Describe briefly the stakeholder’s role – what is the stakeholder’s interest

in the test activities?
─ Q1.5: Describe the types of test activities that is of interest for that stakeholder

Interview guide 2: the interview guide for the interviews to identify test activities for
the stakeholder interests (described in Section 9.2.4) included the following questions:

· Q2.1: How many years of industry experience with regards to software development
do you have?

· Q2.2: How would you describe your individual role and responsibilities?
· Q2.3: Based on your individual role and responsibilities, on a scale from 1 (“not at

all”) to 5 (“very much”), to what extent do test outcomes support you with regards
to the following tasks?
─ Check quality and correctness of your software changes
─ Secure stability and integrity in the system during development
─ Measure project progress
─ Verify compliance with requirements or user scenarios
─ Optimize test activities and performance in the test facilities

· Q2.4: In your experience, which types of test activities do you believe best support
the following tasks?
─ Check quality and correctness of your software changes
─ Secure stability and integrity in the system during development
─ Measure project progress
─ Verify compliance with requirements or user scenarios
─ Optimize test activities and performance in the test facilities
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Interview guide 3: the interview guide for the interviews for the validation of the
TAS model (described in Section 9.2.6) included the following questions:

· Q3.1: Are stakeholders clearly defined for all test activities in your continuous inte-
gration and delivery pipeline?

· Q3.2: Do the stakeholders take action on the results from the test activities?
· Q3.3: Do your test activities in a good way support all of the different stakeholder

interests according to the guidelines in the TAS model? Where are the weak spots?
─ Check quality and correctness of software changes
─ Secure stability and integrity in the system during development
─ Measure project progress
─ Verify compliance with requirements or user scenarios

· Q3.4: Would you consider any of the stakeholder interests in the TAS model as less
important in your organization?

· Q3.5: Is any perspective missing in the TAS model?
· Q3.6: Have you previously analyzed how the test activities in your pipeline support

all existing stakeholder interests? Are you aware of any other systematic approach
to evaluate this?
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Chapter 10

Exploratory Testing of Large-Scale Systems – Testing in
the Continuous Integration and Delivery Pipeline

This chapter is published as: Mårtensson, T., Ståhl, D. and Bosch, J. (2017). Exploratory testing
of large-scale systems – Testing in the continuous integration and delivery pipeline. 18th
International Conference on Product-Focused Software Process Improvement, PROFES 2017,
pp. 368-384.

Abstract: In this paper, we show how exploratory testing plays a role as part of a continuous
integration and delivery pipeline for large-scale and complex software products. We propose a
test method that incorporates exploratory testing as an activity in the continuous integration and
delivery pipeline, and is based on elements from other testing techniques such as scenario-based
testing, testing in teams and testing in time-boxed sessions. The test method has been validated
during ten months by 28 individuals (21 engineers and 7 flight test pilots) in a case study where
the system under test is a fighter aircraft. Quantitative data from the case study company shows
that the exploratory test teams produced more problem reports than other test teams. The
interview results show that both engineers and test pilots were generally positive or very positive
when they described their experiences from the case study, and consider the test method to be an
efficient way of testing the system in the case study.

10.1 Introduction

Exploratory testing was coined as a term by Cem Kaner in the book “Testing Computer
Software” 1988 (Kaner 1988), and was then expanded upon as a teachable discipline
by Kaner, Bach and Pettichord in their book “Lessons Learned in Software Testing” in
2001 (Kaner et al. 2001). The test technique combines test design with test execution,
and focuses on learning about the system under test.

Different setups exist for planning, execution and reporting exploratory testing.
Testing can be organized as charters (Gregory and Crispin 2015, Hendrickson 2013) or
tours (Gregory and Crispin 2015, Whittaker 2010) which are conducted as sessions
(Gregory and Crispin 2015, Hendrickson 2013) or threads (Gregory and Crispin 2015).
Janet Gregory and Lisa Crispin describe the test technique (Gregory and Crispin 2015)
with the following words: “Exploratory testers do not enter into a test session with
predefined, expected results. Instead, they compare the behavior of the system against
what they might expect, based on experience, heuristics, and perhaps oracles. The
difference is subtle, but meaningful.” The core of the test technique is the focus on
learning, shown in for example Elisabeth Hendricksson’s definition (Hendrickson
2013) of exploratory testing: “Simultaneously designing and executing tests to learn
about the system, using your insights from the last experiment to inform the next”.

Coevally with the evolution of exploratory testing, continuous integration and other
continuous practices emerged during the 1990s and early 2000s. The exact moment for

https://www-scopus-com.proxy-ub.rug.nl/authid/detail.uri?origin=resultslist&authorId=57192161976&zone=
https://www-scopus-com.proxy-ub.rug.nl/authid/detail.uri?origin=resultslist&authorId=55634303300&zone=
https://www-scopus-com.proxy-ub.rug.nl/authid/detail.uri?origin=resultslist&authorId=56675290800&zone=
https://www-scopus-com.proxy-ub.rug.nl/record/display.uri?eid=2-s2.0-85034601172&origin=resultslist&sort=plf-f&src=s&st1=%22Exploratory+Testing+of+Large-Scale+Systems+%22&st2=&sid=e9f6770bd208cdfb579e5860ac2a5656&sot=b&sdt=b&sl=60&s=TITLE-ABS-KEY%28%22Exploratory+Testing+of+Large-Scale+Systems+%22%29&relpos=1&citeCnt=0&searchTerm=
https://www-scopus-com.proxy-ub.rug.nl/record/display.uri?eid=2-s2.0-85034601172&origin=resultslist&sort=plf-f&src=s&st1=%22Exploratory+Testing+of+Large-Scale+Systems+%22&st2=&sid=e9f6770bd208cdfb579e5860ac2a5656&sot=b&sdt=b&sl=60&s=TITLE-ABS-KEY%28%22Exploratory+Testing+of+Large-Scale+Systems+%22%29&relpos=1&citeCnt=0&searchTerm=
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the birth of each practice is up for debate. Continuous integration is often referred to as
a term coming from either Kent Beck’s book “Extreme Programming” (Beck 1999) in
1999 or Martin Fowler’s popular article in 2006 (Fowler 2006), and the term continuous
delivery seems to have been established by Jez Humble and David Farley in the book
“Continuous Delivery” in 2010 (Humble and Farley 2010). Automated testing is
described as a corner stone of continuous practices, and automated tests tend to be the
focus when test activities are assembled to a continuous integration and delivery
pipeline (shown in Figure 37). This pipeline splits the test process into multiple stages,
and is described with different terminology by Duvall (2007) as “stage builds”, by
Larman and Vodde (2010) as “multi-stage CI system” or by Humble and Farley (2010)
as the “deployment pipeline” or “integration pipeline”. Humble and Farley (2010)
include exploratory testing in the final stage before release to the customer. We believe
that exploratory testing also can play an important role early in the integration flow,
especially when developing large-scale systems with many dependencies between the
subsystems.

Based on this, the topic of this paper is to answer the following research question:
How can exploratory testing be used in the continuous integration and delivery pipeline
during development of large-scale and complex software products?

The contribution of this paper is three-fold. First, it presents a test method for large-
scale and complex software products. Second, the paper shows how exploratory testing
plays a role as part of a continuous integration and delivery pipeline for large-scale and
complex software products. Third, it provides quantitative data and interview results
from a large-scale industry project. The remainder of this paper is organized as follows.
In the next section, we present the research method. This is followed in Section 10.3 by
a study of related literature. In Section 10.4 we present the test method, followed by
validation in Section 10.5. Threats to validity are discussed in Section 10.6. The paper
is then concluded in Section 10.7.

Figure 37: An example of a continuous integration and delivery pipeline
(including exploratory testing), showing the flow of test activities that follows
a commit of new software.

10.2 Research Method

The first step to answer the research question stated in Section 10.1 was to conduct a
systematic literature review (according to Kitchenham (2004)), which is presented in
Section 10.3. The question driving the review was ”Which test methods related to
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exploratory testing and testing of large-scale and complex systems have been proposed
in literature?”

The test method for exploratory testing of large-scale systems was developed based
on related published literature and experiences in the case study company. The test
method was validated using the following methods to achieve method and data
triangulation (Runeson and Höst 2009):

· Systematic literature review: Comparison of the test method and related work found
in literature.

· Validation interviews: Interviews with 18 engineers and 7 flight test pilots who used
the test method during ten months.

· Analysis of quantitative data: Exploratory analysis of quantitative data (problem
reports and time used in the test rig) retrieved from the case study.

Interviews were held with 25 of the 28 individuals who were participating in the test
activity in the case study. The remaining three had in two cases changed jobs, and was
in one case on parental leave. The interviews were conducted as semi-structured
interviews, held face-to-face or by phone using an interview guide with pre-defined
specific questions. The interview questions were sent to the interviewee at least one day
in advance to give the interviewee time to reflect before the interview. The questions
in the interview guide were:

· How would you describe your experiences from [name of the test activity in the
project]?

· What did you like or not like about…
─ The planning meetings?
─ The briefings before testing?
─ The test sessions in the rig?
─ The debriefings after testing?

· What do you like or not like about [name of the test activity in the project] compared
to other types of test activities?

· Are you interested in participating in this type of activity again?

The interview results were analyzed based on thematic coding analysis as described
by Robson (2016) (pp. 467-481), resulting in three main themes corresponding to the
characteristics of the test method (each supported by statements or comments by
between 15 and 20 of the interviewees). The process was conducted iteratively to
increase the quality of the analysis. Special attention was paid to outliers (interviewee
comments that do not fit into the overall pattern) according to the guidelines from
Robson (2016), in order to strengthen the explanations and isolate the mechanisms
involved.

Detailed data on e.g. types of scenarios selected by the test teams, types of issues
found during the test sessions or detailed interview results are not included in this
research paper due to non-disclosure agreements with the case study company.
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10.3 Reviewing Literature

10.3.1 Criteria for the Literature Review

To investigate whether solutions related to the research question have been presented
in published literature, a systematic literature review (Kitchenham 2004) was
conducted. A review protocol was created, containing the question driving the review
(”Which test methods related to exploratory testing and testing of large-scale and
complex systems have been proposed in literature?”) and the inclusion and exclusion
criteria. The inclusion criterion and the exclusion criterion for the review are shown in
Table 21.

Inclusion criterion Yield

Publications matching the Scopus search string TITLE-ABS-KEY
( "exploratory testing" AND software ) on
March 27, 2017

52

Exclusion criterion Remaining
Excluding duplicates, conference proceedings summaries and publications
with no available full-text

39

Table 21:  Inclusion and exclusion criteria for the literature review.

To identify published literature, a Scopus search was conducted. The search was
updated before writing this research paper, in order to include the state-of-the-art. The
decision to use only one indexing service was based on the fact that we in previous
work have found Scopus to cover a large majority of published literature in the field,
with other search engines only providing very small result sets not already covered by
Scopus.

10.3.2 Results from the Literature Review

An overview of the publications found in the systematic literature review is presented
in Table 22. The review of the 39 publications retrieved from the search revealed that
five of the publications were not directly related to exploratory testing. These papers
use the term “exploratory testing” as a keyword without a single mention in the article
itself or only mentioning it in passing. In addition to that, one of the papers was a poster
which contained the same information as another paper found in the search.
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Topic of the publications Number of papers
Not relevant 5
Poster 1
Methods/tools 10
Effectiveness and efficiency of test methods 14
How exploratory testing is used 5
Reporting experiences 4
Summary 39

Table 22: An overview of the publications found in the systematic literature
review.

Ten of the papers were related to methods and tools, typically combining two test
techniques such as model-based testing and exploratory testing (Frajtak et al. 2017,
Frajtak et al. 2016, Gebizli and Sözer 2016, Schaefer and Do 2014, Schaefer et al.
2013). Two papers proposed different approaches to combine script-based testing and
exploratory testing (Shah et al. 2014a, Rashmi and Suma 2014) and one paper described
how to extract unit tests and from exploratory testing (Kuhn 2013). One paper discussed
“guidance for exploratory testing through problem frames” (Kumar and Wallace 2013)
and finally one paper investigated the feasibility of using a multilayer perceptron neural
network as an exploratory test oracle (Makando et al. 2016).

Fourteen of the publications discussed the effectiveness and efficiency of different
test methods. Two of those were systematic literature reviews (Thangiah and Basri
2016, Garousi and Mäntylä 2016a) and one combined a systematic literature review
and a survey (Ghazi et al. 2015). Eight papers (Itkonen et al. 2016, Afzal et al. 2015,
Itkonen and Mäntylä 2014, Shah et al. 2014b, Shah et al. 2014c, Prakash and
Gopalakrishnan 2011, Itkonen et al. 2007, Do Nascimento and Machado 2007)
compared exploratory testing and scripted testing (also referred to as test case based
testing or confirmatory testing). The comparisons were based on either true experiments
or experiences from industry projects. Sviridova et al. (2013) discuss effectiveness of
exploratory testing and proposes to use scenarios. Micallef et al. (2016) discuss how
exploratory testing strategies are utilized by trained and not trained testers, and how
this affect the type of defects the testers find. Raappana et al. (2016) report the
effectiveness of a test method called “team exploratory testing”, which is defined as a
way to perform session-based exploratory testing in teams.

Five papers describe in different ways how exploratory testing is used by the testers,
based on either a true experiment (Shoaib et al. 2009), a survey (Pfahl et al. 2014),
video recordings (Itkonen et al. 2013) or interviews (Itkonen et al. 2009, Itkonen et al.
2005). Itkonen and Rautiainen (2005), Shoaib et al. (2009) and Itkonen et al. (2013)
describe how the tester’s knowledge, experiences and personality are important while
performing exploratory software testing in industrial settings. Itkonen et al. (2009)
present the results of a qualitative observation study on the manual testing practices,
and presents a number of exploratory strategies: “User interface exploring”, “Exploring
weak areas”, “Aspect oriented testing”, “Top-down functional exploring”, “Simulating
a real usage scenario”, and “Smoke testing by intuition and experience”.
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Finally, four papers (Gouveia 2016, Suranto 2015, Moss 2013, Pichler and Ramler
2008) report experiences from exploratory testing in industry, but without presenting
any quantitative or qualitative data as validation. Suranto (2015) describes experiences
from using exploratory testing in an agile project. Pichler and Ramler (2008) describes
experiences from developing and testing a visual graphical user interface editor, and
touches upon the use of exploratory testing as part of an iterative development process.
Gouveia (2016) reports experiences from using exploratory testing of web applications
in parallel with automated test activities in the continuous integration and delivery
pipeline.

In summary, we found no publications that discussed exploratory testing in the
context of large-scale and complex software system. Some publications touched on
topics related to the subject, such as iterative development and continuous integration
(which are commonly used during development of large-scale and complex software
systems).

10.4 Exploratory Testing of Large-Scale Systems

10.4.1 Characteristics of the Test Method

The test method for exploratory testing of large-scale systems is based on related
published literature and experiences from the case study company. In this case,
exploratory testing is used to test a large-scale and complex system, which may consist
of a range of subsystems that are tightly coupled with a lot of dependencies.

The motivation behind developing the test method was an interest in the case study
company to increase test efficiency, and to find problems related to the integration of
subsystems earlier in the development process. The transformation to continuous
development practices implies a transformation from manual to automated testing. This
requires large investments, both a large initial investment in implementing automated
test cases and later costs for maintaining the test cases to keep up with changes in the
system under test. For test activities that is likely to not remain static (the same
specification is run over and over again) it is an alternative to utilize the flexibility of
experienced engineers in manual test activities.

The test method is designed to complement automated testing in the continuous
integration and delivery pipeline, and to provide different feedback and insights than
the results from an automated test case. The characteristics of the test method are:

· Exploratory testing as an activity in the continuous integration and delivery
pipeline: Testing is conducted with an exploratory approach where the testers
simultaneously learn about the system’s characteristics and behavior. Testing is done
regularly on the latest system build, which has passed the test activity in the
preceding step in the continuous integration and delivery pipeline.

· Session-based testing in teams with experienced engineers representing different
subsystems: Testing is conducted in time-boxed sessions by teams of hand-picked
experienced engineers, representing the different subsystems of the product. If the
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size or complexity of the system under test cannot be covered by a single team, the
test scope can be split between several teams.

· Scenario-based testing with an end-user representative as part of the test team:
Testing is conducted in scenarios, which represent how the product will be used by
the end-user. An end-user representative is participating in both planning and test
execution, securing that the scenarios are reflecting appropriate conditions.

The characteristics of the test method are in different ways described or touched
upon in published literature. Exploratory testing has been described (at least briefly) in
the context of agile or iterative development (Gregory and Crispin 2015, Suranto 2015,
Pichler and Ramler 2008) and one report describes how exploratory testing is used in
the “continuous integration pipeline” (Gouveia 2016). Exploratory testing is often
combined with the use of sessions (Gregory and Crispin 2015, Hendrickson 2013, Afzal
et al. 2015, Raappana et al. 2016, Itkonen et al. 2013) and the concept of testing in
teams has been described (Raappana et al. 2016) or at least touched upon (Gregory and
Crispin 2015). There are also publications that enhance the importance of experience
and knowledge (Shoaib et al. 2009, Itkonen et al. 2013, Itkonen and Rautiainen 2005).
The use of scenarios is also described in different ways (Gregory and Crispin 2015,
Whittaker 2010, Sviridova et al. 2013, Itkonen et al. 2009), but not specifically with an
end-user representative as part of the test team.

10.4.2 Using the Test Method

The test team work together in planning workshops, test sessions and debriefing
meetings (shown in Figure 38).

Figure 38: The flow between planning meetings, test sessions and debriefing
meetings.

At the planning meeting, the test team discusses ideas for testing that could result in
finding uncovered problem areas. The team members prioritize and group the test ideas
into scenarios, which could be executed during a test session. A scenario is a chain of
events that could be introduced by either the product’s end-user, derive from a problem
in the product’s software or hardware systems, or be coming from other systems or the
environment where the product is operated (e.g. change of weather if the product is a
car). The test team is monitoring the reports from other test activities in the continuous
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integration and delivery pipeline, in order to follow new or updated functions or new
problems that have been found which could affect the testing.

During the test session, the scenarios are tested in a test environment which is as
production-like as possible. The test environment must also be equipped so that the test
team is able to test fault injection and collect data using recording tools. Before the test
session the team must also decide on test approaches for the planned test sessions:
Should the team observe as many deviations as possible or stop and try to find root
causes? Should the team focus on the intended scope or change the scope if other issues
come up?

The debriefing meeting is used by the team to summarize the test session. The
responsibility to write problem reports or follow up open issues found in the test session
is distributed among the team members. The team should consider if a problem should
have been caught at a test activity earlier in the pipeline, and report this in an appropriate
way. Decisions are made if the tested scenarios should be revisited at the next session
or not. The team should also discuss how team collaboration and other aspects of test
efficiency could be improved.

10.5 Validation

10.5.1 The Case Study

The case study company is developing airborne systems and their support systems. The
main product is the Gripen fighter aircraft, which has been developed in several
variants. Gripen was taken into operational service in 1996. An updated version of the
aircraft (Gripen C/D) is currently operated by the air forces in Czech Republic,
Hungary, South Africa, Sweden and Thailand. The next major upgrade (Gripen E/F)
will include both major changes in hardware systems (sensors, fuel system, landing
gear etc.) and a completely new software architecture.

The test method described in Section 10.4 was applied to a project within the case
study company for ten months. The system under test was the aircraft system with
functionality for the first Gripen E test aircraft, which was tested in a test rig. The test
pilot was maneuvering the aircraft in a cockpit replica, which included real displays,
panels, throttle and maneuvering stick. In the rig the software was executing on the
same type of computers as in the real aircraft. The aircraft computers were connected
to an advanced simulation computer, which simulated the hardware systems in the
aircraft (e.g. engine, fuel system, landing gear) as well as a tactical environment. A
visual environment was presented on an arc-shaped screen. The test team
communicated with the pilot from a test leader station in a separate room. From the test
leader station the tester could observe the pilot’s displays and the presentation of the
aircraft’s visual environment. The test team could also observe the behavior of the
software in the aircraft computers and inject faults in the simulator during flight (e.g.
malfunction of a subsystem in the aircraft).

Continuous integration practices such as automated testing, private builds and
integration build servers were applied in the development of software for the Gripen
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computer systems. When a developer committed new software to the mainline, the new
system baseline was tested in multiple stages in a pipeline similar to the example shown
in Figure 37. All test activities on unit, component and system level which were
effectuated up to weekly frequency were automated tests, followed by exploratory
testing and other manually executed test activities.

Testing was conducted in sessions, starting with four hours per session which after
two months was changed to three hours. The testing started with two teams, followed
by a third team after a month. The teams tested at a frequency of one test session per
week for two weeks out of three, meaning that generally two of the three teams tested
every week. The testers were handpicked from the development teams, all being senior
engineers representing different subsystems in the aircraft. A test pilot (from the flight
test organization) was maneuvering the aircraft in the simulator. The engineers (in total
21 individuals) were allocated to the three test teams, each of which focused on one
cluster of subsystems in the aircraft. The last two months the teams were merged to one
test team, due to that no new functions were introduced and not so many new problems
where found during the test sessions.

10.5.2 Validation Interviews

The interviewed 18 engineers who participated in the test activity were generally very
experienced, all with many years of experience from industry software development.
The interviewed 7 pilots were all employed as flight test pilots, with training from
military pilot schools and experience from many years of service in both the air force
and as test pilots in the industry. Both engineers and test pilots were generally positive
or very positive when they described their experiences. “Relevant and good testing”, to
quote one of the test pilots. One of the engineers described it with the following words:
“It was fantastic! We identified a lot of problems. And we learned how the system
worked.”

The three test teams used the way of working described in Section 10.4 with planning
meetings, test sessions and debriefing meetings. The interviewees described that they
“built a backlog” of things to test at the planning meetings, which was then used during
the upcoming test sessions. The planning meetings were described with words as
“creative” or “at least as interesting as the testing itself”. Interviewees from one of the
test teams described that they at first did very little preparations before the testing,
resulting in some unprepared and inefficient test sessions. This changed when the team
focused more on the planning meetings.

All teams held a short briefing (10-15 minutes) right before the test session, in order
to go through the program for the test session. This was appreciated by both engineers
and test pilots, as it gave everyone a picture of what would happen. During the briefing
roles and responsibilities were also clearly distributed (communicating with the pilot,
taking notes etc.). The testing itself was generally described as efficient, where
engineers and the test pilot were working together as a team. One voice asked for better
tools for some of the fault injection procedures, and someone else asked for better
recording capabilities. After the test session the team had a short debriefing, with the
purpose to summarize the findings and decide who was to write problem reports or
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further examine open issues. The teams often also had a follow-up meeting the day after
the test, focusing on improving test efficiency and ways of working.

Both the engineers and the test pilots were generally very generous with comments
and thoughts regarding their experiences from the test activities. Many engineers
described their experiences with a lot of enthusiasm, and in some cases even referring
to the testing as “great fun”. The experiences shared by the interviewees are
summarized in themes corresponding to the characteristics of the test method:

· Exploratory testing as an activity in the continuous integration and delivery pipeline
· Session-based testing in teams with experienced engineers representing different

subsystems
· Scenario-based testing with an end-user representative as part of the test team

Exploratory testing as an activity in the continuous integration and delivery
pipeline: Both engineers and test pilots described the benefits with exploratory testing,
where the test teams not plainly follow the instructions in a test case step by step. As
one interviewee described it: “We could test according to the ideas we had. We wanted
to understand the system that we were building and to find the weaknesses in the
system”. A few interviewees also described that they during this test activity were
looking for the root cause of the problems that were found, whereas they in other test
activities just wrote down a brief description of the problem. Besides talking about the
benefits from the higher level of freedom, many engineers also described the need for
structure and discipline. A field of improvement seemed to be communication of the
results from other test activities in the continuous integration and delivery pipeline.
Several interviewees described situations where the team was not sure if a problem was
already known, or even if a function was complete or still under development.
However, according to the interviewees the synchronization with other test activities
improved over time.

Session-based testing in teams with experienced engineers representing different
subsystems: Almost all engineers described benefits from testing in teams. According
to the interviewees, many of the questions that came up at a test session could be solved
directly during the test session. Another engineer described that “the quality of the
problem reports improves if there are people from different subsystems participating at
the test”. The engineers described that they were “learning about the system” and
“learning about other subsystems”. A few voices talked about the importance of having
the right people onboard, referring to personality as well as knowledge and experience
from the different subsystems of the product. To have a team of six or up to eight people
participating during the same test session could also be challenging. Several
interviewees described that it sometimes was difficult to see what was going on at the
displays, and it was important that the test leader was good at involving all team
members in the test process.

Scenario-based testing with an end-user representative as part of the test team:
Almost all interviewees described or touched upon that scenarios was a good way to
test the complete system. Both engineers and test pilots described that most of the other
test activities focused on a subsystem in the aircraft, whereas this test activity focused
on the complete aircraft. The interviewees seemed to like to use scenarios as a
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description of the tests, seeing it as a description that everyone could understand and
more flexible than a traditional test case. Several engineer commented on the value to
use a real test pilot, who could describe how the product would be used by the end user.
The test pilots also described that they could “learn a lot from the engineers”. To quote
one of the test pilots: “During this test activity the engineers who design the product
came in direct contact with the pilots who use it”. A few voices (especially from the
test pilots) asked for more clear objectives with each scenario test.

One of the questions in the interview guide asked the interviewee to compare the
exploratory test activity and other types of test activities. None of the interviewees
wanted to describe one way of testing as better than the other, but did instead in different
ways describe that exploratory testing and specification-based testing are different
types of testing with different purposes. To quote one of the engineers: “Testing
according to [a test specification] verifies that the function is implemented according
to the specification. This type of testing checks that it is good enough, that we can use
the product.”

Two of the engineers were a bit less positive than the others. One of them described
it like “it never worked quite well”, but explained this with that the subsystem he was
representing had very little coupling to other subsystems. The other engineer described
his situation in the following way: “I was never fully in, I do not know why. I had no
clear vision of the whole system. I wished I had known more about my own subsystem,
to be able to answer questions from the others.”

The last question in the interview guide was if the interviewee was interested in
participating in this type of activity again. Twenty-three of the 25 interviewees
answered the question with “yes”. Some of the engineers and some of the test pilots
added that their participation were depending on priority decisions from management.
Two of the participants answered the question with “maybe”. One of them just added
“we’ll see when the question comes up”. The other described himself as “not
completely negative, but not completely positive either” but did not expand this further.

10.5.3 Problem Reports and Testing Time

Each test session in the case study resulted in a number of found defects in the system
or open issues. The open issues were discussed with other developers or system
managers, which sometimes clarified that the behavior was according to design, and
sometimes confirmed that this was a defect in the system. All defects were documented
as problem reports in the organization’s issue management tool. All test sessions were
conducted in one of the test rigs. The test rig was a scarce and valued test resource, as
it was constructed with the same bespoke hardware as a real aircraft and a complex
system for the visual environment (as described in Section 10.5.1).

Figure 39 shows for every month during the test period how many percent of all
problem reports that month that came from the exploratory test teams. The figure also
shows how many percent of all time in the rig that month (rig maintenance not included)
that were booked by the exploratory test teams. The figure shows that except for May
(and July when almost no testing was done due to vacation period) the exploratory test
teams produced a larger share of the problem reports than the exploratory test teams’
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share of the rig time. As problem reports from other test activities were also written
based on testing in other rigs and test environments, the share of time in all related rigs
and test environments is actually even lower.

Figure 40 shows how the problem reports from the exploratory test teams are
distributed over the ten months when the test activity was conducted. The figure also
shows how all testing time in the rig used by the exploratory test teams is distributed
over the same period of time. Figure 39 and Figure 40 together show that the three test
teams started a bit slow, and did not generate so many problem reports the first month.
This changed during June, and peaked during August. Then the trends seem to stabilize
for three months, followed by a period of time when the activity was run less intensively
due to that no new functions were introduced.

Figure 39: The exploratory test teams’ share of problem reports (in percent)
and share (in percent) of all time in the rig.

Figure 40: Distribution of problem reports and testing time for the
exploratory test teams.
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10.6 Threats to Validity

10.6.1 Threats to Construct Validity

One must always consider that a different set of questions and a different context for
the interviews can lead to a different focus in the interviewees’ responses. In order to
handle threats against construct validity, the interview guide was designed with open
questions (presented in Section 10.2). In this paper, we present both the interview guide
and the background for both the interviewees and the case study in order to provide as
much information as possible about the context.

The test rig was considered to be a scarce and valued resource. Therefore, we
measure the number of problem reports (defects found) per unit of rig time in order to
discuss the efficiency of the test method. We do not claim to discuss efficiency on more
general terms, such as comparing the importance of the problem reports from different
types of test activities (which we consider much harder to measure or quantify).

The observed effectiveness of exploratory testing in terms of number of problem
reports may have been influenced by a focus on new functionality. It is conceivable that
using the test method with a more clear focus on regression testing would provide a
different result.

It is conceivable that the effectiveness of the studied test method is affected by the
knowhow and experience of the participants in the study. As the studied test method
was new for the participants, the study represents an early usage phase or basically the
introduction of the test method. Results and feedback from participants may be different
once the test method has turned into an established practice.

10.6.2 Threats to Internal Validity

Of the 12 threats to internal validity listed by Cook, Campbell and Day (1979), we
consider Selection, Ambiguity about causal direction and Compensatory rivalry
relevant to this work:

· Selection: Interviews were held with 25 of the 28 individuals who were participating
in the test activity. The remaining three had in two cases changed jobs, and was in
one case on parental leave. As the interview series managed to cover all of the
participants that were present at the company, there was no selection of interviewees.

· Ambiguity about causal direction: While we in this study discuss correlation, we are
very careful about making statements regarding causation. Statements that include
cause and effect are collected from the interview results, and not introduced in the
interpretation of the data. Due to this, we consider this threat to be mitigated.

· Compensatory rivalry: When performing interviews and comparing scores or
performance, the threat of compensatory rivalry must always be considered. The
questions in our interviews were deliberately designed to be value neutral for the
participants, and not judging performance or skills of the interviewee or the
interviewee’s organization. Generally, the questions were also designed to be
opened-ended to avoid any type of bias and ensure answers that were open and
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accurate. However, our experiences from previous work is that we found the
interviewees more prone to self-criticism than to self-praise.

10.6.3 Threats to External Validity

The validation of the test method is based on interviews and quantitative data from a
single company. It is conceivable that the findings from this study are only valid for
this company, for companies that operate in the same industry segment (military
aircraft), or for similar products in different types of industry segments (e.g. other types
of vehicles). The characteristics of the test method are in different ways described in
related work (as described in Section 10.4), which we argue supports the
generalizability of the results of this study (external validity). We have also presented
detailed information about both the case study company and the project in the case
study, in order to support attempts to replicate our results in other studies.

10.7 Conclusion

In this paper, we have discussed how exploratory testing can be used in the continuous
integration and delivery pipeline during development of large-scale and complex
software products. We have proposed a new test method with the following
characteristics:

· Exploratory testing as an activity in the continuous integration and delivery pipeline
· Session-based testing in teams with experienced engineers representing different

subsystems
· Scenario-based testing with an end-user representative as part of the test team

The characteristics of the test method are in different ways described or touched
upon in published literature, which we argue strengthens the validation of the test
method. However, none of the found publications presents a test method focusing on
large-scale and complex systems, which we argue strengthens this paper’s position as
a valid contribution. The test method has been validated in a case study, where the
system under test was a fighter aircraft. The test method was used during ten months
by 28 individuals (21 engineers and 7 flight test pilots). Validation is based on
quantitative data and interviews with 25 of the 28 participants.

Quantitative data from the case study company (presented in Section 10.5.3) shows
that the exploratory test teams produced more problem reports than other test teams.
The three test teams started a bit slow, and did not generate so many problem reports
the first month. This changed the following months, and the number of problem reports
peaked during the fourth month.

The interview results (summarized in Section 10.5.2) show that the characteristics
of the test method are considered valuable by the interviewed 18 engineers and 7 flight
test pilots, and that they consider the test method to be an efficient way of testing the
system in the case study. Both engineers and test pilots embraced exploratory testing,
and appreciated more freedom. Coordination with other test activities in the continuous
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integration and delivery pipeline was described as a problem at the beginning of the
case study, but this improved later on. Many of the engineers described that they were
able to test that the subsystems worked together, and that they learned about other
subsystems due to that the team consisted of engineers from different subsystems.
Engineers and test pilots thought that testing with scenarios was a good way to test the
complete system, and described it as valuable to have the test pilot as an end-user
representative participating in the test activity. The interviewees were generally
positive or very positive when they described their experiences from the case study,
using phrases like “relevant and good testing” or “we learned a lot”.

Consequently, we find that the test method presented in this paper succeeds in
incorporating exploratory testing in the continuous integration and delivery pipeline
and is an efficient test method for large-scale and complex software products. This is a
significant result, as we see great value in how automated testing and exploratory
testing could be complementing one another, each mitigating the weaknesses of the
other by addressing unique concerns. Whereas automated test activities in the pipeline
are able to rapidly provide feedback to developers and to verify requirements,
exploratory testing can provide more in-depth insights about the system under test.
Based on this research study, we believe that exploratory testing should be used in a
continuous integration and delivery pipeline, preferably to test new functions and
systems in a large-scale system.

10.7.1 Further Work

As the validation in this paper is based on a single case study, this calls for validation
from other case studies using the same test method. As a suggestion, the system under
test could be another type of vehicle, such as a car or a truck. This type of study could
also be combined with the use of other methods to compare the efficiency of the test
method (preferably using quantitative data).
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Chapter 11

Summary and Conclusion

This chapter concludes the thesis, and is structured as follows. Section 11.1 presents
answers to the research questions. This is followed by s summary of threats to validity
in Section 11.2 and a discussion of generalization in Section 11.3. Finally, the chapter
is ended with a summary of the key contributions of the thesis in Section 11.4 and
discussion of further research in Section 11.5.

11.1 Answers to Research Questions

Challenges or limitations related to both large-scale and proximity to hardware are
discussed in previous work, but without a holistic perspective which summarizes all
challenges that must be taken into account (as described in Section 1.2). Answers to the
research questions in this thesis presents solutions which cover the whole continuous
integration and delivery pipeline. This will help organizations struggling with
challenges related to scale and proximity to hardware to better implementations of
continuous integration and continuous delivery.

11.1.1 Answers to Research Question RQ1

Research question RQ1 was phrased as: What are the challenges that must be taken
into account when applying continuous integration to large-scale software-intensive
embedded systems? The research question is addressed in the studies presented in
Chapters 3, 4, 5 and 8. Results from the studies are presented in more detail in Sections
3.5, 4.9, 5.6 and 8.8 of this thesis.

Answers to research question RQ1:

Specific Factors Related to Software-intensive Embedded Systems
Based on experiences from two industry cases, the following factors are identified
which must be taken into account when applying continuous integration to software-
intensive embedded systems:

· If the developers run tests in a simulated environment, they cannot fully ensure that
the same tests will pass for the integration build that runs on real hardware.

· Tightly coupled systems (causing long build- and test-time) imply additional
challenges related to frequent deliveries and integration builds several times a day.

· A product with complex user scenarios and/or bespoke hardware (especially a large
number of hardware configurations) implies that the rule that “all tests must pass for
every build” must be replaced with other testing approaches.
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· In a highly regulated environment, “fixing broken builds” must be balanced against
other project objectives.

· At the initial phase of development of a new product (before the architectural
runway is established) the sub-systems cannot be assembled in order to test the
system functionally end-to-end and expose any integration problems.

· It is more difficult to achieve a common understanding of a product with a large
number of technology fields or security aspects, which affects tests and reviews.

Correlation Between Scale and Continuity of Continuous Integration
Based on the study of developer behaviors in six industry cases over a two month
period,  it  is  found  that organizational  size  clearly  correlates  with  continuity:  the
larger  the organization, the larger are each of the commits by its developers and the
lower the number of builds per commit (the developers integrate less continuously).
These findings were validated by interviews with ten senior engineers from five
companies in different industry segments. The interviews also showed that product size,
architecture and modularity are considered important factors in achieving continuous
integration.

The collected data also points at several additional phenomena: The higher the
percentage of non-developers in the organization, the more infrequently developers
tend to commit. Another observation was that in some cases the average size of
commits made by external consultants is twice as large as that of internal employees.
This difference only manifests in cases where developers work on team or feature
branches.

Importance of the Build System
From the comparison of the results from two studies in a large-scale industry project
(before and after the introduction of a new build system) it is found that build system
capacity is one of several factors which, if not considered, could result in that
(according to the developers) the delivery process is time-consuming.

The three factors which affect continuous integration behaviors (the factors that
make developers deliver less frequently) are:

· The delivery process is time-consuming
· It’s too complicated to deliver
· No evident value to deliver often to the mainline

Build system capacity should be considered as an important factor – but other factors
should be seen as at least as important.

Continuous Integration Impediments
Based on interview results from developers in two companies, twelve factors are
identified that affect how often developers deliver software to the mainline – the main
factors that can enable more frequent integration of software. The twelve factors
(grouped in four themes) are:
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· Activity planning and execution:
─ Work breakdown
─ Teams and responsibilities
─ Activity sequencing

· System thinking:
─ Modular and loosely coupled architecture
─ Developers must think about the complete system

· Speed:
─ Tools and processes that are fast and simple
─ Availability of test environments
─ Test selection
─ Fast feedback from the integration pipeline

· Confidence through test activities:
─ Test before commit
─ Regression tests on the mainline
─ Reliability of test environments

11.1.2 Answers to Research Question RQ2

Research question RQ2 was phrased as: How should continuous integration and
continuous delivery be defined for development of large-scale software systems? The
research question is addressed in the studies presented in Chapters 6 and 7. Results
from the studies are presented in more detail in Sections 6.5 and 7.7 of this thesis.

Answers to research question RQ2:

Continuous Integration Behaviors in Large-scale Projects
Based on the interviews with developers in two companies, it is found that the
interviewees commit to a branch on a frequency spanning from multiple times a day to
every second day, and commits directly to the mainline span from multiple times a day
to once a week. Nine of the 20 interviewees prefer to commit to a branch, and the others
prefer to commit directly to the mainline.

The analysis comes to the conclusion that continuous integration should not be
simplified to discussing how the developers commit to the same mainline, but also
includes integration of a subsystem on a branch or integration of binaries built from
several different mainlines. In other words, one might be practicing continuous
integration at one level, but not at another, and this may have different pros and cons
depending on the context.

Definitions of Continuous Integration and Continuous Delivery
Based on a systematic mapping study it is found that there is indeed a high degree of
confusion and contradictions (often internally in the same source) regarding the
meanings attached to these terms. Definitions are presented (applicable to development
of large-scale software systems) that closely corresponds to what is considered to be a
mainstream interpretation:
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· Continuous integration is a developer practice where developers integrate their work
frequently, usually each person integrates at least daily, leading to multiple
integrations per day.

· Continuous delivery is a development practice where every change is treated as a
potential release candidate to be frequently and rapidly evaluated through one’s
continuous delivery pipeline, and that one is always able to deploy and/or release the
latest working version, but may decide not to, e.g. for business reasons.

This means that a large-scale organization may practice continuous delivery
(implementing a continuous delivery pipeline) but may at same time fail to convince
its developers to adopt continuous integration (integrating their software frequently).

In addition to the definitions of continuous integration and continuous delivery,
definitions for continuous deployment and continuous release (both considered to be
closely related to continuous integration and continuous delivery) are presented:

· Continuous deployment is an operations practice where release candidates evaluated
in continuous delivery are frequently and rapidly placed in a production
environment, the nature of which may differ depending on technological context.

· Continuous release is a business practice where release candidates evaluated in
continuous delivery are frequently and rapidly made generally available to
users/customers.

11.1.3 Answers to Research Question RQ3

Research question RQ3 was phrased as: How can a model be defined that shows what
companies should prioritize to improve their implementations of continuous integration
and continuous delivery? The research question is addressed in a study which is
presented in Chapter 8. Results from the studies are presented in more detail in Section
8.8 of this thesis.

Answers to research question RQ3:

Visualization of Continuous Integration Impediments
The EMFIS model provides a framework that shows companies which areas they
should prioritize in order to improve their implementations of continuous integration
and continuous delivery.

The model is used to perform an assessment of the twelve factors, where the
participants rate to which degree (on a Likert scale from 1 to 5) the description
representing each factor mirrors the situation in their organization:

· Work breakdown: A way of working that supports work breakdown into small pieces
that can be delivered to the software mainline.

· Teams and responsibilities: A project organization that supports both working with
functional changes and at the same time takes responsibility for the architecture.

· Activity sequencing: Synchronization between the development teams in order to
optimize the flow of activities when functions and systems are implemented.
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· Modular and loosely coupled architecture: Modular architecture with small
components, and loosely coupled architecture with as few dependencies as possible
between the components.

· Developers must think about the complete system: Developers understand the
functions and design of the whole system, and not just their own sub-system.

· Tools and processes that are fast and simple: Developers consider all tools and
processes related to integration of the software fast and simple to use.

· Availability of test environments: Developers can get access to sufficient test
resources for their test activities before committing to the mainline.

· Test selection: The suite of regression tests are constantly updated as new tests are
added and old tests are removed (preferably automated selection in real time).

· Fast feedback from the integration pipeline: The developer gets fast feedback when
software is committed to the mainline, signaling any deviations or problems.

· Test before commit: The test activities that are performed by the developers before
committing software to the mainline are appropriate and conducive.

· Regression tests on the mainline: The regression tests on the mainline include a mix
of test activities of varying scope and test coverage that protects mainline quality
and stability.

· Reliability of test environments: The test environments have idempotent behavior
and do fully represent the production environment.

In other words, the participants compare their current situation to an ideal situation
without impediments, and thereby identify what the organization should focus on in
order to enable more frequent integration of software. The EMFIS model has been
validated in workshops and interviews in five companies, and was generally well
received.

11.1.4 Answers to Research Question RQ4

Research question RQ4 was phrased as: How should the continuous integration and
delivery pipeline be designed for large-scale software-intensive embedded systems?
The research question is addressed in the studies presented in Chapters 9 and 10.
Results from the studies are presented in more detail in Sections 9.9 and 10.7 of this
thesis.

Answers to research question RQ4:

Designing the Continuous Integration and Delivery Pipeline
From interviews in four case study companies the following five stakeholder interests
are identified:

· Check quality and correctness of software changes (e.g. software developers in a
development team or a function team)

· Secure stability and integrity in the system during development (e.g. test managers
or QA department)
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· Measure project progress (e.g. project managers or line managers)
· Verify compliance with requirements or user scenarios (e.g. product owner or

technical managers)
· Optimize test activities and performance in the test facilities (e.g. test specialists or

test managers)

The Test Activity Stakeholders (TAS) model shows how the continuous integration
and delivery pipeline can be designed to include test activities that support each of the
stakeholder interests:

· Early in the pipeline: Unit/component tests followed by system tests to check the
developers’ software changes. System tests of vital functions to secure stability and
integrity in the system (monitored by e.g. a test manager or QA department).

· Later in the pipeline: A wider range of system tests, which the developer uses to
check software changes. The same tests also secure stability (supporting e.g. a QA
department) and can be used to measure project progress (for e.g. a project manager
or a line manager).

· Release pipeline: When the organization is getting close to a release, test cases
corresponding to each requirement should be executed on real hardware to support
e.g. a technical manager to verify compliance. Progress in these test activities can
also be followed by e.g. a project manager to measure project progress.

The fifth stakeholder interest (“Optimize test activities and performance in the test
facilities”) optimizes the complete flow of test activities, and does not focus on
particular test activities as the other stakeholder interests.

The TAS model shows how the test activities flow from primarily simulated test
environments early in the pipeline to primarily real hardware late in the pipeline.
Automated testing best supports test activities that are repeated, which to a large extent
are test activities to secure stability and integrity in the system. Automated testing is
complemented by manual testing, and especially exploratory testing which provides
different types of feedback than automated testing.

The model can then serve as a starting point for companies when designing their
continuous integration and delivery pipeline, and is valuable for both researchers and
practitioners as it provides a systematic approach rather than making changes blindly
and hoping for the best.

Exploratory Testing in the Continuous Integration and Delivery Pipeline
A test method for exploratory testing of large-scale systems is presented with the fol-
lowing characteristics:

· Exploratory testing as an activity in the continuous integration and delivery
pipeline: Testing is conducted with an exploratory approach where the testers
simultaneously learn about the system’s characteristics and behavior. Testing is done
regularly on the latest system build, which has passed the test activity in the
preceding step in the continuous integration and delivery pipeline.
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· Session-based testing in teams with experienced engineers representing different
subsystems: Testing is conducted in time-boxed sessions by teams of hand-picked
experienced engineers, representing the different subsystems of the product. If the
size or complexity of the system under test cannot be covered by a single team, the
test scope can be split between several teams.

· Scenario-based testing with an end-user representative as part of the test team:
Testing is conducted in scenarios, which represent how the product will be used by
the end-user. An end-user representative is participating in both planning and test
execution, securing that the scenarios are reflecting appropriate conditions.

The validation of the test method showed that the presented test method succeeds in
incorporating exploratory testing in the continuous integration and delivery pipeline
and is an efficient test method for large-scale and complex software products.
Automated testing and exploratory testing could be complementing one another, each
mitigating the weaknesses of the other by addressing unique concerns.

Whereas automated test activities in the pipeline are able to rapidly provide feedback
to developers and to verify requirements, exploratory testing can provide more in-depth
insights as it utilizes experienced engineers to identify complex integration problems.
Exploratory testing should be used in a continuous integration and delivery pipeline,
preferably to test new functions and systems in a large-scale system.

11.2 Threats to Validity

This section discusses threats to construct validity, threats to internal validity and
threats to external validity in the studies, structured according to the four research
questions.

11.2.1 Threats to Validity Relevant in the Studies for Research Question RQ1

As described in Section 1.4.2, research question RQ1 (“What are the challenges that
must be taken into account when applying continuous integration to large-scale
software-intensive embedded systems?”) is addressed by four studies presented in this
thesis.  The studies are based on both quantitative and qualitative data (as described in
Section 2.2.1)

In order to handle threats against construct validity, the interview guides used in the
studies have been designed with open questions. The presentation of the studies also
include information about the background for both the interviewees and the case study
companies in order to provide as much information as possible about the context. As
described in Section 2.1.2, observational bias has been mitigated with observer
triangulation in all studies: researchers from different organizations have been involved
in all studies and have participated in research design and analysis of collected data.

Of the 12 threats to internal validity listed by Cook, Campbell and Day (1979),
Selection, Ambiguity about causal direction and Compensatory rivalry have been
considered to be relevant in the studies. The interviewees in all studies were purposively
sampled to represent a mix of roles, parts of an organization and/or industry segments.
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In the same way the cases which provided quantitative data for the study analyzing
correlation between scale and continuity of continuous integration (presented in
Chapter 4) were purposively sampled: they were selected to create a population of
accessible cases as similar as possible in all respects but their size.

The studies discuss correlation, but are very careful about making statements
regarding causation. Statements that include cause and effect are collated from the
interview results, and not introduced in the interpretation of the data. When performing
interviews and comparing scores or performance, the threat of compensatory rivalry
must always be considered. Therefore, the questions were deliberately designed to be
as value neutral as possible, rather than judging the interviewee’s performance or skills.

Mortality was also considered to be relevant in the study with the objective to
analyze the importance of the build system (presented in Chapter 5), as only part of the
interview group used in the first part of the study was reused in the interviews in the
second part of the study. As the study focused on the roles of the interviewees and not
on the specific individuals, this was not considered to be an actual threat to validity.

Threats to external validity were considered in all studies. It is conceivable that the
findings from the studies are only valid for the case study companies included in each
study, or for companies in the same industry segments. Statements on generalizability
of the results are therefore always supported by comparison with literature.

11.2.2 Threats to Validity Relevant in the Studies for Research Question RQ2

As described in Section 1.4.3, research question RQ2 (“How should continuous
integration and continuous delivery be defined for development of large-scale software
systems?”) is addressed by two studies presented in this thesis.  The studies are based
on qualitative data and a systematic mapping study of published literature (as described
in Sections 2.2.1 and 2.2.2)

In order to handle threats to construct validity, the study which was to investigate
continuous integration behaviors in large-scale projects (presented in Chapter 6) was
basing the interview guide on the terminology which was considered to be most
commonly used (see Section 6.2.2). Open questions were purposely designed to fit both
developers who commit to a branch and those who commit directly to the mainline.
Observational bias has been mitigated with observer triangulation.

Of the 12 threats to internal validity listed by Cook, Campbell and Day (1979),
Selection, Ambiguity about causal direction and Compensatory rivalry have been
considered to be relevant for the interviews in the study, and was handled in the same
was as in the studies addressing RQ1 (described in Section 11.2.1).

The study was based on interviews from two case study companies. It is conceivable
that the findings from this study are only valid for these companies. However, related
work also describes that large-scale continuous integration is challenging, which shows
that the problems identified in the study is evidently not isolated to the two case study
companies (external validity).

The study with the objective to propose definitions of continuous integration and
continuous delivery investigated published literature in a systematic mapping study.
One may object that there is a substantially larger body of literature which is relevant
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for the study. While not arguing the point, based on the researchers own experience the
publications included in the search were considered to be largely representative to
general usage of the terms (continuous integration and continuous delivery) in the
industry.

Another relevant concern is whether the algorithm used to classify publications is
sound. The algorithm was validated in a process where the results were compared to
manual searches, including the same search strings as used by the algorithm for specific
themes.

11.2.3 Threats to Validity Relevant in the Studies for Research Question RQ3

As described in Section 1.4.4, research question RQ3 (“How can a model be defined
that shows what companies should prioritize to improve their implementations of
continuous integration and continuous delivery?”) is addressed by one study presented
in this thesis.  The study was developing a new model (the EMFIS model) based on the
studies which was conducted for RQ1, a systematic literature review, and qualitative
data (as described in Sections 1.4.4, 2.2.2, 2.2.3 and 2.2.4).

Threats to construct validity was considered in the study: The EMFIS model is based
on the twelve factors that have been identified the study with the objective to identity
continuous integration impediments (presented in Chapter 8). That is, during an EMFIS
assessment, the participants are rating the factors that (according to developers) are the
factors that affect how often developers commit software to the mainline. Due to this,
the EMFIS model is considered to have construct validity.

Of the 12 threats to internal validity listed by Cook, Campbell and Day (1979),
Selection, Ambiguity about causal direction and Compensatory rivalry have been
considered to be relevant for the interviews in the study, and was handled in the same
was as in the studies addressing RQ1 (described in Section 11.2.1).

The validation of the EMFIS model was based on workshops and interviews with
participants from five case study companies. It is conceivable that the findings from
this study are only valid for these companies, or only for companies that operate similar
industry segments. However, all the twelve factors used in the EMFIS model are dis-
cussed as continuous integration limitations or challenges by different sources in related
work. This supports the generalizability of the results of this study (external validity)
and that the EMFIS model is valid for all types of large-scale and complex software
systems.

11.2.4 Threats to Validity Relevant in the Studies for Research Question RQ4

As described in Section 1.4.5, research question RQ4 (“How should the continuous
integration and delivery pipeline be designed for large-scale software-intensive
embedded systems?”) is addressed by two studies presented in this thesis.  The studies
were developing a model (the Test Activity Stakeholders model) and a method (test
method for exploratory testing of large-scale systems) based on a systematic literature
reviews, quantitative data and qualitative data (as described in Sections 2.2.2, 2.2.3 and
2.2.4).
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Threats to construct validity has been considered in both studies. The interview
guides used in both studies were designed with open questions in the same way as in
other studies included in this thesis. Observational bias has been mitigated with
observer triangulation. The results from the two series of interviews in the study with
the objective to describe how the continuous integration and delivery pipeline should
be designed (presented in Chapter 9) were presented to the case study companies at a
workshop and at separate meetings. This two-step validation supports construct validity
of the Test Activity Stakeholders model.

In the study with the objective to incorporate exploratory testing in the continuous
integration and delivery pipeline (presented in Chapter 10) the test rig was considered
to be a scarce and valued resource. Therefore, the number of problem reports (defects
found) per unit of rig time was measured in order to discuss the efficiency of the test
method. The study does not claim to discuss efficiency on more general terms, such as
comparing the importance of the problem reports from different types of test activities
(which would be much harder to measure or quantify).

Of the 12 threats to internal validity listed by Cook, Campbell and Day (1979),
Selection, Ambiguity about causal direction and Compensatory rivalry have been
considered to be relevant for the interviews in the studies, and was handled in the same
was as in the studies addressing RQ1 (described in Section 11.2.1).

The Test Activity Stakeholders model are based on interview results from four case
study companies. It is conceivable that the findings from this study are only valid for
these companies, or only for companies that operate in the same industry segments.
However, the characteristics of the Test Activity Stakeholders (TAS) model are
supported by publications that were covered by the systematic literature review, which
supports the generalizability of the results of this study. Furthermore, the TAS model
was validated with a series of interviews with twelve individuals from three case study
companies, which also supports the generalizability of the model (external validity).

The validation of the test method for exploratory testing of large-scale systems was
based on interviews and quantitative data from a single company. It is conceivable that
the findings from this study are only valid for this company, for companies that operate
in the same industry segment, or for similar products in different types of industry
segments (e.g. other types of vehicles). The characteristics of the test method are in
different ways described in related work, which supports the generalizability of the
results of this study (external validity).

11.3 Generalization

The results presented in the articles included in this thesis are based on quantitative data
(e.g. number of developer commits or registered problem reports) and qualitative data
(results from interviews and workshops) coming from one or several case study
companies. It is conceivable that the findings from the studies are only valid for the
case study companies in the study, or only for companies that operate in the same
industry segments.

However, the conclusions in the studies were generally drawn from several case
study companies and are often based on a large number of participants, which supports
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the generalizability of the results reported in this thesis (as described in each of the
articles). In the same way, the quantitative data for the study analyzing correlation
between scale and continuity of continuous integration (presented in Chapter 4) was
collected from six industry cases (altogether close to 2,000 engineers), purposively
sampled to create a population of accessible cases as similar as possible in all respects
but their size.

The results from the nine research studies presented in this thesis are based on data
from eight case study companies. Table 23 summarizes the number of case study
companies and number of participants for each of the research studies. The study with
the objective to identify specific factors related to software-intensive embedded
systems (presented in Chapter 3) was based on the researchers own experiences. The
study that was to investigate continuous integration behaviors in large-scale projects
(presented in Chapter 6) was based on a systematic mapping study of published
literature, and did therefore not include any case study companies.
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Identify specific factors related to software-intensive
embedded systems (Chapter 3) 2 -

Analyze correlation between scale and continuity of
continuous integration (Chapter 4) 1 + 5 10

Analyze the importance of the build system (Chapter 5) 1 15 + 10

Identify continuous integration impediments (Chapter 8) 2 20

Investigate continuous integration behaviors in large-scale
projects (Chapter 6) 2 20

Propose definitions of continuous integration and continuous
delivery (Chapter 7) - -

Visualize continuous integration impediments (Chapter 8) 5 46

Describe how the continuous integration and delivery
pipeline should be designed (Chapter 9) 4 + 3 7 + 25 + 12

Incorporate exploratory testing in the continuous integration
and delivery pipeline (Chapter 10) 1 28

Table 23: The number of case study companies and number of participants
in the studies included in the thesis.
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Table 6 in Section 2.3 presents the applicability of each study (depending of the
research question). The table shows that the results from the studies reported in
Chapters 4-6 are applicable for all types of large-scale software system, i.e. not only
large-scale software-intensive embedded systems. Chapter 7 has, in the same way,
general applicability (all types of software systems). The results reported in Chapters
8-10 are primarily applicable to large-scale software-intensive embedded systems.
However, in both Chapter 8 and Chapter 9 the areas are isolated that are especially
related to the characteristics of software-intensive embedded systems, and with that
taken into account the results can be generalized to all types of development of large-
scale software system.

11.4 Key Contributions

Continuous integration and continuous delivery were introduced by XP and other agile
methodologies to mitigate problems with a long and unpredictable integration process
(as described in Section 1.1). As shown in Section 1.2, publications in related work
discuss a wide range of “difficulties” or “challenges” related to continuous integration
combined with large-scale systems or embedded systems. Sources in published
literature propose ideas or solutions that could improve implementations of continuous
integration and delivery, but are focusing on one particular topic (e.g. prioritization of
unit tests). A more holistic approach is needed which covers all relevant aspects, and
covers the whole continuous integration and delivery pipeline.

The key contributions of the research presented in this thesis are two models and a
method, which will help organizations struggling with challenges related to scale and
proximity to hardware to better implementations of continuous integration and
continuous delivery. These contributions are valuable for both researchers and
practitioners, as they provide a systematic approach rather than making changes
blindly and hoping for the best. The key contributions of this thesis are:

· The EMFIS model, which allows companies to explicate a representation of the
organization’s current situation regarding twelve continuous integration
impediments, and visualizes what the organization must focus on in order to enable
more frequent integration of software. The model has been validated in workshops
and interviews, which in total included 46 individuals from five case study
companies. The EMFIS model was generally well received during the validation,
and was appreciated for its simplicity and its ability to show differences in rating
between developers and enablers.

· The TAS model, which shows how the continuous integration and delivery pipeline
can be designed to include test activities that support four stakeholder interests:
“Check changes”, “Secure stability”, “Measure progress”, and “Verify compliance”.
The model is developed to show how each of the stakeholder interests are best
supported by unit/component tests or system tests, by automated testing or manual
testing and by tests executed in simulated environments or on real hardware. The
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model was well received during the validation by all of the four case study
companies.

· A test method for exploratory testing of large-scale systems, which incorporates
exploratory testing as a test activity in the continuous integration and delivery
pipeline. The test method is designed to complement automated testing in the
continuous integration and delivery pipeline, and to provide different feedback and
insights than the results from an automated test case. Results from the validation
show that each of the characteristics of the test method were considered valuable by
the interviewed 18 engineers and 7 flight test pilots, and that they consider the test
method to be an efficient way of testing large-scale and complex software products.

11.5 Further Research

Suggestions for further work are included as a part of all articles in this thesis. This
section summarizes the most significant areas of further research, which could build on
the work that is presented in this thesis.

Chapter 8 presents a list of twelve continuous integration impediments in  large-scale
industry projects – the factors which affect how often developers commit software to
the mainline. This thesis focuses on solutions for how to handle the impediments related
to the selection of test activities for the continuous integration and delivery pipeline. A
vast area of further research is to continue the work with solutions for how to handle
the continuous integration impediments, e.g. proposing new approaches for better
architecture, faster tools and processes, reliable test environments et cetera.

The initial validation of the Test Activity Stakeholders model (presented in Chapter
9) showed very promising results. Further research could continue to investigate which
types of test activities that best support the stakeholder interests, in order to provide
more detailed recommendations for the design of the continuous integration and
delivery pipeline. Further research could also expand the Test Activity Stakeholders
model to other ways of working than using branches for development of features or
subsystems. This could be combined with further validation of the model, encouraging
companies in other industry segments to use the model to design their continuous
integration and delivery pipeline.

As the validation of the test method which is presented in Chapter 10 is based on a
single case study, this calls for validation from other case study companies using the
same test method. Further research could also further investigate how exploratory
testing could be used in the continuous integration and delivery pipeline. A suggested
approach is to combine this with the perspectives from the TAS model (presented in
Chapter 9) and investigate how exploratory testing could be used for different purposes
in different phases of the continuous integration and delivery pipeline.
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Academic Summary in Dutch

Continue integratie en levering toegepast op grootschalige, software-intensieve
embedded systemen

Softwareontwikkeling is een van 's werelds belangrijkste technologieën geworden.
Parallel met de opkomst van softwareontwikkeling zelf, zijn
ontwikkelingsmethodologieën geëvolueerd van het gefaseerde waterval-model naar
meer adaptieve ontwikkelingsmethoden zoals XP en Scrum. Als onderdeel van XP en
andere agile methodologieën werden continue integratie en continue levering
geïntroduceerd om problemen met een lang en onvoorspelbaar integratieproces in de
laatste fase van een project te beperken.

Bedrijven die op grote schaal software-intensieve embedded systemen ontwikkelen
combineren software met elektronische en mechanische subsystemen. Deze bedrijven
kunnen ook gebruik maken van de voordelen van continue integratie en continue
levering, maar alleen als ze kunnen worden aangepast aan uitdagingen en beperkingen
die grootschaligheid en elektronische en mechanische subsystemen veroorzaken.

Het eerste deel van dit proefschrift identificeert de problemen waarmee rekening
moet worden gehouden bij het toepassen van continue integratie met grootschalige
software-intensieve embedded systemen. Dit wordt gevolgd door definities en
interpretaties van continue integratie en continue levering die van toepassing zijn op de
ontwikkeling van grootschalige softwaresystemen. Ten slotte worden de belangrijkste
bijdragen van het onderzoek in dit proefschrift gepresenteerd. Dit bestaat uit twee
modellen en een methode die organisaties helpen die worstelen met de uitdagingen in
verband met de schaal en nabijheid van hardware om tot betere implementaties van
continue integratie en continue levering te komen. Deze bijdragen zijn waardevol voor
zowel onderzoekers als industrie, omdat ze een systematische aanpak bieden in plaats
van blindelings veranderingen aanbrengen en op het beste hopen.
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Propositions

Accompanying the PhD dissertation

Continuous Integration
and Delivery Applied to

Large-Scale Software-Intensive
Embedded Systems

by

Torvald Mårtensson



1. Test environments are often a limited resource for a
system with bespoke hardware, which implies that the
continuous integration cornerstone “100% of tests must
pass for every build” must be replaced with other testing
approaches.
(Chapter 3 of this thesis)

2. Organizational size clearly correlates with continuity in
industry cases practicing continuous integration:  the
larger the organization, the larger are each of the commits
by its developers.
(Chapter 4 of this thesis)

3. Three factors affect the developers’ continuous integration
behaviors  and make them deliver less frequently: if the
delivery process is too time-consuming, if it is too
complicated to deliver, or if there is no evident value in
delivering often to the mainline.
(Chapter 5 of this thesis)

4. The twelve factors that could enable more frequent
integration of software cover four areas: Activity planning
and execution, System thinking, Speed, and Confidence
through test activities.
(Chapter 8 of this thesis)

5. In order to correspond to developer behaviors in large-
scale industry projects, the practice of continuous
integration should also include integration of a subsystem
on a branch, and integration of binaries built from several
different mainlines.
(Chapter 6 of this thesis)

6. A large-scale organization may practice continuous
delivery (implementing a continuous delivery pipeline)
but may at same time fail to convince its developers to
adopt continuous integration (integrating their software
frequently).
(Chapter 7 of this thesis)



7. The EMFIS model provides a framework that shows
companies which areas they should prioritize in order to
improve their implementations of continuous integration
and continuous delivery.
(Chapter 8 of this thesis)

8. The TAS model shows companies how their continuous
integration and delivery pipeline can be designed to
efficiently provide information to all stakeholders
(developers, test managers, project managers etc.).
(Chapter 9 of this thesis)

9. Exploratory testing plays a necessary role as part of the
continuous integration and delivery pipeline for large-
scale and complex software products, as it utilizes
experienced engineers to identify complex integration
problems that are difficult to find with automated testing.
(Chapter 10 of this thesis)

These propositions are considered to be defendable and as
such have been approved by Prof. J. Bosch.
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