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Abstract

The volume of data that will be produced by next-generation surveys
requires automatic classification methods to select and analyze sources.
This in particular is the case for the search for strong gravitational lenses,
where the population of detectable lensed sources is only a very small
fraction of the full source population (often � 10−3). In this chapter, I
discuss a morphological classification method that was developed based on
a Convolutional Neural Network (CNN) for recognizing strong gravitational
lenses in 255 square degrees of the Kilo Degree Survey (KiDS), one of
the current-generation optical wide surveys. I describe my contribution
in this work in simulating 106 realistic mock lenses which have been used
as a training set for the CNN. This chapter also describes the underlying
principles of simulating Gaussian Random Field (GRF) realizations of lens
potential fluctuations that have been used to perturb smooth mass models
to create more realistic images. Besides adding structure to the lens, I also
added more realistic structure to the source. It is found that these realistic
training sets considerably improve the accuracy and completeness of CNN
in identifying gravitational lens candidates (Petrillo et al. 2018). Besides the
applications to machine learning, the importance of this chapter is that it
also presents the foundational building blocks of mock lens simulations that
are used in the theoretical power spectrum analysis in Chapter 3 (Chatterjee
& Koopmans 2018), the applications of the theoretical framework to Hubble
Space Telescope observations in Chapter 4 and 5 as well as to EAGLE N-
body hydrodynamic simulations of Chapter 6.
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2.1 Introduction

Convolutional Neural Networks (CNNs; Fukushima 1980; LeCun et al.
1998) are a state of the art class of supervised deep learning algorithms
particularly effective for image recognition tasks (see recent reviews by
Schmidhuber 2015; LeCun et al. 2015; Guo et al. 2016, He et al. 2015,
Russakovsky et al. 2015) and regression tasks. The ImageNet Large Scale
Visual Recognition Competition (ILSVRC; Russakovsky et al. 2015; the
most important image classification competition) of the last four years has
been won by groups utilizing CNNs. The advantage of CNNs with respect
to other pattern recognition algorithms is that they automatically define
and extract representative features from the images during the learning
process. Although the theoretical basis of CNNs was built in the 1980s
and the 1990s, only in the last years do CNNs generally outperform other
algorithms due to the advent of large labelled datasets, improved algorithms
and faster training times on e.g. Graphics Processing Units (GPUs). We
refer the interested reader to the reviews by Schmidhuber (2015), LeCun
et al. (2015) and Guo et al. (2016) for a detailed introduction to CNNs.

The first application of CNNs to astronomical data was made by Hála
(2014) for classifying spectra in the Sloan Digital Sky Survey (SDSS;
Eisenstein et al. 2011). Then, Dieleman et al. (2015) used CNNs to
morphological classify SDSS galaxies. Subsequently, Huertas-Company
et al. (2015) used the same set-up of Dieleman et al. (2015) for classifying
the morphology of high-z galaxies from the Cosmic Assembly Near-IR
Deep Extragalactic Legacy Survey (Grogin et al., 2011). More recently,
Hoyle (2016) adopted CNNs for estimating photometric redshifts of SDSS
galaxies. CNNs have been employed also by Kim & Brunner (2016) for
star/galaxy classification. In this chapter we discuss a morphological lens-
finder which is based on CNNs and is inspired by the work of Dieleman et al.
(2015). We apply it to the third data release of Kilo Degree Survey (KiDS)
(de Jong et al., 2015), starting a systematic census of strong gravitational
lenses. KiDS is a particularly suitable survey for finding strong lenses, given
its excellent seeing and pixel scale, in addition to the large sky coverage.

This chapter is structured as follows. In Section 2.2 we provide a
brief description of the available real galaxy samples and the motivation
behind simulating a large training set of mock lenses. In Section 2.3, we
briefly describe the parameters and mathematical properties of non-singular
isothermal ellipsoid (NIE) (Kormann et al. 1994) lens and Sérsic profile
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(see Sérsic 1963, Sersic 1968), which have been used as the lens and the
source model respectively. We also discuss how Gaussian Random Field
(GRF) fluctuations are added to the NIE smooth model as lens potential
perturbations, to guarantee more realistic lenses. In Section 2.4 we enlist
the range of values of the model parameters used in creating the realistic
mock lenses, along with some example images that were applied to train
the CNN to find lens candidates from the KiDS survey.

The analytical forms of the Fourier transform, power spectrum and two
point correlation were introduced in Chapter 1. However, for simulation
purposes their discrete forms are implemented. So, I explain the Fourier
grid, Discrete Fourier Transform (DFT), their symmetries and properties
are given in Appendix 2.A, which form the foundation for simulating
statistical realizations of GRFs using the Box-Muller transform in Appendix
2.B.

2.2 Training set for CNN to find lenses

A CNN algorithm converts sequentially the input data through non-linear
transformations whose parameters are learned in the training phase. A set
of labelled images (the training set) are used as an input to the CNN in this
phase. The network changes its parameters by optimizing a loss function
that expresses the difference between its output and the labels of the images
in the training set. This allows the CNN to learn complex functions and to
extract features from the data that are not hand designed, but are learned
during the training stage. After the training procedure the CNN can be
used for classifying new data by keeping its parameters fixed.

2.2.1 Why do we need to simulate input samples?

Finding strong gravitational lenses can be reduced to a two-class classifica-
tion problem, where the two kinds of objects to recognize are “lenses” and
“non-lenses”. Training a CNN to solve this task requires a dataset that is
representative of the two classes called training set. It has to be large enough
to cover a wide range of possible lenses because of the very large number of
parameters of a CNN (usually of the order of 106−7). In the case of strong
gravitational lenses we do not have a large enough representative observed
data-set at our disposal. The largest sample available is collected in The
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Masterlens Database1. Unfortunately, this sample can not be used as a
training set for our purpose, since it is small and heterogeneous. It consists
of only 657 lens systems that are not all spectroscopically confirmed, that
have been discovered in various surveys and programs, or that are observed
at different wavelengths according to the instrument used.

For these reasons, we must build a set of mock lens systems, relying
on a hybrid approach: first we select real galaxies, with their fields,
obtained from KiDS, in order to include seeing, noise and especially the lens
environment, which is a feature that is hard to simulate and its omission
would limit the ability of the network to recognize lenses in real survey
data. Then, we independently simulate the lensed sources using perturbed
NIE mass models (see Section 2.4) and combine them with the real galaxies
(see Section 2.5).

We used r-band images, where KiDS provides the best image quality
(an average FWHM of 0.65 arcsec). Hence, the network was trained to
learn the selection criteria mostly based on the morphology of the sources.
Our training set consists of images of lens and non-lens examples produced
with r -band KiDS images of real galaxies and mock gravitational lensed
sources (see section 2.4).

In Section 2.5 we summarize how the actual positive (lenses) and
negative examples (non-lenses) employed in the training of the network, are
produced. We train our CNN on a set of six million images (three million
lenses and three million non-lenses with labels 1 and 0, respectively). Our
trained CNN gives as output a value p ranging between 0 and 1. The sources
with an output value of p larger than 0.5 are classified as lens candidates.
We further expand our training set using data augmentation techniques.

2.2.2 Luminous Red Galaxy (LRG) sample

We select Luminous Red Galaxies (LRGs; Eisenstein et al. 2001) from the
255 square degrees of the KiDS-ESO DR3 for the purpose of both training
our CNN and searching for lens candidates among them. LRGs are very
massive and hence more likely to exhibit lensing features compared to other
classes of galaxies (∼ 80% of the lensing population; see Turner et al.
1984; Fukugita et al. 1992; Kochanek 1996; Chae 2003; Oguri 2006; Möller
et al. 2007). We focus on this population of galaxies in this work and will
consider other kind of galaxies in the future. The selection is made with

1http://masterlens.astro.utah.edu/

http://masterlens.astro.utah.edu/
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the following criteria where all the parameters are from S-Extractor and
the magnitudes are MAG_AUTO:

(i) The low-z (z < 0.4) LRG colour-magnitude selection of Eisenstein et al.
(2001), adapted to including more sources (fainter and bluer):

r < 20
|cperp| < 0.2
r < 14 + cpar/0.3

where

cpar = 0.7(g − r) + 1.2[(r − i)− 0.18)]
cperp = (r − i)− (g − r)/4.0− 0.18.

(2.1)

(ii) A source size in the r -band larger than the average FWHM of the PSF
of the respective tiles, times a empirical factor to maximize the separation
between stars and galaxies.

This final selection provides an average of 74 LRGs per tile and a total of
21789 LRGs. We refer to this sample as the “LRG sample” in the remainder
of this chapter. Compared to the original colour-magnitude selection for
z < 0.4 (Eisenstein et al., 2001), we obtain ∼ 3 times more galaxies.

2.2.3 Contaminants

Finally, we have used a set of ∼ 6000 KiDS sources to train the CNN
to recognize sources that would likely be incorrectly classified as lenses
otherwise, either because they can resemble lensing features or they are
“ghosts”, i.e. they are undetected, at least significantly, in the luminous red
galaxies sample discussed in Section 2.2.2. These 6000 KiDS sources are
split into,

• ∼2000 sources wrongly classified as lenses in previous tests with CNN
identified by the authors of Petrillo et al. (2018). This is done to teach
the CNN not to replicate previous mistakes;

• ∼3000 randomly extracted KiDS sources with an r -band magnitude
brighter than 21. To provide the network with general true negatives.

• ∼1000 KiDS sources visually classified as spiral galaxies from an on-
going new project of GalaxyZoo (Willett et al. 2013, Kelvin et al.,
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in prep). This is done to decrease the false positives due to spiral
features. To select the galaxies we used a preliminary reduced version
of the GAMA-KiDS Galaxy Zoo catalogue for the GAMA09 9h region
(see Driver et al. 2011 for further details). This catalogue contains
∼ 104 sources out to a redshift of z = 0.15. We select galaxies for
which a large majority of people replied to the question “Is the galaxy
in the centre of the image simply smooth and rounded, or does it have
features?” with “it has features” 2

There is a non-zero probability that among the contaminants and the LRGs
described in the previous Section there are actual gravitational lenses. We
can estimate that the percentage would be of the order of 10−2 among the
contaminants and ∼ 1% among the LRGs. Thus, even if real lenses are
actually in the training sample, with such a small percentage they would
not contaminate the training procedure.

2.3 Lens and source models in mock simulations

Here a description of how the mock lensed images are simulated, which are
then injected into real KiDS images to train CNN is given.

2.3.1 Non-singular isothermal ellipsoid (NIE) lens model

The elliptical smooth NIE lens model (Kormann et al. 1994) is a realistic
model to create mock lenses. Parameters used in the NIE model are:

1. Einstein radius: bL ;

2. Minor to major axis ratio of elliptical mass distribution: qL;

3. Central position of the lens: (xL1 , xL2 ) ;

4. Orientation angle of the lens: φL ;

5. Strength of the external shear: γ ;

6. Orientation angle of the external shear: φγ ; and

7. Core radius: rc, [if rc = 0 → Singular Isothermal Ellipsoid (SIE)].

2The actual selection is done by choosing sources from the catalogue with a value of
the attribute features_features_frac larger than 0.6.
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There is a degeneracy between q and φL:

If qL > 1 : qL → 1/qL and φL → φL + π/2.

The two components of the scaled deflection angles corresponding to a cored
isothermal ellipsoid gravitational lens are,

α1 = bL√
1− q2

L

tan−1
(x1

√
1− q2

L

η + rc

)
,

α2 = bL√
1− q2

L

tanh−1
(x2

√
1− q2

L

η + q2
Lrc

)
(2.2)

where η =
√
q2
L(rc + x2

1) + x2
2. The convergence or projected mass density

is given by,

κ = 1
2
bL
η
. (2.3)

The mathematical expression for the external shear potential is,

ψγ = γ
(

sin 2φγx1x2 + 1
2 cos 2φγ(x2

1 − x2
2)
)
, (2.4)

and the shear rotation corresponding to the potential is given by,(
xγ1
xγ2

)
= γ

(
cos 2φγ sin 2φγ
sin 2φγ − cos 2φγ

)(
x1
x2

)
. (2.5)

2.3.2 Sérsic source

On the source plane, we use a Sérsic profile as our source model S(y), whose
intensity profile is (Sérsic 1963; Sersic 1968):

I(R) = Ie exp{−bn
[( R

Re

)1/n
− 1

]
}, (2.6)

where R =
√
q2
sy

2
1 + y2

2; qs is the axis ratio, n is the Sérsic index, Ie is the

intensity at the effective radius Re (or “half-light radius”) that encloses half
of the total light from the model and

bn ∼ 2n− 1/3. (2.7)

The parameters used for the Sérsic model are:
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1. Effective intensity: Ie ;

2. Effective radius: Re ;

3. Central position of the source: (ys1, ys2) ;

4. Axis ratio: qs ;

5. Orientation angle of the source major axis: φs ; and

6. Sérsic index: n.

In the simulations, a source is built from multiple Sérsic components in
order to mimic sub-structure in the source.

2.3.3 Lens potential perturbations

To model density inhomogeneities in lens galaxies, we add potential
perturbations on top of the smoothly-varying parametric potential model
ψ0(x). Following the statistical approach of Chatterjee & Koopmans
(2018), we treat such inhomogeneities in the total lensing-mass distribution
as a statistical ensemble and model the associated potential perturbations in
terms of a homogeneous and isotropic GRF δψGRF(x) (with 〈δψGRF(x)〉 =
0) superposed on a smoothly-varying lensing potential ψ0(x) which is a
NIE in our case. So, consequently, the true lensing potential ψ(x) of the
considered lens galaxy to the first order becomes,

ψ(x) = ψ0(x) + δψGRF(x), (2.8)

with no covariance between δψGRF(x) and ψ0(x); especially on scales
comparable to the galaxy itself. This is an assumption that might not
hold for real galaxies.

Consequently, the deflection angle α(x) caused by such a linearly
approximated lensing potential can be separated into the deflection due
to the smooth lensing potential α0(x) and the differential deflection-angle
field δαGRF(x) due to the additional lensing effect of the Gaussian potential
perturbations δψGRF(x):

α(x) = ∇ψ(x) = ∇ψ0(x) +∇δψGRF(x) = α0(x) + δαGRF(x). (2.9)

The corresponding differential deflection-angle δαGRF(x) can be related to
the underlying potential perturbations δψGRF(x) via,

δαGRF(x) = ∇δψGRF(x). (2.10)
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Similarly, the convergence field δκGRF(x) can be related to the correspond-
ing potential perturbation field δψGRF(x) through the Poisson equation:

∇2δψGRF(x) = 2× δκGRF(x). (2.11)

If a stochastic field is Gaussian in nature then its statistical properties are
entirely characterised by the second-order moments. As the mean of the
potential field is zero, i.e. 〈δψ(x)〉 = 0, the statistical behaviour of the
GRF-potential perturbation is fully described by the 2-point correlation
function or alternatively, its Fourier transform; the power-spectrum. In the
next Section, a description of how the mock lensed images are simulated,
using the source and lens models mentioned above is given.

2.4 Simulation of the mock sample

The mock lensed source sample is composed of 106 simulated lensed images
of 101 by 101 pixels, using the same spatial sampling of KiDS (0.21 arcsec
per pixel), corresponding to a 20 by 20 arcsec field of view. Different lensed
image configurations are produced by sampling the parameters of the NIE
and Sérsic source models, as listed in Table 2.1. The values of the lens
Einstein radius and the source effective radius are drawn from a logarithmic
distribution, while the remaining parameters, are drawn from a uniform
distribution. This way the simulation sample contains a higher fraction of
smaller rings and arcs. The choice of sampling the parameter space in this
way does not reproduce the distribution of the parameters for a real lens
population, but allows the classifier to learn the features for recognizing
different types of lenses, no matter how likely they are to appear in a real
sample of lenses.

2.4.1 Source parameters

At source redshifts of z > 0.5, smaller sizes and smaller Sérsic indices are
found with respect to the local Universe, and the fraction of spiral galaxies
(with n < 2− 3) increases (e.g. Trujillo et al. 2007; Chevance et al. 2012).
We exclude spiral galaxy sources or very elliptical ones considering only
axis ratios > 0.3. The source positions are chosen uniformly within the
radial distance of the tangential caustics plus one effective radius of the
source Sérsic profile. This leads the training set to be mostly composed of
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Table 2.1: Range of parameter values adopted for simulation of the lensed
sources. The parameters are drawn uniformly, except for Einstein and
effective radius, as indicated. See Sec. 2.4 for further details.

Parameter Range Unit

Lens (NIE)

Einstein radius 1.0 – 5.0 (log) arcsec
Axis ratio 0.3 – 1.0 -
Major-axis angle 0.0 – 180 degree
External shear 0.0 – 0.05 -
External-shear angle 0.0 – 180 degree

Main source (Sérsic)

Effective radius (Reff ) 0.2 – 0.6 (log) arcsec
Axis ratio 0.3 – 1.0 -
Major-axis angle 0.0 – 180 degree
Sérsic index 0.5 – 5.0 -

Sérsic blobs (1 up to 5)

Effective radius (1%− 10%)Reff arcsec
Axis ratio 1.0 -
Major-axis angle 0.0 degree
Sérsic index 0.5 – 5.0 -

high-magnification rings, arcs, quads, folds and cusps rather than doubles
(Schneider et al., 1992), which are harder to distinguish from companion
galaxies and other environmental effects.

To add complexity to the lensed sources besides the Sérsic profile, we
add between 1 and 5 small circular Sérsic blobs. The centres of these blobs
are drawn from a Gaussian probability distribution function (PDF) around
the main Sérsic source. The width of the standard deviation of the PDF
is the same as the effective radius of the main Sérsic profile. The sizes of
the blobs are chosen uniformly within 1 to 10% of the effective radius of
the main Sérsic profile. The Sérsic indices of the blobs are drawn using the
same prescription as for the main central source. The amplitudes of the
blobs are also chosen from a uniform distribution in such a way that the
ratio of the amplitude of an individual blob to the amplitude of the main
Sérsic profile is at most 20%.
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2.4.2 Lens parameters

The upper limit of 5 arcsec for the Einstein radius aims to include typical
Einstein radii for strong galaxy-galaxy and group-galaxy lenses (Koopmans
et al. 2009; Foëx et al. 2013; Verdugo et al. 2014). The lower limit is
chosen to be 1.4 arcsec, about twice the average FWHM of the r -band
KiDS PSF. Since lenses are typically early-type galaxies, which do not have
high ellipticity, we choose 0.3 as a lower limit for the axis ratio (Binney &
Merrifield 1998). We set the external shear to be less than 0.05, higher
than typically found for the SLACS sample of lenses (Koopmans et al.
2006), with a random orientation varying between 0 and 180 degrees.

Finally, we add GRF fluctuations to the lens potential, which, to a
first order approximation, make the lens sample more realistic by adding
more structure to the lens (Chatterjee & Koopmans, 2018). The GRF
realizations we added in our simulations all follow a potential power-law
power-spectrum, between the linear scale of the image and the pixel scale,
with a fixed exponent −6, which is to the first order a good approximation
of substructures in the lens plane for the ΛCDM paradigm (Hezaveh
et al., 2016a). Note that this choice of slope still leads to rather smooth
perturbations that are dominated by the larger scales, as δα2 scales as k−2

for this choice of slope. The variances of the realizations are drawn from
a logarithmic distribution between 10−4 and 10−1 about mean zero in the
units of square of the lensing potential. This yields both structured sources
and lenses that are not perfect NIE models.

2.5 Building the training set

The data presented above are used to build the training set for the CNN,
which is composed of mock strong-lensing systems (labeled with a 1) and
non-strong-lensing systems (labeled with a 0), i.e., objects without lensing
features. In the following, an outline of the procedure used to build the two
kinds of objects in the training set is given.

2.5.1 Mock lenses (positive sample)

To create the mock lenses the following procedure is carried out:

1. We randomly choose a mock lensed source (see Section 2.4) and a
LRG ( see Section 2.2.2). Currently we do not build in correlations in
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Figure 2.1: Examples of realistically looking RGB images of simulated
strong lens galaxies used to train the CNN. The lens galaxies are observed
KiDS galaxies, while the lensed sources are simulated.

order to remain as agnostic as possible about what the lens can be and
their redshifts. Then, we rescale the peak brightness of the simulated
source between 2% and 30% of the peak brightness of the LRG in the
r-band. Thus, taking into account the typical lower magnitudes of
the lensing features with respect to the lens galaxies.

2. We stack the LRG and the mock source for each one of the three
bands.

3. For the single-band images, we clip the negative values of the pixels to
zero and performing a square-root stretch of the image to emphasize
lower luminosity features. Instead, we create 3-band images with
HumVI that operates an arcsinh stretch of the image following the
Lupton et al. (2004) composition algorithm.

4. Finally, we normalize the resulting images by the galaxy peak
brightness (only for single-band images).

This procedure can yield a-typical lens configurations, because the mock
sources and the KiDS galaxies are combined randomly, without taking
into account the physical characteristics of the galaxies. Nevertheless, we
operate in this way with the intent to train the network to classify a lens,
largely relying on the morphology of the source. Moreover, we reduce the
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risk of over-fitting of the CNN, because the probability that the network
will see twice the same (or a very similar) example is negligible. In addition,
we cover the parameter space as free from priors as possible, which could
find less conventional lens configurations as well.

2.5.2 Non-lenses (negative sample)

To create the mock non-lens sample, we carry out the following procedure.

1. We choose a random galaxy from either the LRG sample (with a prob-
ability of 20%) or from the contaminant sample (80% probability).

2. We clip the negative values of the pixels to zero and performing a
square-root stretch of the images.

3. We normalize the images by the galaxy peak brightness.

2.5.3 Data augmentation

A common practice in machine learning is data augmentation: a procedure
used to expand the training set in order to avoid over-fitting the data
and teaching the network rotational, translational and scaling invariance
(see e.g., Simard et al. 2003). Before feeding the images to the CNN, we
therefore apply the following transformations,

1. a random rotation between 0 and 2π;

2. a random shift in both x and y direction between −4 and +4 pixels;

3. a 50% probability of horizontally flipping the image;

4. a rescaling with a scale factor sampled log-uniformly between 1 and
1.1.

All transformations are applied to both the mock strong-lensing systems
and the non-strong-lensing systems. The final set of inputs of the CNN are
postage stamps of 101× 101 pixels, which correspond to ∼ 20× 20 arcsec.
The images are produced in real-time during the training phase.
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2.6 Results and Conclusions

Using the simulated lenses and sources, that I described above, we have
tested two lens-finders based on a CNN for selecting strong gravitational
lens candidates in the Kilo-Degree Survey (KiDS). One CNN is trained with
single r -band galaxy images, hence basing the classification mostly on the
morphology. The other CNN is trained on g-r-i composite images, relying
mostly on colours and morphology. For the single-band analysis, we had
two different training sets with the difference being that the second training
set was larger and had more structure in the source and lens potential
(see Section 2.4) along with a modified CNN architecture (Petrillo et al.
2018). We have tested the lens-finders on a sample of 21789 LRGs selected
from KiDS (Petrillo et al. 2017) retrieving 761 lens candidates (3.6% of
the initial sample). With a visual inspection performed by seven “human”
classifiers, we down-selected the most promising 56 lens candidates (see
Figure 2.2). In our starting sample there are three known lenses, two of
which were classified correctly as lenses by the CNN and in the subsequent
visual inspection phase. The misclassified lens has an Einstein radius (0.83
arcsec), well below the range where the CNN is trained (1.4 to 5.0 arcsec).

Besides this, the new lens-finders (Petrillo et al. 2018) achieve a higher
accuracy and completeness in identifying gravitational lens candidates,
especially the single-band CNN, which can select a sample of lens candidates
with ∼ 50% purity, retrieving 3 out of 4 of the confirmed gravitational
lenses in the LRG sample. A conservative estimate based on our results
shows that with our proposed method it should be possible to find ∼ 100
massive LRG-galaxy lenses at z ≤ 0.4 in KiDS when completed. In the
most optimistic scenario this number can grow considerably.While this is
encouraging in the view of forthcoming campaigns, such as with Euclid,
which will rely especially on the VIS (optical) band for angular resolution.
For that, automatic classification methods will be crucial in identifying
gravitational lenses in the huge amount of data.

Statement of authorship of the text and contributions

The text of this chapter is partly verbatim and partly reproduced from
Petrillo et al. (2017) and Petrillo et al. (2018) with some necessary
contextual rephrasing in some places. Sections 2.1, 2.2, 2.5, 2.6 and part
of the abstract are taken from the two papers mentioned above, whose
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lead author is Enrico Petrillo. Sections 2.3, 2.4, and the appendices are
written by me but part of these texts are also largely taken from these
two peer-reviewed papers where I am the third-author. Although, Section
2.3.3 which gives a description of the lens potential perturbations, is partly
abridged, and heavily based on Section 2.2 of Bayer et al. (2018), whose
lead author is Dorota Bayer, and I am the second author. For more details
on this work, see Chapter 4 of this thesis and Bayer et al. (2018).

As explained in the abstract and the introduction of this Chapter, my
primary contributions in the research of Petrillo et al. (2017) and Petrillo
et al. (2018) are the simulation of the mock galaxies, which were used as the
training set of the CNNs. For that reason, in this chapter those parts are
mostly emphasized. The codes to generate the mock lenses are all written
by me and will be made public on a public repository.
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Figure 2.2: RGB images of the 56 gravitational lens candidates down-
selected through a visual inspection of the 761 CNN candidates, from
an initial sample of 21789 LRGs. Each source is labelled by an internal
ID followed by, in parentheses, the visual classification score (70 points
maximum). Each image is 20× 20 arcsec.
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Appendix 2.A Fourier grid and symmetries

If Fkl is the Fourier transform of fmn then for a rectangular M × N grid,
discrete Fourier transform (DFT) components are defined as,

Fkl =
M−1∑
m=0

N−1∑
n=0

fmn · e−2πi
(

mk
M

+ nl
N

)
, (2.12)

fmn = 1
MN

M−1∑
k=0

N−1∑
l=0

Fkl · e2πi
(

mk
M

+ nl
N

)
. (2.13)

Please note the 2π difference in defining the frequencies in the discrete
Fourier kernel compared to the analytical one shown in Eq. 1.27. Following
this definition, we use the normal frequencies: l = k/2π instead of angular
frequencies (or wavenumbers) for all the Fourier components in our code in
GRF generation described in this chapter:

Kernel : e−ikx → e−2πilx

Frequency : k → l = k/2π. (2.14)

Symmetries in Fourier space

1. We do the following change of the coordinates in the Fourier transform
to check what will happen on the other side of the grid,

k →M − k and l→ N− l . (2.15)

The Fourier transform changes into,

FM−k,N−l =
M−1∑
m=0

N−1∑
n=0

fmn · e−2πi
(
m−mk

M
+n−nl

N

)

=
M−1∑
m=0

N−1∑
n=0

fmn · e+2πi
(

mk
M

+ nl
N

)
· e−2πi(m+n) (2.16)

for m,n integers, the last exponential term becomes unity. As the
term fmn represents the fluctuations in real space, for a physically
acceptable field it can not be imaginary. In other words, the above
condition can be expressed as,

FM−k,N−l = F ∗k,l. (2.17)
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If the frequencies are continuous variable, this condition can be
restated as follows,

F (l) = F ∗(−l). (2.18)

So, we see that only half of the values on the grid are independent
and the other half can be filled using this symmetry property. On the
line of the grid where either k = 0 or l = 0 this property tells us,

F0,N−l =
M−1∑
m=0

N−1∑
n=0

fmn · e2πinl
N = F ∗0,l (2.19)

FM−k,0 = F ∗k,0 . (2.20)

2. For the points halfway on the frequency axis where k = M/2 and
l = N/2 (called Nyquist frequency), we have

FM/2,0 =
M−1∑
m=0

N−1∑
n=0

fmn · e−πi·m =
M−1∑
m=0

N−1∑
n=0

fmn · (−1)m,

F0,N/2 =
M−1∑
m=0

N−1∑
n=0

fmn · e−πi·n =
M−1∑
m=0

N−1∑
n=0

fmn · (−1)n,

FM/2,N/2 =
M−1∑
m=0

N−1∑
n=0

fmn · e−πi·(m+n) =
M−1∑
m=0

N−1∑
n=0

fmn · (−1)(m+n),

F0,0 =
M−1∑
m=0

N−1∑
n=0

fmn = 0 . (2.21)

These points are real valued as well.

The Fourier grid

If Lx and Ly denote the lengths in the x and y-direction for the simulated
field in physical units respectively, the frequency axes in the Fourier grid
(lx, ly) are determined by,

−M2 ·
1
Lx
≤ lx ≤

(M
2 − 1

)
· 1
Lx
, (2.22)

−N2 ·
1
Ly
≤ ly ≤

(N
2 − 1

)
· 1
Ly

. (2.23)

Enlisting these properties of Fourier grid, we are now ready to generate
GRF.
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Appendix 2.B Simulation of a Gaussian random field

Power spectrum

For the GRF lens potential perturbations δψ, we assume that the power
spectrum behaves as a (piecewise) featureless isotropic power law,

P (l) = A · l−n, (2.24)

with two free parameters : the amplitude A, related to the total variance
of the GRF-potential perturbations inside the simulation window, and
the power-law slope n, determining the distribution of this variance over
the different length scales (i.e. l-modes) and, thus, describing the scale
dependence of the investigated inhomogeneity pattern in the lensing-mass
distribution. Note this is cut of because of the finite window of the
simulations. So this is not very relevant. We know that large scales also
are removed in the smooth lens modelling. The amplitude A is related to
the variance of the fluctuations, which can be determined using Parseval’s
theorem,

M−1∑
m=0

N−1∑
n=0
|fmn|2 = 1

MN

M/2−1∑
k=−M/2

N/2−1∑
l=−N/2

|Fkl|2 . (2.25)

We will denote MN = Npix as the total number of pixels in the simulated
image. Now, assuming that Parseval’s theorem holds for the variances as
well, ∑

m,n

σ2
mn = 1

Npix

∑
k,l

σ2
kl

Npix · σ2
fluct = 1

Npix

∑
k,l

σ2
kl

= 1
Npix

∑
k,l

Pkl

⇒ σ2
fluct = 1

N2
pix

∑
k,l

Pkl,

which solves the normalization constant or the amplitude A as,

A =
σ2

fluctN
2
pix

2
∑
l−n

. (2.26)
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Figure 2.3: Examples of realizations of Gaussian random field for four
different combinations of slope and variance in the power spectrum. Notice
that the slope of the power law (n) solely determines the lengths of the
fluctuating waves within the field-of-view. Whereas the variance (σ2

fluct)
determines the amplitudes of these waves.

The factor of two is added in the denominator because only half of the grid is
generated and the other half is calculated by taking the complex conjugate
of the other part. And therefore, a point and its complex conjugate are not
independent in Fourier space. The resulting variance is therefore increased
by a factor of two, which has been corrected for.

Box-Muller transform:

The random field is created by generating Gaussian random numbers
corresponding to each point in the grid, where the square root of the
power spectrum at a certain frequency gives the standard deviation of the
distribution. A robust way of generating normally distributed numbers
is, by using the polar form of the Box-Muller transform, which generates
two independent Gaussian random numbers. The complex values in the
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Fourier space grid are computed in the form F (l) = f1(l) + if2(l) where f1
and f2 are the numbers generated via the Box-Muller transform. First two
uniformly distributed random numbers u and v are generated, with values
between -1 and 1. The transform of these numbers from a uniform to a
Gaussian distribution is then done by,

f1 = u

√
−2 ln(s)

s

f2 = v

√
−2 ln(s)

s
, (2.27)

where s = u2 + v2 ≤ 1. The above relations give a distribution with
unit variance, but for the fluctuations in our mock realisations, a non-
unit variance is necessary. The latter is obtained when one multiplies the
numbers by the preferred standard deviation (or the square root of the
power spectrum) to get,

f1(l) = u
√
P (l)

√
−2 ln(s)

s
,

f2(l) = v
√
P (l)

√
−2 ln(s)

s
, (2.28)

where f1(l) and f2(l) are the real and imaginary parts of the complex
number F (l) respectively.

Some examples of simulated GRF for particular values of variances and
power law exponent are shown in Fig 2.3.
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