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Propositions
1. 1+1≥2; integration of multiple datasets enables analyses not possible in individual 

datasets. (this thesis)

2. Allelic imbalance of RNA-seq data can reveal regulatory effects of rare pathogenic 
variants. (this thesis)

3. Changes in DNA methylation can reveal the downstream effects of genetic risk factors. 
(this thesis)

4. The environmental component of complex disease development can be mediated 
through altered gene regulation. (this thesis)

5. Regulatory effects of disease-associated variants are not driven by random co-
localization. (this thesis)

6. Large-scale population transcriptomics can be used to aid the interpretation of 
diagnostic genome sequencing. (this thesis)

7. In the near future, genetic profiling will be requested via a general practitioner and will 
become part of standard newborn screening. 

8. High-density molecular profiling, such as transcriptomics, metabolomics, and 
microbiomics, will become standards tools of medical specialists allowing personalized 
medicine. 

9. BBMRI-NL and Lifelines show that large-scale infrastructure projects and biobanking 
efforts are essential to develop the methods needed for personalized medicine.

10. For personalized medicine to be successful, we need to collaborate.

11. All countries should have their own biobanks to reflect their genetic diversity and 
environmental factors. 

12. Nothing in biology makes sense except in the light of evolution. (Theodosius Dobzhansky)
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The DNA of human cells consists of around six billion nucleotide bases of which, on average, 
15 million bases differ between individuals. These genetic differences between individuals 
result in differences in every trait one can think of, including the risk of developing both 
Mendelian and more complex diseases (Figure 1) 1. These differences are the result of ge-
netic mutations that occurred in earlier generations and been passed on to offspring ever 
since. This genetic diversity is an essential part of evolution as genetic variants may have 
positive, neutral and negative effects on one’s overall fitness (i.e. one’s ability thrive and 
reproduce). Selection on fitness has resulted in the emergence of complex species, and it fa-
cilitates adaptation to specific circumstances and environments. Adaptive evolution allowed 
early Europeans to digest cow milk at adult ages 2 and Andeans to live in the low-oxygen 
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Figure 1: Genes, expression and genetic variation. DNA can be thought of as a library con-
taining all the information needed to grow and maintain the human body. Almost all cells 
in our body contain a full copy of this library, which contains the instructions for making the 
proteins needed for a cell to function. A piece of our DNA that contains instructions to make 
a protein is called a gene, and it acts like a book in the genetic library. Much like a real library 
- which cannot be used as a workshop - DNA cannot be used to directly make proteins out of 
a gene. A cell first needs to make a copy of the gene in the form of RNA in a process called 
gene expression, and the RNA thus created can be then used as template for the production 
of proteins. Upon conception, you inherit half a copy of the genetic library from each your 
parents. However, this copying process is not perfect, and small errors are introduced that 
lead to genetic variation. Sometimes variants arise within a gene that lead to the protein it 
produces being different. Or a variant occurs in the region of the DNA that regulates how 
many RNA copies of a gene a cell should make, and changing the number of RNA copies can 
affect how much of a protein is produced within a cell. Both these kinds of variants can have 
an effect on a phenotype or disease risk.
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environment found at high altitudes 3. However, since the processes that cause mutations 
are mostly random, they are, by definition, agnostic to the outcome. This means that intro-
duced variants can also have deleterious effects that result in disease.

Many diseases are, at least in part, driven by harmful genetic variants. In genetics, we ba-
sically divide diseases in two classes: we discriminate between monogenic or Mendelian 
diseases, which are caused by variants in a single gene, and complex diseases caused by 
variants in multiple genes. Since monogenic diseases typically follow the inheritance pat-
terns described by Mendel 4, they are referred to as Mendelian diseases. The inheritance of 
complex diseases is not as straightforward. One does not inherit a complex disease directly 
but instead inherits a disease predisposition caused by many different genetic variants 5,6. 
Environmental influences such as diet and lifestyle combined with genetic predisposition 
eventually can cause a complex disease to manifest. Knowledge about the variants that un-
derlie a disease can help us to diagnose individuals, understand the biological mechanisms 
of a disease, and could eventually aid new drug development.

In the past decade, there have been marked advances in our ability to identify genetic fac-
tors that drive both Mendelian and complex diseases. High-throughput DNA sequencing 
technologies have boosted our ability to identify the genes underlying Mendelian diseases 7. 
Over 3,000 genes have now been implicated in Mendelian diseases, and for roughly 25% of 
the cases with a suspected Mendelian disease the disease-causing variants have been iden-
tified 8. Our understanding of the genetics of complex diseases has been especially driven 
by the success of genome-wide association studies (GWAS). Since the first GWAS in 2005, 
more than 40,000 genetic risk factors have been identified for hundreds of complex traits 
and diseases (Figure 2, Box 1). 

0

20,000

40,000

Number of signi�cant associations reported in NHGRI-EBI GWAS catalog

2012201120092008200720062005 2010 2013 2014 2015 2016 2017 2018

Figure 2: Yearly growth in significant associations of genetic variants to common pheno-
types and diseases (2005-2018). The number of significant (p-value ≤ 5 x 10-8) GWAS associ-
ations reported in the NHGRI-EBI GWAS catalog 9. 
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Measuring genetic variation
There are many techniques that can be used to detect genetic variation, the most com-
prehensive being DNA sequencing (DNA-seq) technologies. The first sequenced human ge-
nome was completed in 2003, and it is estimated that the cost of this project exceeded half 
a billion dollars 10. Even with rapid cost reductions since, genome DNA-seq for one individual 
still costs approximately a thousand US dollars. Given that a GWAS typically require thou-
sands to hundreds of thousands of samples, performing DNA-seq on all these samples is not 
currently financially feasible.

A more economical alternative to DNA-seq is to make use of genotyping chips. These mi-
croarray-chips can be used to determine the genotypes of, typically, between 200,000 to 
2,000,000 known polymorphisms, and they are commonly used for GWAS 11. This is, how-
ever, only a small fraction of the tens of millions of variants that are currently known 12,13. 
Despite the limited number of variants typed by these chips, microarray-chips have led to 
the identification of many disease- and trait-associated loci using GWAS. However, it is easy 
to miss associations if a region on the genome is poorly covered by the used chip and the 
ability to fine-map the association to a smaller genomic region or putative causative variant 
using chips is limited. 

These limitations can be partially overcome by performing genotype imputation to fill in 
the gaps in the genotyping chip data using a more densely typed reference panel (Figure 
3) 14. Conceptually, these imputation algorithms work by taking the measured genotypes 

Box 1: Genome Wide Association Studies 
(GWAS). Using GWAS it is possible to identify 

relationships between genetic variation and phe-
notypic traits or diseases. This is done for many differ-

ent variants around the genome. The trait studied can be 
quantitative, like height, or binary, like being healthy vs being 

affected by a specific disease. For each variant, a GWAS tests 
if there is a relation to the trait under investigation. A GWAS 
does not identify the causative variants that are actually re-
sponsible for the trait or the increased disease risk, what it 
does is point to the regions (loci) in the genome that harbor 

the causative variants. Because the effect of individual 
variants is typically very small, GWAS studies require a 

large number of samples to reach sufficient statis-
tical power to establish reliable associations.
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to identify matching haplotypes in the reference dataset. These matching reference hap-
lotypes are then used to make inferences about the genotypes that have not been directly 
measured in the study data. While this process does not yield perfect genotypes at an indi-
vidual level, and is therefore not suited for rare disease diagnostics, it can be used to study 
complex traits using GWAS. A GWAS can use these imprecise genotypes for detection of 
associated loci and to zoom in more closely on the region containing the causative variant(s) 
15. Imputation does, however, require careful preparation of the study data and selection of 
a suitable reference dataset. 

Challenges in the interpretation of genetic variants
Identification of the variants involved is only the first step in understanding a disease and 
in the eventual development of new treatments. To start with, we need to understand the 
downstream molecular effects of the identified genetic variants. Even for a variant within a 
gene, it is difficult to predict what the results will be: the protein coded by this gene might 
be damaged or completely abolished (loss-of-function) or it may have acquired a new func-
tion (gain-of-function) (Figure 4A). Yet genes only make up a small part of our genome. In-
terestingly, most genetic risk factors associated to complex traits and diseases are found to 
be located within non-coding regions of the genome. These variants can have a regulatory 
role – affecting, for instance, the level of expression of a gene – which results in increased 
or decreased protein production (Figure 4B). Furthermore, since the internal biochemical 
processes in a cell are highly complex, the downstream effects on the overall working of a 
cell often remain unclear. 

Another complication is that, depending on the environment, it can be favorable or detri-
mental to carry a specific DNA variant (i.e. allele). For instance, the variant that causes sickle 
cell anemia occurs more often in Africa because carrying one copy of this variant provides 
protection against malaria, but having two copies leads to lethal sickle cell disease 16,17, and 
other examples are known of alleles for which there is evidence for both beneficial and 
harmful effects 18–21. 

Study data

A ? G

A ? T

Imputed data

A C G

A A T

Reference data
A C G

C A T

A A T

Samples: 15,000
Variants: 500,000 

Samples: 1,000
Variants: 40,000,000 

Samples: 15,000
Variants: 7,500,000 

Figure 3: Simplified explanation of genotype imputation. Conceptually speaking, genotype 
imputation matches the haplotypes of study subjects to reference haplotypes in order to fill 
in un-typed variants. In practice, this is performed using complex statistical models to obtain 
probabilities for the imputed genotypes. The numbers in the figure are illustrative of the gain 
in high quality genotypes that can be obtained using imputation.
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Figure 4: Effects of genetic variants on protein function and protein production. A) A genet-
ic variant within a gene will also be present in the RNA, resulting in an altered protein. Most 
Mendelian diseases that have been described are the result of variants within genes. B) 
Variants outside of genes can still have a regulatory effect on a gene. In the example shown 
here, decreased expression results in fewer RNA molecules, which in turn result in a reduced 
number of proteins. The majority of currently identified risk factors for complex diseases 
have regulatory effects.
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In the case of complex diseases, there is an additional complication. The genetic variants 
identified as risk factors through GWAS are not necessarily the causative variants respon-
sible for the increased disease risk. This is because neighboring variants in the genome are 
often inherited together and are therefore strongly correlated. This correlation, which is 
known as linkage disequilibrium, makes it difficult to pinpoint association signals to specific 
causative variants. It is thus challenging to link risk factors to genes. Initially the gene clos-
est to the most significantly associated variant was considered the likely causative gene. 
However, clear examples are now known where this is not the case, even if the most signif-
icant variant maps within a gene 22. Given that the majority of the variants underlying com-
plex diseases are not changing the genes themselves but are instead affecting regulation 
of genes 23, and that these regulatory effects can act over large distances (sometimes even 
hundreds of kilobases), alternative strategies are needed to establish the causal gene (or 
genes) for a given genomic locus.

One strategy to prioritize potential causative genes is by assessing how the genetic risk fac-
tors affect the expression levels of nearby or distal genes, the so-called expression quanti-
tative trait loci (eQTLs, Box 2). This has become a common procedure when interpreting ge-
netic association studies and has helped to generate new hypotheses about how individual 
variants contribute to disease development via altered expression levels 24.

Box 2: Expression quantitative trait 
loci (eQTLs). The abundance of gene ex-

pression varies from person to person and is 
therefore considered a quantitative trait. Using the 

same principles as used for GWAS, it is possible to iden-
tify variants that influence the expression abundance. If a 

variant is correlated to gene expression, it is called an eQTL. 
We discriminate between cis-eQTLs and trans-eQTLs. Formally, 
cis-eQTLs only affect genes on the same physical chromosome 
harboring the causative allele, while trans-eQTLs also affect 
expression of genes on different chromosomes. In practice, 
we usually call eQTLs cis if the variant and the gene are 

nearby (for instance within a 1 megabase window) and 
trans if variants are further away from a gene. There 

are also many other types of molecular QTLs such 
as cytokine QTLs (cQTLs) and methylation 

QTLs (meQTLs).
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However, these studies also have limitations. For instance, a genetic variant can affect the 
expression of multiple genes: a phenomenon called pleiotropy. Due to pleiotropy, it is pos-
sible for a disease-associated variant to alter the expression levels of genes that are not 
necessarily related to disease etiology, which makes it difficult to establish which gene is 
involved in disease development (Figure 5). Here it is important to keep in mind that there 
might also be multiple causal genes and that it is also possible that none of the genes with 
altered expression are involved in the disease development. 

The importance of environmental exposures on complex 
disease development
Complex diseases are not only driven by genetics: environmental exposures are also im-
portant risk factors. A clear example of an environmental effect is the gluten trigger in Celiac 
disease 25. Carriers of specific variants in the HLA region who eat gluten are at high risk of 
developing an autoinflammatory reaction, resulting in Celiac disease. Similar gene-environ-
ment (GxE) interactions have also been identified in other complex diseases, for instance 
the effect of viruses on the development of multiple sclerosis and type 1 diabetes 26,27. We 
also know that this happens on a smaller scale, some genetic variants only have an effect 
on expression levels when triggered by external stimulations 28. With the recent availability 
of multi-omics datasets – such as Lifelines Deep 29 or 500FG 30 – that contain information on 

Gene 1 Gene 2DNA

Genetic risk variant

Disease

A�ects gene expression?

Altered expression a�ects disease?

Unknown
mechanism?

Figure 5: Complexity of interpretation of genetic risk variants. There are many mechanisms 
by which a genetic risk factor can alter disease susceptibility. One possible route is that the 
variant regulates the expression of a nearby gene, and that this modified gene expression 
in turn affects disease development. It is also possible that multiple genes are regulated by 
the risk variant, and altered expression of one or multiple of these genes affects the disease. 
Alternatively, it is also possible that none of the nearby genes are relevant to disease de-
velopment. It might be that the expression of the genes is altered by the variant, but that 
this does not have an effect on disease development. In these cases, some other biological 
process is affected by the variant that is important for disease development.
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multiple molecular levels and various phenotypes for large numbers of individuals, it is now 
becoming feasible to investigate how environmental triggers affect disease development 
and molecular phenotypes.

This thesis
The overall aim of my thesis is to get a better understanding of the molecular consequences 
of genetic variants and how environmental differences shape these downstream effects. 
In part 1 of this thesis, I describe work related to genetic reference panels and specialized 
software to create the infrastructure needed to facilitate genetic research. In part 2, I focus 
on biological research questions aimed at identifying the downstream effects of genetic 
variation and the environmental exposures that alter these downstream effects. In part 3, I 
discuss the work presented in this thesis.

Part 1 - Infrastructure to enrich and jointly analyze genetic data
In Chapter 2, we show the added value of using the, Genome of the Netherlands (GoNL) 
data that has been generated by BBMRI-NL, as a reference panel to improve the power 
of genetic association studies. We also show that the GoNL data can aid studies with non-
Dutch European samples.

In Chapter 3, we present Genotype Harmonizer, a software package that allows for easy and 
more accurate pre-processing of genotype data prior to genotype imputation. Genotype 
Harmonizer also allows easy integration of different studies in a meta-analysis setting.

Part 2 - Population based analysis of genetic risk factors
In Chapter 4, we show that it is possible to reliably call genotypes based on publicly avail-
able RNA-seq samples, which enables the investigation of tissue-specific effects of variants 
affecting gene expression. Additionally, we use this data to ascertain the expression effects 
of rare variants known to cause rare Mendelian diseases.

In Chapter 5, we show how the genetic regulation of cytokines is modulated by pathogenic 
stimulations. This provides new insights into how environmental factors modulate immuno-
logical responses.

In Chapter 6, we gain insights into the regulatory effects of genetic risk factors by investigat-
ing the downstream effects on DNA-methylation. Here we used data from several Dutch bio-
banks integrated by BBMRI-NL. We show that risk variants near transcription factors (genes 
with a regulatory function) affect the DNA-methylation of regions in the genome under the 
control of these transcription factors.

In Chapter 7, we present a method that allows us to detect cell-type- or stimuli-dependent 
regulatory effects using whole blood data by again using data integrated by BBMRI-NL. This 
also enables us to use these context-dependent effects to reconstruct regulatory networks. 
We find a significant enrichment of co-localization with disease-associated variants, and we 
can now show that a subset of these are context-dependent.

17
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In Chapter 8, using predicted disease-gene associations, we identify candidate genes that 
are likely involved in Mendelian diseases. These predictions are made by again using pub-
licly available RNA-seq data. We show how this can be used to speed up and increase the 
diagnostic yield of clinical sequencing. 

Part 3 - Discussion
In Chapter 9, I discuss the work presented in this thesis and some possibilities how improved 
insights into genetic variation can be useful in medical practice.
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Abstract
Although genome-wide association studies (GWAS) have identified many common variants 
associated with complex traits, low-frequency and rare variants have not been interrogated 
in a comprehensive manner. Imputation from dense reference panels, such as the 1000 Ge-
nomes Project (1000G) or HapMap, enable testing of ungenotyped variants for association. 
Here we present the results of imputation using a large, new population-specific panel: the 
Genome of The Netherlands (GoNL). We benchmarked the performance of the 1000G and 
GoNL reference sets by comparing imputation genotypes to ‘true’ genotypes typed on Im-
munoChip in three European populations (Dutch, British and Italian). GoNL showed signifi-
cant improvement in the imputation quality for rare variants (MAF 0.05%–0.5%) compared 
to 1000G. In Dutch samples, the mean observed Pearson correlation, r2, increased from 
0.61 to 0.71. We also saw improved imputation accuracy for other European populations 
(in the British samples, r2 improved from 0.58 to 0.65, and in the Italians from 0.43 to 0.47). 
A combined reference set comprising 1000G and GoNL improved the imputation of rare 
variants even further. The Italian samples benefitted the most from this combined reference 
(the mean r2 increased from 0.47 to 0.50). We conclude that the creation of a large popu-
lation-specific reference is advantageous for imputing rare variants and that a combined 
reference panel across multiple populations yields the best imputation results. 
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Introduction
Although genome-wide association studies (GWAS) have been very effective in identifying 
loci associated to diseases or traits 1, it has proved difficult to fine-map the association sig-
nals to causal variants 2,3. To overcome these limitations, there has been increasing interest 
in the interrogation of less frequent variants, especially given the enrichment of deleterious 
alleles at low frequencies 4–7. There are specialized chips that can assess a larger number of 
rare variants, like the ImmunoChip 8 or Metabochip 9, although they do not provide uniform 
genome-wide coverage. Hence, most investigators will use statistical imputation from SNP 
arrays in GWAS using dense reference panels. 

Imputation using a densely typed reference set can be performed to infer untyped variants 
that can be used to improve the power of a GWAS 10 and there are numerous examples 
where imputation has effectively enriched the results in GWAS 11,12. While most large stud-
ies have so far been based on meta-analysis of HapMap-based imputations across cohorts, 
the primary limitation is that HapMap is essentially restricted to common variation (MAF > 
5%). Thanks to the sequencing of larger samples, such as 1000G, more complete reference 
panels are now being assembled, setting off a new wave of meta-analyses. 

The power of detecting an association in a GWAS is determined by its sample size and effec-
tive genome-wide coverage of the included variants, among other things 13,14. The effective 
coverage depends directly on the number and quality of the imputed genotypes 15. In turn, 
the quality of the reference panel will depend largely on the number of samples, the quality 
of the haplotypes, and the number of variants included 16. 

The Genome of The Netherlands (GoNL) has the potential to provide a good imputation ref-
erence panel. GoNL is a population-based sequencing project, in which 769 Dutch samples 
were sequenced at on average 14X coverage 17. In particular, the fact that GoNL sequenced 
trios (231) or quartets (19) has enabled improved haplotype phasing by using one of the 
children 18. The GoNL imputation reference set contains 998 unrelated haplotypes. In this 
paper we report a quantitative analysis to assess the quality of imputed genotypes from 
using both GoNL and 1000G in Dutch and other European populations. 

We adopted a ‘gold standard’ approach using samples genotyped on two distinct platforms, 
HumanHap550 and ImmunoChip. Hap550 is a commonly used genotyping chip designed 
to tag as many haplotypes as possible using common variants. ImmunoChip, however, is 
a fine-mapping chip: it contains a large number of low-frequency and rare variants for a 
limited number of loci (primarily selected based on loci identified in immune-related traits). 
Starting from the Hap550-genotyped SNPs, we were able to impute a large number of vari-
ants present on ImmunoChip. We then compared these imputed genotypes to the mea-
sured (‘gold standard’) genotypes on ImmunoChip to quantify the imputation performance. 
We have such a dataset for three European populations: the Dutch, British, and Italians. For 
each population we used 745 samples genotyped on both the platforms. These three pop-
ulations allowed us to ascertain population-specific differences in the imputation quality of 
SNPs.
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Material & Methods
Genome of the Netherlands
The Genome of The Netherlands (GoNL) is a project in which 769 individuals from differ-
ent Dutch provinces were sequenced at on average 14X coverage 17. All samples are part 
of either one of the 231 trios or one of the 19 quartets. The phasing was performed using 
the trio information 18, and for the quartets, one of the children was used to enhance the 
phasing. Due to sequence failures of two parents, from different trios, these samples were 
excluded from the imputation reference sets. Instead, from these two trios, we used the 
haplotype of the child that was not present in the other parent. This resulted in an imputa-
tion reference set containing 998 unrelated haplotypes. We used GoNL release 4 for all our 
analyses (see www.nlgenome.nl). The current GoNL release 5 also contains over 1 million 
indels but did not change the SNPs.

Benchmarking samples
Samples from a celiac disease patient cohort were selected, since they had been genotyped 
on both the Hap550 and ImmunoChip 19. The 745 Dutch and the 745 British samples were 
all cases, while the 745 Italian samples comprised 371 cases and 374 controls. The clustering 
for the genotype calling of the ImmunoChip data was performed manually in the past, to 
ensure proper genotyping results.

The Hap550 (516,426 SNPs) data was filtered on MAF > 1% and HWE p-value > 1 x 10-4 for 
each population separately. The ImmunoChip (113,991 SNPs) data was filtered on MAF > 
0.05% and HWE p-value of 1 x 10-4. Both datasets are filtered on variants present in both 
the 1000G reference set as in the GoNL reference set. After QC the Dutch, British and Italian 
Hap550 data contain 509,888, 509,984 and 510,225 SNPs. The ImmunoChip data contains 
in the same order 107,383, 107,212 and 107,611 SNPs.

Combining 1000G and GoNL data
The reference set combining data from 1000G and GoNL was created using the IMPUTE2 
option: “--merge_ref_panels”. This merged reference set was written to a file and subse-
quently used for the benchmarking. Since our benchmarking data is filtered for variants 
present in both reference sets, we did not assess the imputations of variants that are unique 
to either reference set.

Pre-phasing
The 745 samples for each population were pre-phased using SHAPEIT2 20. This was done per 
chromosome using the default settings. 

Imputation
The imputations were performed using IMPUTE2 2.3.0 16. The different populations were 
imputed separately and in chunks of 5 Mb. For the comparison using an equal number of 
identical European haplotypes, we performed an imputation using all 379 European 1000G 
samples and a random selection of 379 GoNL samples. The random selection of GoNL sam-
ples was performed stratified on the Dutch provinces. These samples were selected using 
the IMPUTE2 option: “--exclude_samples_h”.
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We used MOLGENIS compute 21 to implement the imputation pipeline, run the 8,835 impu-
tation chunks in parallel on a PBS compute cluster, and to keep track of the 15 imputations 
(five for each population). All pipelines are available as open source via http://www.molge-
nis.org/wiki/ComputeStart.

Gold standard method
As stated above, we used samples genotyped on two distinct platforms. We imputed the 
Hap550 genotypes from these samples and compared the imputed genotypes to the SNPs 
previously only present in the ImmunoChip data. We used the ImmunoChip data as our 
‘gold standard’. The concordance between imputed genotypes and ImmunoChip genotypes 
was determined by calculating the Pearson correlation r2 between the imputed dosage and 
ImmunoChip observed genotypes. The mean concordances were calculated for three MAF 
bins: rare (≥ 0.05% and < 0.5%), low-frequency (≥ 0.5% and < 5%) and common (> 5%) SNPs. 
The MAF used to stratify the SNPs into the bins was calculated separately for each popula-
tion. The results were plotted using R 2.14.2 22. The significance of the differences between 
the reference sets was calculated using the Wilcoxon signed-rank test implementation in R.

Principal component analysis
The principal component analysis (PCA) was performed using the EIGENSOFT 4.2 package 23. 
The components were calculated using the European 1000G, GoNL, and the 3 GWAS data-
sets that we used for benchmarking. Before the components were calculated, all datasets 
were filtered to only include variants with a MAF > 5%. A joint dataset, featuring variants 
present in all 5 datasets, was created. This dataset was again filtered for MAF > 5%, the 
merged data was also filtered on HWE > 1x 10-4 and a call rate of 95%. This dataset was 
pruned using PLINK 1.07 24 with the “--in-
dep-pairwise” option, windows: 1000, 
step: 5, r2 threshold: 0.2. The first com-
ponent explained 0.33% of the variation 
and the second 0.10%. All subsequent 
components described less than 0.06%.

Results
We stratified our analysis into three 
groups: common variants (MAF ≥ 5%), 
low-frequency variants (MAF 0.5%–5%), 
and rare variants (MAF 0.05%–0.5%). 
We focused mainly on the rare variants, 
since these are more difficult to impute 
and most can be gained in terms of im-
putation quality when using a better ref-
erence set. We observed a large increase 
in the imputation quality of rare variants 
when using GoNL as the reference com-
pared to 1000G (Figure 1, Table 1). The 
mean observed Pearson correlation (r2) 
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Figure 1: Comparison of imputation quality of 
rare variants using the 1000G data, GoNL, and 
the combined reference panel.
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showed a significant increase from 0.61 to 
0.71 for Dutch samples (Wilcoxon p-value = 
7.16 x 10-60). The British and Italian imputa-
tions also showed a significant improvement 
when imputing rare variants, from 0.58 to 
0.65 (p = 3.70 x 10-35) and from 0.43 to 0.47 
(p = 2.64 x 10-13), respectively. GoNL also sig-
nificantly outperformed the 1000G reference 
set in the imputation of variants with higher 
MAFs (Figures/Appendices S1, S2, S3). 

Using a combined reference set composed of the 1000G and GoNL samples, we could im-
prove the imputation further. The imputation of rare variants using the combined reference 
in Dutch and British samples showed a small increase in quality compared to GoNL-only im-
putation, respectively 0.02 (p = 1.16 x 10-3) and 0.02 (p = 2.70 x 10-5). The Italians benefitted 
most from the combined reference with an increase of 0.04 (p = 3.62 x 10-30) compared to a 
GoNL-only reference, resulting in a mean concordance for rare variants of 0.5. The differenc-
es in imputation quality when using the combined reference set for more frequent alleles 
were either very small or not significant (Figure S1, Tables S2 & S3).

A striking trend in these results is that the imputation quality of rare variants in Italians 
samples is lower than that in Dutch and British samples. The Dutch and Italian samples were 
genotyped at the same center and have similar call rates, and there were no indications 
that the genotyping quality of the Italian samples was lower. However, a principal compo-
nent analysis (PCA) revealed that the Italian samples were not as well represented by either 
1000G or GoNL compared to the Dutch and British GWAS samples used for benchmarking 
(Figure 2).

PC2

PC
1

a

PC2

PC
1

b

GoNL
CEU
FIN
GBR
IBS
TSI
Dutch GWAS
British GWAS
Italian GWAS

Figure 2: Clustering of reference and study samples. PC1 and PC2 reveal 3 main clusters: 
Tuscans from Italy (TSI), Finnish (FIN), and a Western European cluster with the CEU (Utah 
Residents with Northern and Western European ancestry), the GBR (British) and the GoNL 
samples (Panel a). Panel b shows that most of our GWAS samples clustered in a similar way 
to the corresponding 1000G/GoNL samples.

Reference set Dutch British Italian
1000G 0.61 0.58 0.43
GoNL 0.71 0.65 0.47
1000G + GoNL 0.72 0.67 0.50

Table 1: Mean observed r2 of rare variants. 
Differences in the mean imputation quality 
between the reference sets was significant 
for each population (p < 0.001).
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We assessed whether 
the better performance 
of GoNL compared to 
1000G was due to the 
larger number of Euro-
pean haplotypes in the 
reference set (998 vs. 
578 in 1000G). We did 
this by performing an im-
putation using solely the 
379 European samples in 1000G and a random subset of 379 GoNL samples. We found that 
the GoNL subset also significantly outperformed the European 1000G subset (Table 2). 

Our experimental design also allowed us to assess the calibration of the posterior proba-
bilities of the genotypes as they are output by IMPUTE2. We observed that the posterior 
probabilities were, in general, well calibrated, although we did observe a few deviations 
for low-frequency and rare variants (Figure 3A). To ascertain if these deviations in posterior 
probabilities affect the predicted imputation quality, the IMPUTE2 info metric, we plotted 
the predicted quality against the observed r2. This showed a strong correlation between 
the predicted and observed quality for common variants and low-frequency variants (cor-
relation of 0.97 and 0.91, respectively; Figure 3B & 3C). However, the info metric is not as 
accurate for rare variants, and the correlation with observed r2 dropped to 0.70 (Figure 3D). 
We also observed some discrepancies where a near perfect imputation was predicted while 
in fact there was poor imputation, and vice versa when assessing rare variants.

Discussion
We have shown that the new GoNL reference set provides higher downstream imputation 
accuracy than the 1000G reference set, not only for Dutch samples, but also for other Euro-
pean populations studied in this paper. Aside from the increase in imputation quality of rare 
variants in Dutch samples from 0.61 (1000G) to 0.71 (GoNL), we also observed an increase 
in imputation quality in British (0.58 to 0.65) and Italian (0.43 to 0.47) samples. We show 
that GoNL yielded better imputed genotypes for at least these European populations. A 
combined reference set, of 1000G and GoNL, increased the mean imputation quality of rare 
variants even further to 0.72, 0.67 and 0.50 for the Dutch, British and Italians, respectively. 

By selecting an identical number of European haplotypes from 1000G and from GoNL, we 
showed a strong added value for GoNL in all the tested populations, confirming that the 
trio design of GoNL and the resulted accurate haplotypes aid the downstream imputation 
quality. We also observed a population-specific added value of GoNL when imputing Dutch 
samples. The added value (i.e. mean increase in imputation quality) was largest when com-
paring GoNL to 1000G in imputing the Dutch samples. Of course, it was already known that 
a better matched reference set will result in better imputed genotypes 25, however, the re-
sults from this paper were based on low-frequency variants and we show that there is also 
an inter-European effect of reference sets. 

Reference set Dutch British Italian
1000G European 0.59 0.57 0.40
GoNL random subset 379 samples 0.68 0.64 0.45

Table 2: Mean observed r2 of rare variants for reference sets of 
equal sample size from 1000G and GoNL (all of European de-
scent). Differences in the mean imputation quality between the 
reference sets was significant for each population (p < 0.001).
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Posterior probability calibration
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Figure 3: Calibration of posterior probabilities. The posterior probabilities were, in general, 
well calibrated, although there were a few deviations from the expected accuracy (panel a). 
For common and low-frequency variants (panels b & c), we observed a strong correlation (r2 
0.97 and 0.91, respectively) between the IMPUTE2 info metric and the observed r2. Howev-
er, for the rare variants (panel d), the relation between predicted and observed quality was 
less profound. We also observed a correlation of 0.70 and several large deviations from the 
diagonal.
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It is important to note that we only assessed variants present on the ImmunoChip. Although 
these variants were not randomly selected, we have no reason to assume that the imputa-
tion quality will be positively biased or that they do not represent low-frequency variants in 
general. The ImmunoChip was made to fine map loci previously associated to autoimmune 
diseases using a large number of low-frequency and rare variants.

We were encouraged to observe that the posterior probabilities were, in general, well cal-
ibrated with respect to the gold standard genotypes. We observed no adverse effects on 
the accuracy of the IMPUTE2 info metrics, although for rare variants we did observe a few 
instances with large deviations between the predicted and observed quality. This is in line 
with previous observations 26. This observed inaccuracy also emphasizes the importance of 
validating associations from imputed genotypes.

It was shown earlier that a larger and more diverse reference set can improve the impu-
tation of low-frequency variants 27. We observed that a combination of 1000G and GoNL 
showed limited added value for the imputation of rare variants in the Dutch and British 
samples. It was, however, interesting to observe that the imputation of the Italian samples 
was improved more by this combined reference panel, leading us to speculate that popu-
lations that are poorly represented in the reference panel benefit more from a large and 
diverse reference set. Despite the limited added value for the Dutch and British datasets, 
such a large reference set may still be of interest for consortia aiming to impute cohorts of 
both European and non-European origin. All these cohorts can be imputed using the same 
combined reference set and then use IMPUTE2 to automatically select the best matching 
haplotypes 25. We should note that we were only able to assess variants present in both ref-
erence sets, since there are very few variants on the ImmunoChip that are unique to either 
GoNL or 1000G. Nonetheless, our results show that population-specific reference sets and 
cosmopolitan panels, such as 1000G, can augment each other. This even holds true for the 
imputation of samples with ancestry other than those present in the population-specific 
reference sets, which provides further motivation for international efforts towards large and 
integrated reference sets. 
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Abstract
Background
To gain statistical power or to allow fine mapping, researchers typically want to pool data 
before meta-analyses or genotype imputation. However, the necessary harmonization of 
genetic datasets is currently error-prone because of many different file formats and lack of 
clarity about which genomic strand is used as reference. 

Results
Genotype Harmonizer (GH) is a command-line tool to harmonize genetic datasets by auto-
matically solving issues concerning genomic strand and file format. GH solves the unknown 
strand issue by aligning ambiguous A/T and G/C SNPs to a specified reference, using linkage 
disequilibrium patterns without prior knowledge of the used strands. GH supports many 
common GWAS/NGS genotype formats including PLINK, binary PLINK, VCF, SHAPEIT2 & Ox-
ford GEN. GH is implemented in Java and a large part of the functionality can also be used as 
Java ‘Genotype-IO’ API. All software is open source under license LGPLv3 and available from 
www.molgenis.org/systemsgenetics.

Conclusions
GH can be used to harmonize genetic datasets across different file formats and can be easily 
integrated as a step in routine meta-analysis and imputation pipelines.

1 University of Groningen, University Medical Center Groningen, Genomics Coordination Center, Groningen, the Netherlands
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Background 
Genome-wide association studies (GWAS) increasingly require the integration of multiple 
genetic data sets to reach sufficient resolution and statistical power, either by imputing 
missing genotypes or by pooling datasets for a meta-analysis. However, there are two major 
challenges to be resolved: 1) the large number of different file formats used by the genetics 
community, and 2) the ambiguous A/T and G/C single nucleotide polymorphisms (SNPs) 
for which the strand is not obvious. For many statistical analyses, such as meta-analyses of 
GWAS 1 and genotype imputation 2, it is vital that the datasets to be used are aligned to the 
same genomic strand.

Genotype data can be coded on either the forward genomic strand or the reverse genomic 
strand (e.g. a SNP coded T/G on the forward strand would be coded A/C on the reverse 
strand). The strand used to store the genotypes is not always the same within a dataset (i.e. 
the same strand may not be used for all variants) or between the different datasets to be 
aligned (i.e. the same strand may not be used for a variant present in both datasets); these 
differences can be intentional 3 or accidental. To complicate matters, most of the common 
file formats do not define the strand used. For some types of SNPs, it is fairly straightforward 
to detect and correct the strand differences. For example, a T/G SNP is non-ambiguous as 
its complement on the other strand is A/C. However, G/C and T/A variants are ambiguous or 
cryptic as their complementary alleles are C/G and A/T, respectively. This ambiguity means 
it is more difficult to detect and resolve strand issues for these SNPs.

Of course, it is possible to simply exclude all ambiguous variants, however, modern geno-
typing chips often contain many A/T and G/C SNPs; the ImmunoChip has 25,740 such SNPs 
(1.7% of all SNPs), the ExomeChip 244,771 (11.9%) and the Omni5-quad 144.578 (3.4%). 
Simply excluding these variants will limit the power of a GWAS meta-analysis where the 
A/T or G/C variant is the causal variant or is in higher LD to the causal variant. In the case of 
imputation it has also been shown that more input genotypes yield imputed genotypes of 
higher quality 4, so if it is possible to include the A/T and G/C variants, this is more desirable. 
In the cases where the strand of the genotypes is known, there are many solutions to easily 
correct the strands of one dataset or to simply state explicitly the strand used, for example 
as is possible in IMPUTE2 5 or METAL 6. In practice, however, this information is not always 
available or trustworthy.

One solution to the problem of unknown strands is to compare the minor allele between 
two datasets. However, use of the minor allele is not ideal as it can differ between data-
sets and populations, especially for common variants. PLINK 7 employs a more powerful ap-
proach to detect strand inconsistencies between cases and controls. However, this method 
requires many manual steps, re-coding of phenotypes before and after the actual alignment, 
manual alignment of the non-ambiguous SNPs and merging the data into one dataset, and 
finally a script needs to be written to parse the alignment results from PLINK to determine 
the actual alignment. When using PLINK, it is not possible to align genotypes with posterior 
probabilities.
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Implementation
Here, we present Genotype Harmonizer (GH): a new command-line tool to automate gen-
otype data harmonization. GH can read commonly used file formats (PLINK, binary PLINK, 
VCF, SHAPEIT2 & Oxford GEN) and align a study dataset to a specified reference without any 
prior knowledge of the strand used. After alignment, GH writes data back to a chosen for-
mat (PLINK, binary PLINK, SHAPEIT2 or Oxford GEN). All handling of the genotype data and 
loading genotypes from the different formats is implemented in our Genotype IO library, 
which also allows integration of the harmonization tools into other software. GH consists 
of 25,000 lines of code with a high unit test coverage of over 60% at conditional level and 
continuous build testing. GH is written in Java and has been tested under Linux, Windows, 
and OS-X. All source code is available at www.github.com/molgenis/systemsgenetics.

GH implements a fully automated method that assigns the strand of ambiguous SNPs by se-
lecting nearby non-ambiguous SNPs that are in linkage disequilibrium (LD) in both the study 
data and the reference data. GH correlates the estimated haplotype frequencies between 
the study data and the reference data. If GH finds more negative correlations than positive 
ones in haplotype frequencies, the ambiguous SNP is swapped to the other strand. When 
GH is unable to align a SNP (e.g. because of a lack of surrounding SNPs), this ambiguous 
SNP is excluded from the set. It is possible to prevent exclusion of variants that could not be 
aligned using LD, GH can optionally perform alignment using the minor allele for variants 
that have a minor allele frequency below a specified value.

Results
Usage in an imputation workflow
We advise applying GH to pre-phased data before imputation. When pre-phasing using SHA-
PEIT2 8 and imputing using IMPUTE2, GH can read the SHAPEIT2 output directly and can 
write aligned results in the same format for direct use by IMPUTE2 (Figure 1a). Performing 
the alignment after the pre-phasing step ensures that pre-phasing does not need to be 
repeated when imputing using a different reference set or a newer version of a reference 
set. GH can also update the variant identifiers of the study data to match the reference set 
identifiers using the --update-id option. An example command is:

GenotypeHarmonizer.sh --input shapeit2Output --ref refInVcf 
--output targetPath --update-id

Usage to harmonize GWAS data
GH can also be used in merging or meta-analysis of different GWAS datasets (Figure 1b). One 
of the datasets can be used as a reference and the other datasets can be aligned to it, or all 
the cohorts can be aligned to a public reference set. It is possible to include all the variants 
present in the study data that are not in the reference set using the --keep option. After 
alignment the datasets can be investigated using a meta-analysis or can be merged into a 
single dataset. An example command is:

GenotypeHarmonizer.sh --input dataset1 --ref dataset2 --output 
dataset1Aligned --update-id --keep
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Performance
GH requires 6:35 minutes to align a GWAS dataset consisting of 168,408 SNPs and 25,169 
samples in binary PLINK format to another GWAS dataset with 528,969 SNPs and 11,950 
samples, using a Linux system, a single core and 4 GB of RAM. Aligning the SHAPEIT2 results 
(25,169 and 19,321 variants on chromosome 1) to the Genome of The Netherlands imputa-
tion reference (499 samples, 1,536,126 SNPs on chromosome 1) 9 took 36 seconds using a 
single core and <1 GB of RAM.

Comparison using PLINK alignment
We compared the alignment of ambiguous variants using GH to the alignment using the 
flip-scan option in PLINK. We performed this analysis by using the latest HapMap3 data. We 
randomly assigned the samples into two equally sized sets, henceforth denoted as set1 and 
set2. In set1 we randomly changed the strand of roughly 50% of the A/T and G/C variants.

Set1 was aligned using GH by using set2 as the reference using the default settings. We suc-
cessful aligned 40,617 out of the 55,517 swapped variants, 14 (0.03%) variants were aligned 
to the incorrect strand. In total 29,801 A/T and G/C variants (27% of the total ambiguous 
variants) were excluded since there were not enough variants in LD for accurate alignment. 
There were no variants swapped by GH that were not flipped in our test set.

For the analysis using PLINK we denoted the samples in set1 as cases and set2 as controls; 
we merged both sets and used the flip-scan option using the default settings. PLINK does 
not actually report which variants should be swapped but instead provides a log with infor-
mation on which the decision to swap a variant can be based. Since the PLINK manual does 
not provide a recommendation on how to select the variants to swap based on this file, 
we used the same criteria as those used by the GH, i.e. there need to be at least 3 variants 
in LD, and then we assessed if there were more positive than negative correlations. This 

a b

Genotype pre-phasing - SHAPEIT2

Imputation - IMPUTE2

Alignment to imputation reference - Genotype Harmonizer

Phased haplotypes in SHAPEIT2 format

Phased haplotypes with same strand as reference

Usage in genotype imputation workflow

Dataset 1
HapMap strands

Dataset 2
Top/Bot strands

Dataset 3
Unknown strands

Alignment to same dataset - Genotype Harmonizer

Different file formats

Meta-analysis without strand issues

Identical formats and strands

Usage in meta-analysis workflow

Figure 1: Usage of Genotype Harmonizer. a) GH can be applied after the pre-phasing of the 
genotypes, preventing the need to redo the phasing for each new version of a haplotype 
reference set. b) GH can be used to align and reformat genotype datasets allowing easy 
merging or meta-analysing of data. By aligning all datasets to a public reference, the geno-
type data can be kept private by consortia members.
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resulted in the successful alignment of 37,402 SNPs and the incorrect alignment of 54 SNPs 
(0.14%); 36,390 (33% of the total ambiguous variants) variants were excluded because of 
lack of variants in LD. We thus find that the number of incorrectly aligned SNPs increased by 
40 SNPs and the number of excluded SNPs increased by 22% from 29,801 to 36,390 when 
using PLINK instead of GH.

Moreover, in one command GH covers many separate steps which require considerable 
manual work or scripting when using PLINK: manual alignment of non-ambiguous variants 
(which PLINK cannot do automatically), conversion of reference haplotypes to a PLINK sup-
ported format, merging the reference and study datasets, recoding using a fake phenotype 
file, running PLINK flip-scan to find swapped SNPs, and the selection and swapping of the 
SNPs on the wrong strand.

Conclusions
We have shown that using Genotype Harmonizer we can provide near perfect alignment of 
ambiguous SNPs without any prior knowledge of the strands. Compared to PLINK we have 
improved the strand alignment and limited the number of manual steps without sacrificing 
run-time performance. Another advantage of GH over PLINK is our support of file formats 
storing haplotype phase or genotype probability information, which also makes our soft-
ware useful to employ within an imputation workflow or on data that has already been 
imputed. 

GH uses an advanced LD-based method to perform the alignment of ambiguous SNPs and 
supports many genotype file formats. The underlying Genotype IO API is part of the MOL-
GENIS open source suite 10, which is also used by several other genetic analysis tools, and we 
expect the number of supported formats to grow in the future. These enhancements will be 
made available in later releases of GH. We have used GH to harmonize over 15 imputations 
and GWAS datasets 11–14. GH is now a standard part of our imputations and has been applied 
to over 25,000 samples (publications in preparation). We expect GH to be a major time saver 
for many research groups and to become a standard part of many analysis pipelines, as it 
alleviates manual steps when imputing data or when working with multiple GWAS datasets. 

Availability and requirements
• Project name: Genotype Harmonizer
• Project home page: www.molgenis.org/systemsgenetics
• Operating system(s): Platform independent
• Programming language: Java
• Other requirements: Java 1.6 or higher
• License: LGPLv3
• Any restrictions to use by non-academics: Free to use
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Abstract
Background
RNA-sequencing (RNA-seq) is a powerful technique for the identification of genetic variants 
that affect gene expression levels, either through expression quantitative trait locus (eQTL) 
mapping or through allele specific expression (ASE) analysis. Given increasing numbers of 
RNA-seq samples in the public domain, we here studied to what extent eQTLs and ASE ef-
fects can be identified when using public RNA-seq data while deriving the genotypes from 
the RNA sequencing reads itself.

Methods
We downloaded the raw reads for all available human RNA-seq dataset. Using these reads 
we performed gene expression quantification. All samples were jointly normalized and sub-
jected to a strict quality control. We also derived genotypes using the RNA-seq reads and 
used imputation to infer non-coding variants. This allowed us to perform eQTL mapping and 
ASE analyses jointly on all samples that passed QC. Our results were validated using samples 
for which DNA-seq genotypes were available.

Results
4,978 public human RNA-seq runs, representing many different tissues and cell-types, 
passed quality control. Even though this data originated from many different laboratories, 
samples reflecting the same cell-type clustered together, suggesting that technical biases 
due to different sequencing protocols are limited. In a joint analysis on the 1,262 samples 
with high quality genotypes, we identified cis-eQTLs effects for 8,034 unique genes (at a 
false discovery rate ≤ 0.05). eQTL mapping on individual tissues revealed that a limited num-
ber of samples already suffice to identify tissue-specific eQTLs for known disease-associated 
genetic variants. Additionally, we observed strong ASE effects for 34 rare pathogenic vari-
ants, corroborating previously observed effects on the corresponding protein levels.

Conclusions
By deriving and imputing genotypes from RNA-seq data, it is possible to identify both eQTLs 
and ASE effects. Given the exponential growth of the number of publicly available RNA-seq 
samples, we expect this approach will become especially relevant for studying the effects 
of tissue specific and rare pathogenic genetic variants to aid clinical interpretation of exome 
and genome sequencing.

1 University of Groningen, University Medical Center Groningen, Department of Genetics, Groningen, the Netherlands
2 University of Groningen, University Medical Center Groningen, Genomics Coordination Center, Groningen, The Netherlands
* These authors contributed equally to this work.
# These authors contributed equally to this work.
Corresponding author: Lude Franke
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Background
Most disease-associated genetic variants in humans are regulatory and affect gene-expres-
sion levels 1–3. With the availability of RNA-sequencing (RNA-seq) two strategies are now 
commonly used to identify these effects: (1) expression quantitative trait loci (eQTL) map-
ping to identify common genetic variants that affect gene-expression levels 4–8, and (2) al-
lele-specific expression (ASE) analysis to ascertain whether one allele is more abundantly 
expressed than the other for heterozygous samples. ASE can reveal significant effects even 
if only a single sample is heterozygous, permitting investigation of rare and low-frequency 
variants in coding regions. On the other hand, eQTL analyses can be used for any genetic 
variant, but typically require the use of dozens of samples in order to have sufficient individ-
uals in the different genotype classes 9–11. Most eQTL studies so far have focused on a single 
tissue with large sample sizes 3,12,13 (thereby enabling identification of small effects and en-
tire networks of downstream genes, i.e. trans-eQTLs) or on a few tissues with limited sam-
ple sizes 14–16 (enabling identification of tissue- and cell-type-specific cis-eQTLs). Although 
efforts are ongoing, for instance by the GTEx consortium, to investigate larger numbers of 
different tissues 17, still the number of samples studied remains limited. Ideally, eQTL data 
on many tissues and many different samples should be available, since this would permit 
eQTL mapping and ASE analyses on rare and low-frequency variants within different cell 
types. This is especially important for the functional interpretation of clinically important 
rare variants (particularly recessive Mendelian mutations, where the mutant alleles have 
appreciable frequencies in the general population 18), but will also aid in the classification of 
variants of unknown significance 19. 

Fortunately, the raw data of many RNA-seq experiments are being deposited in public da-
tabases, and the number of available human RNA-seq samples is growing exponentially, for 
example, in the European Nucleotide Archive (ENA) (Figure 1a). Since it has recently been 
shown that it is possible to derive reliable genotypes from RNA-seq reads 20, leveraging 
publicly available RNA-seq samples might be a viable strategy for obtaining the sample sizes 
required to perform eQTL mapping and ASE analyses on rare and low-frequency variants 
across multiple cell-types. 

Here we present an approach to quantify, normalize and genotype a large number of het-
erogeneous RNA-seq samples. We show that it is possible to reliably identify eQTLs across 
many different tissues and also to obtain tissue-specific eQTLs by combining samples from 
a single tissue derived from many different experiments. We assessed allele-specific expres-
sion (ASE) in a large number of samples and identified rare and low-frequency (pathogenic) 
variants that affect gene-expression levels. We have made all our results freely available 
online (http://www.molgenis.org/ase), allowing for easy querying of genetic variants of in-
terest.
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Methods
Pipelines and QTL/ASE mapping software
We have made the pipeline and tools that we developed freely available as open source 
software. The pipelines are implemented in Molgenis compute 21 and can be download-
ed at: http://github.com/molgenis/molgenis-pipelines. The eQTL/ASE mapping software is 
publicly available at: http://www.molgenis.org/systemsgenetics/QTL-mapping-pipeline

Downloading public RNA-seq experiments
We downloaded the samples from the European Nucleotide Archive (ENA). The following 
filter criteria were used to download the data: Taxon: human (9606), Library strategy: RNA-
Seq, Library source: Transcriptomic and Readcount: ≥ 500,000. This was performed on 16 
January 2014 and resulted in 9,611 runs. We were able to download FASTQ files for 9,527 
runs for which the md5sum was correct after the downloading.

Figure 1: Growth of publicly available RNA-seq and analysis workflow. a) Over the past 
years the number of available public RNA-seq samples has increased exponentially (expo-
nential fit r2 > 0.991) b) General overview of the steps taken to process, quality control and 
integrate all samples. c) Overview of diversity of 4,978 samples used for expression cluster-
ing. Three samples having read lengths >140 (365, 452, 151 bases) are omitted from the 
read length plot.

Genotype calling:
-2,191 non-LCL cell lines excluded

-2,787 different runs grouped in 2,081 samples
- 101 samples with deviating heterozygosity rate removed

-716 duplicate samples removed
- 2 low quality samples removed

Read alignment, expression quantification,
normalization and PCA:

- 4,028 runs with low mapping statistics removed
- 521 expression outliers removed
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Read alignment
STAR 2.3.1l 22 was used to align the reads of the FASTQ files. It is known that read mapping 
to a common reference creates a mapping bias: more reads will be covering the reference 
allele than alternative allele 23. To correct for this bias and allow the investigation of allelic 
imbalance, we aligned RNA-seq reads to the reference genome build 37 masked for SNPs 
with a MAF ≥ 1% in the Genome of The Netherlands (GoNL) data. Only uniquely mapping 
reads were included. We used a variable number of mismatches per run: for runs with a 
read length greater than 90 bases we allowed 4 mismatches, for a read length between 60 
and 90 we allowed 3 mismatches, and for shorter reads we allowed 2 mismatches. The runs 
were filtered on their percentage of uniquely mapping reads. We selected 5,499 runs, each 
having at least 60% uniquely mapping reads. These filter criteria also ensured that all miRNA 
experiments were excluded.

Gene level quantification
We used HTSeq-count 0.5.4 (http://www-huber.embl.de/users/anders/HTSeq/doc/count.
html) to quantify gene-expression levels. Ensembl version 71 was used as gene annotation 
database. 

Identification of gene-expression outliers
We performed quantile normalization and log2 transformation on the data from the 5,499 
aligned runs. We then performed a principal component analysis (PCA) over the sample co-
variance matrix. This revealed 521 strong outliers for the first component (Figure S1). Close 
inspection of these 521 samples revealed that they included 3 samples that were in fact 
DNA-seq runs, 312 samples annotated as single-cell sequencing runs, 97 samples that spe-
cifically targeted the HLA region and 1 sample was a Geuvadis run24 that did not cluster near 
the other Geuvadis samples. Based on this information we decided to remove these 521 
runs leaving 4,978 runs. We then corrected the expression data for GC content and the total 
number of reads. After standardizing the expression levels for every gene we performed a 
new PCA (Figure 2, Figure S2). The raw and normalized expression data and the PCA results 
can be downloaded here: http://www.molgenis.org/ase. The annotations for each of these 
runs have been summarized in Table S1.

Genotyping
After removing low quality samples we recalculated the PCA. The first 2 principal compo-
nents show clear separation between primary tissues, cell lines and hematological tissues 
(Figure 2a). To select samples for eQTL and ASE analyses we decided to excluded all tu-
mor-derived cell-line samples (where genotype calling is inherently difficult due to the pres-
ence of somatic copy number aberrations), by excluding all non-LCL samples with a principal 
score > 0 for PC2 (Figure 2a).

For the genotyping we used a combination of the GATK Unified Genotyper 2.8 25 and im-
putation of the genotype likelihoods using Beagle 4 r1230 26, which is identical to methods 
that have been proposed for low-coverage DNA sequencing 27. There are many samples that 
were sequenced using multiple runs, in the cases where this had been specifically men-
tioned in the sample annotation, we merged all the aligned reads of the different runs to 
improve genotyping quality. We called genotypes for each sample individually for all 1000 
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Genomes, GoNL, and ClinVar 28 SNPs. We outputted all variants regardless of the calling 
quality or number of supporting reads. We excluded known RNA-editing sites, variants near 
splice junctions, and variants at repeat regions, as is recommend when calling variants in 
RNA-seq data 20. 

The genotype likelihoods for the variants with a MAF ≥ 1% were used as input for imputation 
using Beagle 4 with version 5 of GoNL 29,30 as a reference. We performed imputation on all 
the samples merged together. The genotyping concordances of the Geuvadis samples were 
determined by calculating the correlation between the imputed RNA-seq dosages and the 
high-quality genotype calls of the Omni2.5 genotyping chips (as generated by the 1000 Ge-
nomes project).

For all samples, we calculated heterozygosity rates using the non-imputed genotypes while 
taking into account only SNPs with MAF ≥ 5% and a read coverage of at least 10 reads. 
We excluded 100 samples with a heterozygosity rate below 0.2 (suggesting the presence of 
chromosomal aberrations, uniparental disomies or strong inbreeding) or above 0.4 (suggest-
ing potentially contaminated or pooled samples). This resulted in 1,980 genotyped samples.

Removing duplicate samples
In order to identify duplicate samples that are not annotated as such by ENA we selected 
the high-quality imputed genotypes. We selected all variants with an estimated dosage r2 
above 0.95, a MAF of 0.05 and a genotyping rate of 0.95. We performed pruning using Plink 
1.07 31 (--indep --pairwise 1000 5 0.2) to select independent variants. We then calculated 
the pairwise genotype concordance for the remaining variants. Based on the resulting distri-
bution we found that a cut-off of 78% was appropriate in order to deem samples duplicates 
(Figure S3). 

If two or more samples were marked as duplicates we gave first priority to the Geuvadis 
samples, second priority to samples from tissues for which we had most other samples, 
and finally, those showing the highest number of expressed genes. Among the 1,264 unique 
samples that were eventually selected there were two samples that we excluded manually 
because they showed deviating expression levels from what we expected for their presumed 
tissue and because they had barely passed various other filter criteria. It is also worthwhile 
to note that these were among the 8 SOLID samples that had passed the rest of the QC. All 
our criteria finally resulted in 1,262 unique samples that we used for further analyses. 

We subsequently investigated XIST gene-expression levels and overall chromosome Y ex-
pression levels and observed that the expression levels of these samples corresponded well 
to the gender annotations (available for 41% of the samples, Figure S4). 

Genotype PCA
The genotype PCA was performed on the 1,262 selected unique samples. The variant fil-
tering and pruning was performed using the same settings as for removing the duplicates. 
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eQTL mapping
Before we performed eQTL mapping, we selected the best RNA-seq run per sample by 
choosing the run with the highest number of expressed genes. The runs were normalized 
using Trimmed Mean of M-values (TMM) 32 and log2 transformation, centering and scaling. 
Finally we corrected our data for the number of mapped reads, the GC percentage, the first 
4 genotype components, and the first 100 expression components. We grouped our sam-
ples using the genotype PCA into three different groups (Europeans (n = 948), Africans (n = 
197) and Asians (n = 117)) and treated this as a meta-analysis when performing the eQTL 
mapping. We used our previously described eQTL mapping pipeline 3 and mapped cis-eQTL 
within 250 kb from the gene center. We only included variants with an expected dosage r2 ≥ 
0.8 for the eQTL mapping.

To correct for multiple testing and in order to get reliable false discovery rates, we usually 
employ a permutation strategy where we define the null-distribution of eQTL effects by 
randomly assigning the genotype sample identifiers to expression sample identifiers and 
redoing the eQTL analysis. This is only effective when the genotype data has been generated 
independently from the expression data, no population stratification exists, and samples 
reflect the same cell-type or tissue. However, here, the genotype data and expression data 
have been derived from the same sample, and therefore a different permutation strategy 
is required, because if a gene is not expressed at all, no genotypes can be derived (and it 
could well be that subsequent imputation might not be able to resolve this as well either). 
It is therefore essential to only permute sample identifier labels within sets of samples that 
reflect the same cell-type or tissue. In order to do so, we permuted the sample identifiers 
within each of the different studies, because nearly all the studies concentrate on a single 
tissue. By using this approach we lower the chance that unknown confounders might cause 
false-positives. This is further alleviated by the fact that we have already accounted for most 
of the differences in expression between cell-types and tissues by correcting the expression 
data for 100 principal components.

The replication analysis was performed using the Geuvadis DNA-seq samples where we 
treated each Geuvadis population separately in a meta-analysis. For each replication analy-
sis we only tested the most significant SNP for each significant gene. 

We also performed tissue-specific eQTL mapping in four tissues. We selected only the sam-
ples coming from one population, which resulted in 42 European brain samples, 50 Europe-
an breast samples, 42 European liver samples, and 45 Asian bladder samples. We ran eQTL 
mapping in the same manner as described above, with the exception that we performed a 
normal permutation since all samples were from the same tissue, and we tested whether 
the identified eQTLs were detectable in the Geuvadis LCL eQTL data.

Allele-Specific Expression analysis
We performed allele-specific expression (ASE) analysis by fitting per SNP a binomial distribu-
tion using maximum likelihood estimation and subsequently assessed significance by using 
a likelihood ratio test. The FDR was controlled using the Benjamini–Hochberg procedure. 
During our initial ASE analysis (not shown) we observed a strong reference bias for low-fre-
quency variants that had not been previously masked. We therefore again performed the 
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masking of the reference genome using all 1000G, GoNL and ClinVar variants and performed 
a new mapping of the 1,262 samples selected for the ASE analysis. We used Samtools mpile-
up 0.1.19 33 and a custom script to obtain the read counts from these bam files, using only 
bases with a quality score of at least 17 (the use of a more stringent quality score of at least 
30 resulted in fewer reads that we could use, and hence fewer significant ASEs that we could 
detect, but did not observe differences in the direction of the ASE effects, data not shown). 
We excluded variants in known RNA-editing sites, near splice junctions and in repeats re-
gions in the same way as when we did the genotyping.

We checked for each sample genotype if the GATK deemed the individual heterozygous for 
this variant, thereby only using genotypes with a phred-scaled genotype quality (GQ) score 
above 30. For ASE analysis we selected the SNPs that were heterozygous in at least 5 sam-
ples, had at least 10 reads per allele, and at least 2% of all reads supporting each allele. We 
removed the sites that had a mappability score < 1 according to the USCS mappability track 
(CGR Alignability of 50mers) 24,34. Using these criteria to select variants we tested for ASE in 
56,825 SNPs when only interrogating the Geuvadis samples and tested for ASE in 225,562 
SNPs when using all 1,262 samples.

Results and discussion
Expression quantification
We downloaded all publicly available human RNA-seq data from the ENA and aligned the 
reads for each of these samples. We identified 4,978 RNA-seq runs that passed our strict 
quality control (QC, see Methods). We performed several analyses to ascertain whether 
these sequence runs, produced in many laboratories around the world, jointly describe bio-
logically coherent patterns. We first conducted principal component analysis (PCA) to obtain 
a global view on how the different samples clustered together. A PCA on the sample correla-
tion matrix showed that components 1 and 2 permit near-perfect discrimination between 
primary tissues, cell lines, and hematopoietic tissues (Figure 2). Other components permit 
accurate identification of many tissue types such as brain (Figure 2b, components 4 and 
10), liver (Figure 2c, components 14 and 11) and bladder (Figure 2d, components 4 and 38), 
even though the RNA-seq data for these tissues had been generated in at least six different 
laboratories, with often quite pronounced technical differences (e.g. in sequencer model, 
read layout, read length, and total number of reads, Figure 1c). Together, these results indi-
cate that heterogeneous RNA-seq datasets that have been aligned, normalized and QC’ed 
in a systematic manner yield gene-expression profiles that very clearly describe biologically 
coherent phenomena. These results also indicate that researchers who would like to learn 
more about one specific tissue, could combine different (small-scale) RNA-seq data for that 
tissue into one large dataset.

Genotyping and imputation
We then assessed whether genotypes could be accurately derived from the samples, which 
would permit eQTL and ASE analysis. After removing genetically identical samples and addi-
tional quality control (see Methods), we had a diverse data set of 1,262 unique individuals 
(Figure S5). We genotyped 321,415 common SNPs that had a GQ ≥ 30, a call-rate ≥ 80% and 
a MAF ≥ 0.05. We observed that the total number of high-quality genotype calls that could 
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be made per sample strongly correlated with the total number of sequenced bases per sam-
ple (Pearson r2 = 0.85, Figure 3a, Figure S6a). As expected, genotypes could only be called in 
regions where genes are expressed (Figure 3b, Figure S7).

To ascertain the accuracy of the genotype calls, we compared the RNA-seq-derived geno-
types with actual DNA-based genotype calls that were available for 459 Geuvadis 24 lympho-
blastoid cell-line (LCL) samples that were part of the 1,262 samples. For the ASE analyses we 
only used high-quality genotype calls (GQ ≥ 30, see Methods), and for this subset of SNPs 
we observed a median concordance of 1 over all minor allele frequency (MAF) ranges (mean 
concordance = 0.96). 
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Figure 2: PCA on expression data of all 4,978 samples that passed expression QC. Panel a 
shows that the first 2 expression components show clear separation between primary tissue 
samples in green, cell lines (HeLa, K562, Hep G2, etc.) in blue and hematologic tissues and 
cell types in different shades of red and yellow. The other panels show the two best discrim-
inating components for the different primary tissues. Each letter represents a sample from a 
distinct study showing that this clustering is not driven by a study specific effect. For each of 
these three primary tissues, we show an example eQTL effect specific to these tissues.
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In order to perform eQTL analysis using non-coding SNPs as well, we used genotype im-
putation (see Methods) to increase the number of common SNPs to 1,081,155 (predicted 
dosage r2 (DR2) ≥ 0.8 and MAF ≥ 0.05). Since most of the Geuvadis samples (used for de-
termining the genotyping concordance) are part of the 1000 Genomes Project 35, we did 
not use the 1000 Genome reference panel, but used an independent panel – the Genome 
of the Netherlands (GoNL) 29,30 – to ensure that the genotype concordance measurements 
were not artificially inflated. The median genotype concordance r2 for the 1,081,155 imput-
ed SNPs for the European Geuvadis samples was r2 = 0.92. When also including the African 

Figure 3: Genotype concordance and genotype PCA on the 1,262 unique individuals that 
passed genotype QC. a) We observe a strong correlation between the number of sequenced 
bases and the number of high-quality genotype calls. b) We show that genotyping is only 
possible in regions with gene-expression c) In 95% of the variants imputation increased ge-
notyping concordance. d) PCA on the genotypes of all 1,262 samples reveals population 
structure with the expected European, Asian and African clusters. 
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Geuvadis samples, the genotype concordance decreased somewhat (median r2 = 0.83), be-
cause the GoNL imputation reference panel only contained Dutch samples. The genotype 
concordance of directly genotyped common variants (irrespective of the genotype quality) 
showed an increased genotype concordance in 95% of the cases after imputation (Figure 
3c).  We also observed that, prior to imputation, there is a large difference in genotype 
concordance of variants in low-expressed genes compared to variants in highly expressed 
genes, where genotype calling is easier. However, this difference became much smaller after 
imputation, indicating that it is often possible to accurately call genotypes of SNPs that map 
within low-expressed genes by using imputation (Figure S8).

PCA on the imputed genotypes confirmed that the major components correctly captured 
the different ancestries of the individual samples (Figure 3d). These results also permitted 
us to stratify the samples into three different groups corresponding to European, African 
and Asian individuals, and to perform eQTL meta-analyses which are more robust than con-
ducting an eQTL analyses on all samples combined in regions of the genome where allele 
frequencies differ substantially between populations.

Cis-eQTL mapping
We then ascertained the reliability of conducting eQTL analysis when using genotypes de-
rived solely from the RNA-seq data. To do so, we tested how many cis-eQTLs could be found 
in the Geuvadis LCL samples when using the RNA-seq derived and imputed genotypes, and 
also how far they could be replicated using the actual DNA-based genotypes that were avail-
able for these samples. An eQTL meta-analysis on the Geuvadis samples using the RNA-seq 
derived and imputed genotypes (see Methods) resulted in 8,765 unique genes with a sig-
nificant cis-eQTL effect (at a false discovery rate (FDR) ≤ 0.05, Table 1). Of these, 95% could 
be replicated significantly using the actual DNA-based genotypes (99.95% with the same 
allelic direction), indicating that eQTL mapping using RNA-seq-derived genotypes is certain-
ly possible for datasets that reflect one sequencing strategy (paired-end 75 bp reads) and 
one cell type.

We then performed eQTL analyses (all at FDR ≤ 0.05) on the non-Geuvadis samples while 
attempting to replicate the identified eQTLs in the Geuvadis data (DNA-based genotypes). 
We realized that these replication rates would be partly influenced by tissue-specific eQTL 
effects and first therefore investigated the non-Geuvadis LCL samples (n = 55). Given the 
sample size, we only identified 80 significant eQTL genes, but we could replicate 93% of 
these in the Geuvadis samples, all with the same allelic direction (Table 1). Subsequently 
we performed an eQTL mapping using all the hematological non-Geuvadis samples (n = 
210), in which we identified 982 significant eQTL genes, of which 82% could be replicated in 
the Geuvadis samples (98.51% with identical allelic direction). Finally, we also included the 
primary tissue non-Geuvadis samples and identified 3,291 significant eQTL genes, of which 
71% could be replicated in the Geuvadis LCL samples (98.34% with identical allelic direction). 
 
We then performed an eQTL analysis on all the Geuvadis and non-Geuvadis samples, which 
identified significant cis-eQTLs for 8,034 unique genes (of which 84% were replicated in the 
Geuvadis DNA-seq-based eQTL data, 99.87% with identical allelic direction). This is fewer 



52

Chapter 4

than in the analysis on only the Geuvadis samples due to the fact we were dealing with 
many different tissues in the combined analyses: the small Geuvadis LCL-specific eQTL ef-
fects became diluted by the non-LCL samples, leading to fewer cis-eQTL effects.

On comparing the 8,765 eQTL genes identified in the Geuvadis samples to the 3,291 eQTL 
genes identified in the non-Geuvadis samples, we observed that 2,374 genes were identi-
fied in both datasets (Figure 4). As expected, the expression levels of the 903 genes that 
could not be identified in the Geuvadis data were significantly lower in the Geuvadis data 
(Wilcox p-value 4.05 x 10-61) than in the non-Geuvadis samples.
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Geuvadis LCLs, 
RNA-seq derived 
genotypes

371 88 0 8,765 8,301 95% 99.95%

Non-Geuvadis LCLs, 
RNA-seq derived 
genotypes

29 26 0 80 74 93% 100%

Non-Geuvadis, 
all hematological 
samples (including 
LCLs) , RNA-seq 
derived genotypes

129 81 0 982 803 82% 98.51%

Non-Geuvadis, all 
samples, RNA-seq 
derived genotypes

577 109 117 3,291 2,345 71% 98.34%

All samples, 
RNA-seq derived 
genotypes

948 197 117 8,034 6,728 84% 99.87%

Table 1: Overview of identified eQTL genes (FDR < 0.05) that were significant in different 
subsets of the data. eQTL expression quantitative trait locus; LCL lymphoblastoid cell-line 
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Tissue-specific eQTL mappings
Since the public RNA-seq data represents many different tissues, we assessed whether it is 
possible to perform tissue-specific eQTL mapping on samples of the same tissue generated 
by different laboratories. We performed separate eQTL mapping on four tissues: brain (42 
samples from 7 studies), liver (42 samples from 8 studies), bladder (45 samples from 3 stud-
ies) and breast (50 samples from 4 studies), since they had eQTL data available on at least 
40 samples. This resulted in 121 unique cis-regulated genes in brain (32% not detected in 
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Figure 4: Geuvadis eQTLs vs non-Geuvadis eQTLs. a) When performing eQTL analysis on 
the non-Geuvadis samples we identify 3,559 significant eQTL genes (FDR < 0.05). 903 of 
these genes are not detected when using the Geuvadis samples. b) Comparing the expres-
sion levels of the genes not identified in the Geuvadis samples we observe that in general 
these genes are much more abundantly expressed in the non-Geuvadis samples. c) Example 
eQTL effect of rs7252798 affecting expression levels of ZNF100 that is only identified in the 
non-Geuvadis samples.
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Geuvadis), 86 genes in liver (37% not detected in Geuvadis), 65 genes in bladder (38% not 
detected in Geuvadis) and 43 genes in breast (19% not detected in Geuvadis). As expected, 
for genes with eQTLs that did not replicate in Geuvadis, we found that the expression in 
the respective tissues was higher (Figure S9). A representative example is shown for SNP 
rs11101999, which showed a cis-eQTL effect only in brain tissue, on glutathione S- trans-
ferase mu 5 (GSTM5), a gene that is specifically expressed in brain (Figure 2b, Figure S10a).

We saw that various GWAS disease-associated genetic variants showed tissue-specific eQTL 
effects: in the liver samples we found rs2739330 that significantly cis-regulates the D-dopa-
chrome tautomerase-like gene (DDTL), which is known to be associated with concentrations 
of liver enzymes in plasma (Figure 2c, Figure S10b) 36. Another example is rs1045605, which 
affects Prostate stem cell antigen (PSCA) gene-expression levels in bladder samples (Figure 
2d, Figure S10c) and which is in near-perfect linkage disequilibrium (LD) with rs2294008 (r2 = 
0.98 and D’ = 0.998), a variant that is associated with both gastric 37 and bladder 38 cancers.

Allele-specific expression
We mapped ASE by fitting a binomial distribution per SNP using maximum likelihood esti-
mation and then assessed significance by using a likelihood ratio test. Similar to our study of 
the eQTLs, we first investigated the Geuvadis samples and identified 16,217 ASE SNPs (FDR 
≤ 0.05) using the RNA-seq-derived high-quality genotypes (GQ ≥ 30). We compared these 
results to an ASE analysis using the actual DNA-based genotypes of the Geuvadis samples. 
9,221 out of the 9,341 (99%) ASE SNPs that could be tested were replicated using DNA-
based genotypes (99.87% with identical allelic direction). Vice versa, on using the Omni 
DNA genotypes to detect ASE effects, only 232 of them were not found when using RNA-seq 
genotyping. We next assessed the concordance with the eQTL results: since eQTL mapping 
and ASE analysis both test the association between genetic variation and gene-expression, 
we expected the same allele to be more highly expressed in both methods. Indeed, we 
observed that for 93% of the 1,552 SNPs that showed significant ASE and eQTL effects on 
the same gene, the allelic direction was consistent. This percentage is similar to another 
comparison of ASE and eQTL effects, in which 90% of the overlapping eQTL and ASE effects 
were in the same direction 39.

To gain maximum power to detect ASE effects we then performed an analysis on all 1,262 
samples and identified 71,214 significant ASE SNPs (FDR ≤ 0.05), of which 4,781 pertained to 
rare SNPs with a MAF < 0.01 and to 9,018 low-frequency SNPs with a MAF between 0.01 and 
0.05. We again compared these ASE SNPs to the eQTL mapping performed on all samples 
and observed that for 85% of the 1,956 SNPs that showed both significant ASE and eQTL 
effects on the same gene, the allelic direction was consistent.

It has been reported that nonsense SNPs show ASE with lower expression of the deleterious 
allele due to nonsense-mediated decay 9,24. To investigate this, we annotated the ASE SNPs 
using SnpEff 40 and indeed found that, for nonsense SNPs, the alternative allele is often less 
expressed than the reference allele (Figure 5c), whereas for other variants we did not ob-
serve this bias (Wilcoxon p-value 2.19 x 10-60). We also investigated the effect and expected 
functional impact of the ASE SNPs as predicted by SnpEff. We observed that the SNPs with 
an expected high functional impact according to SnpEff (Wilcoxon p-value 7.52 x 10-3) and 
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those that introduce a stop codon (Wilcox-
on p-value 3.66 x 10-3) again showed less 
expression of the alternative allele (Figure 
S11). 

We further investigated the functional con-
sequences of common ASE variants by as-
sessing if they were present in the GWAS 
catalog 41. We identified 5 ASE variants with 
GWAS associations (Table S2). For example, 
rs12203592 is located in the IRF4 gene and 
the T allele increases the risk of non-mela-
noma skin cancers (NMSCs) 36 and increas-
es expression levels (Figure 5a,  Figure S12).

Since ASE mapping also permits the identi-
fication of rare and low-frequency variants, 
we were able to identify 34 variants known 
to be pathogenic in a Mendelian setting ac-
cording to the ClinVar database (Table S2) 
28. One example is rs72550870, located in 
the MASP2 gene, where we observed an 
ASE effect (Figure 5b). It has already been 
shown that the alternative C allele causes 
MASP2 deficiency with a recessive inheri-
tance pattern and that heterozygous indi-
viduals have significantly lower MASP2 pro-
tein levels than individuals homozygous for 
the wild-type allele 42. Our ASE results show 
exactly the same effect on gene-expression 
levels. Here it is important to note that the 
MASP2 gene is predominantly expressed in 
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Figure 5: Example ASE effects and direction 
of ASE effects over different functional class-
es. a) ASE of rs12203592 located within the 
IRF4 gene. The T allele is more abundantly 
expressed and increases the risk of non-mel-
anoma skin cancers (NMSCs). b) rs72550870, 
located in MASP2 shows lower expression 
for the alternative C allele, known to cause 
MASP2 deficiency (MASPD). c) All significant 
ASE SNPs were annotated with functional 
class information. As expected, nonsense mu-
tations often lead to lower expression levels, 
in contrast to ASE effects in other functional 
classes.
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the liver (Figure S12a) and that all the samples showing this ASE effect were liver samples, 
demonstrating the power of a dataset containing multiple tissue types to target a variety of 
diseases.

The ASE effects obtained can be queried at http://molgenis.org/ase using the MOLGENIS 
software platform 43. It is possible to query a specific variant or search for all ASE variants 
associated to a specific gene. All our data is available for downloading from this website, 
including the genotypes, expression data, principal components, eQTLs and ASE effects.

Conclusions
We have shown that it is possible to reliably map eQTLs and perform ASE analyses by calling 
genotypes directly from RNA-seq data of 1,262 human samples, despite the fact that this 
data originated from different tissues, was obtained from different laboratories, and was 
generated using different sequencing techniques. 

We called genotypes using GATK, and subsequently imputed using Beagle, while using the 
GoNL reference panel, to permit unbiased genotype concordance analyses for the Geuvadis 
samples. We observed that imputation improved the genotype concordance substantial-
ly. We find that it is more difficult to impute non-European samples, which is due to our 
imputation towards the GoNL reference panel. Although GoNL has been shown to yield 
high-quality imputation for European samples 29, its performance has not yet been assessed 
on non-European populations. It is therefore unreasonable to expect it to perform equally 
well for Asian or African samples. We expect that a more diverse reference panel will help 
to resolve this issue in the future.

In this study we had to annotate each sample manually because we found that the anno-
tations available for the different sequence runs were typically limited and inconsistent in 
terminology. A second reason was that the sample annotations were scattered over multiple 
databases. Thirdly, although in general the ENA provided better-structured annotations, the 
information in the Sequence Read Archive was typically more extensive, providing a total 
of 572 different annotation fields, of which 16 could refer to the tissue of origin. We expect 
that with more consistency in sample annotation, future large-scale integration of public 
RNA-seq datasets using automated sample annotation will become feasible.

We have demonstrated that it is possible to run tissue-specific eQTL mapping in public RNA-
seq data. We showed that when using only 42 liver samples (originating from eight different 
labs), it was possible to identify eQTLs that are liver-specific, some of which had been de-
tected by earlier GWAS studies as associated with liver-specific traits. Although the concept 
of tissue-specific eQTLs is not new, our results demonstrate that different research groups 
investigating a specific disease in a particular tissue can combine their data in order to con-
duct joint eQTL mapping. This strategy will certainly prove useful for tissues that are difficult 
to obtain. 

We were able to identify ASE effects for various rare disease-causing variants using only 
1,262 samples. We expect our approach will also be useful for studying many other rare 
pathogenic variants in the near future, because the number of publicly available RNA-seq 
samples is growing exponentially: at the end of July 2014, the ENA contained 14,831 human 
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RNA-seq samples, which is over 1.5 times the number of samples that we investigated here. 
Additionally, the read-depth and read-length per sample are steadily increasing (Figure 
S6b), permitting more sensitive eQTL and ASE analyses (on less expressed genes) on the 
newly deposited samples. Although a subset of the 1,262 samples, used for ASE analysis, 
reflect cancer samples, we did not observe that inclusion or exclusion of cancer samples 
resulted in fewer significant SNPs that showed an ASE effect (proportional to the number 
of samples omitted), but not to differences in the direction of ASE effects (data not shown).

We anticipate that, with more samples available, eQTL and ASE effects will be detectable for 
many more (rare) variants. These will be of particular relevance for rare genetic variants that 
have been identified in patients by exome or genome sequencing but for which the clinical 
significance remains unknown. If such rare alleles are also present in any of the publicly 
available RNA-seq samples and they are seen to reduce expression levels strongly, this might 
suggest they have a loss-of-function effect, strongly warranting clinical follow-up. As such, 
our approach could well complement existing computational prediction algorithms (that 
have so far been based primarily on allele frequencies and conservation information), and 
help speed up the identification of disease-causing mutations, leading to better treatment 
options and well-informed decisions for patients and their families.
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Additional material
The following supplements are available with the on-line version of this paper.

Figure S1 PCA on expression values shows strong outliers that are removed from the 
analysis. The 521 outliers of the first component (left of the red line) where 
removed from our analyses.

Figure S2: Correlation of principal components vs different confounders.
Table S3: Table with sample annotations for the 4,978 samples that passed quality 

control.
Figure S4: Identification of duplicate samples. We used a cut-off of 78% identity to 

select duplicate markers. By using this cut-off level we could identify all the 
duplicates, which we expected based on the annotations. The reason that we 
have multiple peaks above this cut-off is due to the difference in genotyping 
quality among the samples. Panel b is the enlargement of the lower part of 
panel a.

Figure S5: Expression of XIST and chromosome Y genes. We show a clear separation of 
males and females using both XIST expression and chromosome Y expression. 
In two cases, the samples were annotated as male but clustered within the 
females; these are likely mis-annotations.

Figure S6: Overview of the properties of the 1,262 samples used for eQTL and ASE anal-
yses. Here we show that the samples which we successfully genotyped and 
used for the eQTL and ASE analysis still show high heterogeneity in sequencer 
models (a), read layout (b), sampled tissue (c), cancer status (d), total number 
of reads (e), read length (f).

Figure S7: The relation between sequencing depth and the number of high quality gen-
otypes. a) We observe a strong relation between the number of sequenced 
bases and the number of high quality genotypes, we do not observe that 
paired end sequencing improves genotyping. b) We observe that newer sam-
ples usually have more bases sequenced.

Figure S8: Overview of genotyping accuracy and gene-expression over all chromosomes.
Figure S9: Relation between gene-expression levels and genotype concordance before 

and after imputation. Genotype concordances in all Geuvadis samples (a) and 
European Geuvadis samples (b) of common SNPs (MAF ≥ 0.05, DR2 ≥ 0.8) 
before and after imputation grouped by the median expression levels of their 
genes.

Figure S10: Expression of tissue-specific cis-eQTL genes vs Geuvadis expression. We find 
that genes with tissue specific cis-eQTLs are more abundantly expressed in 
the respective tissues compared to the Geuvadis samples in which we did not 
observe the cis -eQTLs.

Figure S11: Expression of example tissue-specific eQTL in different tissues. Here we show 
three example tissue-specific eQTL genes: a) GSTM5, brain-specific. b) DDTL, 
liver-specific. c) PSCA, bladder specific.
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Figure S12: Predicted functional impact of ASE variants. The annotation of ASE SNPs pre-
dicted impact and effect was performed using SnpEff. (a) Most of the high-im-
pact SNPs have lower expression of the alternative allele. (b) The majority of 
the SNPs introducing a stop codon have lower expression of the alternative 
allele.

Table S13: Overview of detected ASE variants with ClinVar or GWAS annotation
Figure S14: Expression of MASP2 gene is liver-specific and the expression of IRF4 gene is 

hematopoietic-specific. (a) MASP2 gene has higher expression in liver com-
pared to other tissues. (b) IRF4 gene has higher expression in hematopoietic 
cells compared to other tissues.

References
1. Nicolae, D. L. et al. Trait-associated SNPs are more likely to be eQTLs: annotation to 

enhance discovery from GWAS. PLoS Genet 6, e1000888 (2010).
2. Dubois, P. C. A. et al. Multiple common variants for celiac disease influencing immune 

gene expression. Nat. Genet. 42, 295–302 (2010).
3. Westra, H.-J. et al. Systematic identification of trans eQTLs as putative drivers of known 

disease associations. Nat. Genet. 45, 1238–1243 (2013).
4. Pickrell, J. K. et al. Understanding mechanisms underlying human gene expression 

variation with RNA sequencing. Nature 464, 768–72 (2010).
5. Montgomery, S. B. et al. Transcriptome genetics using second generation sequencing 

in a Caucasian population. Nature 464, 773–7 (2010).
6. Lappalainen, T. et al. Epistatic selection between coding and regulatory variation in 

human evolution and disease. Am. J. Hum. Genet. 89, 459–63 (2011).
7. Battle, A. et al. Characterizing the genetic basis of transcriptome diversity through 

RNA-sequencing of 922 individuals. Genome Res. (2013). doi:10.1101/gr.155192.113
8. Zhernakova, D. V. et al. DeepSAGE reveals genetic variants associated with alternative 

polyadenylation and expression of coding and non-coding transcripts. PLoS Genet. 9, 
e1003594 (2013).

9. Kukurba, K. R. et al. Allelic expression of deleterious protein-coding variants across 
human tissues. PLoS Genet. 10, e1004304 (2014).

10. Heap, G. A. et al. Genome-wide analysis of allelic expression imbalance in human 
primary cells by high-throughput transcriptome resequencing. Hum. Mol. Genet. 19, 
122–34 (2010).

11. Pastinen, T. Genome-wide allele-specific analysis: insights into regulatory variation. 
Nat. Rev. Genet. 11, 533–8 (2010).

12. Fehrmann, R. S. N. et al. Trans-eQTLs reveal that independent genetic variants 
associated with a complex phenotype converge on intermediate genes, with a major 
role for the HLA. PLoS Genet. 7, e1002197 (2011).

13. Wright, F. A. et al. Heritability and genomics of gene expression in peripheral blood. 
Nat. Genet. 46, 430–7 (2014).

14. Fu, J. et al. Unraveling the regulatory mechanisms underlying tissue-dependent 
genetic variation of gene expression. PLoS Genet 8, e1002431 (2012).

15. Nica, A. C. et al. The architecture of gene regulatory variation across multiple human 
tissues: the MuTHER study. PLoS Genet. 7, e1002003 (2011).



60

Chapter 4

16. Dimas, A. S. et al. Common regulatory variation impacts gene expression in a cell type-
dependent manner. Science 325, 1246–50 (2009).

17. The Gtex Consortium. The Genotype-Tissue Expression (GTEx) project. Nat. Genet. 45, 
580–5 (2013).

18. Papadopoulos, P. et al. Developments in FINDbase worldwide database for clinically 
relevant genomic variation allele frequencies. Nucleic Acids Res.  42, D1020–D1026 
(2014).

19. MacArthur, D. G. et al. Guidelines for investigating causality of sequence variants in 
human disease. Nature 508, 469–476 (2014).

20. Breu, F. et al. Reliable identification of genomic variants from RNA-seq data. Am. J. 
Hum. Genet. 93, 641–651 (2013).

21. Byelas, H. et al. Scaling bio-analyses from computational clusters to grids. in CEUR 
Workshop Proceedings 993, (2013).

22. Dobin, A. et al. STAR: ultrafast universal RNA-seq aligner. Bioinformatics 29, 15–21 
(2013).

23. Degner, J. F. et al. Effect of read-mapping biases on detecting allele-specific expression 
from RNA-sequencing data. Bioinforma.  25, 3207–3212 (2009).

24. Lappalainen, T. et al. Transcriptome and genome sequencing uncovers functional 
variation in humans. Nature 501, 506–511 (2013).

25. DePristo, M. A. et al. A framework for variation discovery and genotyping using next-
generation DNA sequencing data. Nat Genet 43, 491–498 (2011).

26. Browning, B. L. et al. Improving the accuracy and efficiency of identity-by-descent 
detection in population data. Genetics 194, 459–71 (2013).

27. Pasaniuc, B. et al. Extremely low-coverage sequencing and imputation increases power 
for genome-wide association studies. Nat. Genet. 44, 631–5 (2012).

28. Landrum, M. J. et al. ClinVar: public archive of relationships among sequence variation 
and human phenotype. Nucleic Acids Res.  42, D980–D985 (2014).

29. Deelen, P. et al. Improved imputation quality of low-frequency and rare variants in 
European samples using the ‘Genome of The Netherlands’. Eur. J. Hum. Genet. In 
press, (2014).

30. The Genome of the Netherlands Consortium. Whole-genome sequence variation, 
population structure and demographic history of the Dutch population. Nat Genet 46, 
818–825 (2014).

31. Purcell, S. et al. PLINK: a tool set for whole-genome association and population-based 
linkage analyses. Am. J. Hum. Genet. 81, 559–575 (2007).

32. Robinson, M. D. et al. A scaling normalization method for differential expression 
analysis of RNA-seq data. Genome Biol. 11, R25 (2010).

33. Li, H. et al. The Sequence Alignment/Map format and SAMtools. Bioinforma.  25, 
2078–2079 (2009).

34. Derrien, T. et al. Fast computation and applications of genome mappability. PLoS One 
7, e30377 (2012).

35. Howie, B. et al. Genotype imputation with thousands of genomes. G3  genes - 
genomes - Genet. 1, 457–70 (2011).

36. Zhang, M. et al. Genome-wide association studies identify several new loci associated 
with pigmentation traits and skin cancer risk in European Americans. Hum. Mol. 
Genet. 22, 2948–2959 (2013).



61

Calling genotypes from public RNA-seq data to identify regulatory variants

4

37. Genetic variation in PSCA is associated with susceptibility to diffuse-type gastric 
cancer. Nat Genet 40, 730–740 (2008).

38. Wu, X. et al. Genetic variation in the prostate stem cell antigen gene PSCA confers 
susceptibility to urinary bladder cancer. Nat Genet 41, 991–995 (2009).

39. Lagarrigue, S. et al. Analysis of allele-specific expression in mouse liver by RNA-seq: a 
comparison with cis-eQTL identified using genetic linkage. Genetics 195, 1157–1166 
(2013).

40. Cingolani, P. et al. A program for annotating and predicting the effects of single 
nucleotide polymorphisms, SnpEff: SNPs in the genome of Drosophila melanogaster 
strain w1118; iso-2; iso-3. Fly (Austin). 6, 80–92 (2012).

41. Welter, D. et al. The NHGRI GWAS Catalog, a curated resource of SNP-trait 
associations. Nucleic Acids Res. 42, D1001–D1006 (2014).

42. Stengaard-Pedersen, K. et al. Inherited deficiency of mannan-binding lectin-associated 
serine protease 2. N. Engl. J. Med. 349, 554–60 (2003).

43. Swertz, M. A. et al. The MOLGENIS toolkit: rapid prototyping of biosoftware at the 
push of a button. BMC Bioinformatics 11, S12 (2010).



Inter-individual variability and genetic influences on cytokine responses 
against bacterial and fungal pathogens5

Nature Medicine, 2016

Yang Li1,*, Marije Oosting2,*, Patrick Deelen1,3, Isis Ricaño-Ponce1, Sanne Smeekens2, Martin 
Jaeger2, Vasiliki Matzaraki1, Morris A. Swertz1,3, Ramnik J. Xavier4,5, Lude Franke1, Cisca 
Wijmenga1,#, Leo A.B. Joosten2,#, Vinod Kumar1,#, Mihai G. Netea2,#



Genetic influences on cytokine responses against bacterial and fungal pathogens

Inter-individual variability and genetic influences 
on cytokine responses against bacterial and fungal 

pathogens



64

Chapter 5

Abstract
Little is known about the inter-individual variation of cytokine responses to different patho-
gens in healthy individuals. To systematically describe cytokine responses elicited by distinct 
pathogens, and to determine the impact of genetic variation on cytokine production, we 
profiled cytokines produced by peripheral blood mononuclear cells from 197 individuals of 
European origin from the 200 Functional Genomics (200FG) cohort within the Human Func-
tional Genomics Study (www.humanfunctionalgenomics.org), obtained over three different 
years. By comparing bacteria- and fungi-induced cytokine profiles, we show that most cyto-
kine responses are organized around a physiological response to specific pathogens, rather 
than around a particular immune pathway or cytokine. We then correlated genome-wide 
SNP genotypes with cytokine abundance and identified six cytokine QTLs. Among them, 
a cytokine QTL at NAA35-GOLM1 locus markedly modulates IL-6 production in response 
to multiple pathogens, and associated with susceptibility to candidemia. Furthermore, the 
cytokine QTLs we identified are enriched among SNPs previously associated with infectious 
diseases and heart diseases. These data reveal and begin to explain the variability in cyto-
kine production by human immune cells in response to pathogens.
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Introduction
Infections have shaped the human immune system 1,2, with genetic variability contributing 
to differential susceptibility to infections 3,4. However, a specific genetic variant that may 
confer protection against one infection could prove deleterious for other infections, and this 
is determined by the local infection burden in different geographical locations 2. Moreover, 
the shaping of the immune system by infections also has direct consequences for the sus-
ceptibility to autoimmune and inflammatory diseases 5–7. Unravelling the interplay between 
environmental factors, such as infections, and the genetic variation in a population is crucial 
for understanding the pathogenesis of common autoimmune and infectious diseases, and 
for designing novel therapeutic strategies.

The study of healthy population-based cohorts in the context of appropriate microbial stim-
ulations can be used to assess inter-individual variability and to identify genetic loci that 
regulate immune responses 8–12. However, practically all the genome-wide studies done to 
date have emphasized the regulatory effect of genetic variation on gene expression by fo-
cusing on transcript abundance 8–12. Since protein quantities are more precise regulators of 
cellular phenotypes 13, characterizing the genetic loci that regulate protein abundances and 
biological processes is a crucial next step towards mechanistic insights 14. 

Here we stimulated peripheral blood mononuclear cells (PBMCs), rather than isolated im-
mune cell populations, to capture interactions between different immune cell types (e.g. 
between monocytes and T cells) that are very important for the natural immune respons-
es. We studied inter-individual and inter-stimulus variation in production of cytokines, and 
we identified independent genome-wide significant cytokine quantitative trait loci (cQTLs). 
The regulatory consequences of these cQTLs on downstream genes were characterized 
by performing the expression-QTL (eQTL) using stimulation-specific expression data 15. By 
comparing the bacterial and fungal induced cytokine profiles and cQTLs, we show that the 
genetic variability in the immune genes/pathways is organized around a physiological re-
sponse to specific pathogens, rather than a response aiming to modulate production of a 
specific cytokine. In addition, we have identified and validated a cytokine QTL that reveals 
a novel trans-regulatory network in the context of cytokine responses to important human 
pathogens.

Results
Stimulation increases inter-individual variability in cytokine levels 
To systematically determine the impact of genetic variation on cytokine production, we ob-
tained PBMCs from 197 individuals of European origin from the 200 Functional Genomics 
(200FG) cohort within the Human Functional Genomics Study (www.humanfunctionalge-
nomics.org) in three different years (Supplementary table 1), and profiled cytokines secret-
ed in response to a variety of bacterial and fungal pathogens (Supplementary table 2). In 
the first study we measured seven cytokines induced by ten different stimuli in 73 healthy 
volunteers (year 2009 cohort). After stringent quality control of cytokine distributions (see 
Methods), we obtained a total of 62 (cytokine-stimuli pairs) different cytokine measure-
ments (Supplementary table 3). Cytokine production follows a non-Gaussian or bimodal 
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Figure 1: Inter-individual variability in cytokine production upon PBMC stimulation. (a) 
PBMCs were cultured with the indicated pathogen-related stimuli for 24 hours time period.  
Cytokine abundance was measured by ELISA. The distributions of raw cytokine levels from 
the 2009-cohort were tested using the Shapiro-Wilk normality test Blue indicates normal (P 
> 0.05); yellow indicates non-normal (p<0.05); and grey indicates distributions not tested 
due to unavailability of the measurements in 2009 dataset. (b) Distribution of Candida al-
bicans-induced IL-1β. (c-d) Distributions of Candida albicans-induced IFN-γ (c) and Candida 
albicans-induced IL-17 (d). P values shown in the panels (b-d) were obtained from the Shap-
iro-Wilk normality test. (e-f) Log-transformed abundance of (e) IL-6 and (f) TNF-α …
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distribution, with a few exceptions (Figure 1a-d). Individuals exhibit significantly increased 
inter-individual variability (P < 0.01) in cytokine secretion upon stimulation, compared to 
basal unstimulated state (Figure 1e-f and Supplementary figure 1). We obtained similar re-
sults from the other two datasets measured in 2011 and 2013 (Supplementary figure 2). 

Cytokine responses are organized in a pathogen-specific manner
It is possible that an individual could be either a high or low responder when considering all 
cytokines (e.g. TNF-α, IL-6 and IL-10) produced in response to one microorganism.  Alterna-
tively, an individual could be a high or low responder for a particular cytokine in response to 
stimulation with any type of pathogen. To examine this, we performed a unsupervised clus-
tering of the cytokine responses induced by the various pathogens and microbial ligands. 
Correlations between levels of various cytokines were found in response to stimulation with 
a certain pathogen, rather than within a cytokine pathway, and this conclusion was vali-
dated by additional analyses in the cohort studies performed in 2011 and 2013 (Figure 2a) 
(Supplementary figures. 3 and 4). For example, bacterial (LPS, E. coli and M. tuberculosis) 
induced cytokines (TNF-α, IL-6 and IL-10) were strongly clustered together and were clearly 
separated from fungus (C. albicans) induced cytokine cluster (Figure 2a).

IFN-γ and IL-17 production were exceptions to this rule, however; the magnitude of IFN-γ 
or IL-17 production by PBMCs from any individual correlated independently of the identity 
of the pathogen stimulus (Figure 2a). This suggests an important evolutionary role for TH17 
responses, which may be a general host defence pathway for both bacteria and fungi. Sec-
ondly, the differentiation of naïve T cells into TH1 or TH17 effector lymphocytes is under the 
control of monocyte-derived cytokines 16. Therefore, a strong or weak monocyte-dependent 
cytokine production capacity may be associated with strong or weak helper T cell responses. 
However, upon pair-wise correlation of cytokines we observed two clusters (Figure 2b) in 
which Cluster 1 consists of cytokines mainly produced by monocytes, while Cluster 2 con-
sists of cytokines known to be released mainly by T-cells. Although concentrations of IL-12, 
IL-18 and IL-23 were very low in our system, and could not be used to assess correlations 
(data not shown), other monocyte-derived cytokines such as IL-1β and IL-6, which have 
been reported to induce TH17 responses 17, were easily detectable. However, there was a 
poor correlation between monocyte-derived cytokine production and T cell cytokine pro-
duction (Figure 2b-e). Moreover, TH1 and TH17 responses did not strongly correlate with 
each other, although the correlation was somewhat stronger than between monocyte and 
lymphocyte responses. This was also consistent when we focused specifically on one type 
of stimulation. For example, we observed strong correlation between Candida-induced IL-6 

… produced upon indicated stimulation. The length of the box in the box-plot is interquartile 
range (=Q3-Q1). The whiskers indicate the range of one and a half times the length of the 
box from either end of the box. The equality of variance of cytokine levels before and after 
stimulation was tested using Levene’s test. The stars on the box plots depict the significance 
(*, P < 0.01; **, P < 0.001; ***, P < 0.0001; ****, P <0.00001). RPMI, unstimulated state; 
Bfrag, Bacteroides fragilis; CA, Candida albicans; CAhy, Candida albicans hyphae; Ecoli, 
Escherichia coli; FSL, lipopeptide; LPS, lipopolysaccharide; MDP, muramyl dipeptide; MTB, 
Mycobacterium tuberculosis; Pam3Cys, a synthetic triacylated lipopeptide; Saureus, Staph-
ylococcus aureus. The data shown is from one independent experiment from 2009 cohort.
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and IL-8 and between Candida-induced IL-10 and TNF-α, while IL-17 showed poor correla-
tion with any of the other cytokines (Supplementary figure 5a-c). This demonstrates that 
one particular individual could be a high responder in terms of one set of cytokines but a 
low responder for other cytokines. 

Genome-wide cQTL mapping identifies cell-count independent cQTLs 
We generated both genotype and cytokine data for 107 individuals (Supplementary table 
1) We used the 2013 dataset as a discovery cohort to identify genome-wide significant 
cQTLs since this cohort contained the largest numbers of individuals (n=79). Genotyping 
was performed using Illumina HumanOmniExpressExome SNP chip and was imputed to ob-
tain genotypes at ~ 7 million SNPs. We selected ~ 4 million SNPs that showed minor allele 
frequency ≥ 5% and passed other standard quality filters. The cytokine and genotype data 
available enabled us to study cQTLs for three stimuli: a Gram-negative stimulus (LPS), a 
mycobacterium (M. tuberculosis; MTB) and a fungus (C. albicans), which provided 18 mea-
surements (3 stimulations×6 cytokines; IL-6, IL-8, IL-10, IL1-Ra, IL-1β, TNF-α). IFN-γ and IL-17 
measurements were not available for the 2013 dataset. Upon quality check for cytokine 
distributions, we obtained 17 stimulation-cytokine pairs (Supplementary figure 2) for which 
the data were reliable to correlate with genotypes at ~ 4 million SNPs. Raw cytokine levels 
were first log-transformed then mapped to genotype data using a linear regression model 
with age and gender as covariates. This analysis revealed six significant cQTLs (P < 5 ×10−8) 
(Supplementary tables 4-5). We identified two independent cQTLs for C. albicans-induced 
IL-6 levels (Figure 3a-c), two independent cQTLs for MTB-induced IL-8 levels (Figure 3d-f), 
one for C. albicans-induced TNF-α and one for LPS-induced IL-10 levels while no cQTLs were 
identified for IL-1β and IL-1Ra. The total number cQTLs at different thresholds are listed in 
Supplementary table 6.

We next tested whether different immune cell counts in PBMC preparations influence the 
cQTLs. For this we made use of the FACS assessment in the 500 Functional Genomics study 
(500FG cohort), in which cell populations are examined in detail (see Methods) and mea-
sured Candida-induced IL-6 and TNF-α levels. First, we analysed the correlation structure 
between cell counts and cytokine measurements (Supplementary figure 6) and observed 
weak correlations (mean correlation coefficients across five cell types = 0.062). For example, 
Candida-induced IL-6 levels in PBMCs showed a weak correlation with monocyte counts, 
but not with other cell types. We tested the association of Candida-induced cQTLs with cy-
tokine levels in 500FG cohort upon correcting for age, gender and cell counts. Among those 
three cQTLs tested, SNP rs11141235, associated with Candida-induced IL-6 levels, showed a 
clear replication of association (Supplementary table 4; P = 0.017) even after correction for 

Figure 2: Cytokine responses are organized around a physiological response towards spe-
cific pathogens. (a) Unsupervised hierarchical clustering of cytokine responses performed 
using Spearman correlation as the measure of similarity. Red depicts a strong positive cor-
relation whereas blue indicates a strong negative correlation. TH cluster, cytokines derived 
from T helper cells; Fungus cluster, Candida albicans induced cytokines. (b) Pair-wise cor-
relation coefficients of production of monocyte-derived cytokines and T lymphocyte-derived 
cytokines. Cluster 1, monocyte-derived cytokines; Cluster 2, TH1 and TH17-derived cytokines. 
The data shown is from one independent experiment from 2009 cohort.
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Figure 3: Genome-wide cytokine QTL mapping identifies stimulation-induced cQTLs. Man-
hattan plots showing the genome-wide QTL mapping results for (a) Candida albicans-in-
duced IL-6 levels and (d) Mycobacterium tuberculosis-induced IL-8 levels. Horizontal dashed 
line corresponds to P < 5 × 10−8. Boxplots showing the association of genotypes at (b) chro-
mosome 9 SNP rs11141235, (c) chromosome 15 SNP rs77181278 with Candida albicans in-
duced IL-6 levels and (e) chromosome 1 SNP rs75839717, (f) chromosome 7 SNP …
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monocyte cell counts (P = 0.030). In contrast, none of the 6 cQTLs were directly associated 
with cell counts (data not shown), suggesting the independent role of genetic variation on 
regulating cytokine production.

Correlations between cytokine responses are partially genetically deter-
mined
The clustering of cytokine responses (Figure 2) showed correlations of cytokines induced 
by specific pathogens, as well as distinct clusters separating the monocyte-derived cytokine 
production from T cell-derived cytokines induced by various stimuli. To assess whether this 
observation may show a genetic component, we tested whether strong cQTLs of one patho-
gen-induced cytokine (P < 1.0×10-5) could also be associated with cytokine levels induced by 
other pathogens albeit with nominal significance (P < 0.05). QTLs of IL-10 were more likely 
to be pathogen-specific (Supplementary figure 7a), while QTLs of other cytokines (IL-6, IL-8 
and TNF-α) were more likely to be shared genetic loci that respond to all pathogens (Sup-
plementary figure 7b-c). We found similar results with different P value thresholds (Sup-
plementary figure 8). We also found that all six GWAS-significant cQTLs were associated 
with cytokines induced by other bacterial and fungal stimulations (Figure 4a). SNPs affecting 
fungus-induced IL-6 and IL-8 were also strongly associated with bacteria-induced IL-6 and 
IL-8 levels, but not with IL-10 and TNF-α (Figure 4a). This indicates that the SNPs associated 
with IL-6 and IL-8 levels are pathogen-independent, maybe because these SNPs are acting 
on genes/proteins that are downstream of pathogen recognition receptors and therefore 
are shared between pathogens. These results suggest that the correlation between mono-
cyte-derived cytokines (Figure 2) may be partly genetically determined. The top association 
for Candida-induced IL-6 at the chr9q21 locus provides an illustrative example for a strong 
shared cQTL (Figure 4b-c), where the minor allele C at SNP rs11141235 was not only associ-
ated with lower C. albicans-induced IL-6 production (Figure 3b), but also with LPS-induced 
(Figure 4b) and MTB induced IL-6 production (Figure 4c). Importantly, the cQTLs identified 
in the 2013 cohort were all validated in the other cohorts, demonstrating the robustness of 
the associations identified (Supplementary figure 9).

A cQTL gene GOLM1 on chr9q21 modulates cytokine production 
To identify the putative causal genes at six significant cQTLs, we tested the expression levels 
of all genes located within a 500kb cis-window of the 6 cQTLs in PBMCs stimulated with 
different microbial antigens (Figure 4d). Genes identified by this differential expression anal-
ysis were not cytokine genes, suggesting that the cQTLs identified are mainly trans-QTLs of 
regulatory genes modulating cytokine production.

… rs74513903 with Mycobacterium tuberculosis induced IL-8 levels. The number of indi-
viduals per genotype is shown in parenthesis below each boxplot. The length of the box in 
the box-plot is interquartile range (=Q3-Q1). The whiskers indicate the range of one and a 
half times the length of the box from either end of the box. P values were from the linear 
regression analysis of cytokine on genotype data. The data shown is from one independent 
experiment from 2013 cohort. 



72

Chapter 5



73

Genetic influences on cytokine responses against bacterial and fungal pathogens

5

The top associated cQTL  rs11141235 on the chromosome 9q21 region was associated with 
Candida-induced IL-6 levels (Figure 3a). To identify the causal mechanism at this locus, 
we generated gene expression data by RNA sequencing in PBMCs from 70 individuals 18 
with and without Candida stimulation. We reconfirmed the significant differential expres-
sion of GOLM1 in response to Candida stimulation in this larger cohort (Figure 4e). Next, 
we mapped Candida-response eQTL at rs11141235 and at another SNP rs11141242 in the 
locus (D’=0.95), which is a more frequent polymorphism. The eQTL results indicated that 
rs11141242 was significantly (P = 0.016) associated with the expression levels of GOLM1 
(Golgi membrane protein 1), where the minor allele was associated with lower levels of 
GOLM1 (Figure 5a), while rs11141235 showed a similar trend (Figure 5b), suggesting the 
role of haplotypes in regulating GOLM1 expression. 

GOLM1 cQTL is associated with susceptibility to candidemia 
GOLM1 encodes a 73kDa Golgi protein and is upregulated in response to viral infection 

19. We assessed whether genetic variants in GOLM1 locus could influence susceptibility to 
disseminated infection with C. albicans in a previously described cohort of 225 European 
patients with candidemia 20. Since the genotype data at rs11141235 was not available from 
this cohort, we tested another variant, rs7036187, that is in linkage disequilibrium with 
rs11141235 (D’ =1) in the GOLM1 locus and found it to be associated with candidemia, 
where the risk allele A was more frequent in cases (P = 0.016, Odds ratio= 2.36). To test 
whether the GOLM1 cQTL affects candidemia through the IL-6 pathway we built a co-ex-
pression network around the GOLM1 using gene expression data from PBMCs of 70 healthy 
volunteers either upon Candida stimulation (Figure 5c) or without stimulation (Supplemen-
tary figure 10). Pathway enrichment analysis on strongly co-expressed genes (r2 < 0.8) with 
GOLM1 during Candida stimulation showed GOLM1 co-expressed genes to be enriched for 
cytokine production pathways, which suggests that GOLM1 is associated with cytokine sig-
naling (Figure 5d). The enrichment of genes for cytokine signalling after stimulation could 
be also the consequence of the stimulation and not necessarily specific to GOLM1 co-ex-
pression. Therefore, we tested whether the extent of gene enrichment for IL-6 signaling 

Figure 4: Genome-wide significant cQTLs affect cytokine production induced by both bac-
terial and fungal stimulation. (a) The P values of six significant cQTLs for other cytokine 
levels. The colour legend for the heat map indicates the range of P values from QTL mapping. 
P values were from the linear regression analysis of cytokine on genotype data. (b,c) Cor-
relation of SNP rs11141235, genotype with IL-6 induced by LPS (b) and by Mycobacterium 
tuberculosis (c). The length of the box in the box-plot is interquartile range (=Q3-Q1). The 
whiskers indicate the range of one and a half times the length of the box from either end 
of the box. The number of individuals per genotype is shown in parenthesis below each 
boxplots. (d) P values  for differential expression of genes (±250 kb around the SNP) selected 
from genome-wide significant cQTL loci upon different stimulations in human PBMCs (n=8). 
P values were from differential expression analysis using threshold of FDR=0.05 and fold 
change > 2. Genes were selected based on their physical positions which are within ±250 
kb window around the SNP. PBMC stimulations were done for either 4 h or 24 h. The figure 
show results from both 4h and 24h. Red: up-regulation; Blue: down-regulation; *, genes with 
suggestive eQTLs in RNAseq data. e) GOLM1 expression levels upon C. albicans stimulation 
in PBMCs of 70 samples.
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Figure 5: GOLM1 is involved in IL-6 production. Boxplots showing the correlation between 
gene expression levels of GOLM1 of 69 PBMC samples and SNPs (a) rs11141242 (P value 
= 0.017) and (b) rs11141235 upon C. albicans stimulation. c) Co-expression network for 
GOLM1 built using gene expression data using Spearman correlation from 70 PBMC sam-
ples stimulated with C. albicans. The red lines depict the correlation coefficient of more than 
0.7 between other genes and GOLM1 in the network. (d) Pathway enrichment analysis on 
genes that are highly correlated with GOLM1 (Spearman correlation coefficient > 0.7) based 
on Reactome pathway database. (e) Correlation between secreted IL-6 levels and genotypes 
at rs7036187 of 117 candidemia patients (Student t test P = 0.015). The length of the box in 
the box-plot is interquartile range (=Q3-Q1). The whiskers indicate the range of one and a 
half times the length of the box from either end of the box. There are 111 patients with AA 
genotype and 6 patients with AG genotype.
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was specifically linked to GOLM1 upon Candida stimulation (see Methods), when compared 
to randomly chosen differentially expressed genes in response to Candida stimulation. This 
analysis showed a significantly stronger enrichment of genes co-expressed with GOLM1 for 
IL-6 signaling than randomly chosen genes (Supplementary figure 11a-b). In addition, in 
patients with candidemia, we also assessed the effects of the rs7036187 polymorphism, a 
SNP associated to susceptibility to disease, on serum IL-6 concentrations. This SNP was asso-
ciated with circulating IL-6 concentration (Figure 5e), where AG genotypes were associated 
with lower levels of IL-6 (P = 0.015) suggesting that the polymorphisms in the GOLM1 locus 
may influence Candida-induced cytokines and susceptibility to candidemia.

Cytokine QTLs overlap with human disease associated SNPs 
We tested whether SNPs previously associated with human diseases and particularly with 
infectious diseases are enriched with cQTLs. We extracted GWAS SNPs from the NHGRI 
GWAS catalog 21 and binned them into eight categories based on their association with dif-
ferent human phenotypes (See Methods). Next we identified all cQTLs that were associat-
ed with cytokine levels with a P value < 0.05 (Supplementary table 6) and tested whether 
these cQTLs are linked to GWAS SNPs or their proxies. Sixty-one percent of infectious-dis-
ease-associated SNPs were also cQTLs, and 43% of immune-mediated-disease associated 
SNPs were also cQTLs (Figure 5a). We used height-associated SNPs as background SNPs (or 
null set of SNPs) to test whether cQTLs are more often associated with a particular human 
disease. 38.5% of height associated SNPs were also cQTLs. We observed a significant enrich-
ment (P < 9.99 ×10−8) of cQTLs among infectious disease-associated SNPs. A proportion of 
heart disease-associated SNPs were also cQTLs, suggesting a role for cytokine pathways in 
the pathogenesis of cardiovascular diseases (Figure 6a). We found similar results when we 
selected cQTLs with a different P value (P < 0.01, Supplementary table 6) threshold (Supple-
mentary figure 12) to test for their enrichment among GWAS SNPs. However, the sensitivity 
of the enrichment results dropped when we used more stringent P values to call putative 
cQTLs since the number of cQTLs available to perform enrichment analysis was reduced. 

Furthermore, we tested whether infectious and autoimmune disease-associated SNPs are 
predominantly associated with increased or decreased cytokine production. We observed 
no significant difference between the numbers of autoimmune disease risk alleles associat-
ed with increased or decreased cytokine production (Supplementary figure 8). In contrast, 
risk alleles of infectious disease SNPs, with the exception of malaria- associated SNPs, are 
mostly associated with lower cytokine production capacity (Figure 6b). These patterns sug-
gest that the genetic alterations associated with autoimmune diseases are correlated with 
both increased and decreased cytokine production capacity, whereas susceptibility to infec-
tions is associated with a lower capacity for cytokine production from monocytes or lym-
phocytes, depending on the type of infection. Inflammatory bowel disease (IBD) is a chronic 
immune-mediated disease of the human gastrointestinal tract. We observed a trend where 
high proportion of risk alleles of IBD-associated SNPs were associated with lower cytokine 
production capacity (Figure 6c), suggesting the role of infectious agents in IBD. These results 
again highlight the importance of response QTLs to understanding complex human diseases. 
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Figure 6 Association of cQTLs with infectious diseases. (a) The percentage of SNPs asso-
ciated with each category of disease that also qualify as suggestive cytokine QTLs (P value 
<0.05). Dotted line indicates the percentage of cQTLs that overlapped with height-associated 
SNPs, which served as reference set (null set). Enrichment analysis from Fisher exact test are 
indicated by red “stars” (***, P < 10−8 ; **, P < 10−4 ; *, P < 0.05). (b-c) QTLs associated with 
indicated stimulus-cytokine pairs (rows) compared with SNPs associated with susceptibility 
to the indicated pathogens (columns) (b) and with IBD (c). The colours represent the –log10P 
values of cytokine QTLs. P values were obtained from linear regression model of cytokine lev-
els on genotype data. Red and blue indicate association with upregulated or downregulated 
cytokine levels, respectively.  
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Discussion
While several recent studies investigated immune traits during steady-state conditions 22–24 
or serologic responses to past infections 25, an important question remains regarding the ar-
chitecture of the immune response and its relation to genetic variation. While several eQTL 
studies addressed this important question using different immune cell populations either 
without or upon stimulation 8,9,11,12, they have two intrinsic limitations: they only used stimu-
lation of purified cell populations with purified ligands (with the exception of influenza virus 
stimulation in one of the studies), and eQTLs only interrogate transcript levels which are 
known to correlate only partially with protein abundance 13,26–29. The present study therefore 
addresses the importance of understanding human immune responses to pathogens by as-
sessing the architecture of one of the most important steps in the activation of the immune 
responses: cytokine production. 

First, our study not only confirms the non-parametric nature of cytokine production distribu-
tion of monocyte-derived pro-inflammatory cytokines 30,31, but also extend this to T-lympho-
cyte derived cytokines. The non-Gaussian or bi-modal distribution of cytokine production 
identifies low- and high-producers, giving scope to the hypothesis that the cytokine syn-
thesis phenotype may have a strong effect on susceptibility to immune-mediated diseases.  

Second, the production capacity of various cytokines strongly correlates when cells were 
stimulated with a specific pathogen, while the correlation was poor when comparing bac-
terial versus fungal stimulation. This observation makes sense from both an evolutionary 
point of view, as immune responses mainly need to have plasticity to respond to specific 
infectious pressures in a certain geographic area 2, and from a biological point of view in 
which Toll-like receptors are the main receptor pathway recognizing bacteria, while C-type 
lectin receptors mainly recognize fungi. Importantly, regulation of the pathogen-specific cy-
tokine responses is most likely only partially genetic, as some genetic polymorphisms reg-
ulate multiple cytokine responses to a certain pathogen (especially for monocyte-derived 
production), while others regulate the monocyte-derived production of cytokine responses 
due to multiple pathogens (see below). It is therefore likely that non-genetic external factors 
encountered during one’s lifetime also play an important role in long-term modulation of cy-
tokine responses, and epigenetic regulation may represent one of the molecular substrates 
for this process 32,33.

One remarkable exception to the rule of pathogen-centric responses is represented by spe-
cific lymphocyte responses such as IL-17 production, which represents a separate strongly 
correlated cluster independent of the type of pathogen and may be an important aspect 
of IL-17 biology. Th17 responses are crucial for mucosal host defence 34, and defects in this 
pathway lead to high susceptibility to both fungal and bacterial pathogens 35–37. These data 
argue that Th17 responses are a crucial component of host defence against both bacteria 
and fungi.

Third, we have identified six novel genome-wide significant cQTLs that influence cytokine 
responses: IL-6 and IL-8 identify the highest number of cQTLs, while IL-1β and IL-1Ra show 
no cQTLs, suggesting that the immune response can buffer easier variation in IL-6 and IL-8, 
while the IL-1 pathway is highly conserved. Moreover, cQTLs are trans-QTLs that influence 
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cytokine production indirectly through regulatory loops, in line with the observation that 
cytokine responses are organized around regulation of pathogen-specific host responses, 
rather than towards regulation of specific cytokines. This is in line with a recent study show-
ing that 90% of causal SNPs tend to occur near binding sites for master regulators of stimu-
lus-dependent gene expression and map to enhancers which gain histone acetylation 38. One 
of the strongest cQTLs that we identified influences expression of the GOLM1 upon Candida 
stimulation, which in turn influences susceptibility to candidemia. GOLM1 encodes a Golgi 
phosphoprotein, also referred as GP73, which is known to respond to viral infections 19. This 
molecule has also been tested as a useful circulating biomarker for several viral and non-vi-
ral induced liver diseases 39,40 and the serum GOLM1 levels was shown to correlate with se-
rum IL-6 levels in hepatocellular carcinoma 41. The trans-regulatory network of GOLM1 that 
we describe here provides further insights into the understanding of the GOLM1-mediated 
cytokine regulation, not only in cancer but also for infectious diseases.   

There are also some limitations to the study. Firstly, we cannot exclude that cQTLs were 
missed and/or some of the cQTLs with rare allele frequencies are false positives in the anal-
yses due to the relatively low number of volunteers. The same reason prevented us from 
performing a robust assessment of cQTLs of lymphocyte-derived cytokines. Secondly, the 
present study investigated cytokine levels induced by bacterial and fungal pathogens, but 
not viral stimuli. Thirdly, variation in the immune system can be driven by both heritable 
and non-heritable influences. Finally, the experimental set up of ex-vivo PBMCs stimulated 
for 24 hours provides the opportunity to study the interactions between immune cells such 
as monocytes, T cells and B cells in response to pathogens. However the time-dependent 
dynamic interactions at tissue level are only partially captured. Therefore, PBMCs alone may 
not fully provide the in-vivo picture of immune response since cell-cell interactions also oc-
cur at specific tissue locations. Some of these remaining questions will be addressed by the 
currently ongoing analyses of a larger cohort of 500 healthy volunteers within the Human 
Functional Genomics Study, in which more volunteers, a larger panel of stimuli, and external 
factors (e.g. diet, microbiome) will be included.

Methods
Ethics statement
Samples of venous blood were drawn after informed consent was obtained, and the study 
was approved by the Ethical Committee of Radboud University Nijmegen (nr. 42561.091.12). 
Experiments were conducted according to the principles expressed in the Declaration of 
Helsinki.

200FG cohort
Individuals in this study were foresters from the ‘Geldersch Landschap’, ‘Hoge Veluwe’, 
‘Twickel’, and ‘Kroondomein het Loo’ in the Netherlands. Foresters were asked to donate 
blood in order to determine the serology against Borrelia bacteria, since Lyme disease oc-
curs as an occupational disease. The cohort of individuals was chosen because of the good 
health reported by this general population. None of the volunteers included in the study 
had Borrelia infection. In this cohort, all individuals gave written informed consent to donate 
extra blood to use for research. Blood was drawn in 2009, 2011 and 2013. The foresters 
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were between 23-73 years old, and consisted of 77% males and 23% females. The cQTLs 
identified were additionally validated in a cohort of 500 healthy individuals of Dutch Euro-
pean ancestry from the Human Functional genomics Project (500FG cohort, www.human-
functionalgenomics.org).

PBMC collection and stimulation experiments
After obtaining informed consent, venous blood was drawn from the cubital vein of vol-
unteers into 10 mL EDTA tubes (Monoject). Isolation of PBMCs was performed according 
standard protocols, with minor modifications. The PBMC fraction was obtained by density 
centrifugation of blood diluted 1:1 in pyrogen-free saline over Ficoll-Paque (Pharmacia Bio-
tech). Cells were washed twice in saline and suspended in medium (RPMI 1640) supple-
mented with gentamicin 10 mg/mL, L-glutamine 10 mM and pyruvate 10 mM. Addition of 
antibiotics such as gentamycin is a standard methodology used in order to avoid contami-
nation of cultures, and it does not influence the ability to induce cytokine production by PB-
MCs or macrophages (data not shown). The cells were counted in a Coulter counter (Coulter 
Electronics) and the number was adjusted to 5×106 cells/mL. Then 5×105 PBMCs in a 100 µL 
volume were added to round-bottom 96-wells plates (Greiner) and incubated with 100 µL of 
stimulus. After 24 h the supernatants were collected and stored at -20°C until assayed. The 
stimulation time periods were chosen based on extensive previous studies that showed that 
24 h stimulation was best suited to assess monocyte-derived cytokines 42,43.

Stimulation of PBMCs
Bacteria
Bacteroides fragilis (NCTC 10584) grown anaerobically overnight at 37°C on blood agar 
plates (BD Biosciences, Franklin Lakes, NJ, USA) was inoculated in 20 mL pre-warmed and 
pre-reduced Brain Heart Infusion broth (BD Diagnostics, Basel, Switzerland) and again grown 
anaerobically overnight at 37 °C until reaching stationary growth phase mimicking growth 
conditions in abscesses. Bacterial suspensions were washed three times in phosphate-buff-
ered saline (PBS; B. Braun Medical B.V., Melsungen, Germany) and heat-killed at 95°C for 
30 min. Before heat-killing, aliquots of bacterial suspensions were taken to determine colo-
ny-forming unit (cfu) counts. Heat-killed bacteria were washed again and after adjusting the 
concentration in PBS to 1 × 108 cfu/mL, stored at −80 °C. B. fragilis was used in the stimula-
tion experiments as 1×106/mL. E. coli ATCC 25922 was grown overnight in culture medium, 
washed three times with PBS, and heat-killed for 60 min at 80°C; Staphylococcus aureus 
strain ATCC 29213 was grown overnight in culture medium, washed twice with cold PBS, and 
heat-killed for 30 min at 100°C; both E. coli and S. aureus were used in a final concentration 
of 1×106/mL. Success of heat-inactivation was confirmed by cultures.

Cultures of H37Rv Mycobacterium tuberculosis (MTB) were grown to mid-log phase in Mid-
dlebrook 7H9 liquid medium (Difco, Becton-Dickinson) supplemented with oleic acid/albu-
min/dextrose/catalase (OADC) (BBL, Becton-Dickinson), washed three times in sterile saline, 
heat killed and then disrupted using a bead beater, after which the concentration was mea-
sured using a bicinchoninic acid (BCA) assay (Pierce, Thermo Scientific).
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Fungi
Heat-killed C. albicans blastoconidia (strain ATCC MYA-3573, UC 820) at a concentration of 
106 CFU/mL were used throughout this study. To generate hyphae, live yeast forms of Can-
dida were grown for 24 h at 37°C in RPMI 1640 (Gibco-BRL, Grand Island, NY), adjusted to 
pH 6.4 by using hydrochloric acid. After 24 h, more than 95% of blastoconidia were grown to 
hyphae, which were checked by microscope. Hyphae were heat killed for 45 min at 98°C and 
resuspended in RPMI 1640 to a hyphal inoculum size that originated from 106/mL blastoco-
nidia (referred to as 106/mL hyphae).

Ligands – FSL-1 and Pam3Cys were purchased at EMC microcollections (L-7000, L-2000, re-
spectively) and used in a final concentration of 1 µg/mL and 10 µg/mL. 

Microbial ligands
MDP (muramyl dipeptide) was purchased at Sigma (A-9519) and used at a final concentra-
tion of 10 µg/mL. LPS (E. coli serotype 055:B5) was purchased from Sigma and an extra pu-
rification step was performed as described previously 44. Purified LPS was tested in TLR4−/− 
mice for the presence of contaminants and did not have any TLR4-independent activity 45.

A total of 5×105 PBMCs in a total volume of 200 μL per well were incubated at 37°C in 
round-bottom 96-well plates (Greiner) with the different stimuli, as indicated above. After 
24 h (early cytokines IL-1β, TNF-α, IL-6, IL-8, and IL-10), or 7 days of incubation (IFN-γ and 
IL-17), supernatants were collected and stored at −20°C until assayed. When cells were cul-
tured for 7 days, this was done in the presence of 10% human pooled serum.

Cytokine measurements
Concentrations of human cytokines determined using specific commercial ELISA kits from 
R&D Systems: IL-1β (catalog number DLB50), IL-6 (D6050), IL-10 (D1000B), TNF-α (DTA00C), 
IL-17 (D1700), or IFN-γ (DIF50) in accordance with the manufacturers’ instructions. Detec-
tion limits were 20 pg/mL, except for IFN-γ ELISA (12 pg/mL).

IL-6 measurements in Candidemia cohort
Concentrations of human IL-6 in the serum of candidemia patients were determined using 
specific commercial ELISA kits (PeliKine Compact or R&D Systems), in accordance with the 
manufacturers’ instructions. The data were available for 117 Caucasian candidemia patients. 
Candidemia patients were stratified on rs7036187 SNP genotype to obtain 111 AA and 6 AG 
patients. For each individual the median values of IL-6 levels measured across 15 days were 
used. The statistical difference was tested using a student t test (one-sided) by comparing 
the log2 transformed IL-6 values. P value less than 0.05 was considered significant. 

Cytokine clustering and variance analysis
Raw cytokine levels were first log-transformed, then cytokine measurements showing little/
no variation across individuals were filtered out for the follow-up analysis. We excluded 9 
cytokine measurements in 2009. The normality test was performed on both raw (Figure 
1a) and log-transformed data (Supplementary figure 13) using Shapiro-Wilk normality test, 
respectively. P value > 0.05 was used as threshold for normal distribution. Unsupervised 
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hierarchical clustering was performed using Spearman correlation as the measure of simi-
larity. In order to test the equality of variance of cytokine levels before and after stimulation, 
Levene’s test was used.

Genotyping, quality control and imputation
DNA samples of 112 individuals were genotyped using the commercially available SNP chip, 
Illumina HumanOmniExpressExome-8 v1.0. The genotype calling was performed using Op-
ticall 0.7.0 46 using the default settings. Four samples with a call rate ≤ 0.99 were excluded 
from the dataset as were variants with a HWE ≤ 0.0001, call rate ≤ 0.99 and MAF ≤ 0.001. 
Two samples were excluded as potential ethnic outliers identified by multi-dimensional 
scaling plots of samples merged with 1000 Genome data (Supplementary figure 14). This 
resulted in a dataset of 106 samples containing genotype information of 282,382 variants 
for further imputation. The strands and variant-identifiers were aligned to the reference 
Genome of The Netherlands (GoNL) 18 dataset using Genotype Harmonizer 47. The data was 
phased using SHAPEIT2 v2.r644 48 using the GoNL as a reference panel. Finally this data was 
imputed using IMPUTE2 49 with the GoNL as the reference panel 50. Post imputation provid-
ed 7512899 variants. We selected 3959389 SNPs that showed MAF ≥ 5%, INFO score ≥ 0.8 
and 3 samples per genotype for downstream cytokine QTL mapping.

Cytokine QTL mapping
Lack of either DNA or cytokine measurements for 90 individuals sampled in three differ-
ent years restricted us to obtain both genotype and cytokine data for 107 individuals out 
of 197 individuals (Supplementary table 1). We used the 2013 dataset as a discovery co-
hort to identify genome-wide significant cQTLs since this cohort had the largest numbers 
of individuals (n=79). The 2009 (n=30) and 2011 datasets (n=78) were used as validation 
cohorts. We coded gender information either 0 for females or 1 for males. The actual age 
and coded gender information were included as co-variables in the linear model to correct 
the cytokine distributions for QTL mapping. We focused only on infectious stimulations such 
as LPS, Candida and MTB to map cQTLs, which provided 18 measurements (3 stimulations× 
6 cytokines). Since it was difficult define a numerical cut-off to filter out the cytokine mea-
surements that were not informative, we visually inspected all the cytokine distribution 
plots to check if the cytokine measurements provide clear variation across individuals (Sup-
plementary figure 15). By manually checking the log-transformed cytokine distributions, we 
excluded one measurement (MTB-induced TNF-α) from further QTL mapping as this cyto-
kine measurement showed very little variation (low production capacity in the majority of 
individuals), and was thus not informative (Supplementary figure 2). Raw cytokine levels 
were first log-transformed then mapped to genotype data using a linear regression model 
with age and gender as covariates. A P value < 5×10−8 was considered to be the threshold for 
significant cytokine QTLs. In order to check whether our QTL mapping indicated any signif-
icant inflation of test statistics due to population structure, we calculated genetic inflation 
factor lambda (observed vs. expected P values) for all cytokine measurements. We found 
that the lambda values were around 1 (0.99 to 1.04) indicating there is no or very little 
population stratification (Supplementary figure 16). Since the different amounts of cytokine 
production can also be driven by different immune cell counts in PBMC preparations, we 
tested whether cQTLs can influence the cytokine levels independent of different cell counts. 
For this we focused on Candida-induced cQTLs and made use of the FACS assessment in the 
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500 Functional Genomics study (500FG cohort), in which cell populations are examined in 
detail. We obtained cell count data measured by FACS for total lymphocytes, T cells, B cells, 
monocytes and NK cells from 487 individuals from the 500FG cohort. We measured IL-6 and 
TNF-α levels in response to Candida stimulation to check if the Candida-induced cQTLs can 
be replicated after cell counts correction. 

RNA sequencing and expression analysis
Candidate genes from significant cytokine QTL loci were further tested if they responded 
to any of the pathogens using RNA seq data from PBMCs of eight individuals, which were 
stimulated by Pseudomonas aeruginosa, Streptococcus pneumoniae, Mycobacterium tuber-
culosis, Candida albicans, Aspergillus fumigatus, and IL-1alpha. The PBMCs from 70 individ-
uals of the GONL cohort 18 were stimulated with or without Candida albicans as previously 
described 51. Sequencing reads were mapped to the human genome using STAR (version 
2.3.0) 52. The aligner was provided with a file containing junctions from Ensembl GRCh37.71. 
Htseq-count of the Python package HTSeq (version 0.5.4p3) was used (The HTSeq package, 
http://www-huber.embl.de/users/anders/HTSeq/doc/overview.html) to quantify the read 
counts per gene based on annotation version GRCh37.71, using the default union-count-
ing mode. Differentially expressed genes were identified by statistics analysis using DESeq2 
package from bioconductor 53. The statistically significant threshold (FDR P ≤ 0.05 and Fold 
Change ≥ 2) was applied. Gender and age were included as known covariates in a linear 
model for assessing genotype effect. All eQTL mapping was done using Matrix-eQTL 54. To 
build co-expression networks, we extracted top 25 co-expressed genes for top 20 differen-
tially expressed genes in Candida-stimulation experiment and performed the pathway en-
richment analysis on these gene-sets. Then, we compared whether these genes are also en-
riched for IL-6 signaling similar to GOLM1 co-expressed genes (Supplementary figure 11a). 
In addition, we extracted the co-expressed genes with GOLM1 and ranked them according 
to their co-expression correlation values with GOLM1. We performed pathway enrichment 
analysis on top 50 (r2 with GOLM1 > 0.7), middle 50 (r2 with GOLM1 between 0.7-0.4), 
bottom 50 (r2 with GOLM1 < 0.2) and randomly chosen 50 genes. Then, we tested if the 
enrichment for IL-6 signaling is dependent on the strength of the co-expression with GOLM1 
(Supplementary figure 11b).

Extraction of infectious disease associated SNPs
SNPs associated with a number of infectious diseases that showed P value < 9.99×10−6 were 
extracted using the GWAS catalogue (http:/www.genome.gov/gwasstudies). As of Decem-
ber 2014, there were two studies on leprosy, two studies on malaria, four studies on tuber-
culosis, four studies on chronic hepatitis C infection, one study on HPV seropositivity, one 
study on Dengue shock syndrome and one study on meningococcal susceptibility. By sys-
tematic search in the literature, SNPs associated with susceptibility to additional infectious 
diseases not reported in the GWAS catalogue were also extracted. There were three studies 
on invasive aspergillosis and two studies on pneumococcal disease (Supplementary table 
7). The infectious disease associated SNPs shown in Figure 6 are rs1519551, rs4833095, 
rs3132468, rs9271858, rs16948876, rs3764147, rs11036238, rs9940464, rs6755404, 
rs958617, rs6545883, rs1900442, rs8005962, rs1925714, rs4331426, rs2505675, rs160441, 
rs1948632, rs6538140, and rs9373523.

http://www-huber.embl.de/users/anders/HTSeq/doc/overview.html
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GWAS SNP extraction and enrichment analysis
GWAS SNPs from the GWAS catalog 21 and their proxies (r2 ≥ 0.8 from 500kb window) were 
first extracted, which provided a list of SNPs associated to 122 different human traits and 
diseases. We selected diseases/traits for which at least 10 independent SNPs were reported 
to be associated. We then binned these GWAS SNPs into eight categories based on their 
association to closely related human phenotypes (cancer, immune-mediated diseases, in-
fectious disease, heart-related traits, blood-related traits, metabolic traits, height and Type 
2 diabetes related traits). Duplicated SNPs are removed from further analysis. We then inter-
sected the SNPs of each category with cQTLs that showed P < 0.05 in our study. The Fisher 
exact test was applied to test the over-representation cQTL SNPs in infectious disease SNPs 
using the height associated SNPs as reference.

Online database
All data used in this project have been meticulously catalogued and archived at BBMRI-NL 
data infrastructure (http://hfgp.bbmri.nl) using the MOLGENIS open source platform for 
scientific data. This allows flexible data querying and download, including sufficiently rich 
metadata and interfaces for machine processing (R statistics, REST API) and using FAIR prin-
ciples to optimize Findability, Accessibility, Interoperability and Reusability.
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Abstract
Most disease-associated genetic variants are non-coding, making it challenging to design 
experiments to understand their functional consequences 1,2. Identification of expression 
quantitative trait loci (eQTLs) has been a powerful approach to infer downstream effects 
of disease variants but the large majority remains unexplained 3,4. The analysis of DNA 
methylation, a key component of the epigenome 5,6, offers highly complementary data on 
the regulatory potential of genomic regions 7,8. Here, we show that disease variants have 
wide-spread effects on DNA methylation in trans that likely reflect differential occupancy of 
trans-binding sites by cis-regulated transcription factors. Using multiple omics data on 3,841 
Dutch individuals, we identified 1,907 established trait-associated SNPs that affect meth-
ylation levels of 10,141 different CpG sites in trans (FDR<0.05). These included SNPs that 
affect both the expression of a nearby transcription factor (like NFKB1, CTCF and NKX2-3) 
and methylation of its respective binding site across the genome. Trans-meQTLs effectively 
expose downstream effects of disease-associated variants. 
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To systematically study the role of DNA methylation in explaining downstream effects of 
genetic variation, we analysed genome-wide genotype and DNA methylation in whole blood 
from 3,841 samples from five Dutch biobanks 9–13 (Figure 1, Table S1, Supplemental Text). 
We found cis-meQTL effects for 34.4% of all 405,709 tested CpGs (n=139,566 at a CpG-level 
FDR of 5%, P≤1.38x10-4), typically with a short physical distance between the SNP and CpG 
(median distance 10 kb, Supplementary Fig. 1). By regressing out primary meQTLs effect 
for each of these CpGs and repeating the cis-meQTL mapping, we observed up to 16 inde-
pendent cis-meQTLs for these CpGs (SupplementaryTable 2) totalling 272,037 independent 
cis-meQTL effects. Few factors determine whether a CpG site shows a cis-meQTL effect ex-
cept the variance in methylation level of the CpG site involved (Supplementary Fig. 2, Sup-
plementary Fig. 3a). The proportion of methylation variance explained by SNPs, however, 
is typically small (Supplementary Fig. 3b). When accounting for this strong effect of CpG 
variation, we find only modest enrichments and depletions for cis-meQTL CpG sites for CpG 
island and genic annotation (Supplementary Fig. 3e) or when using annotations of biological 
function based on chromatin segmentations of 27 blood cell types (Figure 2a). 

We contrasted these modest functional enrichments to CpGs whose methylation levels cor-
relates with gene expression in cis (i.e. mapping expression quantitative trait methylations 
(eQTMs)), by generating RNA-seq data for 2,101 out of 3,841 individuals in our study. Us-
ing a conservative approach that maximally accounts for potential biases (see Methods), 
we identified 12,809 unique CpGs that correlated to 3,842 unique genes in cis (CpG-level 
FDR < 0.05). eQTMs were enriched for mapping in active regions, e.g. in and around active 
transcription start sites (TSSs) (3-fold enrichment, P=1.8x10-91) and enhancers (2-fold en-
richment, P=1.1x10-139, Figure 2b). The majority of eQTMs showed the canonical negative 
correlation with transcriptional activity (69.2%) but a substantial minority of correlations 
was positive (30.8%) in line with recent evidence that DNA methylation does not always 
negatively correlate with gene expression 14. As expected, negatively correlated eQTMs 
were enriched in active regions like active TSSs (3.7- fold enrichment, P=9.5x10-202). Positive 
correlations primarily occurred in repressed regions (e.g. Polycomb repressed, 3.4-fold en-
richment, P=5.8x10-103) (Supplementary Fig. 4). The sharp contrast between positively and 
negatively associated eQTMs enabled us to predict the direction of the correlation. A de-
cision tree trained on the strongest eQTMs (those with an FDR < 9.7x10-6, n=5,137) using 
data on histone marks and distance relative to gene, could predict the direction with an area 
under the curve of 0.83 (95% confidence interval, 0.78-0.87) (Figure 2d, e).

We next ascertained whether trans-meQTLs are biologically informative, since previous 
trans-eQTL mapping studies demonstrated that identifying trans-expression effects provide 
a powerful tool to uncover and understand downstream biological effects of disease-SNPs 
3,15,16. We focussed on 6,111 SNPs that were previously associated with complex traits and 
diseases (‘trait-associated SNPs’, see Methods and Table S3). We observed that one-third of 
these trait-associated SNPs (1,907 SNPs, 31.2%) affect methylation in trans at 10,141 CpG 
sites, totalling 27,816 SNP-CpG combinations (FDR<0.05, P<2.6x10-7, Figure 3a). This rep-
resents a 5-fold increase in the number of CpG sites affected as compared with a previous 
trans-meQTL mapping study 17. We evaluated whether the GWAS SNP themselves were like-
ly underlying the trans-effects or that the associations could be attributed to another SNP in 
moderate LD. Of the 1,907 GWAS SNPs with trans-effects, 1,538 (87.2%) were in strong LD 
with the top SNP (R2 > 0.8), indicating that the GWAS SNPs indeed are the driving force behind 
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Figure 1: Overview of a genomic region around TMEM176B and characteristics of CpGs 
associated to meQTLs and eQTMs. In the illustration, the relations between a SNP, DNA 
methylation at nearby CpGs, and the associations with the gene itself are shown. Boxes 
show the median, the inter-quartile range (IQR). Whiskers show the outer quartile plus 1.5 
times the IQR. The top left plot shows the observed methylation Quantitative Trait Locus 
(meQTL) between cg23533927 and rs7806458. The top right plot shows the observed ex-
pression Quantitative Trait Locus (eQTL) between TMEM176B and rs7806458. The observed 
methylation-expression association (eQTM) between TMEM176B and cg23533927, is shown 
below the gene. The left part shows the data before correction for the cis-eQTL and cis-
meQTL, the eQTM effect after correction for cis-eQTLs and cis-meQTLs is shown on the right. 
b, Two overlaid pie charts. The inner chart indicates the proportion of tested CpGs harboring 
meQTLs. Over 35% of all tested CpGs show evidence for harboring a meQTL, either in cis or 
in trans. The outer chart indicates what CpGs are associated with gene expression in cis (in 
total 3.2%). c, Replication of peripheral blood trans-meQTLs in lymphocytes.
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Figure 2: Characterization of identified cis- and trans-meQTL and eQTM-effects. a-c, Over- 
or underrepresentation of CpGs for predicted chromatin states for cis-meQTLs, trans-meQTLs 
and eQTMs. Grey bars reflect uncorrected enrichments, colored bars reflect enrichments af-
ter correction for factors influencing the likelihood of harboring a meQTL or eQTM, including 
methylation variability. Bar graphs show odds ratios and error bars (95% confidence inter-
val). CGI: CpG island; TssA: Active TSS; TssAFlnk: Flanking active TSS; TxFlnk, Transcribed at 
gene 5’ and 3’; Tx: Strong transcription; TxWk: Weak transcription; EnhG: Genic enhancer; 
Enh: Enhancer; ZNF/Rpts: ZNF genes and repeats; Het: Heterochromatin; TssBiv: Bivalent/
Poised TSS; BivFlnk: Flanking bivalent TSS/Enhancer; EnhBiv: Bivalent enhancer. d, Decision 
tree for predicting the effect direction of eQTMs. Each subplot shows the distributions for 
positive (blue) and negative (red) associations for that subset of the data. Dashed vertical 
lines indicate the optimal split used by the algorithm. The boxes in the leaves indicate the 
number of positive and negative effects in each of the leaves. e, Receiver operator charac-
teristic curve showing the performance of the decision tree.    
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many of the trans-meQTLs. Of note, due to the sparse coverage of the Illumina 450k array, 
the true number of CpGs in the genome that are altered by these trait associated SNPs will 
be substantially higher. 

To validate our trans-meQTLs, we performed a replication analysis in a set of 1,748 lym-
phocyte samples 17. Of the 18,764 overlapping trans-meQTLs, 94.9% had a consistent allelic 
direction (Figure 1E; Table S4). This indicates that the identified trans-meQTLs are robust 
and not caused by differences in cell-type composition. Further analysis of SNPs known to 
influence blood cell composition 18,19 showed no or only few trans-effects and alternative 
adjustments of the methylation-data corroborated the stability of trans-effects, both indi-
cating a limited influence of cell type composition (Supplementary Results, Supplementary 
tables 5–7).

After the identification of the trans-meQTLs, we assessed if the trans-SNPs also affected ex-
pression of the genes associated with the trans-CpGs. By overlaying the trans-meQTLs and 
cis-eQTMs, we could link 436 SNPs to 850 genes, totalling 2,889 SNP-gene pairs. We found 

Figure 3: trans-meQTLs are related to Hi-C interchromosomal contacts and enrichment of 
GWAS category of trans-meQTL SNPs. a, Distribution of tested trait-associated SNPs influ-
encing DNA methylation in trans. Over 1,900 SNPs (31.2%) of all tested SNPs have down-
stream effects on DNA methylation.  For the associated GWAS SNPs we show the overrep-
resentation of SNPs with trans-meQTLs in different GWAS trait categories, where the y-axis 
shows the odds ratio (bottom left). Hi-C contacts are overrepresented among trans-meQTLs. 
Grey bars show the number of Hi-C contacts using permutated data, while the red bar re-
flects the actually observed number in our data (bottom right). b, Dot-plot depicting the 
trans-meQTLs. The effect strength is reflected by the size of the dot. Red dots indicate an 
overlap with a Hi-C contact. Several SNPs with widespread trans-meQTLs show inter-chro-
mosomal contacts genome-wide, further implicating an important role for those SNPs in the 
development of the associated trait.
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significant associations (trans-eQTLs) (FDR < 0.05) for 8.4% of these effects, and 91% of 
these effects showed the expected direction of the effect, given the directions of the trans-
meQTLs and cis -eQTMs (Table S8).

In contrast to cis-meQTL CpGs, trans-meQTLs CpGs show substantial functional enrichments: 
they are enriched around TSSs and depleted in heterochromatin (Figure 2c) and are strongly 
enriched for being an eQTM (1,913 CpGs (18.9%), 5.2-fold, P=2.3x10-101). Among the 1,907 
trait-associated SNPs that make up the trans-meQTLs there was an overrepresentation of 
GWAS-identified SNPs associated with immune- and cancer-related traits (Figure 3b). The 
large majority of trans-meQTLs were inter-chromosomal (93%, 9,429 CpG-SNP pairs) and 
included 12 trans-meQTLs SNPs (yielding 3,616 unique CpG-SNP pairs) that each showed 
downstream trans-meQTL effects across all of the 22 autosomal chromosomes (i.e. trans-
bands, Figure 3d). 

We subsequently studied the nature of these trans-meQTLs. Using high-resolution Hi-C 
data 20, we identified 720 SNP-CpG pairs (including 402 CpG sites and 172 SNPs) among 
the trans-meQTLs that overlapped with an inter-chromosomal contact, which is 2.9-fold 
more frequent than expected by chance (P=3.7x10-126, Figure 3c, d). The enrichment for Hi-C 
inter-chromosomal contacts remained after removing SNPs that were responsible for trans-
bands (P=1.7x10-61). Hence, inter-chromosomal contacts may produce associations between 
SNPs and CpGs in trans. In order to characterize the 720 SNP-CpG pairs overlapping with in-
ter-chromosomal contacts, we performed motif enrichments using three motif enrichment 
analyses (Homer, PWMEnrich, DEEPbind) 21–23. These analyses revealed that the 402 CpG 
sites involved frequently overlapped with CTCF, RAD21 and SMC3 binding sites (P=2.3x10-5, 
P=3.5x10-5 and P=5.1x10-5, respectively), factors known to regulate chromatin architecture 
24,25. An analysis of ChIP-Seq data on CTCF binding confirmed this finding (1.8-fold enrich-
ment, P=5.2x10-7).

We next tested whether the trans-meQTLs reflected the effect of differential transcription 
factor (TF) binding of TFs that map close to the SNPs. The rationale for this hypothesis is that 
binding of TFs has been linked to changes in local DNA methylation, primarily loss-of-meth-
ylation upon TF binding and gain-of-methylation after loss of TF occupancy 7,8. This model 
suggests that trans-meQTLs may be attributed to SNPs affecting the expression of a TF in cis 
and that the SNP allele preferentially has a unidirectional effect on DNA methylation. In line 
with this prediction, we observed that if a SNP is associated with multiple CpGs sites in trans 
(at least 10, n=305), the direction of the association of the SNP was consistently skewed 
towards either increased or decreased DNA methylation. On average 76% of the CpGs per 
trans-meQTL SNP displayed the same direction of effect (expected 50%, P=10-111; Figure 4a). 
A significant skew in direction of the allelic effect was present for 59.7% of the 305 individual 
SNPs with at least 10 trans-meQTL effects and increased to 95.2% for the 104 SNPs with at 
least 50 trans-meQTL effects (binomial test P<0.05), suggesting that differential TF binding 
may explain a substantial fraction of trans-meQTLs.

In order to explore this mechanism further, we combined ChIP-seq data on TF binding at 
CpGs and cis-expression effects of SNPs to directly examine the involvement of TFs in me-
diating trans-meQTLs. Among trait-associated SNPs influencing at least 10 CpGs in trans 
(n=305), we identified 13 trans-meQTL SNPs with strong support for a role of TFs (Figure 4a). 
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Figure 4: An imbalance in effect direction of trans-meQTLs implies involvement of tran-
scription factors. a, Each dot represents a SNP with at least 10 trans-meQTL effects. The 
x-axis shows the number of trans-effects where the minor allele decreases methylation, 
whereas the y-axis shows an increase in methylation. SNPs with a multitude of effects of 
which many have the same allelic direction often exhibit evidence for a cis-eQTL on a tran-
scription factor (colored dots), and an overrepresentation of trans-CpGs overlapping binding 
sites for that transcription factor. b, Depiction of the NFKB1 gene and rs3774937, associated 
with ulcerative colitis and an increased expression of NFKB1 for the risk and minor allele C. 
Boxes show the median and IQR. Whiskers show the outer quartile plus 1.5 times the IQR.  
c, In addition to influencing NFKB1 expression, rs3774937 also relates to DNA methylation 
at 413 CpGs in trans, decreasing methylation levels at 93% of affected CpG sites (dark grey). 
Many of the CpG sites (37.3%) overlap with NFKB binding sites (3.8-fold enrichment, P-val-
ue=5.3x10-32) (outer chart). d, Gene network of the eQTM genes associated with 72 of the …
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The most striking example was a locus on chromosome 4 (Figure 4b), where two SNPs 
(rs3774937 and rs3774959, in strong LD) were associated with ulcerative colitis (UC) 26. Top 
SNP rs3774937 was associated with differential DNA methylation at 413 CpG sites across 
the genome, 92% of which showed the same direction of the effect, i.e. lower methylation 
associated with the minor allele (binomial P=2.72x10-69). Of those 380 CpG sites with lower 
methylation, 147 (38.7%) overlap with a nuclear factor kappaB (NFKB) transcription factor 
binding site (2.75-fold enrichment, P=5.3x10-32), as derived from ENCODE NFKB ChIP-seq 
data in blood cell types (Figure 4c). Three motif enrichment analyses (Homer, PWMEnrich, 
DEEPbind) 21–23 corroborated the enrichment of NFKB binding motifs for the 413 CpG sites 
(Figure 4c). Notably, SNP rs3774937 is located in the first intron of NFKB1 and we found 
that the minor allele was associated with higher NFKB1 expression (Figure 4a). Of the 413 
trans-CpGs, 64 were eQTMs and revealed a coherent gene network (Figure 4d) that was en-
riched for immunological processes related to NFKB1 function 27 (Figure 4e). Taken together, 
these results support the idea that the minor allele of rs3774937, which is associated with 
increased UC risk, decreases DNA methylation in trans by increasing NFKB1 expression in cis.

The same analysis approach indicated that the 779 trans-methylation effects of rs8060686 
(associated with various phenotypes including metabolic syndrome 28 and coronary heart 
disease29) were mediated by altered CTCF binding which mapped 315 kb from the trans-
meQTL SNP. We observed a strong CTCF ChIP-seq enrichment with 603/779 trans-CpGs 
overlapping with CTCF binding (P=1.6x10-232) and enrichment for CTCF motifs (Figure 5). Of 
these trans-CpGs, only 13 were observed previously in lymphocytes 17. Hence, the minor 
allele of rs8060686 increased DNA methylation in trans which could be attributed to a lower 
CTCF gene expression in cis. 

We found another example of this phenomenon: 228 trans-meQTL effects of 4 SNPs on 
chromosome 10, mapping near NKX2-3 and implicated in inflammatory bowel disease 26, 
were strongly enriched for NKX2 transcription factor motifs and associated with NKX2-3 
expression. Again, a negative correlation was observed: the minor allele of rs11190140 de-
creased DNA methylation in trans at NKX2-3 binding sites and increased NKX2-3 gene ex-
pression in cis (Supplementary Fig. 6).

… 413 CpGs (17.4%), that are showing a trans-meQTL and an trans-eQTL (in red). NFKB1 is 
depicted in blue, illustrations of the observed trans-meQTL (left plot) and trans-eQTL effects 
(right plot) of rs3774937. e, Top pathways as identified by DEPICT for which the genes in d 
were overrepresented. Many of the identified pathways were inflammation-related, in line 
with the inflammatory nature of ulcerative colitis.
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A height locus 30 harbouring 4 SNPs and is associated with 267 trans-CpGs implicated a 
role for ZBTB38 in mediating trans-meQTL effects (Supplementary Fig. 7). In contrast to the 
aforementioned TFs that are all transcriptional activators, ZBTB38 is a transcriptional repres-
sor 31,32 and its expression was positively correlated with methylation in trans, which is in line 
with our observation that eQTMs in repressed regions are enriched for positive correlations. 
Finally, the trans-methylation effects of rs7216064 (64 trans-CpGs), associated with lung 
carcinoma 33, preferentially occurred at regions binding CTCF, while the SNP was located in 
the BPTF gene, which is known to occupy CTCF binding sites34 (Supplementary Fig. 8).

The possibility to link trans-meQTL effects to an association of TF expression in cis and con-
comitant differential methylation in trans at the respective binding site is limited to TFs for 
which ChIP-seq data or motif information is available. In order to make inferences on TFs for 
which such data is not yet available, we ascertained whether trans-meQTLs SNPs were more 
often associated with TF gene expression in cis as compared with SNPs without a trans-
meQTL effect. We observed that 13.1% of the GWAS SNPs that produced trans-meQTLs 
also affect TF gene expression in cis, whereas only 4.5% of the GWAS SNPs without a trans-
meQTLs affects TF gene expression in cis (Fisher’s exact P=6.6x10-13).

Here we report that one third of known disease- and trait-associated SNPs has downstream 
methylation effects in trans and often are associated with multiple regions across the ge-
nome. Our data suggest that the biological mechanism underlying trans-meQTLs commonly 
involves a local effect on the expression of a nearby TF that influences DNA methylation at 
the distal binding sites of that particular TF. The direction of downstream methylation ef-
fects is remarkably consistent for each SNP and indicates that decreased DNA methylation 
is a signature of increased binding of transcriptional activators. As such, our study reveals 
previously unrecognized functional consequences of disease variants in non-coding regions. 
These can be looked up online (see URLs), and will provide leads for experimental follow-up.

Figure 5: Trans-meQTL CpGs related to rs8060686 show overlap with CTCF binding sites. 
a, Depiction of the CTCF gene and rs8060686, associated with metabolic syndrome. The 
plot shows an increased expression of NFKB1 for the risk allele C. b, In addition to influ-
encing CTCF expression, rs8060686 also influences DNA methylation at 779 CpGs in trans, 
increasing methylation levels at 87.7% of affected CpG sites (dark grey). In addition, many 
of the CpG sites (77.4%) overlap with CTCF binding sites (20.3-fold enrichment, P-value = 1.6 
x 10-232), shown in the outer chart. c, Gene network of the genes associated with 60 of the 
779 CpGs (7.7%) with a trans-meQTL. In the top part of the figure, there is an illustration of 
overlapping trans-meQTL (left) and trans-eQTL effects (right) for rs8060686.
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Methods
Cohort descriptions
The five cohorts used in our study are described briefly below. The number of samples per 
cohort and references to full cohort descriptions can be found in Table S1.

CODAM
The Cohort on Diabetes and Atherosclerosis Maastricht 10 (CODAM) consists of a selection 
of 547 subjects from a larger population-based cohort 35. Inclusion of subjects into CODAM 
was based on a moderately increased risk to develop cardiometabolic diseases, such as type 
2 diabetes and/or cardiovascular disease. Subjects were included if they were of Caucasian 
descent and over 40 years of age and additionally met at least one of the following criteria: 
increased BMI (>25), a positive family history of type 2 diabetes, a history of gestational 
diabetes and/or glycosuria, or use of anti-hypertensive medication.

LifeLines-DEEP
The LifeLines-DEEP (LLD) cohort 9 is a sub-cohort of the LifeLines cohort 36. LifeLines is a 
multi-disciplinary prospective population-based cohort study examining the health and 
health-related behaviours of 167,729 individuals living in the northern parts of The Nether-
lands using a unique three-generation design. It employs a broad range of investigative pro-
cedures assessing the biomedical, socio-demographic, behavioural, physical and psycholog-
ical factors contributing to health and disease in the general population. A subset of 1,500 
LifeLines participants also take part in LLD 9. For these participants, additional molecular 
data is generated, allowing for a more thorough investigation of the association between 
genetic and phenotypic variation. 

LLS
The aim of the Leiden Longevity Study 11 (LLS) is to identify genetic factors influencing lon-
gevity and examine their interaction with the environment in order to develop interventions 
to increase health at older ages. To this end, long-lived siblings of European descent were 
recruited together with their offspring and their offspring’s partners, on the condition that 
at least two long-lived siblings were alive at the time of ascertainment. For men the age 
criteria was 89 or older, for women age 91 or over. These criteria led to the ascertainment 
of 944 long-lived siblings from 421 families, together with 1,671 of their offspring and 744 
partners.

NTR
The Netherlands Twin Register 12,37,38 (NTR) was established in 1987 to study the extent to 
which genetic and environmental influences cause phenotypic differences between indi-
viduals. To this end, data from twins and their families (nearly 200,000 participants) from 
all over the Netherlands are collected, with a focus on health, lifestyle, personality, brain 
development, cognition, mental health, and aging. 
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RS
The Rotterdam Study 13 is a single-centre, prospective population-based cohort study con-
ducted in Rotterdam, the Netherlands 13. Subjects were included in different phases, with a 
total of 14,926 men and women aged 45 and over included as of late 2008. The main objec-
tive of the Rotterdam Study is to investigate the prevalence and incidence of and risk factors 
for chronic diseases to contribute to a better prevention and treatment of such diseases in 
the elderly.

Genotype data
Data generation
Genotype data was generated for each cohort individually. Details on the methods used can 
be found in the individual papers (CODAM: van Dam et al. 35; LLD: Tigchelaar et al. 9; LLS: 
Deelen et al. 39, 2014; NTR: Willemsen et al. 12; RS: Hofman et al. 13).

Imputation and QC
For each cohort separately, the genotype data were harmonized towards the Genome of the 
Netherlands 40 (GoNL) using Genotype Hamonizer41 and subsequently imputed per cohort 
using Impute2 42 using GoNL 43 reference panel (v5). Quality control was also performed per 
cohort. We removed SNPs based on imputation info-score (<0.5), HWE (P<10-4), call rate 
(<95%) and minor allele frequency (>0.05), resulting in 5,206,562 SNPs that passed quality 
control in each of the datasets.

Methylation data
Data generation
For the generation of genome-wide DNA methylation data, 500 ng of genomic DNA was 
bisulfite modified using the EZ DNA Methylation kit (Zymo Research, Irvine, California, USA) 
and hybridized on Illumina 450k arrays according to the manufacturer’s protocols. The origi-
nal IDAT files were generated by the Illumina iScan BeadChip scanner. We collected methyla-
tion data for a total of 3,841 samples. Data was generated by the Human Genotyping facility 
(HugeF) of ErasmusMC, the Netherlands (see URLs).

Probe remapping and selection
We remapped the 450K probes to the human genome reference (HG19) to correct for in-
accurate mappings of probes and identify probes that mapped to multiple locations on the 
genome. Details on this procedure can be found in Bonder et al. (2014) 44. Next, we removed 
probes with a known SNP (GoNL, MAF > 0.01) at the single base extension (SBE) site or CpG 
site. Lastly, we removed all probes on the sex chromosomes, leaving 405,709 high quality 
methylation probes for the analyses.

Normalization and QC
Methylation data was processed using a custom pipeline based on the pipeline developed 
by Tost & Toulemat 45. First, we used methylumi 46 to extract the data from the raw IDAT 
files. Next, we removed incorrectly mapped probes and checked for outlying samples using 
the first two principal components (PCs) obtained using principal component analysis (PCA). 
None of the samples failed our quality control checks, indicating high quality data. Following 
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quality control, we performed background correction and probe type normalization as im-
plemented in DASEN 47. Normalization was performed per cohort, followed by quantile nor-
malization on the combined data to normalize the differences per cohort. We used mix-
up mapper 48 to identify sample mix-ups between genotype and DNA methylation data, 
detecting and correcting 193 mix-ups. Lastly, in order to correct for known and unknown 
confounding sources of variation in the methylation data and increase statistical power, we 
removed the first components which were not affected by genetic information(22 PCs) from 
the methylation data using methodology we have successfully used in trans-eQTL 3,49 and 
meQTL analyses 44. 

RNA sequencing
Total RNA from whole blood was deprived of globin using Ambion’s GLOBIN clear kit and 
subsequently processed for sequencing using Illumina’s Truseq version 2 library preparation 
kit. Paired-end sequencing of 2x50bp was performed using Illumina’s Hiseq2000, pooling 10 
samples per lane. Finally, read sets per sample were generated using CASAVA, retaining only 
reads passing Illumina’s Chastity Filter for further processing. Data was generated by the 
Human Genotyping facility (HugeF) of ErasmusMC, the Netherlands (see URLs).

Initial QC was performed using FastQC,v0.10.1 (See URLs),, removal of adaptors was per-
formed using cutadapt 50 (v1.1), and Sickle,v1.2 See URLs) was used to trim low quality ends 
of the reads (min length 25, min quality 20). The sequencing reads were mapped to human 
genome (HG19) using STAR 51 v2.3.125 . Gene expression quantification was performed by 
HTseq-count. The gene definitions used for quantification were based on Ensembl version 
71, with the extension that regions with overlapping exons were treated as separate genes 
and reads mapping within these overlapping parts did not count towards expression of the 
normal genes. 

Expression data on the gene level were first normalized using Trimmed Mean of M-values 
52. Then expression values were log2 transformed, gene and sample means were centred to 
zero. To correct for batch effects, PCA was run on the sample correlation matrix and the first 
25 PCs were removed using methodology that we have used before 3,49, details are provided 
in Zhernakova et al. 53.

Cis-meQTL mapping
In order to determine the effect of nearby genetic variation on methylation levels (cis-
meQTLs, here defined as the relationship between a CpG and a SNP no further than 250kb 
apart), we performed cis-meQTL mapping using 3,841 samples for which both genotype 
data and methylation data were available. To this end, we calculated the Spearman rank 
correlation per cohort, followed by meta-analysis using a weighted Z-method described pre-
viously 3. To detect all possible independent SNPs regulating methylation at a single CpG-site 
we regressed out all primary cis-meQTL effects and then performed cis-meQTL mapping for 
the same CpG-site to find secondary cis-meQTL. We repeated this in a stepwise fashion until 
no more independent cis-meQTL were found. 

To filter out potential false positive cis-meQTLs caused by SNPs affecting the binding of a 
probe on the array, we filtered the cis-meQTLs effects by removing any CpG-SNP pair for 
which the SNP was located in the probe. In addition, all other CpG-SNP pairs for which the 



103

Disease variants alter transcription factor levels and methylation of their binding sites

6

SNP was outside the probe, but in LD (R2 > 0.2 or D’ > 0.2) with a SNP inside the probe were 
also removed. We tested for LD between SNPs in the probe and in the surrounding cis area 
in the individual genotype datasets, as well as in GoNL v5, in order to be as strict as possible 
in marking a QTL as true positive.

To correct for multiple testing, we empirically controlled the false discovery rate (FDR) at 
5%. For this, we compared the distribution of observed P-values to the distribution obtained 
from performing the analysis on permuted data. Permutation was done by shuffling the 
sample identifiers of one data set, breaking the link between, e.g., the genotype data and 
the methylation or expression data. We repeated this procedure 10 times to obtain a stable 
distribution of P-values under the null distribution. The FDR was determined by only se-
lecting the strongest effect per CpG 3 in both the real analysis and in the permutations (i.e. 
probe level FDR < 5%).

Cis-eQTL mapping
For a set of 2,116 BIOS samples we had also generated RNA-seq data. We used this data to 
identify cis-eQTLs. Cis-eQTL mapping was performed using the same method as cis-meQTL 
mapping. Details on these eQTLs will be described in a separate paper 53. 

Expression quantitative trait methylation (eQTM) analysis
To identify associations between methylation levels and expression levels of nearby genes 
(cis-eQTMs), we first corrected our expression and methylation data for batch effects and 
covariates by regressing out the PCs and regressing out the identified cis-meQTLs and cis-
eQTLs, to ensure identified associations between CpG sites and gene expression levels were 
not due to shared genetic effects. We mapped eQTMs in a window of 250Kb around the TSS 
of a transcript. Further statistical analysis was identical to the cis-meQTL mapping. For this 
analysis we were able to use a total of 2,101 samples for which both genetic, methylation 
and gene expression data was available. To correct for multiple testing we controlled the 
FDR at 5%, the FDR was determined by only selecting the strongest effect per CpG 3 in both 
the real analysis and in the permutations. 

Trans-meQTL mapping
To identify the effects of distal genetic variation with methylation (trans-meQTLs) we used 
the same 3,841 samples that we had used for cis-meQTL mapping. To focus our analysis 
and limit the multiple testing burden, we restricted our analysis to SNPs that have been 
previously found to be significantly correlated to traits and diseases. We extracted these 
SNPs from the NHGRI genome-wide association study (GWAS) catalogue, used recent 
GWAS studies not yet in the NHGRI GWAS catalogue and studies on the Immunochip and 
Metabochip platform that are not included in the NHGRI GWAS catalogue (Supplemental 
file 1). We compiled this list of SNPs in December 2014. Per SNP we only investigated CpG 
sites that mapped at least 5 Mb from the SNP or on other chromosomes. Before mapping 
trans-meQTLs, we regressed out the identified cis-meQTLs to increase the statistical power 
of trans-meQTL detection (as done previously for trans-eQTLs 3) and to avoid designating 
an association as trans that may be due to long-range LD (e.g. within the HLA region). To 
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ascertain the stability of the trans-meQTLs we also performed the trans-mapping using un-
corrected data cell-type proportions corrected methylation data. In addition, we performed 
meQTL mapping on SNPs known to influence the cell type proportions in blood18,19.

To filter out potential false positive trans-meQTLs due to cross-hybridization of the probe, 
we remapped the methylation probes with very relaxed settings, identical to Westra et al. 3, 
with the difference that we only accepted mappings if the last bases of the probe including 
the SBE site were accurately mapped to the alternative location. If the probe mapped within 
our minimal trans-window, 5 Mb from the SNP, we removed the effect as being a false pos-
itive trans-meQTL.

We controlled the false-discovery rate at 5%, identical to the aforementioned cis-meQTL 
analysis.

Trans-eQTL mapping
To check if the trans-meQTL effects also showed in gene expression levels, we annotated 
the CpGs with a trans-meQTL to genes using our eQTMs. Using the 2,101 samples for which 
both genotype and gene expression data were available, we performed trans-eQTL map-
ping, associating the SNPs known to be associated with DNA methylation in trans with their 
corresponding eQTM genes.

Annotations and enrichment tests
Annotation of the CpGs was performed using Ensembl54 (v70), UCSC Genome Browser 55 
and data from the Epigenomics Roadmap Project 56. We used the Epigenomics Roadmap 
annotation for the SBE site of the methylation site using 27 blood cell types. We used both 
the histone mark information and the chromatin marks in blood-related cell types only, as 
generated by the Epigenomics Roadmap Project. Summarizing the information over the 27 
blood cell types was done by counting presence of histone-marks in all the cell types and 
scaling the abundance, i.e. if the mark is bound in all cell types the score would be 1 if it 
would be present in none of the blood cell types the score would be 0.

To calculate enrichment of meQTLs or eQTMs for any particular genomic context, we used 
logistic regression because this allowed us to account for covariates such as CpG methyla-
tion variation. For cis-meQTLs, we used the variability of DNA methylation, the number of 
SNPs tested, and the distance to the nearest SNP per CpG as covariates. For all other analy-
ses we used only the variability in DNA methylation as a covariate.

We used transcription factor ChIP-seq data from the ENCODE-project for blood-related cell 
lines (narrow peak data). We overlapped CpG locations with ChIP-seq signals and performed 
a Fisher exact test to determine whether the trans-meQTL probes associated with a SNP 
were overlapping a ChIP-seq region more often than other trans-meQTL probes. 

Enrichment of known sequence motifs among trans-CpGs was assessed by PWMEnrich 
22 package in R, Homer 57 and DEEPbind 23. For PWMEnrich, hundred base pair sequences 
around the interrogated CpG site were used, and as a background set we used the top CpGs 
from the 50 permutations used to determine the FDR threshold of the trans-meQTLs. For 
Homer the default settings for motif enrichment identification were used, and the same 
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CpGs derived from the permutations were used as a background. For DEEPbind we used 
both the permutation background like described for Homer and the permutations back-
ground as described for PWMEnrich.

Using data published by Rao et al. 20 we were able to intersect the trans-meQTLs with in-
formation about the 3D structure of the human genome using combined Hi-C data for both 
inter- and intra-chromosomal data at 1Kb and the quality threshold of E30 in the GM12878 
lymphoblastoid cell line. Both the trans-meQTL SNP and trans-meQTL probes were put in 
the relevant 1Kb block, and for these blocks we looked up the chromosomal contact value in 
the measurements by Rao et al. Surrounding the trans-meQTLs SNPs, we used a LD window 
that spans maximally 250Kb from the trans-meQTL SNP and had a minimal R2 of 0.8. If a 
Hi-C contact between the SNP block and the CpG-site was indicated, we flagged the region 
as a positive for Hi-C contacts. As a background, we used the combinations found in our 50 
permutated trans-meQTL analyses, taking for each permutation the top trans-meQTLs that 
were similar in size to the real analysis. 

eQTM direction prediction
We predicted the direction of the eQTM effects using both a decision tree and a naive 
Bayes model (as implemented by Rapid-miner 58 v6.3). We built the models on the strongest 
eQTMs (FDR<9.73x10-6). For the decision tree we used a standard cross-validation set-up 
using 20 folds. For the naive Bayes model we used a double loop cross-validation: perfor-
mance was evaluated in the outer loop using 20-fold cross-validation, while feature selec-
tion (using both backward elimination and forward selection) took place in the inner loop 
using 10-fold cross-validation. Details about the double-loop cross-validation can be found 
in Ronde et al. 59. During the training of the model, we balanced the two classes making 
sure we had an equal number of positively correlating and negatively correlating CpG-gene 
combinations, by randomly sampling a subset of the overrepresented negatively correlating 
CpG-gene combination group. We chose to do so to circumvent labelling al eQTMs as nega-
tive, since this is the class were the majority of the eQTMs are in.

In the models we used CpG-centric annotations: overlap with epigenomics roadmap chro-
matin states, histone marks and relations between the histone marks, GC content surround-
ing the CpG-site and relative locations from the CpG-site to the transcript. 

DEPICT
To investigate whether there was biological coherence in the trans-meQTLs identified for 
the NFKB1 locus, we performed gene-set enrichment analysis for the genes near the trans-
CpG sites of the UC genetic risk factor (which maps in the NFKB1 locus). To do so, we adapt-
ed DEPICT 27, a pathway enrichment analysis method that we originally have developed 
for GWAS. Instead of defining loci with genes by using the top associated SNPs (as is done 
when analysing GWAS data), we used the eQTM information to empirically link trans-CpGs 
to genes (that map close to the CpGs). Within the DEPICT gene set enrichment, significance 
is determined by using a background set of genes. As a background in the adapted DE-
PICT enrichment analyses we matched our background to the results from the actual trans-
meQTL and eQTM analyses: the matching was performed by generating a set of background 
CpGs (and corresponding correlating eQTM genes), by selecting an equal number of CpGs 
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for which we had found trans-meQTL effects with SNPs that map outside the NFKB locus. By 
doing so we ensure that the characteristics of these background CpGs are the same as the 
real NFKB trans-meQTL CpGs, both in terms of CpG variance and the requirement that they 
also show a significant correlation with expression levels of genes close to the CpG (i.e. a 
cis-eQTM), ensuring that the corresponding input genes for DEPICT have the same expres-
sion variation distribution in the actual NFKB analysis and in the background. Subsequent 
pathway enrichment analysis was conducted as described before 27, and significance was 
determined by controlling the false discovery rate at 5%.

URLs
• All results can be queried using our dedicated QTL browser: www.genenetwork.nl/

biosqtlbrowser
• Data was generated by the Human Genotyping facility (HugeF) of ErasmusMC, the Neth-

erlands, see: www.glimDNA.org
• LifeLines: http://lifelines.nl/lifelines-research/general
• Leiden Longevity Study http://www.healthy-ageing.nl & http://www.leidenlangleven.nl
• Netherlands Twin Registry: http://www.tweelingenregister.org
• Rotterdam studies: http://www.erasmus-epidemiology.nl/research/ergo.htm, the Ge-

netic Research in Isolated Populations program: http://www.epib.nl/research/genetice-
pi/research.html#gip

• Codam study http://www.carimmaastricht.nl/
• PAN study: http://www.alsonderzoek.nl/
• FastQC: http://www.bioinformatics.babraham.ac.uk/projects/fastqc/
• Sickle: https://github.com/najoshi/sickle

Accession codes
All results can be queried using our dedicated QTL browser, see URLs. Raw data was submit-
ted to the European Genome-phenome Archive (EGA), under accession EGAS00001001077. 
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Abstract
Genetic risk factors often localize to noncoding regions of the genome with unknown effects 
on disease etiology. Expression quantitative trait loci (eQTLs) help to explain the regulatory 
mechanisms underlying these genetic associations. Knowledge of the context that deter-
mines the nature and strength of eQTLs may help identify cell types relevant to pathophysi-
ology and the regulatory networks underlying disease. Here we generated peripheral blood 
RNA-seq data from 2,116 unrelated individuals and systematically identified context-depen-
dent eQTLs using a hypothesis-free strategy that does not require previous knowledge of 
the identity of the modifiers. Of the 23,060 significant cis-regulated genes (false discovery 
rate (FDR) ≤ 0.05), 2,743 (12%) showed context-dependent eQTL effects. The majority of 
these effects were influenced by cell type composition. A set of 145 cis-eQTLs depended on 
type I interferon signaling. Others were modulated by specific transcription factors binding 
to the eQTL SNPs.
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Genetic risk factors often localize in non-coding regions of the genome with unknown ef-
fects on disease etiology 1,2. Expression quantitative trait loci (eQTLs) help to explain the 
regulatory mechanisms underlying these genetic associations 3–6. Knowledge of the context 
that determines the nature and strength of eQTLs may help identify cell types relevant to 
the pathophysiology and the regulatory networks underlying disease 7–17.  Here, we gen-
erated peripheral blood RNA-seq data from 2,116 unrelated individuals and systematically 
identified context-dependent eQTLs using a hypothesis-free strategy that does not require 
prior knowledge of the identity of the modifiers. Of the 23,060 significant cis-regulated 
genes (false discovery rate (FDR) ≤ 0.05), 2,743 (12%) showed context-dependent eQTL ef-
fects. The majority of those were influenced by cell type composition. A set of 145 cis-eQTLs 
depended on type I interferon signaling. Others were modulated by specific transcription 
factors binding to the eQTL SNPs. 

We created the Biobank-based Integrative Omics Study (BIOS) dataset by sequencing 
whole peripheral blood mRNA in 2,116 healthy adults from four Dutch cohorts 18–21 (Sup-
plementary table 1, Supplementary note chapter 1, https://www.ebi.ac.uk/ega/datasets/
EGAD00001001623). We quantified gene and exon expression, as well as exon ratios (the 
proportion of expression of an exon relative to the total expression of all exons of a gene) 
and polyA ratios (the ratio of the expression in upstream and downstream parts of the 3’-
UTRs separated by annotated polyadenylation (polyA) sites) and performed cis-eQTL map-
ping for all of these (Supplementary note chapter 2). We detected cis-eQTL effects for 66% 
of the protein coding genes tested and 19% of the non-coding genes tested. In total, we 
identified eQTL effects for 23,060 different genes (false discovery rate (FDR) ≤ 0.05). These 
eQTLs replicated well in earlier microarray-based datasets from blood samples 22 and an 
RNA-seq based from lymphoblastoid cell lines (LCL) 23 (Supplementary note chapter 3), but 
also substantially extended the list of genes that are known to be under genetic regulation 
(replication results in Supplementary note chapter 3, Supplementary table 2). In addition 
to detected gene-level eQTLs, we identified 21,888 different genes with one or more ex-
on-level QTL effect and 9,777 and 2,322 genes where SNPs affected the inclusion rate of 
exons and the usage of polyA sites, respectively (Supplementary table 3). All eQTLs can be 
found using our eQTL browser at http://genenetwork.nl/biosqtlbrowser. Multiple unlinked 
SNPs in the same locus may independently influence expression or mRNA processing of the 
same gene 24. This was observed for more than half of the cis-regulated genes (Figure 1a, 
Supplementary figure 1). 

The gene level cis-eQTL SNPs were strongly enriched for DNase I footprints, various histone 
marks and binding sites of multiple transcription factors 25, (Supplementary table 4, Sup-
plementary note chapter 4) suggesting likely detection of causal regulatory variants. More-
over, top eQTL SNPs were significantly enriched for general and blood-cell type-specific en-
hancers (taken from 26), but not for non-blood tissue-specific enhancers (Supplementary 
table 5). Evidence for the functionality of exon ratio and polyA ratio QTLs in mRNA splicing 
and polyadenylation is also presented in Supplementary note chapter 4.

One third (2,064 or 32.7%) of previously established genetic risk factors for disease or com-
plex traits (derived from the NHGRI GWAS catalog and a set of reported ImmunoChip asso-
ciations, P ≤ 5 x 10-8, Supplementary table 6) were in strong linkage disequilibrium (LD r2 ≥ 
0.8) with a top eQTL SNP (Supplementary table 7, Figure 1b). As expected, eQTL effects were 
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predominantly found for SNPs associated with hematological, lipid or immune-related traits. 
We observed a highly significant enrichment of co-localization of eQTL and GWAS SNPs (LD 
r2 ≥ 0.8) for many immune disorders compared to the 10% overlap found for height, which 
we considered as a conservative background (Figure 1c, Supplementary note chapter 5). 
This indicates that our blood cis-eQTLs are highly informative for diseases such as inflamma-
tory bowel disease, multiple sclerosis and rheumatoid arthritis. 

Effect sizes for eQTLs often depend on the cell type or tissue under investigation 8–11,27,28, 
and may be modified by external and environmental factors 14–17,29,30. We developed a hy-
pothesis-free strategy to identify which of the observed eQTLs were dependent on intrinsic 
or extrinsic factors (context-dependent eQTLs) (Figure 2a,b, Supplementary figure 2, online 
methods). Instead of using known factors, such as the percentage of neutrophils in blood in 
a gene by environment interaction model 13, we used the expression levels of other genes as 
interaction factors. We call these genes ‘proxy genes’, as they may reflect the abundance of 
a cell type or the activity of signaling pathways.

We identified 10 modules of in total 1,842 eQTLs independently affected by 10 largely uncor-
related proxy genes (Figure 2c, Supplementary table 8). eQTLs with context-dependent ef-
fects can be obtained from our BIOS eQTL browser. An example is shown in Figure 2b, where 
we found an eQTL effect of SNP rs1981760 (a SNP associated with leprosy susceptibility) 

Figure 1: Over 20,000 genes are regulated by cis-eQTLs overlapping with 33% of the en-
tries in the GWAS catalog. (a) Numbers of cis-regulated genes having one, two, three, four, 
and ≥ five independent eQTL effects (FDR ≤ 0.05). The number of eQTLs overlapping with 
SNPs in the GWAS catalog (r2 ≥ 0.8) are indicated in red. (b) Distribution of GWAS catalog 
variants over the different types of eQTLs. Of the GWAS catalog SNPs, 8% affected exon-level 
QTLs or polyA ratio QTLs, but not overall gene expression levels. (c) Auto-immune disor-
ders and traits related to blood showed a higher co-localization with eQTLs compared to 
anthropometric traits and diseases without an immune or hematological component. The 
x-axis shows the percentage of GWAS hits co-localizing with eQTLs and the y-axis shows the 
enrichment of overlap (calculated at the gene level), using genes associated with height as 
a conservative background.
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on NOD2 expression. The first top proxy gene, STX3, had a significant interaction with this 
eQTL. Samples with very low expression of STX3 showed only a very weak eQTL effect on 
NOD2, whereas samples with very high STX3 expression showed a stronger eQTL effect size. 
Further analysis demonstrated that STX3 expression was strongly correlated (Pearson r = 
0.74) with the percentage of neutrophils in the blood, indicating that STX3 is a proxy for 
neutrophil levels in blood. 

It can be challenging to understand what the proxy genes represent. We first assessed 
whether they are markers for specific cell types, and correlated them with blood cell counts 
measured in our samples (neutrophils, lymphocytes, eosinophils, basophils and monocytes, 
and baseline gene expression levels in purified blood cells from the BLUEPRINT consortium 
31 (Figure 2c, Supplementary figure 3). Eight out of ten proxy genes likely represent specific 
cell type levels in blood (Supplementary note chapter 6). Analysis of eQTL gene expression 
in BLUEPRINT (Supplementary figure 4a) and eQTL interactions with measured blood cell 
counts confirmed the cell type-dependent effects of neutrophils and eosinophils (Supple-
mentary figure 5, Tables S9, 10), but our unbiased analysis also identified effects for cell 
types for which actual cell counts were not available (erythroblasts, CD4+ T-cells and NK 
cells/CD8+ T-cells). Replication of our cell type-dependent eQTLs in eQTLs datasets with 
purified cell types supported these observations (Supplementary table 11, Supplementary 
figure 4b-c). 

Cell type-specific eQTL genes were enriched in cell type-specific signaling pathways (Fig-
ure 2c, Supplementary table 12). For example, genes for which the cis-eQTL effects were 
particularly strong in erythroblasts (represented by proxy gene TSPAN5) are enriched for 
erythrocyte-specific functions. They were also enriched in binding sites for transcription 
factors involved in erythrocyte development based on ENCODE ChIP-seq data (GATA1, TAL1, 
GATA2 and MafK, each with enrichment p-values ≤ 10-5) 32–34. A well-established cis-eQTL 
for SMIM1, an erythrocyte-specific gene encoding a protein that determines the Vel blood 
group4, was contained in the set of eQTLs affected by TSPAN5 expression. For eQTLs affected 
by other proxy genes, we also identified specific transcription factors with established func-
tions in the corresponding cell types (Supplementary table 13). 

In Supplementary figure 6 and Supplementary note chapter 7, we show examples of how 
eQTLs can be used to gain insights into five autoimmune disorders. Clustering of the eQTL 
genes based on co-expression revealed sets of genes hinting at specific cell types and bio-
logical functions. For inflammatory bowel disease (IBD), for instance, the clustering revealed 
a T-cell cluster and a neutrophil cluster. Adding the cell type-dependent eQTLs further cor-
roborated the cell type annotations of the clusters. In total we found 138 context-depen-
dent eQTLs for GWAS variants (Supplementary table 14).

The identified interaction modules are not restricted to cell type-specific effects. One of the 
proxy genes, SP140, is not a proxy for cell type, but for type I interferon response, as demon-
strated by pathway enrichment of genes that correlated positively with SP140 expression 
levels (Supplementary note chapter 8). Genes that correlated negatively with SP140 are in-
volved in anti-bacterial response and inflammation (Figure 3a). Likewise, the affected eQTL 
genes can be divided into two groups: those that were positively and those negatively cor-
related with SP140 expression (Figure 3b). Gene annotations from the interferome database 
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Figure 2: Identification of the strongest modifiers of eQTL effects. (a) Overview of method 
used to annotate the eQTLs as context-dependent: each of the highly expressed genes (at 
least one read in all samples) was tested for its ability to modify each of the 17,291 eQTL 
affecting highly expressed genes. For each of these proxy genes, we determined the overall 
strength of the interaction effects with all eQTLs. We selected the strongest proxy gene and 
regressed its effects from the data. We did this for 10 iterations allowing the identification of 
10 independent proxies that affected the strength of eQTLs. (b) An example of a context-de-
pendent eQTL effect is rs1981760, a strong eQTL for the NOD2 gene. This SNP was in strong 
LD (r2 = 0.99) with rs9302752, a variant associated with leprosy susceptibility. The leprosy 
risk allele resulted in decreased expression of NOD2. In samples with low STX3A expression, 
only a weak eQTL effect was observed. In samples with high STX3A expression, a strong eQTL 
effect was observed. In accordance with this, using this STX3A gene as a covariate in an  
interaction model revealed a very strong interaction effect. STX3A is the first proxy gene …
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35 confirmed that the up-regulated eQTL genes are indicative of type I, but not of type II, 
interferon response (Figure 3c). In support of the modifying effects of viral cues on this set 
of eQTLs, eQTL genes that were recently reported as rhinovirus-response QTLs15 typically 
demonstrated higher SP140 interaction effects than other eQTL genes (Wilcoxon p-value = 
0.02).

Each of the aforementioned ten proxy genes demonstrated effects on many (>120) eQTLs. 
However, some other factors may also exist that affect more limited numbers of eQTLs. To 
identify these, we first corrected the expression data for the 10 proxy genes and their eQTL 
interaction effects and then ascertained for each gene-level eQTL whether the eQTL effect 
size was significantly dependent on the expression of any other gene. This resulted in the 
identification of an additional set of 901 context-dependent eQTLs (FDR ≤ 0.05) (Supple-
mentary table 15). Of these eQTL interactions, 113 could also be detected in Geuvadis LCLs 
(FDR ≤ 0.05, 94% with the same interaction direction) (Supplementary table 16). These LCLs 
are homogeneous cell populations, so any interaction effect that replicates is unlikely due 
to cell type-specific eQTL effects, but rather reflects an external stimulation or activation 
of core biological processes. A few of these context-dependent eQTLs enable inference of 
regulatory networks.

An example is the cis-eQTL (rs968567) effect on the lipid biosynthesis-related gene FADS2 that 
is modified by the expression of the sterol regulatory element binding transcription factor 
gene SREBF2 (p-value = 4.1 x 10-14, p-value in Geuvadis = 0.002) (Figure 4a,b). The eQTL 
SNP is in close proximity to an SREBF2 binding site (ENCODE ChIP-seq data, Figure 4c) and 
it is therefore likely that the SNP modifies the affinity of the FADS2 promoter for SREBPF2. 
SREBF2 showed a significant negative correlation with HDL cholesterol (Pearson r = -0.18, 
p-value = 5.1 x 10-6) and a positive correlation with lymphocyte percentage (Pearson r = 0.19, 
p-value = 1.6 x 10-6). A partial correlation analyses revealed that the correlation with HDL 
cholesterol is independent of the correlation to the lymphocyte percentage (Pearson r on 
residuals of HDL after correcting for lymphocytes: -0.17, p-value = 2.7 x 10-5), showing that 
the correlation to HDL is not driven by cell type composition. We propose a model where ex-
tracellular (HDL) cholesterol levels modify SREBF2 binding to the FADS2 promoter, which, in 
turn has effects on the expression of FADS2 and lipid desaturase activity in the cell. This SNP 

… we identified and correlated strongly with neutrophil percentage (Pearson r = 0.72). Gene 
enrichment analysis of STX3A and other genes showing similar interaction patterns, revealed 
involvement in antibacterial response. Furthermore, individuals carrying the leprosy risk al-
lele had significantly weaker NOD2 up-regulation in neutrophils compared to non-carriers. 
This is in line with earlier reports showing this eQTL to be stronger in FACS-sorted neutrophils 
compared to monocytes 27. (c) We annotated each of our 10 proxy genes using the top 100 
proxy genes per module with similar effects, and showed that, as expected, these top 100 
genes were strongly correlated per module. This top 100 was used for gene function enrich-
ments (for full results see Supplementary table 12) and was correlated to known cell propor-
tions. We used BLUEPRINT expression data for sorted populations of blood cells to validate 
cell type-specific expression in each module. N=2,116 individuals were used in the analysis.
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Figure 3: eQTLs modified by type I interferon signaling. (a) Expression-level based cluster-
ing of genes positively correlated with proxy gene SP140 (blue) and those negatively cor-
related with SP140 (red). Enrichment analysis of these two clusters showed distinct biology: 
the up-regulated genes were enriched for type I interferon response and response to viruses 
whereas the down-regulated genes indicated an anti-bacterial inflammatory response. Type 
I interferon signaling is activated in a viral response and type II interferon signaling is acti-
vated upon bacterial response 36. The positively correlated genes were enriched for up-regu-
lated genes upon rhinovirus stimulation 15 (Fisher exact p-value 1.14 x 10-9), in line with their 
involvement in the type I interferon response. In contrast, the negatively correlated genes 
were enriched for genes up-regulated upon LPS stimulation (Fisher exact p-value 0.02) and 
interferon-gamma stimulation (Fisher exact p-value 8.72 x 10-4) 14, supporting the anti-bac-
terial function of these negatively correlated genes. (b) The eQTLs affected by SP140 ex-
pression can also be divided into those genes positively or negatively correlated with SP140 
expression. The significantly positively correlated eQTL genes were also enriched for type I 
interferon response, whereas the negatively correlated eQTL genes did not show strong en-
richment for biological functions. Genes bound by STAT transcription factors, as identified by 
in ENCODE ChIP-seq data from LCL, are labeled. Both type I and type II interferon …
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also increases risk for rheumatoid arthritis, blood metabolite levels and lipid levels and using 
our method we now implicate altered binding of SREBF2 as a possible functional mechanism 
behind these associations.

Another example is a cis -eQTL effect on the MYBL2 gene, encoding a known transcription 
factor that controls cell division and a tumor suppressor 39 (Figure 5a-c). According to EN-
CODE ChIP-seq data, the top eQTL SNP, rs285205, was located in an EBF1 binding site (Fig-
ure 5d). EBF1 is a known player in B-cell differentiation and proliferation. Although FCRLA 
expression was the strongest modifier of the eQTL, EBF1 was highly correlated with FCRLA 
expression and revealed a significant interaction effect on the MYBL2 eQTL (p-value = 1.8 x 
10-14) (Figure 5c). The eQTL SNP, therefore, likely affects the binding affinity of EBF1. 

In conclusion, we greatly expanded the catalog of SNPs that have a known regulatory func-
tion. To gain a better understanding of the biology behind these regulatory variants, we 
assessed the context-dependency of the eQTLs and determined 2,743 to be context-de-
pendent. With future increases in sample size, we expect it will become possible to identify 
more unanticipated intrinsic factors and external stimuli that modify the downstream ef-
fects of genetic risk factors. As such, our approach complements perturbation experiments 
to gain better insight into regulatory networks and their stimuli and it can easily be applied 
to other tissues. A caveat of our hypothesis-free approach is that it is not always straightfor-
ward to understand which internal or external cues the proxy genes represent. Integration 
with other expression or transcription factor binding data, as we have done here, is, there-
fore, instrumental for the interpretation of context-dependent eQTLs. 

… signaling result in binding of heterodimers of the STAT1 transcription factor. Unique to 
type I interferon is that STAT1 forms a complex with STAT2 and IRF9, resulting in the activa-
tion of viral response genes. STAT3 activation is also unique to the type I response, resulting 
in the down-regulation of inflammatory pathways 37. The eQTLs were enriched for STAT1 
(p-value = 4.82 x 10-4), STAT2 (3.12 x 10-4) and STAT3 (4.72 x 10-5) binding sites (based on EN-
CODE ChIP-seq experiments) (Supplementary table 13). Motif enrichment analysis 38 on the 
25 bp flanking regions of the eQTL SNPs confirmed the enrichment of STAT-binding motifs 
(Wilcoxon rank-sum test, p-value = 9.61 x 10-5). (c) Interferome DB annotation of the up-reg-
ulated eQTL genes confirmed their role in type I (and not type II or III) interferon signaling. 
N=2,116 individuals were used in all eQTL analyses.
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Methods
Cohort description
The four cohorts used in our BIOS (Biobank-based Integrative Omics Study) study are briefly 
described below. The age range of the individuals differed for the different biobanks (Sup-
plementary figure 7). The number of samples per cohort used in our study can be found in 
Supplementary table 1.

CODAM
The Cohort on Diabetes and Atherosclerosis Maastricht 18 (CODAM) consists of a selection of 
547 subjects from a larger population-based cohort 42. Inclusion of subjects into CODAM was 
based on a moderately increased risk of developing cardiometabolic diseases such as type 
2 diabetes and/or cardiovascular disease. Subjects were included if they were of Caucasian 
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Figure 4: FADS2 eQTL modulated by SREBF2 expression. (a) The eQTL SNP rs968567 is locat-
ed in a SREBF2 binding site in the FADS2 promoter. (b) The eQTL was modulated by SREBF2 
expression and stronger in samples with low SREBF2 expression. The nominal p-value for 
the interaction effect is indicated. N=2,116 individuals were used in the eQTL analysis. (c) 
rs968567 is located in an ENCODE ChIP-seq peak of SREBF2 binding.
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descent, over 40 years of age and additionally met at least one of the following criteria: 
increased BMI (>25), a positive family history of type 2 diabetes, a history of gestational 
diabetes and/or glycosuria, or use of anti-hypertensive medication.

LLD
The LifeLines-DEEP (LLD) cohort 19 is a sub-cohort of the LifeLines cohort 43 with additional 
molecular data on 1,500 participants. LifeLines is a multi-disciplinary prospective popula-
tion-based cohort study examining the health and health-related behaviors of 167,729 in-
dividuals living in the northern parts of the Netherlands using a unique three-generation 
design. It employs a broad range of investigative procedures assessing the biomedical, so-
cio-demographic, behavioral, physical and psychological factors contributing to health and 
disease in the general population, with a special focus on multi-morbidity and complex ge-
netics. 

LLS
The aim of the Leiden Longevity Study 20 (LLS) is to identify genetic factors influencing lon-
gevity and examine their interaction with the environment in order to develop interventions 
to increase health at older ages. To this end, long-lived siblings of European descent were 
recruited together with their offspring and their offspring’s partners, on the condition that 
at least two long-lived siblings were alive at the time of ascertainment. For men the age 
criteria was 89 or older, for women age 91 or over. These criteria led to the ascertainment 
of 944 long-lived siblings from 421 families, together with 1,671 of their offspring and 744 
partners. 

RS
The Rotterdam Study 21 is a single-center, prospective population-based cohort study con-
ducted in Rotterdam, the Netherlands. Subjects were included in different phases from the 
start of the study in 1998, with a total of 14,926 men and women aged 45 and over included 
as of late 2008. The main objective of the Rotterdam Study is to investigate the prevalence 
and incidence of and risk factors for chronic diseases to contribute to a better prevention 
and treatment of such diseases in the elderly.

Ethical approval
The ethical approval for this study lies with the individual participating cohorts, CODAM, 
LLD, LLS and RS and can be found in references 21.

RNA data preparation and sequencing
Total RNA from whole blood was deprived of globin using Ambions GLOBINclear kit and 
subsequently processed for sequencing using Illumina’s Truseq version 2 library preparation 
kit. Paired-end sequencing of 2x50bp was performed using Illumina’s Hiseq2000, pooling 
samples at 10 per lane, and aiming for >15M read pairs per sample. Finally, read sets per 
sample were generated using CASAVA, retaining only reads passing Illumina’s Chastity Filter 
for further processing.
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Preprocessing
The quality of the raw reads was checked using FastQC [http://www.bioinformatics.babra-
ham.ac.uk/projects/fastqc/]. The adaptors identified by FastQC (v0.10.1) were clipped using 
cutadapt (v1.1) applying default settings (min overlap 3, min length). Sickle (v1.200) [https://
github.com/najoshi/sickle] was used to trim low quality ends of the reads (min length 25, 
min quality 20).

Alignment
Read alignment was performed using STAR 2.3.0e 44. To avoid reference mapping bias, all 
GoNL SNPs with MAF > 0.01 in the reference genome were masked with N 45. Read pairs with 
at most 8 mismatches, mapping to at most 5 positions, were used. 

Alignment statistics
Mapping statistics from the BAM files were acquired through Samtools flagstat (v0.1.19-
44428cd). The 5’ and 3’ coverage bias, duplication rate and insert sizes were assessed using 
Picard tools (v1.86). 

Expression quantification
We estimated expression on the gene, exon, exon ratio and polyA ratio levels using Ensembl 
v.71 annotation (which corresponds to GENCODE v.16).

Overlapping exons (on either of the two strands) were merged into meta-exons and ex-
pression was quantified for the whole meta-exon. For that, custom scripts were developed 
which use coverage per base from coverageBed and intersectBed from the Bedtools suite 
(v2.17.0) 46 and R (v2.15.1). This resulted in base counts per exon or meta-exon.

Figure 5: MYBL2 eQTL is modulated by B-cell proliferation gene EBF1. (a) Heatmap of the 
co-expression of 109 proxy genes that modulated the eQTL effect on MYBL2 expression. 
Gene function enrichment analyses on the genes in these clusters revealed that all were 
related to proliferation or cell cycle checkpoints. Interestingly, only one cluster increased the 
magnitude of the MYBL2 eQTL effect in contrast to the other clusters, which all repressed 
this eQTL. This eQTL activating cluster was strongly enriched for “positive regulation of B-cell 
proliferation” (p-value = 1 x 10-7), and the strongest proxy gene in this cluster was FCRLA, 
which is known to be highly expressed in proliferating B-cells residing in the germinal center 
of the lymph nodes (centroblasts) 40,41. (b) Regulation of MYBL2 by the different cell-cycle 
clusters is likely modulated via EBF1 and rs285205. In our analysis we had initially only con-
sidered genes that where expressed in each of our individuals (see methods), and therefore 
had not studied low-abundant transcription factor genes. When also including these genes, 
we observed that this cluster of genes is strongly co-expressed with EBF1, a gene encoding a 
transcription factor that binds at the site of the eQTL SNP, suggesting that EBF1 might drive 
the eQTL interaction effect for MYBL2. EBF1 is a known player in B-cell differentiation and 
proliferation and is positively correlated with both MYBL2 (r = 0.11, p-value = 6.99 x 10-7) and 
FCRLA expression (r = 0.8, p-value ≤ 2.2 x 10-16). (c) Interaction plot showing that EBF1 ex-
pression modified the eQTL effect of rs285205. The nominal p-value is indicated. (d) ENCODE 
ChIP-seq data in LCLs showed strong binding of EBF1 at rs285205. N=2,116 individuals were 
used in all eQTL analyses.
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Gene expression, as base count per gene, was calculated as the sum of expression values of 
all exons of each gene (excluding meta-exons). Overlapping gene parts are counted sepa-
rately from the unique gene parts throughout this manuscript.

Expression of exons relative to their gene (exon ratio) was calculated by dividing the exon 
base counts by the summed base counts for all exons of the same gene. Meta-exons over-
lapping with multiple genes were discarded. 

Overlapping 3’ UTRs for the same gene, as annotated in Ensembl, were merged by gene. A 
collection of polyadenylation sites was retrieved from PolyA_DB and the annotated 3’ ends 
of transcripts from Ensembl. These polyadenylation sites were used to split the merged 3’ 
UTRs into bins. To avoid small bins that tend to give noisy ratios, we applied some filtering 
on the polyA sites. PolyA sites located no more than 10bp from the start or from the end 
of the 3’UTR were discarded. Additionally, sites that are no more than 10 bp apart were 
merged (if their number was even, the first site downstream was used). For all genes with at 
least two bins (corresponding to at least two potential sites of polyadenylation), we calculat-
ed the ratio of base counts between every two neighboring bins (polyA ratios).

Genotype data
Data generation
Genotype data was generated for each cohort individually. Details on the methods used can 
be found in the individual papers (CODAM: van Dam et al. 42; LLD: Tigchelaar et al. 47; LLS: 
Deelen et al. 48; RS: Hofman et al. 21).

Imputation and QC
The genotype data were harmonized to the Genome of the Netherlands 49 (GoNL) using 
Genotype Hamonizer 50 and subsequently imputed per cohort with Impute2 51 using the 
GoNL reference panel 52 (v5). Quality control was also performed per cohort. We removed 
SNPs with an imputation info-score below 0.5, a HWE P-value smaller than 10-4, a call rate 
below 95% or a minor allele frequency smaller than 0.05. In total, 9,333,740 SNPs passed 
QC in at least one dataset.

Quality Control
To identify low quality samples, we applied several quality metrics and used a combination 
of them to decide whether to exclude a sample from further analyses.

Read counts
For each sample, the total number of mapped reads was used as a quality measure. Those 
samples for which these counts were less than 70% were flagged and excluded from the 
analysis.

Exon and gene expression correlation
For each pair of samples, Spearman correlation of their expression was calculated on gene 
and exon levels. From these values, the median Spearman correlation for each sample was 
calculated (D-statistic). Samples with D-statistics lower than 0.85 were excluded from the 
analysis.
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Genotype concordance
As an extra quality control step we compared imputed genotypes to RNA-seq derived gen-
otypes. Concordance is expected to be low in cases of bad quality RNA-seq or imputed 
genotype data or in cases of sample mix-ups.

RNA-seq genotypes were called using samtools mpileup 53 (with the following parameters: 
-A -B -Q 0 -s -d10000000, calling only GoNL SNPs with MAF > 0.01) and SNVMix2 54. Only 
the genotypes with posterior probabilities higher than 0.8 were included. We determined 
genotype concordance per sample as genotype correlation of high-confidence SNPs (the 
SNPs which had a mean genotype correlation across all samples that was not less than 0.9). 
Outlier samples, for which the genotype concordance was less than 0.9, were flagged and 
excluded from the analysis.

Heterozygosity rate
A maximum heterozygosity rate of 0.52 was used to exclude contaminated RNA-seq sam-
ples. This was calculated using the same high quality genotypes used for the genotype con-
cordance calculations.

Mix-up mapping
Previously we showed that sample mix-ups occur frequently in genetical genomics datasets, 
introducing noise in subsequent analyses55. We checked the data for mix-ups using this pub-
lished method and flagged possible mixed samples.

QTL mapping
We used our previously described pipeline 22 to perform eQTL mapping. We mapped QTLs 
using a Spearman’s rank correlation on imputed genotype dosages in each cohort and then 
ran a meta-analysis combining the results by weighted z-score method. To control the false 
discovery rate (FDR) at 0.05, we created a null distribution by permuting sample labels of 
the expression data, repeating this process 10 times.

Expression data normalization
Expression data on the gene and exon level were first normalized using Trimmed Mean of 
M-values (TMM) 56. Expression values were then log2 transformed, probe and sample means 
centered to zero and their standard deviation was scaled to one. To correct for batch effects, 
principal component analysis (PCA) was run on the sample Spearman correlation matrix 
and the first 25 PCs were removed 22. We observed that removing these PCs resulted in the 
detection of the highest number of eQTLs. To ascertain that none of these 25 PCs are under 
genetic control, we ran separate QTL mapping on each principal component and ensured 
that there were no SNPs associated with them.

Exon ratio and polyA ratio expression data were not normalized, as ratios are not dependent 
on the library size and we used non-parametric statistics.

cis-QTL mapping
For running cis-QTL mapping we tested genes (or exons, exon ratios and polyA ratios) and 
SNPs located within 250kb from the gene (or exon) center. Only SNPs with minor allele fre-
quency (MAF) ≥ 0.05, call rate (CR) ≥ 0.95 and Hardy-Weinberg equilibrium p-value ≥ 0.001 
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were included. We identified independent QTL effects by stepwise regression: we found sec-
ondary QTLs by regressing out the primary QTLs and we identified tertiary QTLs by regress-
ing primary and secondary QTLs. This procedure was repeated until no more independent 
effects were found. We acknowledge that it might be possible that some of the identified 
independent effects might actually tag untyped variants.

Set of background SNP for functional enrichment analyses.
For assessment of functional enrichment of eSNPs on each QTL level, we created a back-
ground list of SNPs which we compared to the real set. For each eQTL SNP, we selected the 
variants within a 50,000 bp window, with a MAF differing not more than 0.05 point from the 
eQTL SNP, and a linkage disequilibrium r2 ≤ 0.5. From the variants that match these criteria, 
we selected the variant that is physically closest to the eQTL SNP as a background SNP. 

Replication of cis-eQTLs
The first replication dataset was Geuvadis RNA-seq data of lymphoblastoid cell cines (LCLs) 
23. For replication, we took raw RNA-seq reads of 373 European samples and processed 
them using the same alignment and quantification pipeline as we used on the BIOS data. 
For eQTL mapping, we regressed out the first 20 PCs from the expression data (due to the 
smaller sample size of Geuvadis dataset). To replicate BIOS eQTLs in Geuvadis, we took all 
significant eQTLs (top SNP per gene) from BIOS and ran eQTL mapping in Geuvadis, testing 
only these eQTLs. We then checked how many eQTLs out of all those tested were replicated 
and for how many of the replicated eQTLs the allelic direction was opposite. We did the 
same in the other direction, testing how many of the Geuvadis eQTLs were replicated in the 
BIOS data.

The second dataset was a meta-analysis of 5,311 microarray peripheral blood samples pub-
lished by Westra et al. 22. As raw data were not available for these data, we used all signifi-
cant eQTLs (FDR < 0.05) identified in the meta-analysis, mapped the microarray probes to 
gene and exons using Ensembl v.71 gene annotation, and then tested these SNP-gene and 
SNP-exon combinations in the BIOS data.

GWAS annotation
For annotating the eQTLs with known disease/trait associations, we used a set of 6,321 SNPs 
derived from the NHGRI GWAS catalog and a set of reported ImmunoChip associations, each 
with reported p-value ≤ 5 x 10-8 (Supplementary table 6).

Interaction analysis
For an overview of the method used for the interaction analysis see Supplementa-
ry figure 2. The interaction analysis was performed using the following linear model: 
 
Y ≈ I + β1G + β2P + β3P · G 

where Y is the eQTL gene expression, G is the eQTL SNP genotype, P is the proxy gene, P · G 
is the interaction term between the proxy gene and the genotype, I is the intercept, and β1, 
β2, and β3 are regression coefficients.
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As a linear model is parametric, and thus more sensitive to outliers and non-normal distribu-
tions than our non-parametric eQTL model, we performed stricter quality control. We found 
that several metrics introduced outliers in our data that confounded the linear regression 
analyses. These were percentage of coding bases, median 3’ bias, percentage of uniquely 
mapped reads and percentage of mRNA bases (Supplementary figure 8). Based on these 
metrics we removed 75 samples and used the remaining 2,041 samples in the interaction 
analyses. We confined the interaction analysis to genes with at least one mapped read in all 
samples; this criterion was used for both the proxy genes and the eQTL genes. As a result, 
we tested 29,750 genes as potential proxies and 17,291 eQTL effects. 

The normalization for the expression levels of the eQTL genes requires different normaliza-
tion than the expression of the proxy genes. The gene expression data of the eQTL genes 
was corrected using covariates for the source biobank, the first 25 PCs, gender, median 3’ 
bias, median 5’ bias, GC content and the percentage of intronic bases. In order to detect 
biologically meaningful interaction effects, we also regressed out the interaction effects for 
gender, median 3’ bias, median 5’ bias, GC content and the percentage of intronic bases. 
The expression data used in the interaction term was processed in a similar manner, with 
the exception that we did not correct for the principal components, as this would have re-
moved correlations to cell types, and we did not correct for interactions with the technical 
covariates. 

We excluded interactions where the eQTL SNP showed a significant eQTL effect on the test-
ed proxy gene, as we wanted to exclude the cases in which the gene giving the interaction 
effect was in the same locus as the tested eQTL gene. 

We then performed an iterative interaction analysis by regressing the top covariate in a 
stepwise manner. After the first round of interaction analysis, we identified the covariate 
having the highest chi2sum over all interaction z-scores (I.E. the chi2sum is per covariate the 
sum of the squared interaction z-score of all eQTLs). We regressed out this covariate from 
covariate and gene expression data and repeated the interaction analysis. This procedure 
was repeated 10 times. For each top covariate, we identified a set of covariates (module) 
with a similar interaction pattern by taking the top 100 covariates having the highest chi-
2sum difference between the current interaction analysis step and the previous step (effec-
tively identifying co-expressed genes). These covariates are mostly highly coexpressed with 
the top covariate in the module (Figure 2c).

To determine the significance level of interactions, we permuted genotype sample labels 
and ran the interaction analysis. This enabled us to determine which eQTLs significantly 
interact with the top covariate of the module with a FDR ≤ 0.05.

We ran the interaction analysis on exon and exon ratio levels in a similar manner as for the 
gene level.

The implementation and manual of our method can be found here: https://github.com/
molgenis/systemsgenetics/wiki/Discovery-of-hidden-confounders-of-QTLs
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Interaction module functions
To find the prevalent cell type for each module, we used several sources of information. 
Some of the BIOS biobanks had cells counts available, making it possible to correlate the top 
100 covariates of each module with cell type percentages.

As an additional source of evidence, we used expression profiles for isolated populations of 
17 of the major cell types in blood generated by the BLUEPRINT consortium 31.

To determine the putative function of each module, we performed pathway enrichment 
analysis using GeneNetwork 57,58 on the top 100 covariates in the module and on all eQTL 
genes having a significant interaction with the top covariate of the module. 

To gain more insight into the function of the modules we identified, we overlapped the in-
teraction results with those of several papers which studied stimulated cells and response 
QTLs (reQTLs): a study of PBMCs infected with rhinovirus 15 and a study of monocytes in-
fected by LPS (at two time points: after 2 and 24 hours) and IFN 14. To investigate whether 
our interaction modules represent anti-viral or anti-bacterial response, we checked for en-
richment of differentially expressed genes reported for each stimulation (with -1 < log FC < 
1) within the top 100 covariates from each interaction module by performing a one-tailed 
Fisher’s exact test to determine the significance. We also checked whether the reported 
reQTLs showed significantly stronger interaction with the top covariate of each module by 
performing a Wilcoxon rank-sum test on interaction z-scores.

We also checked whether we see an enrichment of binding of particular transcription fac-
tors (TFs) using ChIP-seq data from ENCODE 59. First, we determined which TFs overlapped 
with the eQTL SNP or a variant in very strong LD (r2 ≥ 0.99). Then, using a Fisher exact test, 
we determined if we found any enrichment in overlap between the genes assigned to a 
module and the genes not significantly assigned to this module.

Using interaction modules to better understand disease mechanisms
We extracted the genes regulated by any type of top QTL variant in strong LD (r2 ≥ 0.8) with 
the top GWAS hits. Co-expression was calculated in our data for these genes and Cytoscape 
3.2.1 60 was used to create network plots. Assignment to specific clusters was performed 
using the R implementation of Affinity Propagation 61,62. Cell-type-specific expression levels 
were based on the RNA-seq generated by the BLUEPRINT consortium31 and plotted using 
gplots. We performed gene function enrichment analysis using GeneNetwork 57.

Cell-type-specific eQTL mapping
The cell-type-specific eQTL were identified using the same method we used for the gene-
based interaction analyses. However, here we used the cell-type percentages instead of the 
expression of other genes. As not all cohorts measured cell counts, we estimated them for 
these cohorts. RNA-seq data and cell count measurements in 628 samples from the LL and 
650 samples from the LLS cohorts were used to build prediction models for cell counts using 
an in house predictor for neutrophils, lymphocytes, monocytes, eosinophils and basophils. 
We evaluated this method by using cross validations (Supplementary figure 9).These models 
were applied to RNA-seq data of 185 samples from the CODAM cohort and 14 samples from 
the LLS cohort for prediction of cell counts of the five cell types. In addition, the prediction 
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models were applied to estimate cell counts for neutrophils, eosinophils and basophils, us-
ing RNA-seq data from 652 samples from the RS cohort in which the cell count measure-
ments of lymphocytes and monocytes were available. 

BLUEPRINT tissue-specific expression data analysis
BLUEPRINT data was downloaded from their ftp site (ftp://ftp.ebi.ac.uk/pub/databases/
blueprint). All venous blood-, myeloid cell- and erythroblast-derived RNA-seq data was 
downloaded. Read counts were obtained according to the gene quantification performed 
by the Center for Genomic Regulation. Subsequently, TMM normalization 56 was performed. 
The averaged normalized log-counts per million per cell type were used for drawing the 
heatmaps. For each module, we extracted the corresponding genes based on their ENSEM-
BL gene identifier (for ‘meta-exons’ we used the first Ensembl id and three noncoding RNAs 
could not be extracted from the BLUEPRINT data). Furthermore, the R-package pheatmap 
(1.0.7) was used to generate the heatmaps.

Data Availability Statement
Access to the raw RNA-seq data can be obtained via the EGA under accession: 
EGAD00001001623.

Genotype data is available via the respective biobanks.

Biobank Website Contact e-mail address
LLS http://www.leidenlangleven.nl/en/home m.beekman@lumc.nl
LifeLines https://lifelines.nl/lifelines-research/

access-to-lifelines
LLscience@umcg.nl

CODAM - m.vangreevenbroek@
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eQTL results can be accessed via: http://genenetwork.nl/biosqtlbrowser/
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Abstract
The diagnostic yield of exome and genome sequencing remains low (8-70%), due to in-
complete knowledge on the genes that cause disease. To improve on this, we have creat-
ed GeneNetwork Assisted Diagnostic Optimization (GADO), which uses RNA-seq data from 
31,499 samples to predict which genes cause specific disease phenotypes. We show that 
this unbiased method, which does not rely upon specific knowledge on individual genes, 
is effective in both identifying new disease genes, and flagging genes that have previously 
been incorrectly implicated in disease. GADO can be run on www.genenetwork.nl by sup-
plying HPO-terms and a list of genes that contain candidate variants. Finally, applying GADO 
to a cohort of 61 patients where exome-sequencing analysis had not resulted in a genetic 
diagnosis, yielded likely causal genes for ten cases.
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Introduction
Diagnostic yield is steadily increasing with the increasing use of whole-exome sequencing 
(WES) and whole-genome sequencing (WGS) to diagnose patients with a suspected genetic 
disorder 1. Although many genes have been associated to Mendelian diseases the diagnostic 
yield of genome sequencing remains limited, varying from 8% to 70% 2. 

Tools exist that can help prioritize candidate genes based on existing knowledge, of which 
some use human phenotype ontology (HPO) terms 3 to denote the phenotype of a patient. 
However, these methods are often limited in their ability to identify previously unknown 
disease-gene associations 4. For instance, AMELIE prioritizes candidate genes using an au-
tomated literature analysis, but cannot pinpoint genes, unknown to cause a certain disease 
5. In contrast, Exomiser can also predict new disease genes by using existing (knock out) 
annotations for genes or orthologues in other organisms 6. Also, the tissue specificity of 
gene expression has been shown to be informative for predicting disease relevance 7. While 
each of these methods have proven highly valuable, one challenge remains: for most pro-
tein-coding and non-coding genes very little is known, making it also very challenging to 
make inferences whether a mutation in those genes might cause a specific phenotype.

Another problem is that some genes or variants that have previously been implicated in the 
prevalence of a specific disease are now reported as either being false positive associations 
or having a limited penetrance 8,9. Often these likely false associations are identified because 
the presumed causative variant alleles turn out to be too common in large populations, 
such as present in ExAC 10,11. Alternatively, the effects of variants in some genes could not 
be replicated in population based biobanks 12. Although only few genes have been definitely 
refuted in literature, it has been shown that many genes reported in rare disease databases 
only have limited evidence to link the gene to the disease 13. 

Here we present a new method to overcome some of these challenges: by using 31,499 
RNA-sequencing (RNA-seq) of a wide range of tissues and cell types we can predict gene 
functions and disease associations using gene co-regulation, while not being biased towards 
existing gene annotations by using a leave-one-out procedure. This allowed us to accurately 
predict gene functions and to prioritize candidate diseases genes with high accuracy. This 
is possible because if genes are known to cause a specific disease or disease symptom they 
will often have similar molecular functions or be involved in the same biological process or 
pathway 14. When the reported disease associations cannot be predicted this may indicate 
false positive associations. 

We have developed a user-friendly web-based tool called GADO (GeneNetwork Assisted 
Diagnostic Optimization, available at www.genenetwork.nl.) that can prioritize variants in 
known and unknown genes using HPO-terms to describe a patient’s phenotype. GADO ranks 
variants using HPO terms to describe a patient’s phenotype. To validate our prioritization 
method, we tested how well our method predicts disease-causing genes based on HPO-
terms described for each of the genes in the OMIM database. We then used exome se-
quencing data of patients with a known genetic diagnosis to benchmark GADO. Finally, we 
applied our methodology to previously inconclusive WES data and identified several genes 



142

Chapter 8

that contain variants that likely explain the phenotype of the respective patients. Thus, 
we show that our methodology is successful in identifying variants in novel, likely relevant 
genes explaining the patient’s phenotype. 

Results
Gene prioritization using GADO
We have developed GADO, a method that can perform gene prioritizations, which uses as 
input a list of phenotypes (described using HPO terms 15) that have been observed in a 
patient. In combination with a list of candidate genes (i.e. genes harboring rare and possi-
bly damaging variants), GADO reports a ranked list of genes with the most likely candidate 
genes on top (Figure 1a). These gene prioritizations are based on the predicted involvement 
of the candidate genes for the specified set of HPO terms. These predictions are made by 
analyzing public RNA-seq data from 31,499 samples (Figure 1b), resulting in a gene prioriti-
zation Z-score for each HPO term. These predictions are solely based on observed co-regu-
lation of genes annotated to a certain HPO term with other genes. This makes it possible to 
also prioritize genes that currently lack any biological annotation.

Public RNA-seq data acquisition and quality control
To predict functions of genes and HPO term associations, all human RNA-seq samples that 
were publicly available in the European Nucleotide Archive (accessed June 30, 2016) were 
downloaded (supplementary table 1) 16. Gene-expression was quantified by using Kallisto 17 
and samples for which a limited number of reads are mapped, were removed. A principal 
component analysis (PCA) on the correlation matrix was used to remove low quality sam-
ples and to remove samples that were falsely annotated as RNA-seq but turned out to be 
DNA-seq. Finally 31,499 samples were included and gene expression levels for 56,435 genes 
(of which 22,375 are protein-coding) were quantified. 

Although these samples are generated in many different laboratories, we previously ob-
served that, after correcting for technical biases, it is possible to integrate these samples 
into a single expression dataset 18. We validated that this is also true for our dataset by 
visualizing the data using t-Distributed Stochastic Neighbor Embedding (t-SNE). We labeled 
the samples based on cell-type or tissue and we observed that samples cluster together 
based on cell-type or tissue origin (Figure 2). Technical biases, such as whether single-end or 
paired-end sequencing had been used, did not lead to erroneous clusters, which suggests 
that this heterogeneous dataset can be used to ascertain co-regulation between genes and 
can thus serve as the basis for predicting the functions of genes. (Supplementary methods 
1)

Prediction of gene HPO associations and gene functions
To predict HPO term associations and putative gene functions (Figure 1b), we used a co-reg-
ulation method that we had previously developed and applied to public expression microar-
rays 14. However, since microarrays only cover a subset of the protein-coding genes (n = 
14,510), we decided to use public RNA-seq data here instead. This allows for more accurate 
quantification of lower expressed genes and the expression quantification of many more 
genes, including a large number of non-protein-coding genes 19. Our method uses principal 
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component analysis to identify a set of components that describe co-regulation between 
genes. While some of this co-regulation between genes is determined by pairs of genes that 
are specifically expressed in certain tissues (i.e. tissue-specific expression), a considerable 
proportion of this co-regulation reflects pairs of genes that are involved in the same biolog-
ical pathways. 
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Figure 1: Schematic overview of GADO. (a) Per patient, GADO requires a set of phenotypic 
features (encoded using HPO terms) and a list of candidate genes (gene names either en-
tered using HGNC symbols or Ensembl IDs). This gene list should contain genes in which rare 
variants have been observed for the patient. It then ascertains whether any of these genes 
have been predicted to cause the phenotypic features, observed in the patient. These HPO 
phenotypes predictions per gene are based on observed co-regulation with sets of genes 
that are already known to be associated with these phenotypes. (b) Overview of how disease 
symptoms are predicted using gene expression data from 31,499 human RNA-seq samples. 
A principal component analysis on the co-expression matrix results in the identification of 
1,588 significant principal components. For each HPO term we investigate every component: 
per component we test whether there is a significant difference between eigenvector coef-
ficients of genes known to cause a specific phenotype and a background set of genes. This 
results in a matrix that indicates which principal components are informative for every HPO 
term. By correlating this matrix to the eigenvector coefficients of every individual gene, it is 
possible to infer the likely HPO disease phenotype term that would be the result of a patho-
genic variant in that gene.
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We applied this prediction methodology 14 to the HPO gene sets and also to Reactome 
20, KEGG pathways 21, Gene Ontology (GO) molecular function, GO biological process and 
GO cellular component 22 gene sets. For 5,088 of the 8,657 gene sets (59%) with at least 
10 genes annotated, the gene function predictions had significant predictive power (see 

Figure 2: A compendium of gene expression profiles that can be used for gene function 
prediction. We downloaded 31,499 RNA-seq samples from ENA. These samples come from 
many different studies. They show coherent clustering after correcting for technical biases. 
Generally, samples originating from the same tissue, cell-type or cell-line cluster togeth-
er. The two axes denote the first t-SNE components. The number of samples per tissue or 
cell-type are mentioned, and after the colon the number of unique studies is mentioned, 
indicating that samples cluster by tissue or cell-type, and that this clustering is not due to 
systematic technical confounding due to the fact that for a given tissue, samples come from 
only a single laboratory.  
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materials and methods). For the 8,657 gene sets with at least 10 genes annotated, the me-
dian predictive power, denoted as Area Under the Curve (AUC), ranged between 0.73 (HPO) 
to 0.87 (Reactome) (Table 1). 

Prioritization of known disease genes using the annotated HPO terms
Once we had calculated the prioritization Z-scores of HPO disease phenotypes, we lever-
aged these scores to prioritize genes found by sequencing the DNA of a patient. For each 
individual HPO term–gene combination, we calculated a prioritization Z-score that can be 
used to rank genes. In practice, however, patients often present with not one feature but 
a combination of multiple phenotypic features. Therefore, we combined the prioritization 
Z-scores for each HPO term to generate an overall prioritization Z-score that explains the 
full spectrum of features in a patient. GADO uses these combined prioritization Z-scores to 
prioritize the candidate genes: the higher the combined prioritization Z-score for a gene, the 
more likely it explains the patient’s phenotypes. 

Because many HPO terms have fewer than 10 genes annotated, and since we were unable 
to make significant predictions for some HPO terms, certain HPO terms are not suitable to 
use for gene prioritization. To overcome this problem we take advantage of the way HPO 
terms are structured: each term has at least one parent HPO term that describes a more 
generic phenotype and thus has also more genes assigned to it. Therefore, if an HPO term 
cannot be used, GADO will make suggestions for suitable parental terms (supplementary 
figure 1).

To benchmark our prioritization method, we used the OMIM database 23. Due to our 
leave-one-out approach (see methods) we could directly test how well our meth-
od was able to retrospectively rank disease-causing genes listed in OMIM based 
on the annotated symptoms of these diseases. For each OMIM disease gene (n 
= 3,382) we used the associated disease features (on average 15 HPO-terms per 
gene) as input for GADO. We found that GADO ranks the causative gene in the top 
5% for 49% of the diseases (Figure 3a, supplementary figure 2). However, in clinical 

Database Number of 
gene sets

Gene sets 
≥ 10 genes

Gene sets with 
significant predictive 

power

Median 
AUC

Reactome 2,143 1,388 1,150 0.87
GO molecular function 4,070 726 398 0.82
GO biological process 11,753 2,576 1,115 0.82
GO cellular component 1,609 500 370 0.84
KEGG 186 186 168 0.84
HPO 7,920 3,281 1,887 0.73

Table 1: Gene function prediction accuracy. Gene co-expression information of 31,499 sam-
ples is used to predict gene functions. We show the prediction accuracy for gene sets from 
different databases. AUC, Area Under the Curve, GO, Gene Ontology, HPO, Human Pheno-
type Ontology.
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Figure 3: Performance of disease gene prioritization compared to random permutation. 
(a) OMIM disease genes and provisional disease genes have significantly stronger prioritiza-
tion Z-scores compared to permuted disease genes (T-test p-values: 2.16×10-532 & 5.38×10-80, 
respectively). We also observe that the predictions of the provisional OMIM genes are, on 
average, weaker than the other OMIM disease genes (T-test p-value: 1.89×10-7). Because 
we use a leave-one-out strategy when calculating prioritization Z-scores for genes that have 
already been associated to an HPO term, there is no prediction bias towards known associ-
ations. Therefore, this benchmark is informative of the power to predict novel associations 
(see methods). (b) We observe a significant relation (Spearman p-value: 1.01×10-4) between 
the burden of evidence that a gene is associated to a disease and the GADO prioritization 
Z-score. Most genes are scored by 13 some additional refuted genes, denotated as squares or 
diamonds, are reported by 8 and 12 (c) We observe a clear relation between the prioritization 
Z-scores and the gene predictability scores (Pearson r = 0.54). We don’t observe this rela-
tion in the permuted results. (d) Our gene prioritization Z-scores are significantly correlated 
(Pearson p-value: 1.66×10-24) to the number of likely pathogenic (LP) and pathogenic (P) 
variants reported for a gene in ClinVar. 
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practice it is not uncommon that only a subset of the features of a patient have been record-
ed. We therefore repeated this analysis while randomly selecting at most 5 HPO terms per 
disease. We found that the GADO scores remained stable and are strongly correlated (Pear-
son correlation r = 0.86) compared to using all HPO terms (supplementary figure 3). 

Gene predictability scores explain performance differences between 
genes
For some diseases in OMIM, GADO could not predict gene-phenotype combinations, as in-
dicated by a prioritization Z-scores close to 0 or below 0 (Figure 3a). For example, variants in 
SLC6A3 are known to cause infantile Parkinsonism-dystonia (MIM 613135) 24–26, but GADO 
was unable to predict the annotated HPO terms related to the Parkinsonism-dystonia for 
this gene. This may, however, be due to very low expression levels of SLC6A3 in most tissues 
except specific brain regions 27.

To better understand why we cannot predict HPO terms for all genes, we used the Reac-
tome, GO and KEGG prioritization Z-scores. Jointly these databases comprise thousands of 
gene sets. Since these databases describe such a wide range of biology, we assumed that 
if a gene does not show any prediction signal for any gene set in these databases, gene 
co-expression is probably not informative for this gene. To quantify this, we calculated, per 
gene, the average skewness of the pathway prioritization Z-score distribution of the Reac-
tome, GO and KEGG gene sets. This average we use as the ‘gene predictability score’ for 
every gene that is independent of whether this gene is already known to play a role in any a 
disease or pathway (Figure 3c, supplementary figure 2). We then ascertained whether these 
‘gene predictability scores’ are correlated with the HPO-based prioritization Z-score of the 
OMIM diseases, and found a strong correlation (r: 0.54, p-value: 1.14×10-332) between the 
gene predictability scores and GADO’s ability to identify a known disease gene (Figure 3c, 
supplementary table 2). 

Disease associated genes with limited evidence for association have lower 
prioritization Z-scores
We used a set of disease genes that had been systematically studied by Strande et al. 13  to 
ascertain the burden of evidence that exists for these genes, and complemented this list 
with a set of refuted genes  8,12. We observed that the GADO prioritization scores are related 
to this burden of evidence: refuted genes and genes with limited evidence have significantly 
lower prioritization Z-scores, compared to genes with more supporting evidence (Spearman 
p-value: 1.01×10-4) (Figure 3b). Our prioritization Z-scores are also correlated to the number 
of times an allele within a gene has been reported to be pathogenic or likely pathogenic in 
ClinVar 28 (r: 0.14 p-value: 1.67×10-23) (Figure 3d), which indicates that if many independent 
submissions have implicated the same gene in disease, that gene is more likely to be a true 
disease-causing gene. This is corroborated by the significant correlation between the ExAC 
missense constraint score 10 (a metric denoting a depletion of missense variation in a gene) 
and the number of submissions to ClinVar (r: 0.12 p-value: 8.81×10-17) (Supplementary fig-
ure 4a). Interestingly, we do not observe a correlation between our prioritization Z-scores 
and the ExAC missense constraints (Supplementary figure 4b). A linear model to explain 
the number of ClinVar submissions using both our prioritization Z-scores together with the 
ExAC constraints performs significantly better than when solely using the ExAC constraints 
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to predict the number of pathogenic or likely pathogenic in ClinVar (r: 0.21 vs r: 0.12, ANOVA 
p-value: 1.24×10-34). This indicates that GADO is informative for predicting the involvement 
of genes in disease, independent from ClinVar and ExAC. 

A set of genes known to cause cardiomyopathy was scored for the amount of evidence in 
literature that these genes are involved in cardiomyopathy. Here, we again observe that 
genes with limited evidence have lower prioritization Z-scores (spearman p-value: 8.71×10-

04) (supplementary figure 5), suggesting these could potentially reflect false-positive asso-
ciations. 

We were somewhat worried that such false-positive associations could detrimentally affect 
our gene – phenotype predictions. To ascertain this, we randomly added 10% more genes 
to each HPO-term and recalculated the predictions. We then observed that our predictions 
were robust, and that AUC values (indicating to what extent gene co-regulation can predict 
gene – phenotype associations)  were very similar to the original AUC values (Pearson cor-
relation r = 0.97, Supplementary figure 5).

Benchmarking GADO using solved cases with realistic phenotyping
Although these in silico benchmarking demonstrated the potential of GADO, it used all anno-
tated HPO terms for a disease. In practice, however, patients may only present with a limited 
number of the annotated features of a disease. To perform a validation that was a realistic 
reflection of clinical practice, we used exome sequencing data of 83 patients with a known 
genetic diagnosis. We used their phenotypic features as listed in their medical records prior 
to when the genetic diagnosis had been made (supplementary table 3). Per patient, our ex-
ome-sequencing pipeline GAVIN 29 returned a median of 55 possible disease-causing genes 
with variants that are rare and predicted to be deleterious. We then ran GADO and observed 
that for 41% of these patients the actual causative gene ranked in the top 3 (median rank 
was 6.5 for all 83 patients, supplementary figure 6). Using a stringent threshold (prioritiza-
tion Z-score ≥ 5), which we also used for the prioritization of unsolved cases (see below), to 
select strong candidate genes, we identifed the causative gene for 17 cases (20%) while only 
needing to follow-up a single variant (range 0-5) per patient on average.  

Because of our leave-one-out procedure when calculating prioritization Z-scores for known 
disease genes (see methods), our performance in solved cases is indicative of the power 
of GADO to prioritize novel disease-associated genes without prior annotations or associ-
ations. However, these unbiased predictions can sometimes cause problems when using 
GADO in clinical practice, because GADO cannot predict every known gene-HPO combina-
tion accurately. As such some of these known gene-HPO combinations might have rather 
insignificant Z-scores. To make sure GADO is also suited for cases with variants in currently 
known disease associated genes, we adjusted our prediction matrix to ensure that known 
HPO-term associations for genes are also prioritized (see methods). This does not affect 
GADO’s ability to prioritize novel diseases genes, but solely helps the prioritization perfor-
mance of known disease genes, but ensures that users of the GADO website will see these 
known disease-phenotype as top ranking genes . By doing this we achieved a similar priori-
tization performance as compared to Exomiser (Supplementary table 4, Figure 4a). For this 
comparison, we used both methods to rank the on average 663 variants that are selected by 
Exomiser. For Exomiser, we used the default ‘combined prioritization’ strategy that is based 
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Figure 4: Performance of GeneNetwork on solved cases. (a) Comparison between using 
GADO and Exomiser to rank candidate variants. (b) Our cohort contained a case with two 
distinct conditions, and clustering showed the HPO terms of the same disease are closest to 
each other. Note, the HPO term “Inflammation of the large intestine” did not yield a signif-
icant prediction profile and therefore the parent terms “Abnormality of the large intestine”, 
“Increased inflammatory response” and “Functional abnormality of the gastrointestinal 
tract” were used for this case. 
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on the variant score and the gene score, whereas in GADO we solely used the prioritization 
Z-scores (Supplementary methods 2). Although our median rank of the causative gene is 
better compared to Exomiser (GADO: 12.5 vs Exomiser: 21), Exomiser on the other hand, is 
able to rank more genes in the top 3 (Exomiser: 28 vs GADO: 14). 

Clustering of HPO terms 
In addition to ranking potentially causative genes based on a patient’s phenotype, GADO 
can be used to cluster HPO terms based on the genes that are predicted to be associated 
to these HPO terms. This can help to identify pairs of symptoms that often occur togeth-
er, as well as symptoms that rarely co-occur. In a patient diagnosed with a glycogen stor-
age disease, GSD type Ib, caused by compound heterozygous variants in SLC37A4 (MIM 
602671) and Dilated Cardiomyopathy (DCM) that is probably caused by a truncating variant 
in TTN (MIM 188840) HPO terms related to GSD type Ib (‘leukopenia’ (HP:0001882) and 
‘inflammation of the large intestine’ (HP:0002037)) cluster together, while Cardiomyopathy 
(HP:0001638) was only weakly correlated to these specific features (Figure 4b). 

Reanalysis of previously unsolved cases
To assess GADO’s ability to discover new disease genes, we applied it to data from 61 pa-
tients who are suspected to have a Mendelian disease but who did not receive a genetic 
diagnosis. All patients had undergone prior genetic testing (WES with analysis of a gene 
panel according to their phenotype, supplementary table 5). On average GADO reported 2.9 
genes with a prioritization Z-score ≥ 5 (which we used as an arbitrary cut-off and that corre-
sponds to a p-value ≤ 5.7×10-7) and which were further assessed. In ten cases, we identified 
variants in genes not associated to a disease in OMIM or other databases, but for which we 
could find literature or for which we gained functional evidence implicating their disease 
relevance (Table 2). For example, we identified two cases with DCM with rare compound 
heterozygous variants in the OBSCN gene (MIM 608616) that are predicted to be damaging. 
In literature, inherited variant(s) in OBSCN, encoding obscurin, are associated with hypertro-
phic CM 30 and DCM 31. Furthermore, obscurin is a known interaction partner of titin (TTN), 
a well-known DCM-related protein 30. Another example came from a patient with ichthyotic 
peeling skin syndrome, which is caused by a damaging variant in FLG2 (MIM 616284). We re-
cently published this case where we prioritized this gene using an alpha version of GADO 32. 

Table 2: unsolved cases with new candidate genes. In 10 out of 61 unsolved patients we iden-
tified new likely causal genes. For these genes we found literature that indicates these genes fit 
the phenotype of these patients or we gained functional evidence implicating their disease rel-
evance. HP:0001644=Dilated cardiomyopathy; HP:0008066=Abnormal blistering of the skin; 
HP:0008064=Ichthyosis; HP:0001263=Global developmental delay; HP:0001249=Intellectu-
al disability; HP:0000717=Autism; HP:0000708=Behavioral abnormality; HP:0002167=Neu-
rological speech impairment; HP:0002360=Sleep disturbance; HP:0000664=Synophrys; 
HP:0001638=Cardiomyopathy; HP:0004322=Short stature; HP:0001249=Intellectual dis-
ability; HP:0003493=Antinuclear antibody positivity; HP:0002583=Colitis; HP:0012649=In-
creased inflammatory response; HP:0001890=Autoimmune hemolytic anemia. *These vari-
ants where pre-filtered for family segregation. **The variants in these genes do not fully 
explain the phenotype but are likely contributing to the phenotype. 
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We compared GADO to Exomiser, ENDEAVOR 42 and ToppGene 43 on our unsolved cases 
for which we identify a strong candidate (Supplementary methods 3). Exomiser could be 
run directly using the HPO terms. The other tools required a list of training genes (i.e. the 
genes known to cause a specific HPO term), but provided no options to integrate the results 
of multiple sets of training genes. We therefore only used ENDEAVOR and ToppGene for 
those cases with a single reported HPO term. ENDEAVOR supported a maximum of 200 
input genes in the training set (i.e. those genes known to cause a specific HPO term) and at 
most 200 genes to prioritize (i.e. those genes in which rare variants had been observed). If 
for an HPO term over 200 genes were known, we selected a random subset of 200 genes. If 
a patient had candidate variants in more than 200 genes, we trimmed this set to 200 genes 
by randomly removing genes, while ensuring that the known causal gene was retained. The 
median rank of these genes was 3 for GADO, 68.5 for Exomiser, 7.5 for ENDEAVOR and 24 for 
ToppGene (Supplementary table 6). The Exomiser ranks however, are not directly compara-
ble since Exomiser does its own variant select which yields more variants than GAVIN, the 
method we used prior to running GADO, ENDEAVOR and ToppGene. To overcome this, we 
also calculated the percentile of the candidate gene among the total genes selected either 
by GAVIN or Exomiser, the median percentile for GADO was: 1.2 and for Exomiser: 7.9.

www.genenetwork.nl
All analyses described in this paper can be performed using our online toolbox at www.
genenetwork.nl. Users can perform gene prioritizations using GADO by providing a set of 
HPO terms and a list of candidate genes (Figure 5a). Per gene, it is also possible to down-
load all prioritization Z-scores for the HPO terms and pathways. Furthermore, the predicted 
pathway and HPO annotations of genes can be used to perform function enrichment analy-
sis (Figure 5b). We also support automated queries to our database using a http+JSON api.

Figure 5: www.genenetwork.nl (a) Prioritization results of one of our previously solved cas-
es. This patient was diagnosed with Kleefstra syndrome. The patient only showed a few of 
the phenotypic features associated with Kleefstra syndrome and additionally had a neo-
plasm of the pituitary (which is not associated with Kleefstra syndrome). Despite this limited 
overlap in phenotypic features, GADO was able to rank the causative gene (EHMT1) second. 
Here, we also show the value of the HPO clustering heatmap, the two terms related to the 
neoplasm cluster separately from the intellectual disability and the facial abnormalities that 
are associated to Kleefstra syndrome. (b) Clustering of a set of genes allowing function / 
HPO enrichment of all genes or specific enrichment of automatically defined sub clusters. 
Here we loaded all known DCM genes and OBSCN, and we focus on a sub-cluster of genes 
containing OBSCN (highlighted by the arrow). We see that it is strongly co-regulated with 
many of the known DCM genes. Pathway enrichment of this sub-cluster reveals that these 
genes are most strongly enriched for the muscle contraction Reactome pathway. DCM, Di-
lated Cardiomyopathy.

http://www.genenetwork.nl
http://www.genenetwork.nl
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Discussion
The identification of new disease-causing genes is a daunting process. GADO can aid in the 
discovery of these unknown disease genes. The main advantage of our methodology is that 
it does not rely on any prior knowledge about the genes that we prioritize and can therefor 
also detect genes for which nothing is known. Instead, we used predicted gene functions 
based on co-regulation networks extracted from a large compendium of publicly available 
RNA-seq samples allowing accurate expression quantification of many genes, including low-
ly expressed genes and non-coding genes 18. A realistic benchmark using real cases and fea-
tures listed in the medical records allowed us to identify the causative genes for 20% of the 
cases, while only requiring us to follow-up on average only a single gene per patient. 

GADO is trained in such a way that for each gene – phenotype combination that is already 
known, this knowledge is not used when using co-regulation information to make inferences 
on that specific gene-phenotype association. A major advantage of this is that our gene – 
phenotype predictions are not biased towards known associations. However, since we do 
not incorporate these known disease associations into our model, the performance of GADO 
is lower when studying patients with mutations in well-established genes, as compared to 
methods that explicitly use these known gene – phenotype associations. To accommodate 
this issue, we have added these known gene – phenotypes to GADO, to ensure GADO users 
will not miss out on known associations. This is useful for genes with a low predictability 
score indicating that gene expression data is not informative for its function predictions and 
for genes such TTR that act in a unique manner compared to other genes that give rise to 
CM. TTR is implicated in hereditary amyloidosis (MIM 105210) 44 and there is a large amount 
of evidence linking this gene to CM. Mutations in TTR cause accumulation of the transthyre-
tin protein in different organ systems, including the heart, resulting in CM. However, this 
gene is primarily expressed in the liver. Therefore, its disease mechanism is different from 
other mechanisms resulting in CM, as many inherited CMs are caused by deleterious vari-
ants in genes highly expressed in the heart and directly affecting the function of the cardiac 
sarcomere 45. Because this gene is expressed in a different tissue than all other CM genes 
co-expression is not informative and as a result the phenotypic function prediction for this 
gene is worse than we would expect based on the predictability score. 

Finally, we used GADO on 61 unsolved cases and identified for 10 cases (16.4%) the poten-
tial novel disease genes that are strong candidates based on literature or functional evi-
dence. All these samples already went through an extensive diagnostic procedure so these 
finding are on top of the normal diagnostic yield. When applying GADO, we could identify a 
very likely causal gene for 16.4% of these unsolved cases, based on the existence of circum-
stantial evidence in literature on these genes. This is only a bit lower than what we observed 
for solved cases where the causal gene is known: when we assumed that the causal gene 
was not yet known, GADO identified the causative gene for 20% of the cases. We should 
note that this 16.4% yield in unsolved cases might actually be an underestimate: GADO also 
had prioritized genes with a high significance score for some of the other unsolved cases, of 
which some are likely to be responsible for the phenotypes observed in these patients. Re-
gretfully, for these genes no literature currently exists that supports their role in the diseases 
of these patients. This is one of the pertinent issues when it comes down to diagnosing 
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patients. Additional repositories that use orthogonal data to make inferences on the phe-
notypic consequences of mutations in genes and initiatives like Genematcher 46 therefore 
remain urgently needed, in order to increase the diagnostic yield. 

Given that nearly 5% of patients with a Mendelian disease have another genetic disease 47, 
it is important to consider that multiple genes might each contribute to specific phenotypic 
effects. Clinically, it can be difficult to assess if a patient suffers from two inherited condi-
tions, which may hinder variant interpretation based on HPO terms. We showed that GADO 
can disentangle the phenotypic features of two different diseases manifesting in one patient 
by correlating and subsequently clustering the profiles of HPO terms describing the patient’s 
phenotype. If the HPO terms observed for a patient do not correlate, it is more likely that 
they are caused by two different diseases. An early indication that this might be the case 
for a specific patient can simplify subsequent analysis because the geneticist or laboratory 
specialist performing the variant interpretation can take this in consideration. GADO also 
facilitates separate prioritizations on subsets of the phenotypic features.

We compared GADO to Exomiser, which is closely related to GADO as it prioritizes genes 
based on specified HPO terms and also infers HPO annotation for unknown genes 6. The 
gene prioritization by Exomiser is based on the effects of orthologs in model organisms 
and applies a guilt-by-association method using protein-protein associations provided by 
STRING 48. Exomiser performs similar to GADO in ranking known disease-causing genes (sup-
plementary figure 7, supplementary table 4) and is also able to identify potential new genes 
in human disease. However, only a subset of the protein-coding genes have orthologous 
genes in other species for which a knockout model also exists and the used STRING inter-
actions are biased towards well studied genes and rely heavily on existing annotations to 
biological pathways (supplementary figure 8). There are however, still 3,922 protein-coding 
genes that are not currently annotated in any of the databases we used, and there are even 
more non-coding genes for which the biological function or role in disease is unknown. Since 
GADO does not rely on prior knowledge, it can be used to prioritize variants in both coding 
and non-coding genes (for which no or limited information is available). GADO thus enables 
the discovery of novel human disease genes and can complement existing tools in analyzing 
the genomic data of patients who have a broad spectrum of phenotypic abnormalities.

Others tools such as, ENDEAVOR 42, ToppGene 43 and Suspects 49, that have been used suc-
cessfully before to prioritize candidate genes are not directly comparable to GADO, since 
these tools work by either supplying a single HPO term or a set of training genes. However, 
these tools can be used to successfully prioritize disease genes 50. In some cases, a single 
HPO term might be sufficient or a custom gene can be useful when a specific syndrome is 
suspected and already several other genes have already been implicated for this syndrome. 
Unfortunately, in clinical practice often multiple HPO terms are needed to describe a pa-
tient’s phenotype (e.g. for our set of solved cases we used two HPO terms on average). 
Morepver, it is also often unclear which syndrome a patient has, which inhibits the ability to 
prioritize genes based on already associated genes to a syndrome. 

We found that for some disease genes GADO is unable to predict the already known phe-
notypic consequences. This is partially explained by genes for which gene-expression data 
is not informative for function predictions. For instance, because a gene has very low gene 
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expression, because different splice variants have different functions, or because the regu-
lation of a gene its function relies heavily on post-translation modification. We have defined 
an empirical measurement called ‘gene predictability’ that indicates how informative gene 
expression is for function prediction of individual genes. We found a strong correlation be-
tween this predictability metric and our ability to predict known phenotypic consequences 
of disease associated genes. This however does not fully explain our inability to predict 
known phenotypicconsequences, in some cases this can simply be due to an alternative 
disease mechanism.

GADO can also point to genes that may have been falsely associated to a disease. Genes 
for which there is limited evidence to link them to a disease have, on average, lower prior-
itization Z-scores compared to well established genes and genes that have been refuted in 
literature have even lower scores. In addition, we found a statistically significant association 
between the prioritization Z-scores of known disease-gene combinations and the number 
of pathogenic or likely pathogenic alleles reported in ClinVar, thereby assuming that the 
genes with many submissions are more likely to be truly related to human disease. We also 
observed a statistically significant correlation between the ExAC missense constraint and 
the number of alleles submitted to ClinVar. Interestingly, the ExAC missense constraints are 
not correlated to our prediction scores showing that both can be used as independent pre-
dictors of potential false-positive disease associations.

The median prediction performance of HPO terms is lower compared to the other gene sets 
databases used in our study, such as Reactome. This may be due to the fact that pheno-
types can arise by disrupting multiple distinct biological pathways. For instance, DCM can be 
caused by variants in sarcomeric protein genes, but also by variants in calcium/sodium han-
dling genes or by transcription factor genes 45. As our methodology makes guilt-by-associa-
tion predictions based on whether genes are showing correlated gene expression levels, the 
fact that multiple separately working processes can cause the same phenotype can reduce 
the accuracy of the predictions (although it is often still possible to use these predictions, 
e.g. the DCM HPO phenotype prediction performance AUC = 0.76). We envision that by 
creating sub-clusters, based on these different pathways, and redoing our gene-expression 
based predictions, it might be possible to further improve the performance of HPO based 
prioritizations in the future. Insufficient statistical power might also hinder accurate pre-
dictions for HPO terms. This may specifically be true for genes that are poorly expressed 
or expressed in only a few of the available RNA-seq samples. The latter issue we expect 
to overcome in the near future as the availability of RNA-seq data in public repositories is 
rapidly increasing. Initiatives such as Recount 51 or SkyMap 52 enable easy analysis on these 
samples, allowing us to update our predictions in the future, thereby increasing our predic-
tion accuracy.

We have developed GADO, a novel approach that can aid users in prioritizing genes using 
multiple patient-specific HPO terms. We performed our GADO benchmarking while using 
GAVIN for the selection of genes that contain (likely pathogenic) rare variants. However, 
GADO can work with any other methodology for identification of genes harboring rare and 
potentially pathogenic alleles. GADO prioritizes variants in coding and non-coding genes, 
including genes for which there is no current knowledge about their function and those 
that have not been annotated in any ontology database. This gene prioritization is based on 
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co-regulation of genes identified by analyzing 31,499 publicly available RNA-seq samples. 
Therefore, in contrast to many other existing prioritization tools, GADO has the ability to 
identify novel genes involved in human disease. By providing a statistical measure of the sig-
nificance of the ranked candidate variants, GADO can provide an indication for which genes 
its predictions are reliable. GADO can also detect phenotypes that do not cluster together, 
which can alert users to the possible presence of a second genetic disorder and facilitate 
the diagnostic process in patients with multiple non-specific phenotypic features. GADO can 
easily be combined with any filtering tool to prioritize variants within WES or WGS data and 
can also be used in gene panels such as PanelApp 53. Finally, GADO can aid in the identifica-
tion of genes falsely associated to diseases. GADO is freely available at www.genenetwork.
nl to help guide the differential diagnostic process in medical genetics.

Materials and Methods
Gene co-regulation and function predictions
We used publicly available RNA-seq samples from the European Nucleotide Archive (ENA) 
database 54 to predict gene functions and gene-HPO term associations. After processing and 
quality control we included 31,499 sample for which we have expression quantification on 
56,435 genes (in-depth details are provided in supplementary methods 1). We subsequently 
performed a PCA on the gene correlation matrix and selected 1,588 reliable principal com-
ponents (PCs) (Cronbach’s Alpha ≥ 0.7).

We used the eigenvectors of these 1,588 PCs to predict gene functions using a method we 
published earlier 55 (Figure 1). Per PC we used the eigenvector coefficients for the genes 
that are part of a gene-set and the eigenvector coefficients of the background genes that 
are not in the current gene-set. We used a student’s T-test to compare the eigenvector 
coefficients of the genes in the gene-set to the eigenvector coefficients of the background 
genes. We then calculated a T-test p-value and converted this to a Z-score. This resulted in a 
matrix where for each gene-set for each of the 1,588 PCs a Z-score had been calculated, and 
these Z-scores reflect the importance of a specific component for predicting which genes 
are part of a specific geneset. In order to finally predict which genes are part of a specific 
geneset, we calculate the correlation between the 1,588 T-test Z-scores for a given geneset 
and the 1,588 eigenvector coefficients of each gene. The rationale here is that if the same 
components are relevant for an individual gene (as determined through the eigenvector 
coefficients) and also for a specific pathway (large Z-score from the T-test) then this indicates 
that the expression regulation of that gene is similar to the expression regulation pattern of 
that pathway. The p-value that belongs to this correlation was subsequently transformed to 
a Z-score and was used as the prioritization Z-score (where a high score makes it more likely 
that a gene is part of a gene-set).

Leave-one-out procedure
However, there is one exception to this procedure when we want to calculate the prioritiza-
tion Z-score for a gene – geneset combination when that gene – geneset is already known: 
If we would include this gene when conducting the 1,588 T-tests and subsequent Z-scores 
(for determining the importance of each component for predicting this geneset), a positive 
correlation between the 1,588 eigenvector coefficients and the 1,588 Z-scores is expected, 
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which leads to a bias in the predictions towards genes with a known HPO annotation. To 
prevent this bias, we used a leave-one-out procedure where we always exclude the current 
gene from the gene set and recalculate the Z-scores derived from the T-tests before correlat-
ing the profile of a gene-set to the eigenvector coefficients of this gene. This ensures that 
there is no inflation of prioritization Z-score for genes that already have been annotated to 
the corresponding gene-set. It also allows use to calculate reliable AUC based on the current 
annotations to a gene-set 55. 

To determine the accuracy of our predictions we assessed our ability to predict known gene-
set annotations: for each gene-set, we calculated an Area Under the Curve (AUC) using the 
prioritization Z-scores of the genes that are part of a set versus those that are not part of a 
set. We used a Mann–Whitney U test to calculate if the prioritization Z-score of currently 
annotated genes are significantly larger than the genes not annotated to this gene-set. If 
this is not the case, we concluded that we could not make meaningful prioritizations for this 
gene-set by using the 1,588 principal components. 

We applied this methodology to the gene-sets described by terms in the following databas-
es: Reactome and KEGG pathways, Gene Ontology (GO) molecular function, GO biological 
process and GO cellular component terms and finally to HPO terms. We excluded gene-sets 
with fewer than 10 annotated genes and with a p-value ≤ 0.05 (Bonferroni corrected for the 
number of pathways in a database). 

Gene predictability scores
To explain why for some genes we cannot predict known HPO annotation, we have estab-
lished a gene predictability score. We have calculated this gene predictability using the pri-
oritization Z-scores based on Reactome, GO and KEGG. For each gene and for each database 
we calculated the skewness in the distribution of the pathway prioritization Z-scores of the 
gene sets. We used the average skewness as the gene predictability score.

GADO predictions
To identify potential causative variants in patients, we used HPO terms to describe a pa-
tient’s features. We only used the HPO terms which have significant predictive power (Bon-
ferroni corrected p-value of U test to calculate the AUC ≤ 0.05). If the predictions for a 
patient’s HPO term were not significant, the parent/umbrella HPO terms were used (sup-
plementary figure 1). The online GADO tool suggests the parent terms from which the user 
can then select which terms should be used in the analysis. The gene prioritization Z-scores 
for an HPO term were used to rank the genes. If a patient’s phenotype was described by 
more than one HPO term, a meta-analysis was conducted to integrate the predictions of 
the used HPO terms. In these cases a combined prioritization Z-score was calculated using 
the Z-transform test 56. This was done by adding the prioritization Z-scores for each of the 
patient’s HPO terms and then dividing by the square root of the number of HPO terms. This 
will result in a combined prioritization Z-score reflecting the predictions of all the supplied 
HPO terms. The genes with the highest prioritization Z-scores are predicted to be the most 
likely candidate causative genes for a case. 
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In addition to the predictions described above, we have created a GADO option which en-
sures any HPO term associated to a gene obtains a minimum prioritization Z-score of 3 for 
this gene. This option is not used for the benchmark results shown within this manuscript 
with the exception of the comparison against Exomiser using previously solved cases which 
was ran once with, and once without this option. 

Gene prioritization analysis using HPO terms and a list of candidate genes can be performed 
at www.genenetwork.nl. 

Validation of disease-gene predictions
To benchmark our method we used the OMIM morbid map 23 downloaded on March 26, 
2018, containing all disease-gene-phenotype entries. From this list, we extracted the dis-
ease-gene associations, excluding non-disease and susceptibility entries. We extracted the 
provisional disease-gene associations separately. For each disease in OMIM, we used GADO 
to determine the rank of the causative gene among all genes in the OMIM morbid map. For 
this we used all phenotypes annotated to the OMIM disease. If any of the HPO terms did not 
have significant predictive power, the parent terms were used. 

To determine if these distributions were significantly different from what we expect by 
chance, we permuted the data. We replaced the existing gene-OMIM annotation but as-
signed every gene to a new disease (keeping the phenotypic features for a disease togeth-
er), assuring that the randomly selected gene was not already annotated to any of the phe-
notypes of the original gene.

Cohort of previously solved cases
To test if GADO could help prioritize genes that contain the causative variant, we used 83 
samples of patients who were previously genetically diagnosed through whole exome anal-
ysis or gene panel analysis. These samples encompass a wide variety of different Mendelian 
disorders (supplementary table 3). To assess which genes harbor potentially causative vari-
ants, we first called and annotated the variants from the exome sequencing files (Supple-
mentary methods 4). For 11 of the previously solved cases, GAVIN did not flag the causative 
variant as a candidate. Since this is the result of the specificity and sensitivity tradeoff made 
by GAVIN, we added the causative genes that had been missed by GAVIN for these 11 cases, 
so that we could still benchmark GADO on these patients. 

The phenotypic features of a patient were translated into HPO terms, which were used as 
input to GADO. Here we only used features reported in the medical records prior to the 
molecular diagnosis. If any of the HPO terms did not have significant predictive power, the 
parent terms were used. From the resulting list of ranked genes, the known disease genes 
harboring a potentially causative variant were selected. Next, we determined the rank of 
the gene with the known causative variant among the selected genes. If a patient harbored 
multiple causative variants in different genes, in case of di-genic inheritance or two inherit-
ed conditions, the median rank of these genes was reported (supplementary table 3).
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Unsolved cases cohorts
In addition to the patients with a known genetic diagnosis, we tested 61 unsolved cases 
(supplementary table 4). These are patients with mainly cardiomyopathies or developmen-
tal delay. All patients were previously investigated using exome sequencing, by analyzing a 
gene panel appropriate for their phenotype. To allow discovery of potential novel disease 
genes, we used GADO to rank genes with candidate variants (Supplementary methods 4). 
For genes with a prioritization Z-score ≥ 5, a literature search for supporting evidence was 
performed to assess whether these genes are likely candidate genes. 

Website
To make our method and data available we have developed a website available at www.
genenetwork.nl that can be used to run GADO, lookup gene functions predictions, visualize 
networks using co-regulations scores and perform function enrichments of sets of genes 
(Supplementary methods 5).

GADO prediction of false positives
Gene confidence annotations were retrieved from previous studies 13. We used annotations 
from 13 in our figure. We added an additional 4 genes from to the refuted category as the 
variants associated to the diseases have been found to be to common 8,12. We assigned a 
score of 1 to the “refuted” genes, 2 to “limited” genes, 3 to “moderate” genes, 4 to “strong” 
genes and 5 to “definitive” genes. Next we calculated the spearman-rank correlation be-
tween these values and the prioritization Z-scores for the corresponding genes (figure 3b). 
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Table S6: Prioritization performance comparison in unsolved cases
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The application of genetics in medical research and healthcare is developing rapidly. For 
complex diseases, we now know of thousands of loci that modulate disease risk and for 
many Mendelian disorders, we now know the causative genetic variants. However, behind 
these successes there are many things that we do not yet know. We generally do not know 
by which mechanisms disease risk loci contribute to disease development, let alone how to 
combat these adverse effects. It is also often unclear what the relevant environmental fac-
tors are and how they contribute to disease development. For Mendelian disorders, despite 
all the progress in sequencing technologies and variant interpretation, we are still unable 
to provide a genetic diagnosis for 30% to 92% of cases, depending on disease type 1. In this 
final chapter, I discuss how the work in this thesis contributes to our understanding of com-
plex diseases and of the rare variants underlying Mendelian diseases. Finally, I will share my 
vision on how genetics can help shape the future of healthcare and how the work in this 
thesis has contributed to these developments.

Improving genotype imputation
Initially, HapMap data was used as a reference panel for imputation in GWAS because these 
samples had been more densely genotyped than the average study data 2. Later, once the 
cost of DNA-seq had decreased, the Thousand Genomes Project (1000G) was started. In 
1000G a large number of samples were subjected to genome sequencing, and 1000G soon 
became the standard to use as a reference panel 3. It was, however, shown that the reliabili-
ty of genotype imputation improved if the study data had a similar ancestry to the reference 
panel 4. This was one of the reasons for BBMRI-NL to initiate the Genome of the Netherlands 
(GoNL) project 5 in which we performed genome sequencing of 250 parent-offspring fami-
lies. 

In chapter 2 of this thesis we show how the GoNL reference panel can be used to improve 
genotype imputation quality of genetic datasets. We show that the GoNL reference panel 
outperforms the 1000G dataset, not only for samples of Dutch descent, but also for samples 
from other European populations. We also show that merging the GoNL with the 1000G 
data into a single, larger panel yields the best results because imputation becomes more 
accurate if the reference panel is larger. The GoNL reference panel has now been used to im-
pute genotypes for many Dutch biobanks and other cohorts 6–11. Unfortunately, imputation 
of rare genetic variants remained relatively unreliable. To overcome this, others have taken 
the next step of combining as many samples as possible within the Haplotype Reference 
Consortium (HRC). The HRC has combined 1000G, GoNL and many other genome sequenc-
ing datasets into one large reference panel to further improve genotype imputation 12. 

In principle, imputation reference panels of one population can be used to impute a differ-
ent population. This allows imputation of Dutch genetic data using, for instance, the 1000G 
data, which does not contain Dutch samples. However, if a specific haplotype is unique to a 
population, or simply more common in that population, it may not be properly represented 
by the reference panel from a different population. This will result in poor imputation of 
variants on this haplotype and will hinder downstream analysis. Imputation using a popula-
tion-specific panel can be used to overcome these limitation, as was shown for a cholesterol 
GWAS imputed using GoNL 8. 
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For samples of a different ancestry than that of the reference panel, this problem is more 
substantial. There will be many unique haplotypes and larger differences in haplotype prev-
alence. Unfortunately, the current HRC release consists mostly of samples of European de-
cent and is therefore less suited for the imputation of samples from people of other eth-
nicities. It is, however, important to conduct GWAS in different populations to gain a better 
understanding of the genetic architecture of a trait or disease and to make sure that poly-
genic scores can also be used for people who are not of European descent. Currently, most 
GWASs are conducted on people of European descent, which means that the polygenic 
scores created using these GWAS data perform poorly in individuals of different ancestries 
13. This problem can be solved by performing more GWAS studies on these other popula-
tions. To make sure these new GWAS have optimal power, it is important to extend the HRC 
with reference haplotypes from all populations to make sure that the variant imputation is 
reliable for all samples. 

When performing genotype imputation, it is also important that the data you want to im-
pute matches the reference data format. For instance, individual genetic variants must be 
coded using the same genomic strand as the imputation reference panel to be used. If it is 
known what strand is used for the genotype data, this is an easy adjustment. However, in 
practice, this is not always immediately evident, which makes imputation more complicat-
ed. While some tools did exist to do some automatic adjustment of genomic strand, these 
required several pre- and post-processing steps. To simplify this process, we developed Gen-
otype Harmonizer, which we presented in chapter 3. Genotype Harmonizer works directly 
on the file formats commonly used in the imputation process and improves the accuracy of 
strand alignment over other tools. We have used Genotype Harmonizer in several chapters 
of this thesis, and it is now being used in various ongoing projects. 

Understanding the downstream consequences of genetic risk 
factors
To shed light on the effect of regulatory genetic variation on different molecular modalities, 
we performed population-based studies focused on gene expression levels (chapters 4 to 
7), the effect on cytokine response (chapter 5) and DNA methylation (chapter 6).

Effects of genetic variants on gene expression levels across different cell 
types
Despite having near-identical DNA, the different cells in our body can have completely dis-
tinct functions and morphology. This is due to the orchestrated regulation of many different 
genes, many of them specifically expressed or regulated in certain cell types. Thus, in order 
to identify the downstream molecular consequences of genetic risk factors, we should ide-
ally study all the relevant tissues and cell types per disease or trait. Unfortunately, the ma-
jority of the expression quantitative trait locus (eQTL) mapping studies that investigate the 
downstream effects of genetic risk factors on, for instance, gene expression levels are con-
ducted on easily obtainable cell material such as whole blood or specific blood cell types. 
While this has greatly helped to identify downstream effects for some genetic risk factors, 
we know that the presence and magnitude of these eQTLs can be context-dependent and 
differ among tissues and cell types 14. 
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We partially overcame this in chapter 4 of this thesis, where we downloaded all publicly 
available RNA sequencing (RNA-seq) data that we could access in an attempt to investigate 
cis-eQTL effects that are not found in blood-related datasets. This was possible because we 
were able to derive genotypes for these samples based on the RNA-seq data (Figure 1). We 
show that it is feasible to integrate RNA-seq from many different sources and to detect tis-
sue-specific eQTLs that are not detected in blood using genotypes derived from the RNA-seq 
data. This is important because these tissue-specific eQTLs overlap with genetic risk factors 
that could not be interpreted using blood eQTLs.

The Genotype-Tissue Expression (GTEx) project also aimed to perform eQTL studies in dif-
ferent tissues and collected gene expression data of 44 different tissues from the same in-
dividuals. This resulted in new insights into the downstream gene expression consequences 
of genetic risk factors across many tissues 15. However, while the GTEx is a tremendous 
resource, it too is limited in sample size, and this limits its power to detect genetic vari-
ants that affect gene expression levels on other chromosomes (trans-eQTL effects) because 
these effects are typically very small 16. As public RNA-seq repositories continue to grow 
exponentially (Figure 2), I expect that public samples will remain valuable as a complement 
to GTEx for detecting tissue-specific eQTL effects.

Effects of genetic variants on methylation levels
In addition to using expression data to investigate the downstream effects of genetic risk 
factors, it is also possible to investigate the downstream effects on DNA methylation, called 
meQTLs (methylation quantitative trait loci). In chapter 6 we investigated if genetic risk fac-
tors have effects on DNA methylation, and found several examples of risk variants near 
or in transcription factors (TFs) that altered methylation around or within genes that are 

ATGGCGGTAAC
TAACGGCCA

TGATGGCGGTAA
GGTGACGGC

Gene expression

Genotype

Allelic imbalance

Figure 1: RNA sequencing. Since RNA molecules are a copy of the DNA, they also contain the 
variation present in the genome. That means that information on the genotypes of a sample 
is also present in the reads obtained by RNA-seq, which makes it possible to call variants 
based on the RNA-seq reads on top of the expression quantification for which RNA-seq is 
normally used. Additionally, by assessing allelic imbalance, it is also possible to assess which 
of the two copies of a gene is more abundantly expressed.
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known targets of these TFs. It has been shown that TFs can associate with other proteins 
that can methylate or demethylate DNA, providing a potential biological explanation for the 
observed phenomenon 17. Interestingly, not all known TF binding sites show altered meth-
ylation and, while this might be due to technical or power limitations, it could also be that 
only a subset of targets of these TFs are affected by these risk factors. It might be that these 
meQTL are actually cell-type-specific and that it is only the TF targets active within this cell 
type that show altered methylation levels. Alternatively, it could be that the methylases or 
demethylases are not effective at all places where the TFs bind. However, while these ques-
tions remain to be resolved, we have shown that trans-meQTL mapping provides another 
strategy to identify the molecular downstream consequences of genetic variation.

Understanding the interplay of genetic risk factors and 
environmental exposure
We know that, next to genetic factors, environmental factors such as food intake, lifestyle, 
pollution and pathogens play an important role in the development of many complex dis-
eases. The effect of environment on disease predisposition can be mediated by genetic vari-
ation. For instance, in the case of celiac disease, the stimulation of gluten in combination 
with specific variants in human leukocyte antigen region is a major trigger of disease devel-
opment. However, when investigating the role of genetic variants on gene expression and 
DNA methylation in chapters 4 & 6, we did not take such interaction effects into account. 

0

Number of samples
used in chapter 4

Number of samples
used in chapter 8

100,000

200,000

201220112010 2013 2014 2015 2016 2017 2018

Number of publicly available human RNA-seq
samples in the European Nucleotide Archive

Exponential �t, r2=0.997

Figure 2: Growth of publicly available human RNA-seq data. Public RNA-seq repositories 
are growing at an exponential rate. We had already observed this exponential growth in 
chapter 4, and the trend continued in subsequent years. This allowed us to use a much larger 
dataset for chapter 8 and promises many more possibilities for the future.
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For the public RNA-seq data, we simply did not have any environmental information avail-
able. For the BIOS data used to map the meQTL, we had some information available that 
could, in principle, be used to test for interactions between meQTL effects and environmen-
tal factors. These analyses, however, are non-trivial. Not only do they require tremendous 
statistical power and complex models, the interpretation is often very difficult as many en-
vironmental factors are correlated to each other. Instead of using natural occurring stimula-
tions, it is also possible to perform a systematic analysis by directly stimulating cell cultures 
and measuring the effect. Such perturbations are expensive and time consuming as the cells 
need to be cultured and profiling needs to be done before and after the stimulations. 

Effects of genetic variants and pathogenic stimulations on cytokine levels
In chapter 5 we used in vitro stimulations to investigate how the interplay between genet-
ic variants and stimulation with pathogens affects cytokine abundance. We found several 
examples of cytokine QTLs (cQTLs) that are only observed upon pathogenic stimulations. 
Despite the limited power to detect significant cQTLs due to the limited number of available 
samples (n=197), we did find an enrichment for cQTLs among loci associated to infectious 
diseases and autoimmune disorders. We found that infectious disease risk alleles mostly 
lower the cytokine response, and this is in contrast to what we saw for the autoimmune 
loci, which do not favor a specific effect direction. This shows how stimulations can reveal 
the altered regulatory consequences of genetic variation. However, it also shows that many 
more samples are needed to fully map the regulatory response to stimuli.

Effects of genetic variants and environmental stimulation on gene expres-
sion levels
In vitro perturbation studies, where cells are exposed to different stimuli, have shown that 
the strength at which genetic variation can affect gene expression levels can be strongly 
dependent on external stimulations 18. Unfortunately, it is not feasible to perform such ex-
periments on a large number of samples. In chapter 7 we partially overcome this by using 
gene expression levels as a proxy for environmental stimulations and ascertaining whether 
these can mediate the effect size of eQTLs. The principle is as follows: since we know that 
external stimulations such as infections alter the gene expression levels of specific genes, 
these genes can be used, at least to some extent, to measure the stimuli to which indi-
vidual samples have been exposed. We therefore developed a computational method that 
allowed us to identify the 10 largest factors that modulate eQTL effect strength. We found 
that the biggest influencers of eQTLs was the compositions of blood cell-types, as expected 
the eQTLs modulated by these influencers showed high overlap with known cell-type-de-
pendent eQTLs. This also allowed us to identify cell-type-dependent eQTLs for cell types for 
which no purified eQTL data is available, such as erythrocytes. In addition, we also found a 
large group of eQTLs that reflect type 1 interferon genes whose effect sizes were strongly af-
fected by genes that are proxies for type 1 interferon response, suggesting that these eQTLs 
are modulated by viral stimulation. This was confirmed when we compared eQTL data of in 
vitro rhinovirus stimulated cells and observed a significant overlap with our results. 

An additional benefit of our method is that we were able to correct for the major influenc-
ers of eQTL effects. This enabled the detection of more subtle modulators of eQTL effects, 
which allowed for the dissection of regulatory networks. We found examples where the 
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abundance of specific TFs, those that are known to bind at the DNA where the eQTL SNP re-
sides, influences the effect that a genetic variant has on expression levels of the target gene. 
While it makes conceptual sense that some eQTL variants work by influencing TF binding 
efficiency, and that these eQTLs are only active if the TF is present, our method allowed us to 
actually identify eQTLs where this happens. This also aids in the construction of regulatory 
networks as this information allows genes to be placed upstream or downstream of each 
other within a regulatory network.

Even though it is possible to detect the effect of external factors on regulation using ex-
pression levels as proxies, we were unable to link all these effects to specific environmental 
stimuli. It is therefore also worthwhile to collect and harmonize actual environmental infor-
mation to use directly in the interaction model or to use as an aid in the interpretation of 
identified effects. Based on our results, future studies should carefully consider if in vitro 
stimulations are necessary or if it is more sensible to measure a specific exposure in a pop-
ulation cohort or use a proxy measurement for an environmental factor. An intermediate 
design might also be sensible where the effects are first discovered using population-based 
cohorts and then validated using in vitro perturbations. Fewer samples would then be need-
ed for the in vitro experiment since it is used to replicate the identified associations. 

Future perspectives
Future directions to gain better insight into the downstream consequenc-
es of genetic variants and environmental stimuli
Knowledge about the effects of stimulations is important when studying complex diseases 
because we know that genetic variation usually explains only a part of disease risk, and that 
there is a large environmental component 19. However, it is often not clear which environ-
mental stimuli affect disease development, or in which direction and by which biological 
mechanisms they do so. I hypothesize that some of these environmental effects on complex 
diseases work by mediating the eQTLs of genetic risk factors for disease. In other words, 
genetic risk variants might influence how genes are regulated, but only do so to the full 
extent if specific environmental factors are present or absent. Knowledge of which factors 
influence eQTLs might then help to identify which of these factors are related to disease 
development. Hopefully this will eventually reveal new ways to prevent complex diseases 
not only by controlling for currently unknown environmental factors, but also by identifying 
drugs that shield the eQTL effects of genetic risk factors from the environmental stimula-
tions needed for disease development. 

We have shown that it is possible to identify modulators such as cell type composition and 
stimulation differences in whole blood samples, even though our study only had limited 
power to detect these effects. Ideally, we should increase the number of samples for which 
we have gene expression measurements combined with other molecular measurements, 
phenotypic information, and lifestyle/environmental information, so that we do not have to 
rely on genes whose expression levels are a proxy for the environmental exposures. This is 
now becoming a reality, as many biobanks are currently collaborating on large-scale eQTL 
analyses, which enables us to start studying this in over 32,000 samples 20. I expect that 
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large, particularly longitudinal, biobanks will be instrumental for these studies because lon-
gitudinal information can provide insight into the effects of environmental exposures on 
participants prior to disease development. 

Complementary to the large-scale bulk expression studies, single-cell-expression quantifi-
cation is also expected to yield new and unique insights 21. By profiling each cell separately, 
it is possible to obtain the expression per cell type, which allows for the identification of 
cell-type-specific eQTLs 22. This paves the way to further investigate how environmental ex-
posures affect the magnitude of eQTLs in a cell-type-dependent manner. 

In principle it is also possible to directly test for interaction of genetic variants and envi-
ronment on disease risk. However, because these interaction effects are often small, it is 
very difficult to reliably detect them. Because the effects of variants on gene expression or 
other molecular traits are typically more profound, environmental interactions are easier to 
detect. I expect that future interaction studies on diseases will specifically test interaction al-
ready identified on a molecular level. This might also reveal new disease-associated variants 
that would normally have gone unnoticed when only the main effects for these variants for 
association with disease would have been studied. 

However, for any experiment studying the effect of stimulations, we should realize that the 
samples used are already the product of a lifetime of different stimulations. This might seem 
like a hypothetical limitation, but it is possible, for instance due to bistability of regulatory 
networks 23 (Box 1), that the effect of a stimulation remains years after the actual stimulation 
has dissipated (e.g. prior viral infections that have triggered the immune system). Even in 
vitro perturbations can be confounded by these past stimulations. It is therefore important 
to realize that all humans are unique; on top of our genetic differences we all have a dis-
tinct history of environmental influences. So, even if it would be feasible to try all possible 
stimulations in all possible combinations, we will at some point run into the limitations of 
what can be done by association studies since other humans will not always be informative 
for a specific individual. This means that, on top of large cohorts with stimulations and as-
sociation analysis, we also need to make sure that we understand the mechanisms behind 
regulation and how these mechanisms are affected by external factors. 

Perspectives on applying genetic information in the diagnostic process
In current diagnostic practice, the focus for patients mainly lies in physical examination and a 
compendium of different scans and assays, and molecular genetic testing is only performed 
if a Mendelian disorder is suspected at some point during the diagnostic process. With the 
current decline in cost and increase in knowledge about genetic testing, I expect that genet-
ics will gain more emphasis and be used earlier in the diagnostic process. We already see 
this trend in very specific cases. For instance, rapid sequencing is now conducted as an early 
diagnostic test for severely ill newborns who are admitted to the intensive care 24 because it 
can help assist in diagnosis and has proven relatively cost-effective 25.

Often, a known pathogenic variant is identified in a gene that we know is linked to phe-
notypic presentation of a patient. However, providing a genetic diagnosis for a suspected 
Mendelian disorder is still often difficult. It can be difficult to draw a definitive conclusion, 
for instance, if a patient has a previously undescribed variant or an atypical phenotypic 
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presentation for a known disease gene harboring the variant. Even more difficult are cases 
where the causative gene has not yet been linked to a disease. Typically, exome sequencing 
yields approximately 875 candidates variants that might be relevant to disease development 
26. Although many strategies exist to filter this list further, final interpretation of the iden-
tified candidate gene/variant remains time-consuming. In chapter 8 we presented GADO, 
a method that can aid in this process by using public RNA-seq data (Figure 2). Our GADO 
method predicts the most likely phenotypic consequences of genes and can rank the genes 
with candidate variants based on the phenotypic features of patients. In chapter 8, we show 
how this can optimize the diagnostic process and aid in the discovery of new disease genes.

To expand the future role of genetic testing within diagnostics, we need to understand how 
a variant can affect a person’s phenotype even when the variant has never been observed 
before. It is important here to realize that Mendelian diseases and complex diseases are not 
distinct classes, but rather a continuum 27. The variants that underlie Mendelian diseases 
simply have a very high penetrance, and this does not preclude there being other variants 
that can modulate the severity of the disease or even, in rare situations, provide rescue 
from it 28,29. The reason that we are unable to provide a genetic diagnosis for some cases 
might be because the disease is driven by a combination of a few variants with incomplete 
penetrance or by variants that modulate penetrance 30. For instance, this may be due to a 
non-coding variant that upregulates the disease-causing allele, resulting in a disease that 
normally is considered recessive (Figure 3). Increasing our fundamental knowledge of how 
gene regulation works can aid in diagnosing patients with these more complicated forms of 
rare diseases. 

Box 1: Bistability of regulatory 
networks. A simple regulatory net-

work will respond to a specific input, 
but will return to its original state after 
these inputs return to normal. In the case 
of bistability, a network can get stuck in 
an alternative state even if the original 

input that triggered the change no 
longer exists. 
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Proliferation of large-scale genotyping in general health care
I envision that in the near future genetic information will become more and more important 
in all areas of healthcare, and the challenge ahead of us is how to enable clinicians to use 
all this information. Traditionally, genetic testing is driven by medical complaints and the 
relevance of the variants identified is weighted in light of a patient’s phenotype. Interpre-
tation of a genetic profile without a specific medical question is much more difficult. This is 
partially due to the fact that many variants have been implicated in Mendelian diseases, but 
not all of them are fully penetrant 31,32. This means that if you find the implicated variant in 
a patient with the disease, then that variant it is very likely causing the disease. However, if 
you find the same variant in a healthy individual it does not necessarily mean that this per-
son will get the disease. This means that other, possibly genetic, factors are also relevant to 
disease development, thus complicating pre-symptomatic variant interpretation.

Despite these challenges, there are now many examples that show the added value of 
screening healthy individuals. One good example is familial hypercholesterolemia (FH). If 
left untreated, FH can lead to Coronary Artery Disease (CAD), which in turn may lead to 
heart attacks as well as other health consequences. FH has an estimated prevalence of 1 
in 256, and a study in the United States found that only 15% of carriers were diagnosed 
with FH prior to genetic testing. Also, only 24% of the carriers of FH variants met the clinical 
criteria for a probable or definite FH diagnosis 33. This shows that many individuals who 

Gene

Gene

Gene copy 1

High expression

Low expression

Gene copy 2

Disease causing variant

Regulatory variant

Figure 3: Concept of a regulatory variant affecting the penetrance of a pathogenic variant. 
Normally people have two copies of a gene, one from each parent. In the case of recessive 
diseases, both genes need to be damaged by a pathogenic variant before a person gets 
sick. If only one gene copy is damaged, that person is only a carrier of a disease. There are 
many scenarios imaginable in which regulatory variants might modify the penetrance of 
disease-causing variant. Here we show a scenario where a person is carrier of a variant that 
causes a recessive disease. Normally this person would not be affected by the disease, how-
ever there is also a regulatory variant near the gene copy with the disease-causing variant. 
In this scenario, this regulatory variant causes upregulation of the gene. The increase in 
expression of the gene copy affected by this regulatory variant might normally be perfectly 
benign. In this case, however, it results in higher expression of the damaged gene. It is there-
by possible that this causes the disease, or a milder version of it.
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have FH or are at risk for FH do not receive treatment or screening as they are unaware of 
their disease. Population-based genetic screening can help identify the carriers of variants 
implicated to be causative for FH so that the lipid levels of these carriers can be regularly 
tested and, if needed, controlled by medications. Many other actionable genes exist, and 
the American College of Medical Genetics and Genomics (ACMG) maintains a list of them 34. 
An on-going study on routine genomic screening estimates that 3.5% of the volunteers will 
receive results for one of the 76 actionable genes tested within this project. 

Genetic profiles can also be used to stratify patients into high and low risk for developing 
a complex disease 35. This can be performed by calculating polygenic scores that sum up a 
set of variants using weights derived from a previously conducted GWAS. Individuals with 
a high score might benefit from additional screening or even pre-symptomatic treatment. 
An interesting example here is again CAD, which can also be the result of a complex genetic 
cause, rather than FH 36. It turns out that, based on the polygenic scores, it is possible to 
identify individuals with a risk for CAD that is similar to that of people with the rare variants 
associated with FH. However, the chance of having such a high polygenic score for CAD is 20-
fold higher than the chance of having an FH variant. Since these high-risk individuals would 
benefit from the same lipid lowering medication as FH variant carriers, the potential health 
benefits of these polygenic risk scores is very clear.

Another obvious application of genetic screening is pharmacogenetics 37. It is well estab-
lished that people respond differently to drugs: a drug might not be effective for all cases 
and some people have severe adverse reactions to specific drugs. Drug usage and drug dos-
age therefore need to be tailored to patients. Using genetic profiles, it is possible to predict 
the effectiveness, the optimal dosage, and even the severity of the side effects 38. 

By overlapping genetic profiles of prospective parents, it is also possible to identify risk for 
future children. Through this preconception carrier screening it is possible to identify diseas-
es for which both parents are carriers 39. If both parents are carriers of a recessive disease, 
then children will have a 25% chance of having the disease. Roughly 1 in 600 children is born 
with a lethal recessive disease for which no treatment is available 40. By identifying this risk 
prior to conception, in vitro fertilization in combination with embryo selection or genetic 
testing of the fetus can prevent needless suffering. 

At some point in the future, genetic screening might simply become part of the neonatal 
heel prick screening. This screening already tests for a set of predetermined diseases that 
benefit from early interventions. However, this does raise the ethical question of whether 
we want to burden children or parents with knowledge about variants that give high risk for 
late-onset diseases that won’t manifest for decades and don’t require intervention during 
childhood or early adolescence. This is a discussion that has been summarized by the ACMG 
and they currently recommend to always report these variants regardless of age 34. 

Ideally, we would use genome-sequencing or at least exome-sequencing to generate these 
genetic profiles. However, as discussed in the introduction, these sequencing techniques are 
currently relatively expensive and their wide-spread use would impose a huge burden on 
the healthcare budget. Initially, a more pragmatic approach using genotyping chips might 
allow wider application of genetic profiles even though these will be less powerful. Geno-
typing chips such as the Global Screening Array and UK Biobank Axiom Array contain many 
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variants associated to Mendelian diseases and will also enable the creation of genetic risk 
profiles. However, it is then important to realize that these chips can never cover all dis-
ease-associated variants. This will mean that not all cases of, for instance, FH will be picked 
up. Preconception screening will also be less reliable when using genotyping chips com-
pared to sequencing techniques. However, if using the cheaper chips will enable screening 
of more individuals and more couples, then the net effect on healthcare of using chips could 
be larger compared to sequencing on a smaller scale.

Clearly, since genetic data is very privacy sensitive 41, major hurdles need to be overcome 
before we can use genetic data more widely. We need to make sure that we properly ac-
count for the legal and privacy issues, and we need technical solutions to safely store the 
data while maintaining accessibility for the parties that need to use the data. Given that 
current medical information is equally sensitive and there are solutions for dealing with it, I 
am confident that this will also be possible for genetic data in the future. It is here import-
ant to note that there has been public resistance to electronic health records, and it is likely 
that not everyone will be comfortable with electronic genetic records. We should therefore 
make sure to emphasize to everyone that genetic profiling is optional, that a patient can 
choose which medical providers have access to their data (just as with medical records), and 
that patients will always have the right to have their data removed. 

For research purposes, several parties are already successfully sharing genetic data in cen-
tral databases 42–45 and, in a more clinical settings, initiatives such as the variant sharing of 
the Dutch Vereniging Klinisch Genetische Laboratoriumdiagnostiek aim to improve genetic 
diagnostics of rare diseases 46. The system I envision would enable a bigger role for genetics 
in daily medical practice (Figure 4). While I think that this data could be stored in a central 
system, this does not mean that anyone can access this data. It is not even necessary for all 
medical practitioners to have direct access to the genotype data or have deep knowledge 
about genetics. Medically relevant information derived from genetic data can be shared 
using clinical decision support (CDS) systems 47. A general practitioner could query such a 
CDS for a list of his patients for whom regular lipid screening is recommended, for instance 
because they have FH or a high polygenic score for CAD. In another application, a pharma-
cist could get an automatic warning if a prescribed drug is incompatible with the patient’s 
genotype. 

Interestingly, applying large-scale genotyping approaches can substantially boost the added 
value of genotyping. All patients who are subjected to genotyping could be asked if this data 
can be used for research and if this can be linked to medical records or existing biobank 
participation. Life-science researchers can use such a system to greatly expand our knowl-
edge of genetics in a completely anonymous manner 48. We can use it to evaluate current 
predictive models and identify new ways to predict disease development and treatment 
outcome. Naturally an opt-in or opt-out system is needed for each of these applications to 
accommodate individual’s preferences and convictions.

Although it is not yet feasible to offer genotyping to everyone, population-based biobanks 
that perform genotyping on their participants continue to grow. For instance, the UK Bio-
bank now has genetic information available for 500,000 participants. We are also now tak-
ing the next step with the Lifelines biobank 6. Lifelines is a longitudinal study of 167,000 
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individuals living in the three northern provinces of the Netherlands. Roughly 15,000 par-
ticipants have been genotyped and current efforts aim to genotype an additional 60,000 
individuals using the Global Screening Array (GSA) 49. With the GSA it is possible to genotype 
many clinically relevant markers, and it allows accurate imputation of low-frequency alleles. 
By using the vast collection of phenotypic, lifestyle and medication information available for 
the Lifelines participants, we expect to gain new insight into how the effects of genetic risk 
factors are modulated by external factors. 

The next steps in personalized healthcare
On top the genetic information, there are specific cases in which it may be necessary to 
measure molecular phenotypes directly in a patient 50. Examples of this include using RNA-
seq to prioritize genes with aberrant expression or splicing to aid in the diagnostic process 
of Mendelian diseases 51,52, using metabolomics to diagnose mitochondrial diseases 53, and 
using gut metagenomics to reveal biomarkers that discriminate between ulcerative colitis 
and Crohn’s disease 54. A major advantage of molecular phenotypes is that they also reflect 
environmental exposures. With the exception of patterns in acquired mutations, this is not 
captured by genetic screens. Additionally, molecular phenotyping will be essential for per-
sonalized medicine for the more complex and rarer cases in which knowledge gained from 
biobanks is less informative, although it is important to note that these methods still rely 
heavily on biobanks to characterize “normal variation” in the population.

Final remarks
I think the scientific community is making great progress in understanding the human ge-
nome and applying this knowledge to improve healthcare. Although it might seem that we 
are taking only baby steps each time, and making only small improvements, taking all the 

General practitioner can check 
for genetic predispositions that 
warrant screening or referral to 

a specialist

Medical specialists can use 
genetic data via clinical decision 

support systems to aid the 
diagnostic process and to 
optimize treatment plans

Pharmacists can automatically 
get the suggested dosage for a 

drug based on the genetic profile

Clinical geneticist can get full 
access for advanced analysis if 

needed

If allowed scientists can get 
anonymized access for medical 

research

Secure repository
for genetic data

Access only to relevant derived 
information
Access to genetic information only 
for specific cases
Annomized access only if a person 
has given research consent

Figure 4: A possible system to store and use genetic data of patients. Genetic data gen-
erated from a patient can be stored in a secure location. Even though the data is stored in 
a central system, the patient remains in control of his own data and can choose who can 
access his genotype information.
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research combined, we have vastly improved our knowledge and capabilities. In the coming 
years, I expect that the increase in sample sizes will yield insights into many more subtle 
effects. These larger cohorts will also enable research on ever rarer variants and on inter-
actions between genetic variation and lifestyle and environment. In this thesis, we have 
already shown in chapter 8 how the more fundamental research of the earlier chapters can 
find its way to become added value for clinical practice. Over the coming decades I expect 
that genetics will have an increasingly important role in medicine as we gain more and more 
insight into the workings of our genome. 
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Summary
When comparing individuals, it is clear that there are many places throughout the genome 
where people can differ from each other. These differences are caused by DNA mutations 
that have randomly occurred over thousands of generations. Due to the accumulation of 
these genetic variants, on average, 15 million bases will be different when comparing two 
humans. 

While the functional consequences of most of these genetic differences are benign, some 
genetic variants can cause a disease or increase the chance of developing a disease and 
some genetic variants are actual beneficial. For example, when a variant maps inside a gene 
it might result in a different, non-functioning protein. It is also possible that a variant might 
have a regulatory effect, for example on the amount of RNA that is being produced, that re-
sults in altered proteins levels that might cause problems. Regretfully, it is difficult to predict 
the functional or detrimental effect of a specific variant. Therefore, for most variants, we 
currently do not know if they will cause disease. However, thanks to the large-scale execu-
tion of Genome Wide Association Studies (GWAS) in the last 14 years, it is now becoming 
clear that thousands of variants are associated to all kinds of common complex diseases, 
including autoimmune diseases and neurological disorders. 

However, it remains very difficult to interpret these results because of the limited resolution 
of GWAS - the DNA chips typically used for GWAS usually interrogate fewer than a million 
genetic variants. Fortunately, it is possible to make inferences about many more variants 
through a statistical method called ‘imputation’ that works by using information from an 
appropriate ‘reference dataset’. One such set is the Genome of the Netherlands (GoNL) 
in which 250 Dutch parent-offspring families were whole-genome sequenced by the BBM-
RI-NL consortium. In chapter 2, I discuss how the GoNL data can be used for this imputation 
process and show how use of the GoNL dataset can improve the resolution of GWAS in 
studies that concentrate on European samples. I also show that integrating GoNL data with 
the existing reference dataset further improves the quality of the imputation process. In 
chapter 3, I describe a software package called Genotype Harmonizer that can facilitate this 
imputation process.

Another challenge in the interpretation of variants associated to disease is that most vari-
ants are located outside of genes. This means that these variants likely have some kind of 
regulatory effect on a gene or on multiple genes, and that this altered regulation could 
cause the disease. It is, however, very difficult to predict which genes will be affected by an 
individual variant. In some cases the gene closest to a variant will be affected, but it is very 
common for variants to affect more distal genes as well. By mapping expression quantitative 
trait loci (eQTLs) it is possible to discover which genetic variants alter the expression levels 
of specific genes. Knowledge about these genes helps substantially improve our understand 
of the biological processes that underlie each of these variants.

While many eQTL studies have now been performed in blood, they have some limitations. 
First of all, not all genes are expressed in blood. Second, we know that the way genetic 
variants affect gene expression levels can be highly cell-type- and tissue-specific. For in-
stance, it is possible that a variant has no regulatory effect in blood yet strongly affects gene 
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expression levels in the liver. While some eQTL studies have focused on specific tissues, 
these have usually had limited sample sizes and therefore limited statistical power to iden-
tify eQTL effects. To overcome this, in chapter 4, I present a strategy that uses publicly avail-
able data to detect tissue-specific regulatory effects, which yields insight into the regulatory 
consequences of genetic variants in many tissues. I also use this data to show how some 
protein-coding variants that cause rare diseases affect expression levels in the disease-rel-
evant tissue. 

In addition to looking at gene expression effects, it is also possible to look at other types of 
biological molecules to gain insight into the consequences of genetic variants. In chapter 
5, I investigate the effect of genetic variants on cytokine levels. This is relevant because 
cytokines are important regulators of immune responses; they play key roles in several au-
toimmune disorders and in the defense against infectious diseases. In chapter 6, I study 
effects on DNA methylation, investigating how disease-causing variants located on a specific 
chromosome affect methylation levels on other chromosomes (i.e. trans-meQTL effects). 
This work provides insight into specific regulatory genes that are important in disease devel-
opment, as well as insights into the downstream consequences of these genes.

These studies clearly show that genetic variants have effects on many different molecular 
layers. However, environment also has a strong effect on molecular mechanisms and dis-
ease-development. Environmental effects can interact with genetic variants and alter the 
molecular consequences of a variant. In chapter 7, I describe a method that I developed 
to study these interaction effects. By applying this method to a large-scale eQTL dataset 
comprising data from multiple biobanks, such as Lifelines, unified by BBMRI-NL, it became 
clear that cell-type-composition differences and viral stimuli strongly alter the molecular 
consequences of disease-associated variants. By correcting for these strong influencers, we 
could also detect more subtle effects that revealed how the regulatory effects of transcrip-
tion factors are influenced by genetic variants.

Although GWAS studies have been very successful in the identification of variants contribut-
ing to common diseases, they are underpowered to identify the rare variants that underlie 
rare diseases. In chapter 8, I describe a novel method that uses public RNA-seq data to 
predict candidate genes that could explain the symptoms of a patient with suspected rare 
disease-causing variants. I show that, by applying this method, it is possible to provide more 
patients with a diagnosis. I also show that it is possible to flag genes that may have been 
falsely associated to a disease. 

The work presented here is part of a rapidly growing field and has been placed in context in 
chapter 9. Here I discuss how the advances I made contribute to the field of human genetics 
and what future challenges await. I also discuss how the healthcare system can benefit from 
further implementing genetics and speculate on how this might be done. Finally, I explain 
the need to measure molecular phenotypes in complex patients to fully explain their phe-
notype.
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Samenvatting
Als je het genoom van individuen met elkaar vergelijkt zijn er veel plaatsen waar mensen 
van elkaar kunnen verschillen. Deze verschillen worden veroorzaakt door mutaties die zich 
hebben opgestapeld over een periode van duizenden generaties. Door de accumulatie van 
deze mutaties zullen twee mensen gemiddeld op 15 miljoen basen verschillen als je ze met 
elkaar vergelijkt. Hoewel de meeste van deze genetische varianten geen positieve of negati-
eve gevolgen hebben, kunnen sommige van deze varianten een ziekte veroorzaken of de 
kans op het ontwikkelen van een ziekte vergroten. Wanneer een variant bijvoorbeeld bin-
nen een gen zit kan dit resulteren in een ander, niet-functionerend eiwit. Het is ook mogelijk 
dat een variant een effect kan hebben op de hoeveelheid RNA die wordt geproduceerd, wat 
resulteert in gewijzigde eiwitniveaus die problemen kunnen veroorzaken.

Helaas is het moeilijk te voorspellen wat de functionele of schadelijke effecten van speci-
fieke varianten zijn. Daarom weten we voor het overgrote deel van de varianten momenteel 
niet of ze ziekten zullen veroorzaken. Dankzij de beschikbaarheid van Genome Wide As-
sociation Studies (GWAS) in de afgelopen 14 jaar, wordt nu echter duidelijk dat duizenden 
varianten worden geassocieerd met allerlei veelvoorkomende complexe ziekten, zoals au-
to-immuunziekten en neurologische aandoeningen.

Het blijft echter zeer moeilijk om deze resultaten te interpreteren vanwege de beperkte 
resolutie van GWAS, aangezien de DNA-chips die doorgaans hiervoor worden gebruikt 
gewoonlijk minder dan een miljoen genetische varianten ondervragen. Ondanks de lage 
resolutie is het wel mogelijk om conclusies te trekken over de andere varianten via een 
statistische methode genaamd ‘imputatie’, dat werkt met behulp van informatie uit een 
‘referentie dataset’. Eén zo’n set is het Genoom van Nederland (GoNL), bestaande uit 250 
Nederlandse ouders-kind families waarvan het hele genoom werd gesequenced door het 
BBMRI-NL consortium. In hoofdstuk 2 bespreek ik hoe het GoNL gebruikt kan worden voor 
dit imputatieproces. Ik laat zien hoe dit de resolutie van GWAS kan verbeteren in onderzoek-
en die zich concentreren op Europese monsters. Ik laat ook zien dat integratie van de GoNL 
met andere, al bestaande, referentie datasets de kwaliteit van het imputatieproces verder 
verbetert. In hoofdstuk 3 beschrijf ik een softwarepakket genaamd Genotype Harmonizer 
dat dit imputatieproces kan faciliteren.

Een andere uitdaging in de interpretatie van varianten geassocieerd met ziekte, is dat de 
meeste varianten zich buiten de genen bevinden. Dit betekent dat deze varianten waar-
schijnlijk een soort regulerend effect hebben op een gen of op meerdere genen en dat deze 
gewijzigde regulatie de ziekte kan veroorzaken. Het is echter erg moeilijk om te voorspellen 
welke genen door een individuele variant zullen worden beïnvloed. In sommige gevallen 
zal het gen dat het dichtst bij een variant ligt, worden beïnvloed door een variant, maar 
het is heel gebruikelijk dat varianten ook meer distale genen beïnvloeden. Door expressie 
quantitative trait-loci (eQTL’s) in kaart te brengen, is het mogelijk om te ontdekken welke ge-
netische varianten de expressieniveaus van specifieke genen veranderen. Kennis over deze 
genen helpt de biologische processen die ten grondslag liggen aan elk van deze varianten 
aanzienlijk beter te begrijpen.
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Hoewel veel van deze eQTL-onderzoeken in bloed zijn uitgevoerd, bestaan   er enkele bep-
erkingen: ten eerste worden niet alle genen in bloed tot expressie gebracht. Ten tweede 
weten we ook dat de manier waarop genetische varianten genexpressieniveaus beïnv-
loeden, zeer celtype en weefselspecifiek kan zijn. Het is bijvoorbeeld mogelijk dat een vari-
ant geen regulerend effect heeft in het bloed, maar dat de variant de genexpressieniveaus 
in de lever wel sterk beïnvloedt. Hoewel sommige eQTL-onderzoeken zich op specifieke 
weefsels concentreerden, hadden ze meestal beperkte steekproefomvang en daardoor bep-
erkte statistische kracht om eQTL-effecten te identificeren. Om dit te verhelpen, besprak 
ik in hoofdstuk 4 een strategie die publiek beschikbare gegevens gebruikt om weefselspec-
ifieke regulerende effecten te detecteren, die het mogelijk maken om inzicht te krijgen in 
de gevolgen op regulatie van genetische varianten in veel weefsels. Ik heb deze gegevens 
ook gebruikt om te laten zien hoe sommige eiwitcoderingsvarianten, die zeldzame ziekten 
veroorzaken, expressieniveaus beïnvloeden in het voor de ziekte relevante weefsel.

Naast het bestuderen van genexpressie-effecten, is het ook mogelijk om naar andere typen 
biologische moleculen te kijken om inzicht te krijgen in de gevolgen van genetische variant-
en. In hoofdstuk 5 onderzocht ik het effect van genetische varianten op cytokineniveaus. Dit 
is relevant omdat cytokines belangrijke regulatoren zijn van immuunreacties en ze een sleu-
telrol spelen bij verschillende auto-immuunziekten en de verdediging tegen infectieziek-
ten. In hoofdstuk 6 bestudeerde ik ook effecten op DNA-methylatie. Ik heb onderzocht hoe 
ziekteverwekkende varianten, die zich op een specifiek chromosoom bevinden, de meth-
ylatie-niveaus op andere chromosomen beïnvloedden (d.w.z. trans-meQTL-effecten). Dit 
resulteerde in inzicht in specifieke regulerende genen die belangrijk zijn bij de ontwikkeling 
van ziekten, en gaf inzicht in de gevolgen die voortvloeien uit deze genen.

Deze studies tonen duidelijk aan dat genetische varianten effecten hebben op veel ver-
schillende moleculaire lagen. De omgeving heeft echter ook een sterk effect op molecu-
laire mechanismes en de ontwikkeling van ziektes. Deze omgevingseffecten kunnen inter-
ageren met genetische varianten en de moleculaire gevolgen van een variant wijzigen. In 
hoofdstuk 7 beschrijf ik een methode die ik heb ontwikkeld die deze interactie-effecten 
kan bestuderen. Door deze methode toe te passen op een grootschalige eQTL-dataset van 
verschillende bio-banken, zoals Lifelines, verenigd in BBMRI-NL, werd het duidelijk dat cel-
type-samenstellingsverschillen en virale stimuli de moleculaire gevolgen van ziekte gerela-
teerde varianten sterk veranderen. Door statistisch te corrigeren voor deze sterke effecten, 
konden we ook meer subtiele effecten detecteren die onthulden hoe de regulerende effect-
en van transcriptiefactoren worden beïnvloed door genetische varianten.

Hoewel GWAS-onderzoeken zeer succesvol zijn geweest in de identificatie van varianten die 
bijdragen aan veel voorkomende ziekten, hebben ze te weinig kracht om zeldzame variant-
en te identificeren die ten grondslag liggen aan zeldzame ziekten. In hoofdstuk 8 beschrijf 
ik een nieuwe methode die openbare RNA-seq data gebruikt om kandidaat-genen te voor-
spellen die de symptomen zouden kunnen verklaren van een patiënt met vermoedelijke 
varianten die zeldzame ziekten veroorzaken. Ik laat zien dat het met deze methode mogelijk 
is om meer patiënten een diagnose te geven. Bovendien kan ik ook genen markeren die 
mogelijk vals zijn geassocieerd met een ziekte.
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Het hier gepresenteerde werk maakt deel uit van een snelgroeiend veld en is in hoofd-
stuk 9 in de juiste context geplaatst. Hier bespreek ik hoe de vorderingen die hier worden 
gemaakt bijdragen aan het gebied van de menselijke genetica en welke toekomstige uit-
dagingen wachten. Ik bespreek ook hoe de zorg kan profiteren van verdere implementatie 
van genetica en speculeren over hoe dit kan worden geïmplementeerd. Ten slotte leg ik uit 
waarom het nodig is om moleculaire fenotypen te meten bij complexe patiënten om hun 
ziekte volledig te verklaren.
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