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CHAPTER 1

Introduction

A substantial share of firms’ investments is tied up in inventories. Although EU na-

tional accounts do not report inventory investment values, accounting data from the

U.S. reveal that in November 2018, inventories held by U.S. businesses alone totaled

to approximately 2,000 billion U.S. Dollars (e 1,700 billion), which is around 10% of

that country’s Gross Domestic Product and a 5% increase compared to a year earlier

(United States Census Bureau, 2019). For every e 1 of monthly sales, approximately

e 1.35 worth of inventory is held. Good inventory management naturally aids a

firm’s profitability, but also helps to reduce waste and pollution. Inventories relate

naturally to the selling of commercial goods, but are also key for services. Expensive

spare parts of e.g. aircraft, wind mills, or production machines are demanded infre-

quently, but if requested, are needed fast to minimize downtime, requiring careful

planning. Also for health care operations, public services like libraries, and mili-

tary purposes, to name a few examples, inventory management plays a key role in

enabling a streamlined operation.

Inventory control is at the core of management science. It is dedicated to de-

veloping decision models that yield policies with which an optimal trade-off can

be achieved between customer service or product availability on the one hand, and

costs on the other hand. An inventory policy dictates how many items should be

ordered when. Since the Economic Order Quantity model by Harris (1913), and es-

pecially since the pioneering of cost-minimizing inventory control with stochastic

demand in the 1950’s (Arrow et al., 1951, 1958; Dvoretzky et al., 1952a,b; Scarf, 1959),

hundreds if not thousands of models have been and continue to be developed in

order to cope with new developments such as inventory pooling, vendor-managed

inventories, product returns, and sustainability goals. Commercial software relies
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on inventory control models from the literature to devise solutions that companies

can use to define their replenishment strategies in practice. The trade-off that in-

ventory control models address is that between product availability and customer

service on the one hand, and inventory-related costs (such as holding and ordering

costs) on the other hand. In order to correctly make that trade-off, it is important

that the inventory model describes the setting to which it is applied as accurately

as possible. It should capture the future demand, inventory level reviews, ordering

possibilities, replenishment lead times, service measures, and all costs. Only if the

model accurately reflects these circumstances, then an order strategy can be derived

that performs well in practice. However, the majority of the theoretical inventory

control literature approaches this question from the opposite angle. In their search

for optimal order strategies they define model assumptions that are defensible, but

- more importantly - facilitate or simplify the analysis. This causes the inventory

control literature to alienate from its practical purpose, which is to control real in-

ventories.

The main purpose of holding inventories is to account for the uncertainty in fu-

ture demand, and a forecast of the latter is key in every inventory control model.

However, the research fields of demand forecasting and inventory control have de-

veloped almost in complete isolation of each other. Inventory control literature and

textbooks typically assume that demand follows a certain probability distribution

with known parameters, and start their analysis from there. This totally ignores the

fact that in practice such information is not available. Demand parameter estimates

have to be obtained from historical data, as also happens in case studies (e.g. Lengu

et al., 2014; Turrini and Meissner, 2019) and in commercial forecasting and inventory

control software packages. However, it is typically ignored that these parameter

estimates have errors, which are particularly large if not too many data points are

available. Several leading textbooks, such as Zipkin (2000) and Waters (2012), do not

discuss at all how these parameters can be obtained from real data. Other textbooks,

such as Axsäter (2015) and Silver et al. (2017), do briefly mention a parameter estima-

tor for specific demand distributions. However, they subsequently fail to correctly

integrate those estimates and their errors in the decision model, thereby ignoring

part of the uncertainty around future demand.

One would expect that the research fields of demand forecasting and inventory
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control are closely linked. The forecasting of future demand should not be seen as a

goal in itself, but rather as an input for making decisions, in this case inventory con-

trol decisions. However, this is generally not the case. The demand forecasting liter-

ature is typically solely concerned with producing the (point) forecast of demand per

period, and forecasting techniques are ranked based on their accuracy with respect

to symmetrical loss measures (examples are Hyndman and Koehler, 2006; Kim and

Kim, 2016; Petropoulos et al., 2018). In many cases, the link with inventory control

and demand parameter estimation is missing completely. If a connection is made

with inventory control, then a normal approximation of demand is used to set a

safety stock based on the one-period ahead forecast error (e.g. Chatfield et al., 2004;

Wang et al., 2010; van Wingerden et al., 2014). However, even if the normality as-

sumption of demand is justified, then (contrarily to what textbooks such as Axsäter

(2015) propose) the auto-correlation of future forecast errors cannot be ignored. An

even more striking problem occurs when individual customer demand parameters

need to be obtained. Period demand forecasts are not suitable for this purpose, yet

several combined demand forecasting and inventory control software packages do

mis-use them as such, leading to biased estimates and flawed inventory calculations.

It is peculiar and undesirable that the demand forecasting literature and the in-

ventory control literature seem to operate in complete isolation from each other, even

though several authors remark that the interactions between the two are not studied

extensively enough (e.g. Goodwin, 2009; Babai et al., 2013; Silver et al., 2017). Three

chapters of this thesis are devoted to exactly this mismatch. These are further intro-

duced in Sections 1.1 and 1.2. Next, however, we first put the remaining chapters in a

general perspective. These deal with other modeling aspects on which the inventory

control literature departs from business practice.

A peculiarity in the inventory control literature is that stock review moments

and ordering possibilities are almost always merged, whereas this is in practice not

needed and may be undesirable. The inventory control literature (including all major

textbooks) is roughly divided into continuous and periodic review models, meaning

that the stock level is either always known or only updated after a fixed number of

periods. In the latter case, it is implicitly assumed that replenishment orders can

also only be placed and received at those stock review moments. Section 1.3 elabo-

rates further on this topic and introduces our suggestion to allow order placements
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in-between stock reviews, albeit without knowledge of the precise stock level.

We finally move to the repair services industry, where another unrealistic ordering-

related assumption is commonly used to simplify the analysis. A stream of literature

has developed around the so-called Repair Kit Problem, which deals with the ques-

tion how many units of various items an engineer needs to store in his kit of spare

parts when performing on-site service jobs. An assumption has always been that en-

gineers can replenish their kit at the end of each tour, without a lead time and with-

out any costs. In practice, parts often need to be shipped from central warehouses,

which takes time during which an unknown number of repair jobs may occur, each

requiring an also unknown combination of different parts. In Section 1.4 we discuss

the Repair Kit Problem as studied to date and introduce - motivated by a real-life

case - positive lead times and fixed order costs.

This thesis’ overall research question is “How can theoretical inventory control

research be extended to enhance its practical applicability?” We subdivide this ques-

tion into two main topics. Chapters 2, 3, and 4 focus on enhancing the interface with

demand forecasting, whereas chapters 5 and 6 discuss specific improvements on the

inventory control modelling side. Below we elaborate on the separate contributions.

1.1 Demand parameter uncertainty

Almost all inventory models, and certainly all standard methods that are included

in software and applied in practice, are based on the assumption that the proba-

bility distribution of future demand and all its parameters are completely known.

Such information is obviously never available in practice, where a demand distribu-

tion has to be fitted based on available data. There exists literature on forecasting

demand from a set of historical observations, and this literature has developed in

various ways. There are simple forecasting techniques such as the moving average,

but also (auto-correlated) regression models (possibly with seasonality effects), boot-

strapping methods, and recently also machine learning approaches. However, these

papers are focused solely on producing that demand forecast, and not on using it

as an input in inventory control models. That is, the forecasting literature produces

a point forecast of the demand per period or during the lead time, and possibly an

estimate of its accuracy such as the Mean Square Error (MSE), Mean Absolute Devi-
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ation (MAD), or Mean Absolute Percentage Error (MAPE), but stops there instead of

yielding the probability distribution that is required in all the inventory control lit-

erature. This implies that there is a missing link between these two research strands.

This missing link has led to the use of two main approaches in practice, both of

which are wrong. The first approach is that companies and software make a lead

time demand forecast, derive the MSE, and calculate order levels based on ad-hoc

approximative methods, thereby ignoring the abundance of models available in the

inventory control literature to deal with all kinds of demand probability distribu-

tions and inventory scenarios. The second approach is that inputs are sought for the

models from the inventory control literature, but that the produced point forecasts

are directly substituted as the parameters for those probability distributions. This

ignores the so-called estimation uncertainty.

It is obvious that a demand mean estimate based on 5 observations is more volatile

than one based on 100 observations. In statistics, inference can be done on the true

parameter in the form of e.g. confidence bounds. After 5 observations these bounds

are still relatively wide and the true parameter can be within a large range of val-

ues. After 100 observations, under some degree of stationarity, one can be much

more certain of the true parameter value. If this distinction between the estimated

demand parameter and the true demand parameter (the estimation uncertainty) is

ignored, as is done in practice, then inventories will as a result be set too low, and

the targeted customer service will not be attained. However, it is not trivial to ap-

ply these concepts from statistics to inventory control. There, decisions are derived

assuming knowledge of the true parameters, and knowing a range in which a true

parameter lies by itself is not enough.

Chapters 2 and 3 of this thesis deal with the problem of estimation uncertainty

in inventory models. The approach in both chapters is to derive a so-called predic-

tive demand distribution, which results from the distributional assumption of the

inventory model and the parameter estimates, and takes their uncertainty into ac-

count. In chapter 2 we show that future forecast errors (over e.g. a lead time) are

correlated, which is ignored in the literature and in textbooks. For example, an un-

derestimation of mean demand persists throughout all future periods. This leads to

too low order levels and hence to underachieving the target service level. We derive
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corrected expressions for the lead time demand forecast error variance for any sta-

tionary demand process and for two popular forecasting methods (Simple Moving

Average and Single Exponential Smoothing). Thereafter, we show how these cor-

rected expressions lead under normally distributed demand to a closed-form pre-

dictive lead time demand distribution that takes the estimation uncertainty of both

the demand mean and variance into account. Finally, we present adjusted order

levels that achieve the target service levels.

In Chapter 3 we generalize the idea of creating a predictive demand distribu-

tion to deal with estimated parameters and their estimation uncertainty. We use

concepts from Bayesian probability theory to create a framework that transforms

any demand distribution and its parameter estimators into a predictive distribution.

Other than in the Bayesian literature, any parameter estimator is allowed, as long

as the distribution of its estimation error can be derived or approximated. We dis-

cuss a mean-stationary demand model, a model where demand is auto-correlated, a

random walk model, and a trend model. The latter allows for especially large cost

savings, as the mis-estimation of a trend parameter has a cumulative effect through-

out the lead time. We finally show that an approximate error distribution is generally

easy to derive, and relatively robust under misspecification of the demand model.

The concept of combining parameter estimates and the corresponding parameter

uncertainty into a predictive demand distribution yields a simple adaptation that

keeps standard inventory control models applicable also under the assumption of

unknown demand parameters. An inventory mark-up is needed to account for the

uncertain parameters, which leads to marginally higher holding costs in case de-

mand was overestimated, but to large (backorder) cost savings if demand was un-

derestimated. The latter effect is clearly dominant. Cost savings (or service level

differences) are particularly large if the parameter uncertainty is large, i.e. if esti-

mates are based on limited data. After substitution of the original demand distribu-

tion with the newly derived predictive distribution, the inventory analysis remains

unchanged. In conclusion, when applying theoretical inventory control models to

real data, one should take parameter uncertainty into account, and the proposed

framework allows to do so exactly or approximately, without dramatic changes to

the analysis.
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1.2 Demand parameter estimation from periodic data

In several scenarios, the point forecasts that are produced in the forecasting liter-

ature actually do not match with the unknown parameters of the demand distri-

bution assumed by the inventory control model. Chapter 4 deals with one of the

most common problems in that respect: obtaining demand parameters at the indi-

vidual customer level from periodically stored data. Croston (1972) was the first to

separately estimate the average period demand size (per e.g. day, week, or month)

and the number of periods between two periods with a positive demand. Fore-

casting methods in this spirit are called Size-Interval methods. Companies typically

store demand data on a periodic basis and several commercial software packages use

Size-Interval methods to forecast period demand. On the other hand, many of these

companies use continuous inventory control policies, for which individual demand

arrivals and sizes must be modeled. A common distributional assumption is that

of the compound Poisson distribution. However, this distribution requires demand

size and arrival rate parameters at the individual customer level. By using period es-

timates as individual customer parameters, one cannot distinguish between e.g. few

large or many small demands in a period, leading to flawed inventory calculations.

In Chapter 4 we study this problem. Size-Interval methods are especially popu-

lar for intermittent demand patterns, which contain many periods without demand.

Several integrated forecasting and inventory control software packages use for ex-

ample Croston’s method for forecasting. Subsequently, they wrongly use the ob-

tained period arrival rate and average period demand size as demand parameters

for the compound Poisson distribution, and based on that perform inventory con-

trol analysis. We show how this leads to even asymptotically biased parameter es-

timates, dramatically overshot service levels, and therefore also too high inventory

costs. Case studies in the inventory control literature, on the other hand, typically

fit compound Poisson distributions based on the standard method-of-moments esti-

mator (e.g. Lengu et al., 2014; Turrini and Meissner, 2019), as advocated e.g. in the

textbook by Axsäter (2015). However, this estimator, even though it is consistent,

also has large biases in small samples, especially if the demand pattern is intermit-

tent. We therefore present a new method-of-moments variant that retains the idea of

separately estimating the average demand size and the arrival rate. We show that for
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intermittent demand this estimator significantly outperforms the standard method-

of-moments estimator. With this new estimator one can fit compound Poisson dis-

tributions simply and accurately to period demand data. This allows for continuous

review inventory control, modeling individual customer arrivals and demand sizes,

while minimizing efficiency loss due to the periodic storage of demand data.

1.3 Decoupling stock reviews and order moments

Next to the issue of periodic demand data storage, there are several practical situ-

ations in which complete stock level information is not continuously available. A

reason may simply be that inventories are only counted periodically, but also count-

ing inaccuracies, perishability, product quality issues, misplacement, and theft hin-

der continuous and complete stock overviews (see Raman et al., 2001; Yano and Lee,

1995; Nahmias, 1982; Fleisch and Tellkamp, 2005). There exists a large stream in the

literature on so-called period review inventory systems, and also all major textbooks,

such as Axsäter (2015), Silver et al. (2017), and Zipkin (2000) discuss periodic review

models. However, periodic review inventory systems do not only limit the stock

review moments to certain time intervals, but also the replenishment opportunities,

an unnecessary restriction that forces inventory accumulations and thereby drives

up inventory costs.

In Chapter 5 we therefore study the effects of decoupling inventory review mo-

ments and replenishment orders. Specifically, we assume that orders can be placed

at any time and that inventory reviews are only allowed at fixed points in time. In-

between reviews orders can be placed under knowledge of the last observed stock

level and the distribution of the demand that happened since that last observation.

This leads to a stream of orders that gradually build up safety stock during the pe-

riod to account for the increasing demand uncertainty. Shortly before the review,

this build-up stops and the review is awaited, after which inventory is typically first

depleted again, because the degree of uncertainty has dropped.

We show that by allowing to place orders in-between reviews, large holding cost

savings can be achieved compared to forcedly ordering only at the review moment.

It is remarkable that in this model, typically no order is placed at or around the

review moment, whereas the classical periodic review literature only allows orders
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at those moments in time. This mixture situation thus leads to order policies that are

fundamentally different from those advocated by the standard, restrictive periodic

review models.

1.4 Lead times and order costs in repair services

The Repair Kit Problem deals with the question of how many units of each spare

part should be kept in an engineer’s kit to optimize the delivered service while min-

imizing the total investment value of the units carried. A major difficulty here is

that service should be defined in terms of completed jobs, whereas job completion

depends on the simultaneous availability of various spare parts. This makes this

problem notoriously hard to study. Major textbooks such as Axsäter (2015), Silver

et al. (2017), and Zipkin (2000) do not mention it at all, whereas studies in the litera-

ture make several simplifying assumptions.

In the original Repair Kit Problem formulation (Smith et al., 1980) there was only

a single job, and only one unit of each part could be picked. After the job, a free

replenishment of the kit takes place. Later, the problem has been extended to multi-

ple jobs per tour and multiple units per part by Teunter (2006), but he simplified the

analysis by adopting a part fill rate service measure, that does not measure actual job

completion, but the availability of different parts. Bijvank et al. (2010) introduced the

job fill rate, making the model significantly more realistic and applicable in practice.

However, all studies of the Repair Kit Problem assume free restocking at the end of a

tour, with immediate delivery. This makes the analysis much easier, as only starting

stock levels of each part at the start of a tour have to be derived. However, in prac-

tice spare parts come in various specific types which are not all locally available, and

may have to be shipped from a central warehouse, which takes time and involves

order costs.

Chapter 6 revisits the Repair Kit Problem, while introducing positive replenish-

ment lead times and fixed ordering costs. This study is motivated by a real-life case

of an Italian supplier of printing equipment, who has two warehouses, each with a

different replenishment lead time. This leads to a completely different analysis from

those performed in earlier Repair Kit Problem studies, as now the starting number

of units per spare part at the beginning of a tour cannot be directly controlled any-
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more. Contrarily, reorder levels and order-up-to levels have to be derived, that de-

cide when an order is triggered and what the size of that order should be. The order

then arrives after the lead time, during which a number of tours have occurred with

stochastic numbers of jobs, each requiring stochastic numbers of each spare part.

We present an exact calculation of the job fill rate, and discuss heuristic approaches

to optimize the reorder level and order-up-to level of an (s, S) policy for each spare

part, so that a service threshold is met with minimal inventory holding and order-

ing costs. We study the model and its solution procedures first theoretically and on

benchmark instances, and then apply them to the real-life case. By introducing lead

times and fixed ordering costs, the practical applicability of the Repair Kit Problem

is enhanced. This comes at the cost of a more complicated analysis and computation-

ally demanding solution procedures, but we find that simpler order rules derived in

previous literature do not perform well under these more realistic assumptions.

The topics addressed in this thesis each in their own way bring inventory mod-

els closer to their ultimate goal: being applicable to control inventories in real-life

scenarios. The lacking bridge between demand forecasting and inventory control

causes on the one hand an inability to correctly fit demand models that are assumed

in the inventory literature, and on the other hand a partial neglection of the demand

uncertainty against which inventories are supposed to guard. We present solutions

to adapt the demand distribution so that it takes parameter uncertainty into account.

Furthermore, we suggest a better estimator to fit an individual customer demand

distribution based on periodic data. Except for these amended distribution-fitting

procedures, no fundamentally different inventory control analysis is needed. This

is not the case for the last two topics that we study. The coupling of stock reviews

and order moments is a restriction that leads to unnecessarily high peak inventories

around these review moments. A more general policy in which orders can also be

placed and received in-between stock reviews is desirable. Finally, the assumption

of free immediate replenishments of engineers at the end of their tour in the Repair

Kit Problem can often not be met in practice. The five upcoming chapters of this

thesis present the specific solutions to enhance the practical applicability of general

and certain specific inventory control models.
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Prak, D.R.J., N. Saccani, A.A. Syntetos, R.H. Teunter, F. Visintin. 2017a. The Repair Kit

Problem with positive replenishment lead times and fixed ordering costs. European

Journal of Operational Research 261(3) 893–902.





CHAPTER 2

On the calculation of safety

stocks when demand is

forecasted

Abstract. The inventory control literature generally assumes that the demand distribution

and all its parameters are known. In practical applications it is often suggested to estimate the

demand variance either directly or based on the one-period ahead forecast errors. The variance

of the lead time demand, essential for safety stock calculations, is then obtained by multiply-

ing the estimated per-period demand variance by the length of the lead time. However, this

is flawed, since forecast errors for different periods of the lead time are positively correlated,

even if the demand process itself does not show (process) auto-correlation. As a result these

traditional procedures lead to safety stocks that are too low. This paper presents corrected lead

time demand variance expressions and reorder levels for inventory systems with a constant

lead time where demand fluctuates around a constant level. Firstly, we derive the exact lead

time forecast error of mean demand conditional on the true demand variance. Secondly, we

derive for normally distributed demand the correct reorder level under uncertainty of both

the demand mean and variance. We show how the results can be implemented in inventory

models, and particularly discuss batch ordering policies combined with moving average and

exponential smoothing forecasts. We find that traditional approaches can lead to safety stocks

that are up to 30% too low and service levels that are up to 10% below the target.

This chapter is based on Prak et al. (2017b): Prak, D.R.J., R.H. Teunter, A.A. Syntetos. 2017b. On the
calculation of safety stocks when demand is forecasted. European Journal of Operational Research 256(2)
454–461.
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2.1 Introduction

Inventory control models in the research literature and in textbooks typically assume

that the demand distribution and all its parameters are known. However, in prac-

tice such information is not available, and future demands have to be forecasted

based on historical observations. No forecasting procedure produces perfect fore-

casts. For unbiased forecasting procedures, the forecast errors of (mean) demand

can be decomposed into the fluctuation of the demand around its true mean, and

the fluctuation of the estimates around this true mean. The latter term is positively

correlated over all future periods, and for i.i.d. demand the latter term is exactly the

same for all future periods. Therefore, future forecast errors are correlated, even if

the demand process itself shows no auto-correlation. This issue of correlation and

more generally the integration of forecasting and inventory decision making is un-

derstudied, and results in safety stocks that are set too low, and service targets that

are not achieved.

We discuss the stationary (i.i.d.) demand model in combination with a constant

lead time, which is used as a starting point in most inventory control textbooks. Since

demands are independent over time, the lead time demand variance for this demand

model is easily obtained by multiplying the lead time with the per-period demand

variance. For normally distributed demand, it is well known that the safety stock

needed to obtain a certain service level is obtained by multiplying the lead time de-

mand standard deviation with some safety factor. In practice, however, these results

can never be directly applied as the mean and variance of the per-period demand

are not known but need to be forecasted. Surprisingly, some inventory textbooks do

not mention forecasting at all (Zipkin, 2000; Muckstadt and Sapra, 2010) or do not

discuss the incorporation of forecasts and their errors in the decision models (Wa-

ters, 2012). Some inventory textbooks, such as Silver et al. (2017) and Axsäter (2015),

do indicate that parameters have to be estimated in practical applications, and that

the resulting forecast error should be taken into account. To the best of our knowl-

edge, all the books in this latter category suggest to use the variance of the per-period

demand forecast errors (e.g. estimated via Mean Squared Error, MSE, or Mean Abso-

lute Deviation, MAD). Although this correctly captures the per-period forecast error

in the demand mean, it ignores correlation of forecast errors for the different periods
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of a lead time (interval), and it furthermore ignores the forecast error in the demand

variance.

In this paper, we consider the practical situation where the mean µ and variance

σ2 of demand are unknown, and there is a positive lead time. We provide corrected

expressions for the variance of the lead time forecast error for any forecasting tech-

nique under the stationary demand model, and highlight the corrections needed for

two of the most widely used forecasting methods: Simple Moving Average (SMA)

and Single Exponential Smoothing (SES). We furthermore derive corrected expres-

sions for the reorder level under a cycle service level constraint. Although the proce-

dure is similar for other service level definitions or cost equations, the cycle service

definition allows us to focus solely on the reorder level and thus on safety stocks1.

The analysis consists of two stages. First, we show how to correctly deal with fore-

cast errors in the demand mean, conditional on the true demand variance. Second,

we discuss the simultaneous treatment of forecast errors in both the mean and vari-

ance of the demand. In the second stage, we focus on normally distributed demand,

which is often used in research and practice, see e.g. Zeng and Hayya (1999), Strij-

bosch and Moors (2006), and Axsäter (2013). We show that the corrected procedures

typically lead to considerably higher safety stocks, and it will become obvious from

our analysis that the same type of correction is needed for other demand processes,

forecasting procedures, and inventory models. In fact, for any inventory control

application where demand is forecasted based on a finite number of demand ob-

servations, the traditional approaches for determining safety stocks suffer from the

same problem.

The remainder of this paper is structured as follows. In Section 2.2, we discuss

the related literature. Then, in Section 2.3, we formally introduce the stationary de-

mand model and show how to correctly include forecast errors in the estimation of

the mean of per-period demand for any forecasting procedure. In Section 2.4 we

discuss the correction factors for safety stocks. Section 2.5 discusses how to correct

for uncertainty of both the mean and the variance of the demand. In Section 2.6 we

use the obtained results to derive reorder levels for batch order policies. Section 2.7

1We assume throughout this paper (in line with the majority of the literature) that an order can be
placed when the inventory equals exactly the reorder level, and that there is no undershoot due to demand
arriving in batches or periodic review. If such an undershoot can occur, then the achieved service level
will be below its target.
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provides a numerical study with an evaluation of reorder and service levels corre-

sponding to traditional approaches and the corrected approach. Finally, Section 2.8

concludes.

2.2 Related literature

The fact that lead time forecast errors may be correlated over time has been pointed

out by other researchers. Silver et al. (2017) already noted that the relationship be-

tween the forecast error during the lead time and that during the forecast interval

“depends in a complicated fashion on the specific underlying demand model, the forecast

updating procedure and the values of the smoothing constant used.” Subsequently they ar-

gued that the relationship concerned should be established empirically. Beutel and

Minner (2012) discuss an integrated framework of least squares demand forecasting

and inventory decision making. They find that if demand parameters are replaced

by estimates, and the estimates are based on few observations, then actual service

levels will significantly undershoot their targets.

Other authors discuss the related issue that the actual demand process may be

more variable than assumed. Johnston and Harrison (1986) and Graves (1999) show

that fluctuations in the mean demand level lead to additional uncertainty compared

to the stationary demand model, and they propose how the variance of lead time

demand should be adjusted accordingly. Similarly, fluctuations in the variance of

per-period demand are treated by Zhang (2007). These researchers rightly suggest

that if there is more variance that should be taken into account, then ignoring it will

lead to an underestimation of the safety stocks needed to sustain a certain service

level performance. However, these arguments and results are fundamentally differ-

ent from ours. We show that forecast errors are correlated over the lead time even if

demands are not. Therefore, the traditional safety stock calculations that ignore this

are flawed even if the demand model is specified correctly and the best (minimum

variance unbiased) estimator is used.

A general approach to inventory decision making under unknown demand pa-

rameters is the Bayesian approach, which was pioneered by Dvoretzky et al. (1952b),

Scarf (1959), Karlin (1960), and Iglehart (1964). Applications of Bayesian estimation

in dynamic programming set-ups are given by e.g. Azoury (1985) and Lariviere and
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Porteus (1999). It has been found that exact, optimal order quantities are numerically

hard to derive. This led to the development of heuristics, especially myopic policies

that essentially reduce multi-period problems to single-period problems, and typi-

cally assume a negligible lead time. See e.g. Chen (2010). Numerical Bayesian stud-

ies mainly involve single-parameter demand distributions, or, if the distribution has

more than one parameter, impose that one or more parameters are known. Azoury

and Miyaoka (2009) and Chen (2010) use a normal distribution of which the variance

is assumed to be known, and Rajashree Kamath and Pakkala (2002) use a log-normal

distribution with a known variance. This restriction is theoretically convenient, be-

cause it ensures that the posterior demand distribution is again (log)normal, but it is

practically incorrect, as the variance has to be estimated as well.

A different approach is given by Hayes (1969), who introduces the method of

minimizing the Expected Total Operating Cost, which follows from the sampling

distribution of the parameter estimators. Related work for the newsvendor model

is that by Kevork (2010) and Akcay et al. (2011). Ritchken and Sankar (1984) de-

rive the optimal reorder level for a single period inventory system under normally

distributed demand with unknown mean and variance. They derive a consistent

estimator of quantiles of the normal distribution when the mean and variance are

unknown. Then, they choose as the reorder level the quantile corresponding to the

required service level. Janssen et al. (2009) seek the optimal ‘upward bias’ in the

traditional stock level calculation via simulation. Similarly, Strijbosch and Moors

(2005) consider a batch ordering (r,Q) policy under normally distributed demand

with unknown parameters and zero lead time. They take the reorder level r as fixed

and optimize the batch size Q via simulation. Like the literature on Bayesian in-

ventory modeling, the focus of the mentioned non-Bayesian approaches is also on

single-period models and/or models with zero lead time.

Some authors do take into account the possibility of a positive lead time, but fo-

cus on stochastic lead times and assume that the demand variance is known. An

example is Eppen and Martin (1988), who discuss how to derive the forecast error

in the lead time demand when the demand mean is estimated by single exponen-

tial smoothing. They do not discuss the relationship with actual inventory decision

making. Namit and Chen (2007) follow a similar approach, but consider a more gen-

eral framework of possibly auto-correlated demand and ARMA optimal forecasting.
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Although they do discuss the relationship between forecasting and determining the

reorder level, they also ignore the uncertainty in the demand variance.

Silver and Rahnama (1986, 1987) are, to the best of our knowledge, the only au-

thors who discuss the combination of normally distributed demand with unknown

mean and variance and a positive fixed lead time. They derive a factor to adjust

the traditional reorder level upward. This factor has to be computed by solving a

non-linear equation involving an integral expression. They find that the required

adjustment factor is substantial under many parameter settings. Although their re-

sults are derived for a model with holding and shortage costs, these results can be

translated to equivalent service level models. In Section 2.7 we benchmark their

complex, approximate method to our simpler, exact approach.

The practical situation where the demand mean and variance are unknown and

a positive lead time is present, remains ill-studied in the literature. Since no closed-

form optimal reorder level exists yet in this case, the main approach used in practical

applications remains to multiply either the directly estimated standard deviation of

demand, or the square root of the MSE, by the length of the lead time interval. This

paper does provide a simple, closed-form expression for the corrected reorder levels

under uncertainty of both the mean and the variance of the demand, and further-

more discusses the magnitude of the flaw of the traditional approaches.

2.3 Corrected variance of the lead time demand when

µ is unknown

We consider a stationary demand process; that is, demands Yt (t = 1, 2, ...) are inde-

pendent over time and fluctuate around a constant mean µ with constant variance

σ2: Yt
i.i.d.∼ (µ, σ2). At this point we assume that µ is unknown, whereas σ2 is known.

We relax the latter assumption in Section 2.5. Since demands are independent over

time t and have the same mean, we assume that the forecasting procedure at the end

of timeN produces the same forecast ŶN for all future periodsN+k, k = 1, 2, ....Ob-

viously, ŶN is an estimator of µ. This forecast ŶN is a function of demands Y1, ..., YN ,

although not necessarily all these historical demands are utilized in the forecast. The

naive forecast, for instance, simply uses the last observation YN , whereas the mini-
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mum variance unbiased estimator averages all past demand observations Y1, ..., YN .

Furthermore, there is a constant lead time L.

For any N and k (N, k = 1, 2, ...), denote the forecast error of demand at time

N + k based on the forecast made at the end of time N , by εN+k. That is, define

εN+k = YN+k − ŶN = (YN+k − µ) + (µ− ŶN ).

Both YN+k and ŶN are random variables, the difference being that at the end of time

N , YN+k is still unobserved, although the forecast ŶN (of mean µ) is known. The

lead time forecast error can be decomposed as follows:

L∑
k=1

εN+k =

L∑
k=1

YN+k − LŶN

=

L∑
k=1

(YN+k − µ) +

L∑
k=1

(µ− ŶN )

=

L∑
k=1

(YN+k − µ) + L(µ− ŶN ).

The former term is the deviation of lead time demand from its true mean and the

latter term represents the (correlated) deviations of the estimate ŶN around the mean

µ of the per-period demand.

For ease of exposition, and in line with the inventory control literature, we will

restrict our attention to unbiased estimators. That is, the expectation of ŶN equals µ,

which clearly implies that the expectation of the second term of the lead time forecast

error is zero. Obviously, the same holds for the first term. Moreover, as the second

term is based on past demands, and the first on future demands, and demands are

assumed to be independent over time, the two terms are independent. Therefore,

the variance of the lead time forecast error is given by

Var

(
L∑
k=1

εN+k

)
= Lσ2 + L2Var

(
ŶN

)
, (2.1)

where Var(ŶN ) denotes the variance of ŶN . We remark that (2.1) is in accordance with
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Strijbosch et al. (2000) and Syntetos et al. (2005), who offer different and arguably less

insightful proofs. Furthermore, (2.1) shows that only if one can perfectly predict µ,

then the traditional lead time demand variance corresponds to the lead time forecast

error. A key observation is that Var(ŶN ) is multiplied byL2 in the variance of the lead

time forecast error. This is a consequence of the fact that the forecast error (µ − ŶN )

is the same for each period of the lead time interval, implying positive covariance. It

is this covariance that is ignored by standard inventory theory and software.

Some textbooks do suggest to replace the per-period demand variance by the per-

period forecast error variance (estimated via MSE or MAD), which we will refer to

as the ‘per-period MSE approach’. This approach calculates the lead time forecast

error as the sum of the per-period forecast errors, which implies that their variances

are added and their correlations are ignored. This leads to

L∑
k=1

Var(εN+k) =

L∑
k=1

Var
(
YN+k − ŶN

)
= L

(
σ2 + Var(ŶN )

)
= Lσ2 +LVar(ŶN ).

(2.2)

The second alternative approach that is still frequently applied is ‘direct substitution’

of the demand variance σ2 into the decision model. In this view, the variance of the

demand during the lead time is the sum of theL variances of demand during a single

period, leading to Lσ2 as the variance of the lead time demand (forecast error).

The calculations above can be translated into a corrected specification of the lead

time demand distribution. That distribution can be used in an inventory model as

a substitute for the true lead time demand distribution, in case demand is fore-

casted. The corrected approach specifies the lead time demand distribution as a

normal distribution with mean LŶn and variance Lσ2 + L2Var(ŶN ). For complete-

ness, the MSE approach specifies a normal distribution with mean LŶn and variance

L
(
σ2 + Var(ŶN )

)
, and the traditional demand variance approach specifies a normal

distribution with mean LŶn and variance Lσ2. This derivation is key to generalizing

the results from this paper to different inventory models.
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2.4 Correction factors for safety stocks

In this section we discuss the implications of ignoring error auto-correlation for dif-

ferent forecasting methods. We first consider the SMA forecasting method. Observe

that a special case of this method is taking the average over all past demand obser-

vations, which is the minimum variance unbiased estimator for µ in the stationary

demand model. We will show that also in that special case, safety stock calcula-

tions need to be corrected. Then, we develop the correction factor for SES, another

forecasting technique that is widely applied in practice.

We provide exact expressions under the assumption that the demand variance

σ2 is known. In Section 2.5 we relax this assumption. We realize that neither SMA

(except for the above mentioned special case) nor SES are the minimum variance

unbiased estimators for a level demand process. See also Newbold and Bos (1989).

However, in practice it is typically observed that the mean of the demand process

only remains constant for a limited time. It is unknown whether the mean demand

is constant and if so, since when. This explains the popularity of SMA and SES

in practice and their good performance in forecasting competitions (Gardner, 1990,

2006; Ali and Boylan, 2011, 2012).

When the corrected approach is used rather than the MSE approach, then the

correction factor for the standard deviation of the lead time forecast error is

MMSE =

√
Lσ2 + L2Var(ŶN )

Lσ2 + LVar(ŶN )

=

√
1 + LVar(ŶN )/σ2

1 + Var(ŶN )/σ2

=

√
1 +

(L− 1)Var(ŶN )/σ2

1 + Var(ŶN )/σ2
. (2.3)

Similarly, compared to direct substitution of the demand variance σ2, the correction

factor for the standard deviation of the lead time forecast error is

Mσ =

√
Lσ2 + L2Var(ŶN )

Lσ2
=

√
1 +

LVar(ŶN )

σ2
. (2.4)
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Observe that for L > 1, we have that Mσ > MMSE . For normally distributed

lead time demand, we have that the lead time forecast error is normally distributed

with mean zero and variance according to (2.1). Furthermore, the safety stock for an

(r,Q) policy is proportional to the standard deviation of the lead time forecast error

for any cycle service level in the case of normally distributed demand (Zipkin, 2000;

Axsäter, 2015). So, for normally distributed demand, (2.3) and (2.4) give the safety

stock mark-ups of the correct approach relative to that resulting from the traditional

approaches. Note from (2.3) and (2.4) that the correction factor increases with both

the lead time and the relative variance of the forecast compared to the demand vari-

ance.

For SMA where the average is taken over M ≤ N historical demands, we have

Var(ŶN )

σ2
=
σ2/M

σ2
=

1

M

and so the correction factor (2.3) becomes

MMSE,SMA =

√
1 +

(L− 1)/M

1 + 1/M
=

√
1 +

L− 1

M + 1
.

Similarly, mark-up (2.4) becomes

Mσ, SMA =

√
1 +

L

M
.

Both mark-up terms are increasing in L and decreasing in M as expected. For SES

with smoothing constant α, it is well-known (see e.g. Axsäter, 2006) that we have

Var(ŶN )

σ2
=

α

2− α
(2.5)

and so the correction factor for the mark-up (2.3) becomes

MMSE,SES =

√
1 +

(L− 1)α/(2− α)

1 + α/(2− α)
=

√
1 +

(L− 1)α

2
.
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Similarly, mark-up (2.4) becomes

Mσ, SES =

√
1 +

Lα

2− α
.

Both mark-up expressions are increasing inL and α, as expected. Please note that the

correction factors for SMA and SES are the same ifM = 2−α
α ,which is also the condi-

tion for which the average age of the data in the forecasts is the same (Brown, 1963).

For completeness, we remark that the finite-sample variance of the SES estimator is

given by

Var(ŶN )

σ2
=

α

2− α
(
1− (1− α)2N

)
+ (1− α)2N .

That expression should be used if the number of demand observations of the com-

plete demand history, N , is relatively small. In the remainder of this paper we as-

sume for SES that N is large enough so that (2.5) can be used.

In Tables 2.1 and 2.2, we show the percentage by which the traditionally calcu-

lated safety stocks need to increase for (normally distributed lead time demand and)

SMA and SES, respectively, and for some typical control parameter values. Tables

2.1a and 2.2a show the mark-ups in case the one-period MSE is used to estimate the

per-period demand variance, and Tables 2.1b and 2.2b depict the cases where the

variance of the demand observations is directly substituted for σ2.

It appears from Tables 2.1 and 2.2 that the increase in the lead time forecast error

variance (and therefore in the safety stock that results from auto-correlation) is con-

siderable for a wide range of control parameter values for both SMA and SES. For

example, when forecasts are based on SMA over the last 12 periods, and the lead

time is equal to 3 periods, then the traditional demand variance approach under-

estimates the safety stock level by 12%. When L = 1, there is obviously no auto-

correlation of forecast errors, resulting in a 0% mark-up compared to the per-period

MSE approach. The substantial mark-up percentages even for L = 1 in Tables 2.1b

and 2.2b show that directly estimating σ2, and thereby ignoring the forecast error of

mean demand, leads to safety stocks that are significantly too low even for short lead

times. Naturally, the auto-correlation effect increases with the lead time. If M → ∞
or α → 0 (which is what the traditional demand variance approach implicitly as-
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sumes), the error of the forecast around the true mean of demand tends to 0 and the

variance of the forecast error approaches the true demand variance, which leads to

diminishing correction factors.

Table 2.1: Correction factors for safety stock calculation with an SMA procedure

(a) L×MSE approach

Increase in safety stock for
L M = 1 M = 4 M = 12 M = 52
1 0% 0% 0% 0%
2 22% 10% 4% 1%
3 41% 18% 7% 2%
4 58% 26% 11% 3%
5 73% 34% 14% 4%
6 87% 41% 18% 5%

(b) Lσ2 approach

Increase in safety stock for
L M = 1 M = 4 M = 12 M = 52
1 41% 12% 4% 1%
2 73% 22% 8% 2%
3 100% 32% 12% 3%
4 124% 41% 15% 4%
5 145% 50% 19% 5%
6 165% 58% 22% 6%

Table 2.2: Correction factors for safety stock calculation with an SES procedure

(a) L×MSE approach

Increase in safety stock for
L α = 0.1 α = 0.2 α = 0.3
1 0% 0% 0%
2 2% 5% 7%
3 5% 10% 14%
4 7% 14% 20%
5 10% 18% 26%
6 12% 22% 32%

(b) Lσ2 approach

Increase in safety stock for
L α = 0.1 α = 0.2 α = 0.3
1 3% 5% 8%
2 5% 11% 16%
3 8% 15% 24%
4 10% 20% 31%
5 12% 25% 37%
6 15% 29% 43%
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2.5 Corrected demand distribution when both µ and σ2

are unknown

The analysis up until now has been insightful in the sense that we could explicitly

derive the lead time forecast error and indicate which parts are ignored by tradi-

tional approaches to calculate safety stocks. However, the results are still restrictive

as the demand variance is typically unknown as well. In this section we focus on

stationary, normally distributed demand and relax the assumption that the demand

variance σ2 is known. That is, Yt
i.i.d.∼ (µ, σ2) for t = 1, 2, ... with both µ and σ2 un-

known. There is again an order lead time of length L > 0. As in Section 2.3, we

derive the corrected lead time demand distribution in this setting. As mentioned

in Section 2.2, Ritchken and Sankar (1984) treat inventory decision making under

normally distributed demand with unknown parameters in a single-period model,

implicitly using the average of all past demand observations as the estimator for the

demand mean. We generalize their approach to the current setting with a positive

lead time and to the SMA forecasting method.

Define the sample standard deviation

σ̂ =

√√√√ 1

M − 1

N∑
k=N−M+1

(
Yk − ŶN

)2

,

where M is the number of past observations based on which one would like to es-

timate the standard deviation of demand and ŶN is the corresponding SMA esti-

mator of the mean demand. Since
∑L
k=1 YN+k ∼ N(Lµ,Lσ2) and, independently,

LŶN ∼ N(Lµ,L2Var(ŶN )), it follows that

L∑
k=1

YN+k − LŶN√
Lσ2 + L2Var(ŶN )

∼ N(0, 1).

Furthermore, by Cochran’s theorem (Cochran, 1934) or Basu’s theorem (Basu, 1955)



26 Chapter 2

it follows that, independently,

(M − 1)σ̂2

σ2
∼ χ2

M−1,

where χ2
M−1 denotes the chi-square distribution with M −1 degrees of freedom. For

A ∼ N(0, 1) and B ∼ χ2
β , with A and B being independent, it holds that

A√
B/β

∼ tβ ,

where tβ denotes the Student’s t-distribution with β degrees of freedom. When we

substitute

A =

L∑
k=1

YN+k − LŶN√
Lσ2 + L2Var(ŶN )

,

B =
(M − 1)σ̂2

σ2
,

and β = M − 1, we find that

L∑
k=1

YN+k − LŶN√
Lσ̂2 + L2V̂ar(ŶN )

∼ tM−1, (2.6)

where V̂ar(ŶN ) = σ̂2/M for SMA. This specifies the corrected lead time demand

distribution.

Observe that this closed-form distribution can only be obtained for an SMA es-

timator (or its special case, the average over all demand observations). Basu (1955)

discusses that two statistics are independently distributed if the first statistic is a suf-

ficient statistic for a certain parameter and the distribution of the other statistic does

not depend on that parameter. In this case the SMA estimator is a sufficient statistic

for µ in the restricted sample consisting of the last M demand observations, and the

distribution of the sample variance does not depend on µ. However, the SES estima-

tor is a special case of a weighted average estimator and is therefore not a sufficient
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statistic for µ (as it is not a direct transformation of the sum of all demand obser-

vations). Therefore, the closed-form results based on the Student’s t-distribution

cannot be extended to the SES forecasting technique.

In case an SES forecasting technique is used, one can simulate the joint distribu-

tion of the SES estimator for the mean and the sample variance and search for the

correct reorder level. However, given that the stationary demand model is correctly

specified, the same reorder level will be found as when SMA is used on the same

demand data set, as this is the single reorder level that achieves the desired service

level. This indicates that the appropriate forecasting method is implied by the de-

mand model, and that forecasting and decision making should be integrated.

2.6 Applications to inventory systems

In this section, we will use the different approaches to express the lead time forecast

error variance to find the reorder levels for inventory systems with an (r,Q) replen-

ishment policy. A target cycle service level γ∗ is used to determine the reorder level

r. This service level is defined as the probability that an order arrives on time, i.e.

that no stock-out occurs in a replenishment cycle. The advantage of this service level

measure is that it does not depend on the batch size Q.

Since demand is normally distributed, the reorder levels for an (r,Q) policy ac-

cording to the traditional methods (direct substitution and the MSE approach), and

the corrected method presented in this paper, are easily characterized by (2.7), (2.8),

and (2.9), respectively:

rσ = LŶN + Φ−1(γ∗)
√
Lσ, (2.7)

rMSE = LŶN + Φ−1(γ∗)

√
Lσ2 + LVar(ŶN ), (2.8)

r∗ = LŶN + Φ−1(γ∗)

√
Lσ2 + L2Var(ŶN ), (2.9)

where Φ denotes the standard normal distribution function, Var(ŶN ) = σ2/M if ŶN
is based on SMA over M observations, and Var(ŶN ) = σ2α/(2 − α) if ŶN is based

on SES with smoothing constant α. Applying reorder level r, the actually achieved

cycle service level γ′ based on the true demand parameterization is easily computed
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by

γ′ = Φ

(
r − Lµ√
Lσ2

)
.

If we furthermore relax the assumption that σ is known, then we can proceed

analogously for the SMA forecasting technique. Based on the (observed) estimates

ŶN and σ̂, we can select the reorder level r so that

E

{
P

(
r −

L∑
k=1

YN+k ≥ 0

)}
= γ∗.

LetX be a random variable following the Student’s t-distribution withM−1 degrees

of freedom. We have

P

(
r −

L∑
k=1

YN+k ≥ 0

)
= P

(
L∑
k=1

YN+k ≤ r

)

= P

X ≤ r − LŶN√
Lσ̂2 + L2V̂ar(ŶN )

 .

This implies that the optimal reorder level is given by

r∗ = LŶN + tM−1:γ∗

√
Lσ̂2 + L2V̂ar(ŶN ),

where tM−1:γ∗ is the γ∗th percentile of the Student’s t-distribution with M − 1 de-

grees of freedom and V̂ar(ŶN ) = σ̂2/M for SMA over M observations. Observe the

analogy with the reorder level (2.9) which assumes that σ is known, and therefore

uses a quantile from the standard normal distribution rather than the Student’s t-

distribution.

2.7 Numerical results

In this section, we evaluate the significance of the error that results from traditional

approaches to set the reorder levels by means of several numerical simulation exam-

ples. We first discuss the setting where the mean of the normally distributed demand
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is assumed unknown, whereas the variance is known. For both the SMA and SES

forecasting techniques we calculate the reorder levels for the (r,Q) policy according

to the demand variance approach, MSE approach, and the corrected approach for

different choices of the SMA number of observations M and the SES smoothing con-

stant α. In all settings we select the mean of per-period demand µ = 10, the standard

deviation σ = 2, the fixed lead time L = 4, and the target service level γ∗ = 95%. For

SMA we let the number of included demand observations M range from 1 to 52 and

for SES we let the smoothing constant α range from 0.05 to 1. Figure 2.1 presents the

reorder levels r and the corresponding service levels for the traditional and corrected

approaches.

First consider SMA. The reorder level correction that is needed compared to the

demand variance approach increases up to almost 20%. Especially when M in-

creases, the reorder levels corresponding to the MSE and demand variance approach

quickly converge towards each other, whereas a gap remains with the corrected re-

order level. This is also reflected in the achieved service levels. The corrected ap-

proach achieves its target for all scenarios, but the demand variance approach un-

dershoots this target by up to 17.5%. This implies more than three times as many

stock-outs as were intended. The MSE approach is off by up to 10%. For M = 30

both traditional approaches still show a gap with the corrected approach of approx-

imately 2%, and for M = 52 this gap is approximately 1%. If the moving average is

taken over, for example, 8 past demands, then the MSE approach leads to a service

level of 92% instead of 95%, implying 60% more stock-outs. For the demand vari-

ance approach the service level drops to 89% forM = 8. We conclude that the results

achieved by the traditional approaches are not satisfactory even if relatively many

data points are available.

For SES the results are similar. Especially for large values of the smoothing con-

stant α the traditional approaches lead to too low reorder levels and service levels.

For these large values, the average age of the data is small, which means that the esti-

mation error is large. Furthermore, observe that the service level difference between

the corrected approach and the demand variance approach increases exponentially

as M decreases for SMA, and linearly as α increases for SES. The reorder levels and

service levels are the same for SMA and SES if M = 2−α
α .
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Figure 2.1: Reorder levels and achieved service levels for the corrected approach and the traditional
MSE and demand variance approaches, for SMA and SES. Normally distributed demand with µ = 10
(unknown), σ = 2 (known), L = 4 (known), and target service level γ∗ = 95%. Results based on
1,000,000 repetitions.
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Figure 2.2: Reorder levels and achieved service levels for the corrected approach based on the Stu-
dent’s t-quantile, the approach based on the normal quantile, and the traditional MSE and demand
variance approaches. Normally distributed demand with µ = 10 (unknown), σ = 2 (unknown),
L = 4 (known), target service level γ∗ = 95%, and an SMA forecasting procedure. Results based on
1,000,000 repetitions.

Figure 2.2 shows the results for the SMA forecasting technique under the assump-

tion that the variance of the demand is unknown. Besides the comparison between

the corrected approach and the traditional demand variance and MSE approaches,

we also included the results from the corrected approach when the demand variance

is known. We furthermore show the reorder levels that result from the procedure of

Silver and Rahnama (1987). The number of included demand observations range

from 2 to 52. At least 2 observations are needed to estimate both the mean and stan-

dard deviation of the demand.

The discrepancy between the traditional methods and the corrected method is

larger in this scenario, as the estimation uncertainty of σ is ignored by the traditional

approaches. For small values of M , the reorder level difference between the cor-

rected approach and the traditional demand variance approach increases up to 67%,

implying that the safety stock difference is 600%, for the extreme case that M = 2.

As M increases, the difference gradually decreases. The method proposed by Silver

and Rahnama (1987) performs significantly better than the traditional approaches,
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but still sets the reorder level too low. The corrected expression that only ignores

uncertainty of the demand variance also performs better than the traditional ap-

proaches. Furthermore, the service level differences between the different methods

are larger than in the scenario with σ known. Observe that, counter-intuitively, the

reorder levels for the traditional approaches slightly increase asM increases. That is,

basing the forecast on more observations leads to a (somewhat) higher reorder level.

This is a result of the sample standard deviation being a biased estimator of σ.

2.8 Conclusion

We argued that the issue of not knowing the mean and variance of the demand dis-

tribution has largely been ignored in both inventory theory and practice, and that

using either the one period ahead forecast error or the variance of per-period de-

mand provides results that are far from optimal when a positive lead time is present.

This will always lead to a safety stock that is smaller than what is needed to meet

a prescribed target service level, and in many cases it will be far too small. Also

the method proposed by Silver and Rahnama (1987), though computationally heavy,

does not achieve the target service level.

Simple, closed-form expressions were derived for correcting the lead time fore-

cast error variance and (for normally distributed demand) the corresponding safety

stocks. It transpired that even when the demand process is not auto-correlated,

the future forecast errors are correlated, and the traditional approaches, even when

based on the minimum variance unbiased estimator, lead to considerable errors for

a wide range of forecasting control parameter settings.

The approach taken in this paper can be extended to other types of inventory

models, also if multiple parameters are to be set. One should determine at which

points the decision depends on the demand distribution and substitute the corrected

distribution for the unknown true demand distribution. This holds in simple models

that can be solved exactly, such as the (r,Q) model with a fixed order quantityQ, but

also in more complex models. Furthermore, the analysis can be extended to other de-

mand processes and forecasting procedures, although analyzing non-stationary de-

mand processes is considerably more complex. Another direction for future research

is to consider systems with stochastic lead times. As such systems are notoriously
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difficult to analyze even without the consideration of forecast errors, assuming the

lead time distribution to be given may be appropriate to obtain initial insights. In

practice, the lead time distribution will have to be estimated (as well), and inclusion

of these forecast errors should also be considered.

A final interesting route to explore is taking the lead time as the forecasting pe-

riod. By doing so, the lead time reduces to a single period and therefore the issue

of auto-correlated forecast errors over multiple periods is avoided. However, this

approach has a number of disadvantages. First, different forecasting periods are

needed for different stock keeping units. Second, situations with stochastic lead

times cannot be dealt with in this way. Third, and more technical, calculating the so-

called undershoot in inventory control systems (i.e. the amount by which the stock

position drops below the reorder level) is impossible using aggregated demand in-

formation.

Given the considerable discrepancies that were observed under stationary de-

mand, and the fact that the underlying issue of correlated forecast errors is present

for any demand process and any forecasting procedure, wider recognition and fur-

ther exploration are certainly needed. Moreover, developers and users of forecasting

and inventory control software should be made aware of the pitfalls of traditional

safety stock rules.





CHAPTER 3

A general method to address

forecasting uncertainty in

inventory models

Abstract. Whereas in practice inventory decisions depend heavily on demand forecasts, the

literature typically assumes that demand distributions are known. As a result, estimates are

directly substituted for the unknown parameters, which leads to insufficient safety stocks,

stock-outs, low service, and high costs. We propose a framework for addressing the estimation

uncertainty that is applicable to any inventory model, demand distribution, and parameter

estimator. The estimation errors are modeled and a predictive lead time demand distribution

is obtained, which is substituted into the inventory model. We illustrate this framework

for several demand models. When estimates are based on 10 observations, relative savings

are typically between 10% and 30% for mean-stationary demand. Savings are larger when

estimates are based on fewer observations, when backorders are costlier, and when the lead

time is larger. In the presence of a trend, savings are between 50% and 80% for several

scenarios.

This chapter is based on Prak and Teunter (2019): Prak, D.R.J., R.H. Teunter. 2019. A general method
for addressing forecasting uncertainty in inventory models. International Journal of Forecasting 35(1) 224–
238.
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3.1 Introduction

Inventory control depends heavily on forecasts of future demand. Yet, the inven-

tory control literature exhibits a separation of demand forecasting and inventory

decision making. Since the establishment of the Economic Order Quantity model

by Harris (1913), a wide range of different models have been developed with vary-

ing review structures, cost frameworks, and demand characteristics. Most (medium

sized and large) companies nowadays use such inventory models through either

specific inventory control software, or more general ERP software. However, inven-

tory models generally rely on complete certainty of the future demand distribution,

which never applies in practice. Although much research has been devoted to opti-

mally forecasting various types of demands, the interface of forecasting and decision

making remains ill-studied. In this paper we present a general framework for esti-

mating unknown demand parameters and including the estimation uncertainty in

the inventory decision. This framework can be applied more generally to any opti-

mization model that depends on some unknown variable that has to be forecasted,

but in this paper we focus on inventory control models.

Also in inventory control textbooks the relationship between forecasting and in-

ventory decision making is generally left unaddressed, see e.g. Zipkin (2000), Waters

(2012), and Hillier and Lieberman (2014). Hax and Candea (1984) discuss how the

distribution of demand forecast errors can be derived empirically, by updating the

probabilities with incoming demand observations. Although this yields a consistent

estimate of the forecast error distribution, it ignores all uncertainty around the esti-

mate at any point in time. For example, after one observation, the estimated forecast

error distribution would have all mass at 0 (unless some prior distribution is used),

as the estimated mean of the demand distribution will exactly equal that one obser-

vation. By treating point estimates as true parameters one ignores part of the uncer-

tainty about demand, whereas inventories are kept to account for this uncertainty.

Inventory calculations that ignore this forecasting uncertainty are flawed, even if the

used estimators are unbiased and have minimum variance. This leads to insuffi-

cient safety stocks, resulting in frequent stock-outs, high costs (e.g. backorder costs,

lost sales and emergency shipment costs), and not achieving the target service level.

Moreover, in practice there is often a limited number of demand observations avail-
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able to estimate demand parameters with, because firstly most companies do not

store large histories of demand observations, and secondly - and more importantly -

the underlying demand process is subject to frequent changes. The fewer historical

demand observations are used, the more volatile are the parameter estimates, and

thus the larger is the negative effect of ignoring their uncertainty.

Bayesian inventory modeling provides an exact framework for incorporating un-

known demand parameters in inventory decision models. One specifies a class of

distributions and a prior parameter distribution, and obtains via Bayes’ rule a pre-

dictive parameter distribution. The Bayesian forecasting literature is rich and deals

with many different types of demand models, such as normally distributed dynamic

models, autoregressive models, but also more general models with demand distri-

butions that belong to the exponential family. However, it is noteworthy that ap-

plications of Bayesian theory in inventory modeling are very rare. Exact treatments

exist only for simple single-period and/or single-parameter demand models. If the

demand distribution contains several parameters, then typically some of them (e.g.

the variance for normally distributed demand) are considered to be known. This

restricts the applicability of Bayesian inventory theory, whereas the negative effects

of ignoring parameter uncertainty are typically largest in models with several pa-

rameters, multiple periods and/or positive lead times (since the forecast errors over

the forecast horizon are correlated). Furthermore, in practice it is difficult to exactly

specify the demand distribution, making methods such as exponential smoothing

popular. Standard Bayesian methods do not exhibit freedom of the choice of param-

eter estimator, but rather fix the demand distribution and choose a prior parameter

distribution. Finally, the cost consequences of ignoring parameter uncertainty in-

ventory decisions are understudied in the literature, as the focus in the forecasting

literature is on the accuracy of demand predictions, whereas the inventory control

literature typically ignores forecasting altogether.

This paper serves two goals. First, we present a framework for addressing esti-

mation uncertainty in inventory models that starts from the chosen parameter esti-

mators, rather than from a prior distribution. Via the sample distributions of the

parameter estimators, the distributions of the unknown parameters are modeled

using Bayes’ rule. By taking the expectation of the lead time demand distribution

function with respect to the (now stochastic) unknown parameters, a predictive lead
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time demand distribution is obtained, which can be applied in the inventory deci-

sion model. We assume that other than the available data, no information about the

unknown parameters is available. Second, we perform an extensive numerical study

to show that for many widely-used inventory models and demand distributions, the

cost of ignoring parameter uncertainty is substantial. Furthermore, we demonstrate

how this cost relates to the cost resulting from misspecification of the demand model

or selection of suboptimal parameter estimators.

We demonstrate this method for a discrete-time, continuous-review inventory

model with a fixed lead time, and linear holding and backorder costs. In the case of

normally distributed demand, the distribution of the estimation errors can be found

exactly, but we will also discuss an approximative method, which is useful for two

reasons. Firstly, this method is robust to demand distribution misspecification. Sec-

ondly, an exact derivation of the parameter estimation errors may not always be

available, whereas the approximative method follows straightforwardly for every

Maximum Likelihood estimator.

The remainder of this paper is structured as follows. Section 3.2 gives a literature

review. In Section 3.3 we present the modeling framework, the inventory model, the

demand models, and derive the order levels according to the classical and corrected

(both exact and approximative) approaches. In Section 3.4 we perform a numerical

study in which we compare the performance of the different approaches. In Section

3.5 we discuss the robustness of the approaches to misspecification of the demand

model. Section 3.6 concludes.

3.2 Related literature

The mismatch between forecasting and inventory control has been pointed out occa-

sionally by other researchers. Fildes and Beard (1992) explicitly discuss the correla-

tion between future forecast errors, and Silver et al. (2017) remark that the variability

of the forecast error depends in a complicated fashion on both the demand model

and the forecast procedure. Strijbosch et al. (2000) discuss the importance of deriv-

ing the lead time forecast error rather than only the forecast error per time instant.

Toktay and Wein (2001) describe a production model where demand forecast up-

dates are incorporated in the production decision, and also discuss the effect of fore-
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cast errors. All authors mentioned above focus on the mean of demand. Beutel and

Minner (2012) discuss an integrated framework of least squares demand forecasting

and inventory decision making. They find that if demand parameters are replaced

by estimates, and the estimates are based on only a few observations, then actual

service levels will significantly undershoot their targets. Prak et al. (2017b) provide

adjustments to the standard calculations to incorporate uncertainty of both parame-

ters in the case of mean-stationary normally distributed demand, for a service level

model. They show that especially in situations where few previous demand obser-

vations are available, the service levels achieved by classical approaches significantly

undershoot their targets. However, their method holds solely for mean-stationary,

normally distributed demand and under a service level constraint.

In the forecasting literature, there is considerable attention for Bayesian approaches

to demand forecasting. When applying Bayesian forecasting, one seeks to derive a

predictive demand distribution, rather than just a point forecast. This is key to prop-

erly addressing estimation uncertainty in the eventual inventory decision. A wide

discussion of Bayesian forecasting can be found in West and Harrison (1997), where

predictive distributions are presented for e.g. dynamic linear models, autoregressive

models, and non-linear models. Key articles in this stream are Harrison and Stevens

(1971) and West et al. (1985). Bayesian forecasting is especially convenient for deal-

ing with varying model parameters, whereas traditional methods typically assume

that these remain constant for at least some time. Specific applications to demand

forecasting are given by Spedding and Chan (2000) and Yelland (2010).

Although already pioneered by Dvoretzky et al. (1952b) and Scarf (1959), applica-

tions of Bayesian inventory control remain scarce. Numerical Bayesian applications

to inventory control mainly involve one-parameter demand distributions, or, if the

distribution has more than one parameter, impose the restriction that one or more

parameters are known. Azoury and Miyaoka (2009) and Chen (2010) use a normal

distribution of which the standard deviation is assumed to be known, and Rajashree

Kamath and Pakkala (2002) use a lognormal distribution with a known standard de-

viation. This restriction is convenient, because it ensures that the posterior demand

distribution is again (log)normal, so that the analysis is similar to that without the

Bayesian treatment of the unknown mean. Azoury and Miyaoka (2009) state that

uncertainty in the demand standard deviation is of minor importance and cite Gel-
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man et al. (1995). However, Gelman et al. (1995) mainly discusses regression models

from economics, where the standard deviation only affects the standard errors of the

estimated parameters. Contrarily, in inventory control, the standard deviation of de-

mand relates directly to the safety stock (a key decision variable) and therefore does

play a vital role. Another complication of applying Bayesian methods to inventory

control is that one has to specify a prior distribution, which is a subjective element.

Hill (1997) and Hill (1999) use a non-informative prior.

The inventory control literature contains a few non-Bayesian studies about deci-

sion making under parameter uncertainty. Ritchken and Sankar (1984) consistently

estimate the quantiles of the normal distribution with unknown mean and variance

in order to optimize the reorder level in a single-period inventory model. Janssen

et al. (2009) perform a simulation study to add a mark-up to the traditional reorder

level. Strijbosch and Moors (2005) numerically search for the optimal batch size in

an (r,Q) policy with normally distributed demand and unknown parameters. Stri-

jbosch et al. (2011) find that also for non-stationary demand series, the estimated

demand variance should be adjusted to account for the uncertainty in the parameter

estimates. They use Simple Moving Average (SMA) and Single Exponential Smooth-

ing (SES) on a large historical dataset of demands for several products, and find that

for the majority of the items time horizons of 2 to 8 periods are optimal for SMA,

and smoothing parameters between 0.21 and 0.4 are optimal for SES (where it has

to be remarked that the search range was restricted to values between 0 and 0.4).

This suggests that in practice estimates can often only be based on a few demand

observations, which is in accordance with our own experience. The conclusion in all

above studies is that ignoring forecasting uncertainty leads to too low inventories

and undershooting target service levels.

Fildes (1983) found that a multivariate Bayesian forecasting system typically does

not outperform classical methods such as exponential smoothing. Also more re-

cently it has been observed that exponential smoothing performs well in forecasting

competitions (Gardner, 2006; Ali and Boylan, 2011, 2012). This may be one of the rea-

sons why practitioners typically resort to classical methods. Bermúdez et al. (2010)

discuss that the prediction intervals generated by Maximum Likelihood in the Holt-

Winters model are too narrow and show that a Bayesian approach performs better.

This points at the key problem when using classical estimation methods for inven-
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tory decisions: whereas Bayesian forecasting leads to predictive distributions that

naturally include estimation uncertainty, classical methods do not. Ord et al. (1997)

discuss several approaches to overcome this issue and find that a simulation method

- which draws possible ‘true’ parameters based on observed estimates - provides the

most reliable results in terms prediction intervals for future demand. However, the

effects on the eventual inventory decision and resulting costs are not addressed.

In conclusion, although in the forecasting literature Bayesian methods exist to de-

rive predictive forecast distributions, the inventory control literature applies these

only in limited contexts. Practitioners typically apply classical methods and ignore

estimation uncertainty when making inventory decisions, and there exists little in-

sight into the severity of this problem. Whichever forecasting method is used, the

estimation uncertainty should be taken into account in the inventory decision. We

present a general approach to facilitate this in any combination of demand model

and inventory system. Starting from a chosen parameter estimator, we perform an

analysis along classical lines based on the sample distributions of the estimators,

but use Bayes’ rule to find predictive parameter distributions and eventually a pre-

dictive lead time demand distribution. We assume no prior information on the pa-

rameters. Furthermore, in contrast with Ord et al. (1997), we perform an extensive

numerical study to the resulting inventory costs. We benchmark the performance

of the corrected approach against that of the classical approach that ignores estima-

tion uncertainty, thereby seeking to obtain insights into the consequences of ignoring

estimation uncertainty, and their relationship to other costs, especially those of mis-

specifying the demand model or choosing a suboptimal parameter estimator.

3.3 Model

In this section we first describe the general framework that we apply throughout this

paper. Then we discuss the specific inventory model and the several demand models

and parameter estimators by which we demonstrate the framework. We derive the

optimal policy under uncertainty of the demand parameters, and furthermore dis-

cuss a robust approximative method based on the asymptotic sample distributions

of the parameter estimators.
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3.3.1 General framework

The approach to handling unknown demand parameters taken in this paper starts

from a cost function that is to be minimized, and that depends in some way on a (lead

time) demand distribution with unknown parameters. That demand distribution is

transformed into a predictive demand distribution as follows. Denote the vector of

parameters by θ and the required distribution function by F (x; θ). We estimate θ

by θ̂, and rewrite θ as a function of θ̂ and the estimation error εθ. The estimation

error εθ is a random vector of which we either derive or approximate the probabil-

ity distribution. This is achieved via the sample distribution of the estimator, or its

asymptotic distribution (which is for example available for every Maximum Likeli-

hood estimator), and Bayes’ rule is applied with an uninformative prior to transform

that distribution into the distribution of the unknown parameter. The predictive de-

mand distribution function is now Eθ(F ), where we notationally omit for brevity

that the distribution of θ is conditional on the observed data. Numerically, this boils

down to an integration with order equal to the number of unknown parameters. The

inventory decision model should use this predictive distribution to arrive at the in-

ventory decision. If the demand model contains many unknown parameters (such

as in a multiple regression model), then the lead time demand distribution may be

re-parameterized so that the dimension of integration is reduced. We will discuss

this further in Section 3.3.3. Finally, we remark that classical approaches arrive at a

predictive distribution by simply substituting the obtained point estimates for the

true parameters.

3.3.2 Inventory model

To illustrate our approach, we will focus on a discrete-time, single-item, continuous-

review inventory model with fixed, linear holding and shortage costs. That is, the

time horizon is t = 1, 2, ..., holding costs per unit per time unit are h > 0, shortage

costs per unit per time unit are p ≥ h, and full back-ordering is assumed. Orders can

be placed free of charge at every time instant and arrive after a fixed lead time L ≥ 0.

Because there are no fixed order costs, there is no need to batch orders and so-called

base-stock or order-up-to level policies can be applied that keep the inventory posi-

tion (the current inventory level plus outstanding orders) constant. At every review

an optimal order-up-to level is derived, and the order of events at any review time
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instant is as follows: first outstanding orders arrive, then demand occurs and costs

are incurred, and finally new orders can be placed. It is in principle possible that

the order-up-to level is smaller than the current inventory position. This is however

unlikely, since it can only occur if the difference in the optimal order-up-to level from

one period to the next is larger than the demand realization. In these rare cases we

allow for negative orders.

The costs arising from the inventory model at any time instant are easily charac-

terized. Denote the inventory level (the inventory on hand) at time t, after the arrival

of demand at time t, by IL(t). Then the costs at time t are given by

C(t) = h(IL(t))+ + p(IL(t))−,

where (x)+ = max{x, 0} and (x)− = max{−x, 0}.

We refer to the current time instant by n. We derive an optimal order-up-to policy

that is characterized by an order-up-to level Sn for the current inventory position,

which includes outstanding orders. Furthermore, we assume that we are currently

at the end of time n, and that we have observed demands at time 1, ..., n. Orders that

are placed at time n will arrive at the beginning of time n + L. The next possible

order can be placed at time n+ 1 and will arrive at the beginning of time n+ L+ 1.

Therefore, the decision made at time n affects costs at time n + L, which are driven

by the inventory level directly after the arrival of demand at time n + L, but before

the next ordering, which we, as above, denote by IL(n + L). The inventory level

at time n + L is therefore given by the inventory position (the inventory level plus

outstanding orders) after the ordering at the end of time n, minus the demands at

times n + 1, ..., n + L. Denote the inventory position at the end of time n by IP (n)

and denote the sum of demands at times k, ...,m by D[k,m]. Then we can write

IL(n+ L) = IP (n)−D[n+1,n+L].

We find that at time n we face the problem of minimizing

TC(Sn) = hE(Sn −D[n+1,n+L])
+ + pE(Sn −D[n+1,n+L])

−.
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Observe that this model is decomposable in the sense that the optimal order-up-to

level at time n can be found independently of former and future order-up-to levels.

Therefore, in the sequel we omit the subscript n and refer to the optimal order-up-

to level at time n as S. We are now back in the framework of Section 3.3.1. The

discussed model can easily be extended to e.g. a periodic review framework or a

setting where the time horizon is continuous rather than discrete.

Decision making

Denote the (predictive) distribution function of lead time demand D[n+1,n+L] by

FD[n+1,n+L]
. Since

E(S −D[n+1,n+L])
+ =

S∫
−∞

(S − s)dFD[n+1,n+L]
(s) =

S∫
−∞

S∫
s

dxdFD[n+1,n+L]
(s)

=

S∫
−∞

x∫
−∞

dFD[n+1,n+L]
(s)dx =

S∫
−∞

FD[n+1,n+L]
(x)dx,

and similarly

E(S −D[n+1,n+L])
− =

∞∫
S

[
1− FD[n+1,n+L]

(x)
]

dx,

we can write

TC(S;µ, σ) = h

S∫
−∞

FD[n+1,n+L]
(x)dx+ p

∞∫
S

[
1− FD[n+1,n+L]

(x)
]

dx.

Using

d

dS

S∫
−∞

FD[n+1,n+L]
(x)dx = FD[n+1,n+L]

(S),
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and

d

dS

∞∫
S

[
1− FD[n+1,n+L]

(x)
]

dx = −
[
1− FD[n+1,n+L]

(S)
]
,

we find the first order condition

FD[n+1,n+L]
(S) =

p

p+ h
, (3.1)

which is a newsvendor equation and can be solved for S. Since

d2TC

dS2
= (p+ h)fD[n+1,n+L]

(S) > 0,

it follows that TC is convex and the first order condition leads to the global mini-

mum.

Under the assumption of i.i.d. normally distributed demand with known mean µ

and standard deviation σ per time unit, the equation defining the optimal order-up-

to level has a closed-form solution which is given by

S = Lµ+
√
LΦ−1

(
p

p+ h

)
σ,

where Φ denotes the distribution function of the standard normal distribution. Clas-

sical inventory control methods directly substitute point estimates for the unknown

demand parameters into (3.1) and subsequently calculate the ‘optimal’ order-up-to

level, which we denote by S̃. This order-up-to level is not optimal under parameter

uncertainty. The optimal inventory decision that is derived using the predictive dis-

tribution is denoted by S∗. In the remainder of this section we are concerned with

deriving these predictive distributions that can be used in equation (3.1) to find the

optimal order-up-to level under parameter uncertainty.
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3.3.3 Demand models and derivation of the predictive lead time
demand distribution

The inventory model described in the previous section depends on the distribution

of demand in the time interval [n+ 1, n+L]. In this section we present four different

demand models, derive the corresponding lead time demand distributions, discuss

how the parameters can be estimated and their estimation errors can be modeled,

and finally how a predictive lead time demand distribution can be obtained. The

choice for a certain demand model is typically made either manually by the deci-

sion maker, or automatically using forecasting software by comparing goodness-of-

fit measures. We first discuss the often used model of mean-stationary demand,

where we compare the sample mean and the SES estimator. Whereas the former is

the Minimum Variance Unbiased Estimator for this model, the latter is popular be-

cause in practice it is often not known whether, and if so since when demand has

been stationary. Next, we consider the trended demand model, which is selected

when demand appears to be stationary around a linear trend. This is also a com-

mon choice in textbooks and forecasting software, for example for fashion-sensitive

products that show an upward trend in the beginning of their sales cycle, and a

downward trend at the end of their sales cycle. Finally, we consider the random

walk model, where the next demand observation is equal to the previous observa-

tion plus a random noise term. This model is realistic for products with demand

patterns that are non-stationary and do not follow specific trends.

Mean-stationary, normally distributed demand

Denoting demand at time t by Dt, we assume Dt
i.i.d.∼ N(µ, σ2), where µ and σ2

are unknown. Models with normally distributed demand have the drawback that

demand can theoretically be negative (although the probability of that occurring can

be made arbitrarily small), but are nevertheless widely applied in the literature and

especially in textbooks, such as Silver et al. (2017) and Axsäter (2015). It now follows

easily that

D[n+1,n+L]
i.i.d.∼ N(Lµ,Lσ2).
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The unknown parameters µ and σ2 are estimated efficiently by the sample mean

and sample variance. That is,

µ̂ =
1

n

n∑
t=1

Dt

and

σ̂2 =
1

n− 1

n∑
t=1

(Dt − µ̂)2.

Observe that σ̂2 is not equal to the Maximum Likelihood estimator for σ2, which

divides by n rather than n − 1. As is discussed in e.g. Davidson and MacKinnon

(2003), σ̂2 is unbiased whereas the Maximum Likelihood estimator is not. Still, σ̂2

has the same asymptotic distribution as the Maximum Likelihood estimator, which

we use later for our approximate modeling approach.

What remains is to find the exact relationship between the true parameters µ and

σ2, and their estimates µ̂ and σ̂2. We start from the following results, that are proven

in e.g. Miller and Miller (2004):

µ− µ̂
σ/
√
n
∼ N(0, 1),

and, independently,

(n− 1)σ̂2

σ2
∼ χ2

n−1,

where χ2
n−1 denotes a χ2 distribution with n − 1 degrees of freedom. We can now

write, given σ2,

µ = µ̂+
σZ√
n
,

where Z is standard normally distributed, and

σ2 =
(n− 1)σ̂2

X
,
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where X is χ2
n−1-distributed. This defines the predictive parameter distribution as

needed in the framework described in Section 3.3.1. The integral is taken first with

respect to σ2 and then with respect to µ. We denote the resulting order-up-to level

by S∗.

This modeling approach fits in the Bayesian framework when an uninformative

prior is used. If the normal distribution is assumed for demand, and if an uninfor-

mative prior distribution is used, then the posterior distribution of µ, given σ2, is

normal with mean µ̂ and variance σ2/n. Also, the marginal posterior distribution

of σ2 is scaled inverse χ2 with scale parameter σ̂2 and n − 1 degrees of freedom,

see e.g. Gelman et al. (1995). With Bayesian analysis one can show that using a

non-central Student’s t-distribution (the posterior distribution that results when a

non-informative prior is used on a normal distribution) as the predictive lead time

demand distribution, leads to the same results. However, this one-to-one correspon-

dence with a standard Bayesian analysis does not always exist.

If it is not possible or desirable to derive the distribution of the estimation error

exactly, then one can resort to the asymptotic approximation of the error distribution.

Every Maximum Likelihood estimator is asymptotically normal with a variance that

follows directly from the Fisher information matrix. Since in the previous section

the estimator for µ is the Maximum Likelihood estimator and the estimator for σ2 is

asymptotically equivalent to the Maximum Likelihood estimator, we can use Max-

imum Likelihood theory to derive the asymptotic distributions of the estimators.

These asymptotic distributions hold even if the demand distribution is not normal,

making this approach robust and practically appealing. However, we remark that if

the demand distribution is correctly specified and if an exact derivation is available,

then this alternative approach is sub-optimal.

As is shown in Greene (2011), in our model,

µ̂− µ a∼ N(0, σ2/n)

and

σ̂2 − σ2 a∼ N(0, 2σ4/n).



A general method to address forecasting uncertainty in inventory models 49

Replacing σ2 by σ̂2, we find a consistent estimator of these asymptotic distributions.

Hence, we find µ ≈ µ̂ +
√

σ̂2

n Z1 and σ2 ≈ σ̂2 +
√

2σ̂4

n Z2, where Z1 and Z2 are

independent and standard normally distributed. We are now back in the framework

of the previous section.

Note that although σ2 is restricted to be positive, its normal distribution model

allows that the integral is evaluated at negative values of the demand variance. As

the distribution function is not defined for negative values of the variance, this will

lead to an overestimation of the true demand variance and thereby to safety stocks

that are too high. To correct for this, we use a truncated normal distribution with

appropriately bounded support to model Z2. We denote the resulting order-up-to

level by S′.

Single exponential smoothing for mean-stationary, normally distributed demand

Consider the same demand model as above, Dt
i.i.d.∼ N(µ, σ2), but now estimate µ

by single exponential smoothing (SES) with smoothing parameter α. This method is

frequently applied in practice, as it is often not known with certainty whether, and if

so since when demand has been stationary. The variance σ2 is again estimated by the

sample variance. As above, we are interested in the lead time demand distribution,

which is characterized by

D[n+1,n+L]
i.i.d.∼ N(Lµ,Lσ2).

The SES estimator at time n can be written in expanded form as

µ̂ = α
(
Dn + (1− α)Dn−1 + (1− α)2Dn−2 + ...+ (1− α)n−2D2

)
+ (1−α)n−1D1

Its sample distribution is normal with mean µ and variance

Var(µ̂) = σ2α2
n−2∑
i=0

(1− α)2i + σ2(1− α)2(n−1) = σ2α− α2 + 2(1− α)2n

(α− 2)(α− 1)
.
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We can now write, conditional on the true variance,

µ = µ̂+
√

Var(µ̂)Z,

where Z is standard normally distributed. Since we estimate σ2 by the sample vari-

ance, we still have

σ2 =
(n− 1)σ̂2

X
,

where X is χ2
n−1-distributed. Observe that when estimating σ2, for this sample dis-

tribution to hold true, the deviations of the demand observations should be taken

with respect to the sample mean, and not with respect to the SES estimator for µ. We

have now completely specified the predictive parameter distribution.

The approximate modeling method in the case of the SES estimator uses its asymp-

totic distribution. By letting n → ∞ in the expression for the sample variance of the

SES estimator, we find the familiar result that its asymptotic variance is α
2−ασ

2. Re-

placing σ2 by its estimator, we find that the asymptotic variance can be estimated

by α
2−α σ̂

2. So, we find µ ≈ µ̂ +
√

σ̂2α
2−αZ1 and σ2 ≈ σ̂2 +

√
2σ̂4

n Z2, where Z1 and

Z2 are independent and standard normally distributed. For σ2 we use, as before, a

truncated normal distribution.

Normally distributed, trended demand

As a natural extension of the mean-stationary demand model, let us now consider a

trended demand model. Denoting demand at time t by Dt, we assume that demand

is normally distributed and may have a linear trend,Dt = α+tβ+νt, νt
i.i.d.∼ N(0, σ2).

The parameters α, β, and σ2 are unknown and have to be estimated.

In this model we find that D[n+1,n+L] is normal with mean

µlead = Lα+ (n+ 1 + ...+ n+ L)β = Lα+
1

2
(L2 + 2nL+ L)β

and variance Lσ2. The variance of lead-time demand is again easily dealt with, but

the mean requires some more analysis.
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It follows from OLS theory (Davidson and MacKinnon, 2003) that for a general

regression model yt = x′tβ+εt, the OLS estimator for the parameter vector β is given

by β̂ = (X ′X)−1X ′y, where the vector y contains all elements yt and the matrix X

contains all row vectors xt. Furthermore, the error variance σ2 is estimated by

σ̂2 =
(y −Xβ)′(y −Xβ)

n− k
,

where k denotes the number of regressors in the model. It can be shown that we can

write, conditional on the true variance, β = β̂ + εβ , where

εβ ∼MVN(0, σ2(X ′X)−1),

where MVN denotes a multivariate normal distribution. We also have that σ2 =
σ̂2(n−k)
εσ2

, where εσ2 ∼ χ2
n−k.

Applying the OLS theory discussed above to our trend model, we find that at

time n the parameters α and β are estimated by

(
α̂

β̂

)
=

(
n

∑n
t=1 t∑n

t=1 t
∑n
t=1 t

2

)−1(∑n
t=1Dt∑n
t=1 tDt

)
. (3.2)

Then the OLS predictor of demand at time t > n is µ̂t = α̂+ tβ̂t, and that of lead time

demand is µ̂lead = Lα̂+ 1
2 (L2 + 2nL+ L)β̂.

The covariance matrix of the OLS estimators for α and β is given by

V = σ2


n

n∑
t=1

t

n∑
t=1

t

n∑
t=1

t2


−1

=
σ2

n
∑
t

t2 −

(∑
t

t

)2


∑
t

t2 −
∑
t

t

−
∑
t

t n



= σ2

(
4n+2
n(n−1) − 6

n(n−1)

− 6
n(n−1)

12
n(n2−1)

)
,
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where we use that

n∑
t=1

t =
n(n+ 1)

2

and

n∑
t=1

t2 =
n(n+ 1)(2n+ 1)

6
.

Since the predictor for the mean of lead time demand is a linear transformation of

α̂ and β̂, it is (conditional on the true demand variance) normally distributed with

mean µlead and variance

Var(µ̂lead) =

(
L

1

2
(L2 + 2nL+ L)

)
V

(
L

1
2 (L2 + 2nL+ L)

)
.

We can now write, conditional on the true variance,

µlead = µ̂lead +
√

Var(µ̂lead)Z,

where Z is standard normally distributed. For σ2 we find that

σ2 =
(n− 2)σ̂2

X
,

where X is χ2
n−2-distributed. This specifies the predictive parameter distribution.

Observe that by directly modeling µlead, rather than α and β, we have reduced the

dimension of the integral leading to the predictive lead time demand distribution

from 3 to 2, thereby simplifying its use in practice.

Replacing σ2 by its estimator in Var(µ̂lead) straightforwardly leads to an estimator

V̂ar(µ̂lead) of the asymptotic variance of µ̂lead. The asymptotic variance of σ̂2 is again

estimated by 2σ̂4/n. Hence, we find µlead ≈ µ̂lead +

√
V̂ar(µ̂lead)Z1 and σ2 ≈ σ̂2 +√

2σ̂4

n Z2, where Z1 and Z2 are independent and standard normally distributed. For

σ2 we use again a truncated normal distribution.
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Demand is a normal random walk

The trend model described in the previous subsection still assumes that demands at

different time instants are independent from each other. Here we demonstrate the

procedure for a typical model of auto-correlated demand. Denoting demand at time

t by Dt, we assume that

Dt = Dt−1 + νt,

where νt
i.i.d.∼ N(0, σ2). That is, demand follows a random walk and the increments

are normally distributed. The parameter σ2 is unknown and has to be estimated

based on n previous observations. In this model we find that, conditional on Dn,

D[n+1,n+L] = LDn + Lνn+1 + (L− 1)νn+2 + ...+ νn+L,

which is normally distributed with mean LDn and variance

σ2
lead = σ2(L2 + (L− 1)2 + (L− 2)2 + ...+ 1) = σ2L(L+ 1)(2L+ 1)/6.

The unknown parameter σ2 can be estimated by the sample variance of the dif-

ference series of the previous n observations. The n − 1 differences are each i.i.d.

normally distributed with mean 0 and variance σ2, so that the theory for σ2 as de-

rived for the mean-stationary model, still holds. For the exact approach we can write

σ2 =
(n− 2)σ̂2

X
,

where X is χ2
n−2-distributed, and for the approximate approach we have σ2 ≈ σ̂2 +√

2σ̂4

n Z, where Z is standard normally distributed. Replacing that standard normal

distribution by a truncated normal distribution, we are back in the familiar frame-

work and the predictive lead time demand distribution follows directly.
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3.4 Numerical study

In this section we numerically evaluate the order-up-to levels and costs that result

from the corrected approaches and the classical approach for the inventory model

under study and the four demand models. For each set-up, we start from the ob-

served parameter estimates and derive the order-up-to levels S∗ corresponding to

the exact, corrected approach (based on the exact sample distribution of the estima-

tor), S′ corresponding to the approximate, corrected approach (based on the asymp-

totic sample distribution of the estimator), and S̃ corresponding to the classical ap-

proach (which ignores parameter uncertainty). We then perform 1,000,000 replica-

tions in which true parameters are drawn according to the earlier derived probability

distributions, and the costs are evaluated based on the full information cost function

using these true parameters. We report the differences between the three methods in

terms of order-up-to levels and resulting average costs, and furthermore report the

differences in terms of safety stock, by subtracting the estimated mean of lead time

demand from the order-up-to levels.

3.4.1 Mean-stationary, normally distributed demand

We start with the mean-stationary demand model, define a base case of parameter

settings, and then vary one parameter at a time. The base case of the comparison

has µ̂ = 10 and σ̂2 = 4. Holding costs per unit per time unit are 1, while shortage

costs are 20. The lead time is 5 time units. The other scenarios are constructed by

varying the shortage costs to 50 and 100, doubling the lead time to 10 time units,

decreasing σ̂2 to 1, and doubling µ̂ to 20. Within every scenario, the number of

historical observations corresponding to the current demand distribution is varied

between 5, 10, 20, and 100. As discussed in Section 3.2, in practice the usable history

of demand observations is typically very small, which makes 5 or 10 observations

realistic choices.

Observe that as an optimal result, in a model with holding and shortage costs, the

fill rate is equal to p
p+h . It follows that the base case set-up corresponds to a fill rate

of 95%, and the set-ups with p = 50 and b = 100 correspond to fill rates of 98% and

99%, respectively, which are typical settings in practice. Table 3.1 shows the resulting

order-up-to levels as well as the percentage differences between the average safety
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stocks and costs of the corrected approaches and the classical approach. The safety

stock is calculated by subtracting the expected lead time demand from the order-up-

to level.

It becomes clear from Table 3.1 that especially when n is small, the calculated

order-up-to level resulting from the classical method (which ignores parameter un-

certainty and is therefore insensitive to variations of n) is substantially too low, and

this results in a significant cost increase. Based on five observations in the base case,

the cost benefit of correctly treating the estimation uncertainty in µ and σ2 is 21%,

with a difference in safety stock level of 84%. As n increases, both the safety stock

mark-up and the cost benefit decrease, as extra information results in more accurate

estimates and hence less severe effects of parameter uncertainty. With 10 observa-

tions, the cost difference is still 9%, with 20 observations it is reduced to 3%, and

with 100 observations the difference is 0.2%.

The shortage costs have a substantial impact on the actual cost benefit. As the

corrected order-up-to levels are larger than the classical order-up-to levels, it is ex-

Table 3.1: Numerical results: mean-stationary, normally distributed demand

Parameters Order-up-to levels Safety stock diff. Total expected holding and shortage cost
µ̂ σ̂2 n p h L Class. Approx. Exact Approx. Exact Class. Approximate Exact

10 4 5 20 1 5 57.5 61.0 63.8 +47.9% +84.4% 26.1 21.3 (-18.2%) 20.5 (-21.2%)
10 4 10 20 1 5 57.5 59.2 60.2 +23.9% +36.8% 15.0 13.7 (-8.4%) 13.6 (-9.4%)
10 4 20 20 1 5 57.5 58.4 58.8 +12.0% +17.7% 11.6 11.3 (-2.9%) 11.3 (-3.1%)
10 4 100 20 1 5 57.5 57.6 57.7 +2.4% +3.5% 9.7 9.7 (-0.1%) 9.7 (-0.2%)

10 4 5 50 1 5 59.2 64.2 69.1 +54.2% +107.1% 42.9 29.7 (-30.7%) 27.1 (-36.6%)
10 4 10 50 1 5 59.2 61.8 63.2 +27.6% +43.2% 20.2 17.0 (-16.1%) 16.6 (-17.8%)
10 4 20 50 1 5 59.2 60.5 61.1 +13.9% +20.1% 14.3 13.5 (-5.6%) 13.4 (-6.1%)
10 4 100 50 1 5 59.2 59.5 59.6 +2.8% +3.9% 11.4 11.3 (-0.3%) 11.3 (-0.3%)

10 4 5 100 1 5 60.4 66.5 73.8 +58.3% +128.3% 65.4 38.9 (-40.5%) 33.1 (-49.4%)
10 4 10 100 1 5 60.4 63.6 65.5 +30.1% +48.7% 25.8 19.7 (-23.6%) 19.0 (-26.3%)
10 4 20 100 1 5 60.4 62.0 62.7 +15.3% +22.1% 16.5 15.1 (-8.6%) 15.0 (-9.3%)
10 4 100 100 1 5 60.4 60.7 60.9 +3.2% +4.2% 12.5 12.5 (-0.4%) 12.5 (-0.4%)

10 4 5 20 1 10 110.6 119.1 123.8 +81.2% +125.9% 51.4 37.0 (-28.1%) 35.6 (-30.7%)
10 4 10 20 1 10 110.6 115.1 116.7 +43.1% +58.0% 26.9 22.5 (-16.6%) 22.2 (-17.4%)
10 4 20 20 1 10 110.6 112.9 113.6 +22.7% +28.9% 18.8 17.5 (-7.0%) 17.5 (-7.3%)
10 4 100 20 1 10 110.6 111.1 111.2 +4.9% +5.9% 14.1 14.0 (-0.4%) 14.0 (-0.4%)

10 1 5 20 1 5 53.7 55.5 56.9 +47.9% +84.4% 13.0 10.7 (-18.1%) 10.3 (-21.1%)
10 1 10 20 1 5 53.7 54.6 55.1 +23.9% +36.8% 7.5 6.9 (-8.5%) 6.8 (-9.5%)
10 1 20 20 1 5 53.7 54.2 54.4 +12.0% +17.7% 5.8 5.7 (-2.9%) 5.6 (-3.2%)
10 1 100 20 1 5 53.7 53.8 53.9 +2.4% +3.5% 4.9 4.8 (-0.1%) 4.8 (-0.2%)

20 4 5 20 1 5 107.5 111.0 113.8 +47.9% +84.4% 26.1 21.4 (-18.2%) 20.6 (-21.2%)
20 4 10 20 1 5 107.5 109.2 110.2 +23.9% +36.8% 15.0 13.8 (-8.4%) 13.6 (-9.4%)
20 4 20 20 1 5 107.5 108.4 108.8 +12.0% +17.7% 11.6 11.3 (-2.9%) 11.3 (-3.1%)
20 4 100 20 1 5 107.5 107.6 107.7 +2.4% +3.5% 9.7 9.7 (-0.1%) 9.7 (-0.2%)
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pected and underpinned by the results that the costlier backorders are, the larger the

cost benefit of applying the correction is. If p = 100, then even with n = 20 historical

observations, the exact approach leads to a cost advantage of 9% compared to the

classical approach, which increases to 49% for n = 5. Also the lead time has a large

effect. If the lead time is doubled to 10, then the cost benefits increase, especially in

the cases where estimates are not based on very few observations. This can be ex-

plained by the fact that if the lead time increases, then the auto-correlative effect of

the estimation errors magnifies. For example, if µ is underestimated, then demand

in all time instants during the lead time is underestimated.

If the demand variance is decreased, then this decreases the fluctuation in lead

time demand and hence the safety stock mark-up decreases. However, the percent-

age safety stock difference and cost benefit of the exact approach remain the same.

So, the demand variance can be seen as a scaling parameter of the uncertainty in

demand. A similar observation holds for the mean.

Finally, we compare the approximate approach to the exact approach. As one

would expect from asymptotic theory, the exact approach outperforms the approx-

imate approach, but the difference decreases if n increases. For n = 10 and larger,

the exact and asymptotic approach typically yield results that are very close to each

other. The shape of the distribution that the asymptotic approach assumes for the

demand variance error term, only holds asymptotically. Therefore, two effects come

into play that dictate the benefit of the asymptotic approach as compared to the clas-

sical approach. Firstly, the smaller n is, the larger is the effect of the estimation un-

certainty and hence the larger is the possible gain. However, secondly, the smaller

n is, the more severe is the misfit of the shape of the asymptotic normal distribution

for the demand variance error term, which has a negative effect on the gain. In con-

clusion, if very few data points are available, then it is worthwhile to derive the exact

error term distribution, if possible, but for 10 or more data points the approximate

method (which is easy to derive and always available) suffices.

We now inspect the cost differences between the different approaches in closer

detail for the base case scenario. We do so by means of the violin plots in Figure

3.1, which show a combination of a box plot and a kernel density plot. Typically, the

exact approach sets the largest order-up-to level, followed by the approximate ap-
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Figure 3.1: Violin plots of cost differences between the classical approach and the improved approaches,
for µ̂ = 10, σ̂2 = 4, p = 20, h = 1, L = 5, and n = 10

proach and the classical approach. This implies that if µ and σ are underestimated,

then the exact approach yields the largest benefits, followed by the asymptotic ap-

proach, as backorder costs are much larger than holding costs. This is reflected in the

tails of the plots. Observe that there are also cases where the exact and asymptotic

approaches lead to slightly larger costs than the classical approach. This typically

occurs when µ and/or σ are severely overestimated. In those situations, the safety

stocks of the classical approach were already too high and adding an extra mark-up

leads to larger holding costs. However, overall the cost consequences of underesti-

mating the demand parameters are more severe, which is underpinned by the fact

that the corrected approaches do on average lead to a substantial cost benefit com-

pared to the classical approach. The average cost of the classical approach is 15.0,

whereas that of the approximate approach is 13.7 and that of the exact approach is

13.6. So, by setting an extra safety-stock mark-up, slightly larger costs are incurred

in situations where the demand parameters are overestimated, but simultaneously

the decision-maker is protected against very large costs when the demand parame-

ters are underestimated, which on average has a larger effect. These effects behave

similarly for the demand models that we discuss next.
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3.4.2 Single exponential smoothing for mean-stationary, normally
distributed demand

Table 3.2 shows the results of the numerical comparisons for the mean-stationary

normal demand model, where SES is used to estimate the mean. We focus on those

results that provide new insights compared to the previous section. It is of particular

interest to observe that all costs in Table 3.2 are higher than those in Table 3.1. This

reflects the fact that the SES estimator has a larger sample variance than the sample

mean, which is the minimum variance unbiased estimator for the mean-stationary

Table 3.2: Numerical results: single exponential smoothing for mean-stationary, normally distributed
demand

Parameters Order-up-to levels Safety stock diff. Total expected holding and shortage cost
µ̂ σ̂2 α n p h L Class. Approx. Exact Approx. Exact Class. Approximate Exact

10 4 0.2 5 20 1 5 57.5 59.7 64.8 +30.4% +97.8% 29.3 25.0 (-14.7%) 22.1 (-24.7%)
10 4 0.2 10 20 1 5 57.5 59.4 60.7 +26.2% +42.9% 16.1 14.5 (-10.3%) 14.2 (-11.8%)
10 4 0.2 20 20 1 5 57.5 59.3 59.8 +24.9% +31.3% 13.7 12.6 (-7.9%) 12.6 (-8.2%)
10 4 0.2 100 20 1 5 57.5 59.3 59.4 +24.7% +25.9% 12.6 11.8 (-6.5%) 11.8 (-6.5%)

10 4 0.2 5 100 1 5 60.4 64.6 75.5 +39.6% +144.9% 76.6 50.9 (-33.6%) 35.5 (-53.6%)
10 4 0.2 10 100 1 5 60.4 63.8 66.2 +32.5% +55.3% 28.6 20.8 (-27.3%) 19.8 (-30.8%)
10 4 0.2 20 100 1 5 60.4 63.4 64.2 +28.7% +36.3% 21.1 16.9 (-20.1%) 16.7 (-20.7%)
10 4 0.2 100 100 1 5 60.4 63.1 63.2 +25.5% +26.8% 17.8 15.2 (-14.8%) 15.2 (-14.8%)

10 4 0.2 5 20 1 10 110.6 116.0 126.1 +52.0% +147.5% 59.7 46.0 (-23.0%) 39.1 (-34.6%)
10 4 0.2 10 20 1 10 110.6 115.5 117.8 +47.0% +68.4% 30.0 24.1 (-19.7%) 23.6 (-21.3%)
10 4 0.2 20 20 1 10 110.6 115.4 116.1 +45.5% +53.0% 25.0 20.8 (-16.9%) 20.7 (-17.2%)
10 4 0.2 100 20 1 10 110.6 115.3 115.5 +45.3% +46.7% 23.0 19.4 (-15.7%) 19.4 (-15.7%)

10 1 0.2 5 20 1 5 53.7 54.9 57.4 +30.4% +97.8% 14.6 12.5 (-14.7%) 11.0 (-24.6%)
10 1 0.2 10 20 1 5 53.7 54.7 55.3 +26.2% +42.9% 8.0 7.2 (-10.3%) 7.1 (-11.7%)
10 1 0.2 20 20 1 5 53.7 54.7 54.9 +24.9% +31.3% 6.8 6.3 (-7.9%) 6.3 (-8.2%)
10 1 0.2 100 20 1 5 53.7 54.7 54.7 +24.7% +25.9% 6.3 5.9 (-6.5%) 5.9 (-6.6%)

20 4 0.2 5 20 1 5 107.5 109.7 114.8 +30.4% +97.8% 29.2 24.9 (-14.7%) 22.1 (-24.6%)
20 4 0.2 10 20 1 5 107.5 109.4 110.7 +26.2% +42.9% 16.1 14.5 (-10.3%) 14.2 (-11.8%)
20 4 0.2 20 20 1 5 107.5 109.3 109.8 +24.9% +31.3% 13.7 12.6 (-7.9%) 12.6 (-8.2%)
20 4 0.2 100 20 1 5 107.5 109.3 109.4 +24.7% +25.9% 12.6 11.8 (-6.5%) 11.8 (-6.5%)

10 4 0.5 5 20 1 5 57.5 62.7 65.9 +70.8% +113.5% 33.1 24.7 (-25.4%) 23.8 (-28.2%)
10 4 0.5 10 20 1 5 57.5 62.3 63.6 +65.2% +82.5% 24.5 18.4 (-25.1%) 18.2 (-25.9%)
10 4 0.5 20 20 1 5 57.5 62.2 62.8 +63.5% +71.9% 21.8 16.5 (-24.2%) 16.5 (-24.5%)
10 4 0.5 100 20 1 5 57.5 62.2 62.3 +63.3% +64.9% 20.1 15.4 (-23.1%) 15.4 (-23.1%)

10 4 0.5 5 100 1 5 60.4 69.0 77.5 +82.8% +164.2% 90.3 45.0 (-50.2%) 38.2 (-57.6%)
10 4 0.5 10 100 1 5 60.4 68.1 70.7 +73.4% +98.3% 54.3 26.2 (-51.7%) 25.3 (-53.4%)
10 4 0.5 20 100 1 5 60.4 67.6 68.6 +68.5% +78.4% 43.6 22.1 (-49.4%) 21.9 (-49.8%)
10 4 0.5 100 100 1 5 60.4 67.1 67.3 +64.4% +66.1% 37.2 19.9 (-46.6%) 19.9 (-46.6%)

10 4 0.8 5 20 1 5 57.5 66.2 70.3 +117.7% +171.5% 49.1 31.6 (-35.7%) 30.4 (-38.0%)
10 4 0.8 10 20 1 5 57.5 65.7 67.4 +110.6% +132.6% 37.5 23.4 (-37.6%) 23.1 (-38.2%)
10 4 0.8 20 20 1 5 57.5 65.6 66.3 +108.5% +119.1% 33.8 21.1 (-37.8%) 21.0 (-38.0%)
10 4 0.8 100 20 1 5 57.5 65.5 65.7 +108.1% +110.2% 31.4 19.7 (-37.3%) 19.7 (-37.3%)

10 4 0.8 5 100 1 5 60.4 74.3 85.0 +133.0% +236.0% 151.7 57.2 (-62.3%) 48.7 (-67.9%)
10 4 0.8 10 100 1 5 60.4 73.0 76.3 +121.1% +152.7% 100.6 33.5 (-66.7%) 32.3 (-67.9%)
10 4 0.8 20 100 1 5 60.4 72.4 73.7 +114.7% +127.4% 84.7 28.1 (-66.8%) 27.9 (-67.1%)
10 4 0.8 100 100 1 5 60.4 71.8 72.1 +109.5% +111.7% 74.8 25.4 (-66.1%) 25.4 (-66.1%)
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normal demand model. For given estimators µ̂ and σ̂2, the classical order-up-to lev-

els in this section are the same as those in the previous section. However, given these

estimates, the true values for µ and σ2 can vary more under the SES estimator than

under the sample mean. Therefore, even when applying the exact correction which

leads to the optimal decision under the mean-stationary normal demand model, the

costs using the SES estimator are larger than those using the sample mean.

If the smoothing parameterα is chosen larger, then relatively more weight is given

to recent observations. The SES estimator gives exponentially decreasing weights to

older observations, and therefore increasing α increases the sample variance of the

estimator, and thus also the necessary safety stock mark-up and the cost difference

between the corrected approaches and the classical approach. Furthermore, espe-

cially for large values of α, the cost benefit of applying the corrected approaches

remains very large (up to 66% even for n = 100). The discussion in Section 3.2 sug-

gests that values between 0.21 and 0.4, and possibly larger, are realistic. Similar to

the previous section, we find also here that if there are 10 or more observations, then

the approximate approach performs very similarly to the exact approach. Further-

more, a larger lead time increases the possible cost differences, and the percentage

cost differences are invariant to the demand parameterization. In conclusion, al-

though using the SES estimator in the mean-stationary normal demand model leads

to a cost disadvantage compared to using the sample mean, the cost benefit that can

be realized by correcting for the parameter uncertainty is significantly larger for SES

and also substantial in proportion to the extra cost associated with using SES instead

of the sample average.

3.4.3 Normally distributed, trended demand

Table 3.3 shows the comparative results for the trended demand model. As many

effects have already been already interpreted for the previous two demand models,

we focus again on the insights that are specific to the trended demand model. If

we compare Table 3.3 to Table 3.1, then we notice that both the percentage safety

stock mark-ups and the percentage cost savings are significantly larger for trended

demand than for mean-stationary demand. This reflects the auto-correlative effect

of future forecast errors. In the trend model, not only forecast errors of the mean

parameter accumulate over the lead time, but also those of the trend parameter. If a
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trend is underestimated, then this has a substantially larger effect on the error in the

lead time demand forecast, than if only a mean is underestimated. For example, if

the trend parameter is underestimated by 0.1, then the (one-period) demand forecast

for 5 periods later is off by 0.5. Contrarily, if the mean parameter is underestimated

by 0.1, then the demand forecast for 5 periods later is still off by 0.1. Therefore, in the

trend model the consequences of ignoring parameter uncertainty are also substan-

tially larger than in the mean-stationary model.

In the base case, the safety stocks resulting from the classical approach have to be

adjusted by 11% for 100 observations, to up to 450% when only 5 observations are

available. This mark-up increases to up to more than 1000% (so with a multiplication

factor of 11) if the lead time is doubled to 10. For this longer lead time, even with 100

observations the necessary mark-up is still 22% and the resulting cost saving is 5%,

which increases to up to 59% for n = 5. When backorder costs are set at 100 (and the

lead time is 5), then savings of 4% for n = 100 to up to 69% for n = 5 can be achieved.

Table 3.3: Numerical results: normally distributed, trended demand

Parameters Order-up-to levels Safety stock diff. Total expected holding and shortage cost
α̂ β̂ σ̂2 n p h L Class. Approx. Exact Approx. Exact Class. Approximate Exact

10 1 4 5 20 1 5 97.5 119.7 131.0 +298.3% +449.6% 138.7 71.7 (-48.3%) 67.4 (-51.4%)
10 1 4 10 20 1 5 122.5 131.7 133.7 +124.2% +151.2% 42.8 25.6 (-40.3%) 25.2 (-41.1%)
10 1 4 20 20 1 5 172.5 176.6 177.3 +55.9% +64.4% 20.2 15.8 (-21.4%) 15.8 (-21.7%)
10 1 4 100 20 1 5 572.5 573.2 573.3 +10.2% +11.3% 10.6 10.4 (-1.5%) 10.4 (-1.5%)

10 1 4 5 50 1 5 99.2 128.3 149.8 +315.1% +548.3% 298.2 109.0 (-63.4%) 93.8 (-68.6%)
10 1 4 10 50 1 5 124.2 136.3 139.4 +130.8% +164.6% 75.7 31.8 (-58.0%) 30.9 (-59.1%)
10 1 4 20 50 1 5 174.2 179.6 180.5 +58.7% +68.0% 28.9 18.9 (-34.5%) 18.8 (-35.0%)
10 1 4 100 50 1 5 574.2 575.2 575.3 +10.6% +11.8% 12.5 12.2 (-2.6%) 12.2 (-2.6%)

10 1 4 5 100 1 5 100.4 134.4 167.7 +326.3% +645.3% 547.9 156.1 (-71.5%) 119.8 (-78.1%)
10 1 4 10 100 1 5 125.4 139.5 143.8 +135.3% +176.2% 121.6 37.6 (-69.1%) 35.8 (-70.6%)
10 1 4 20 100 1 5 175.4 181.7 182.8 +60.6% +71.0% 38.6 21.2 (-45.1%) 21.0 (-45.6%)
10 1 4 100 100 1 5 575.4 576.6 576.7 +11.0% +12.1% 13.9 13.4 (-3.5%) 13.4 (-3.6%)

10 1 4 5 20 1 10 215.6 289.9 322.2 +705.1% +1010.9% 472.1 204.8 (-56.6%) 192.2 (-59.3%)
10 1 4 10 20 1 10 265.6 295.1 300.0 +280.3% +326.1% 139.0 61.3 (-55.9%) 60.5 (-56.5%)
10 1 4 20 20 1 10 365.6 378.4 379.6 +121.3% +133.3% 53.4 31.7 (-40.5%) 31.6 (-40.7%)
10 1 4 100 20 1 10 1165.6 1167.8 1167.9 +20.9% +22.2% 17.0 16.2 (-5.0%) 16.2 (-5.0%)

10 1 1 5 20 1 5 93.7 104.9 110.5 +298.3% +449.6% 69.2 35.7 (-48.4%) 33.5 (-51.5%)
10 1 1 10 20 1 5 118.7 123.4 124.4 +124.2% +151.2% 21.5 12.8 (-40.2%) 12.6 (-41.0%)
10 1 1 20 20 1 5 168.7 170.8 171.1 +56.0% +64.4% 10.1 7.9 (-21.3%) 7.9 (-21.6%)
10 1 1 100 20 1 5 568.7 569.1 569.2 +10.2% +11.3% 5.3 5.2 (-1.5%) 5.2 (-1.5%)

10 0.5 4 5 20 1 5 77.5 99.7 111.0 +298.3% +449.6% 138.7 71.6 (-48.3%) 67.3 (-51.5%)
10 0.5 4 10 20 1 5 90.0 99.2 101.2 +124.2% +151.2% 42.8 25.6 (-40.1%) 25.3 (-40.9%)
10 0.5 4 20 20 1 5 115.0 119.1 119.8 +55.9% +64.4% 20.1 15.8 (-21.2%) 15.8 (-21.5%)
10 0.5 4 100 20 1 5 315.0 315.7 315.8 +10.2% +11.3% 10.6 10.4 (-1.5%) 10.4 (-1.5%)

20 1 4 5 20 1 5 147.5 169.7 181.0 +298.3% +449.6% 139.0 71.9 (-48.3%) 67.4 (-51.5%)
20 1 4 10 20 1 5 172.5 181.7 183.7 +124.2% +151.2% 42.7 25.5 (-40.2%) 25.2 (-41.0%)
20 1 4 20 20 1 5 222.5 226.6 227.3 +55.9% +64.4% 20.1 15.8 (-21.4%) 15.8 (-21.6%)
20 1 4 100 20 1 5 622.5 623.2 623.3 +10.2% +11.3% 10.6 10.4 (-1.5%) 10.4 (-1.5%)
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The percentage cost differences are invariant to the demand parameterization, both

to α̂ and β̂, and we again observe that for 10 observations or more, the approximate

approach and exact approach perform nearly equally well.

3.4.4 Demand is a normal random walk

When demand follows a random walk with normally distributed increments, and

this model is specified correctly, then there is only one parameter left to estimate: the

variance of the increments. Therefore, Table 3.4 does not show safety stock mark-

ups or cost savings that are as dramatic as those in previous sections. Still, if the

backorder cost is set to 100, then savings of 9% for n = 10 or 31% for n = 5 are still

possible. However, typically, if there are more than 10 observations available, then

the possible savings become very small, and for n > 100 they are negligible for many

settings. It is interesting to note that for this model a longer lead time does not lead

to larger percentage cost savings of the corrected approaches compared to the classi-

cal approach. This is easily explained, as other than with a mean or trend parameter,

underestimation of the variance of the increments does not have a multiplicative ef-

Table 3.4: Numerical results: normal random walk

Parameters Order-up-to levels Safety stock diff. Total expected holding and shortage cost
Dn σ̂2 n p h L Class. Approx. Exact Approx. Exact Class. Approximate Exact
10 4 5 20 1 5 74.7 76.3 85.7 +6.4% +44.3% 63.3 61.8 (-2.3%) 58.4 (-7.7%)
10 4 10 20 1 5 74.7 75.1 78.1 +1.5% +13.4% 38.4 38.2 (-0.4%) 37.8 (-1.6%)
10 4 20 20 1 5 74.7 74.8 76.1 +0.2% +5.6% 33.7 33.7 (-0.0%) 33.6 (-0.4%)
10 4 100 20 1 5 74.7 74.7 75.0 +0.0% +1.0% 31.4 31.4 (-0.0%) 31.4 (-0.0%)

10 4 5 50 1 5 80.6 84.0 102.1 +11.3% +70.2% 100.8 93.9 (-6.9%) 81.7 (-19.0%)
10 4 10 50 1 5 80.6 82.0 86.5 +4.7% +19.4% 48.7 47.7 (-2.2%) 46.4 (-4.7%)
10 4 20 50 1 5 80.6 81.2 83.0 +2.0% +7.9% 40.5 40.3 (-0.5%) 40.0 (-1.1%)
10 4 100 50 1 5 80.6 80.7 81.0 +0.3% +1.4% 36.7 36.7 (-0.0%) 36.7 (-0.0%)

10 4 5 100 1 5 84.6 89.6 117.6 +14.5% +95.6% 150.8 133.5 (-11.5%) 104.8 (-30.5%)
10 4 10 100 1 5 84.6 86.9 93.1 +6.9% +24.6% 58.5 55.8 (-4.7%) 53.3 (-8.8%)
10 4 20 100 1 5 84.6 85.7 87.9 +3.3% +9.8% 45.7 45.1 (-1.2%) 44.8 (-2.0%)
10 4 100 100 1 5 84.6 84.8 85.1 +0.6% +1.7% 40.4 40.4 (-0.0%) 40.4 (-0.1%)

10 4 5 20 1 10 165.5 169.7 194.5 +6.4% +44.3% 168.2 164.3 (-2.3%) 155.2 (-7.7%)
10 4 10 20 1 10 165.5 166.5 174.2 +1.5% +13.4% 101.5 101.2 (-0.4%) 99.9 (-1.6%)
10 4 20 20 1 10 165.5 165.6 169.1 +0.2% +5.6% 89.3 89.2 (-0.0%) 88.9 (-0.4%)
10 4 100 20 1 10 165.5 165.4 166.1 +0.0% +1.0% 83.0 83.0 (-0.0%) 83.0 (-0.0%)

10 1 5 20 1 5 62.4 63.2 67.9 +6.4% +44.3% 31.8 31.0 (-2.3%) 29.3 (-7.7%)
10 1 10 20 1 5 62.4 62.6 64.0 +1.5% +13.4% 19.2 19.1 (-0.4%) 18.9 (-1.6%)
10 1 20 20 1 5 62.4 62.4 63.1 +0.2% +5.6% 16.9 16.9 (-0.0%) 16.8 (-0.4%)
10 1 100 20 1 5 62.4 62.4 62.5 +0.0% +1.0% 15.7 15.7 (-0.0%) 15.7 (-0.0%)

20 4 5 20 1 5 124.7 126.3 135.7 +6.4% +44.3% 63.6 62.1 (-2.3%) 58.6 (-7.7%)
20 4 10 20 1 5 124.7 125.1 128.1 +1.5% +13.4% 38.4 38.2 (-0.4%) 37.7 (-1.6%)
20 4 20 20 1 5 124.7 124.8 126.1 +0.2% +5.6% 33.7 33.7 (-0.0%) 33.6 (-0.4%)
20 4 100 20 1 5 124.7 124.7 125.0 +0.0% +1.0% 31.4 31.4 (-0.0%) 31.4 (-0.0%)
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fect when future demands are aggregated. Contrarily, the proportional error remains

constant over the lead time. Furthermore, in the random walk model there is no es-

timation error around the level of future demands. We conclude that the random

walk demand model with normal increments does not lead to cost consequences of

ignoring parameter uncertainty that are as severe as for the other demand models.

3.5 Demand misspecification

The numerical results in the previous section hold under the assumption that the

demand model was specified correctly. However, in practice it may be difficult to

specify whether, and if so since when demand is stationary, has a trend, or is auto-

correlated. In Section 3.4.2 we already considered using the SES estimator instead of

the sample mean in the mean-stationary demand model. The underlying demand

model - that of mean-stationary, normally distributed demand - was specified cor-

rectly and used in the analysis. Contrarily, in this section we study a scenario where

the demand model is not specified correctly and the analysis is based on that in-

correct specification. We study the negative cost consequences and the performance

of the classical and corrected approaches in the presence of such misspecification.

Specifically, we consider the scenario where a trend is fitted on a data series that is

actually mean-stationary. We focus on the base case scenarios of the previous sec-

tion and compare the order-up-to levels and costs of the classical and corrected ap-

proaches, in order to analyze how the cost consequences of demand misspecification

compare to the cost consequences of ignoring parameter uncertainty.

So, assume that the decision maker suspects that demand is normally distributed

and stationary around a linear trend and acts accordingly, whereas actually demand

is mean-stationary. Table 3.5 shows the numerical results for this scenario. We con-

sider the case where the point estimate for the trend parameter is 0, which is the most

likely scenario in absence of a trend. Note that the uncertainty around the trend pa-

rameter is still taken into account by the proposed methods; so the misspecification

affects the results even if the point estimate for the trend parameter is 0. The costs

are uniformly higher compared to those in Table 3.1. For 5 observations, the classi-

cal approach overall results in costs that are approximately 3 times as large as those

without misspecification. The exact approach reduced this to a factor approximately
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2 for cases with a lead time of 5 time instants.

It is noteworthy that the asymptotic approach outperforms the exact approach for

this case of demand misspecification. The difference is especially large if few obser-

vations are used, and for n = 10 or more the two approaches yield similar results. So,

in this scenario the asymptotic approach proves to be valuable, suggesting that if the

decision maker is unsure of the demand specification, then the asymptotic approach

can yield better results than the exact approach.

Comparing Table 3.1 with Table 3.5, we find that for the base case with n = 5, the

total cost (in absolute units) without misspecification is 26 for the classical approach,

21 for the approximate approach, and 21 for the exact approach. Under demand mis-

specification, these figures are 67, 38, and 45, respectively. This implies that the cost

effect of mis-specifying demand is 41 for the classical approach, 17 for the approxi-

mate approach, and 23 for the exact approach. The gain of applying the approximate

correction factor is 29 compared to the classical approach with misspecification. For

the exact correction factor the gain is 22. If the demand model is misspecified, then

Table 3.5: Numerical results: misspecification, trend fitted to mean-stationary demand

Parameters Order-up-to levels Safety stock diff. Total expected holding and shortage cost
α̂ β̂ σ̂2 n p h L Class. Approx. Exact Approx. Exact Class. Approximate Exact

10 0 4 5 20 1 5 57.5 79.7 91.0 +38.7% +58.4% 67.1 38.0 (-43.4%) 44.8 (-33.2%)
10 0 4 10 20 1 5 57.5 66.7 68.7 +16.1% +19.6% 29.8 20.5 (-31.2%) 21.3 (-28.6%)
10 0 4 20 20 1 5 57.5 61.6 62.3 +7.3% +8.4% 17.4 14.5 (-16.6%) 14.6 (-16.0%)
10 0 4 100 20 1 5 57.5 58.2 58.3 +1.3% +1.5% 10.5 10.4 (-1.4%) 10.4 (-1.4%)

10 0 4 5 50 1 5 59.2 88.3 109.8 +49.1% +85.4% 131.5 49.4 (-62.4%) 63.2 (-51.9%)
10 0 4 10 50 1 5 59.2 71.3 74.4 +20.4% +25.6% 48.6 25.0 (-48.5%) 26.5 (-45.6%)
10 0 4 20 50 1 5 59.2 64.6 65.5 +9.1% +10.6% 24.0 17.3 (-27.7%) 17.5 (-26.9%)
10 0 4 100 50 1 5 59.2 60.2 60.3 +1.7% +1.8% 12.4 12.1 (-2.3%) 12.1 (-2.3%)

10 0 4 5 100 1 5 60.4 94.4 127.7 +56.3% +111.3% 226.1 59.5 (-73.7%) 80.8 (-64.3%)
10 0 4 10 100 1 5 60.4 74.5 78.8 +23.3% +30.4% 72.6 28.6 (-60.6%) 30.6 (-57.8%)
10 0 4 20 100 1 5 60.4 66.7 67.8 +10.5% +12.2% 30.8 19.3 (-37.2%) 19.6 (-36.4%)
10 0 4 100 100 1 5 60.4 61.6 61.7 +1.9% +2.1% 13.8 13.4 (-3.3%) 13.4 (-3.3%)

10 0 4 5 20 1 10 110.6 184.9 217.2 +67.3% +96.5% 149.3 91.2 (-38.9%) 119.9 (-19.7%)
10 0 4 10 20 1 10 110.6 140.1 145.0 +26.7% +31.1% 66.7 42.7 (-35.9%) 46.5 (-30.2%)
10 0 4 20 20 1 10 110.6 123.4 124.6 +11.6% +12.7% 36.0 26.2 (-27.0%) 26.9 (-25.2%)
10 0 4 100 20 1 10 110.6 112.8 112.9 +2.0% +2.1% 16.5 15.9 (-4.1%) 15.9 (-4.1%)

10 0 1 5 20 1 5 53.7 64.9 70.5 +20.7% +31.2% 33.6 19.0 (-43.3%) 22.4 (-33.2%)
10 0 1 10 20 1 5 53.7 58.4 59.4 +8.6% +10.5% 14.9 10.2 (-31.3%) 10.6 (-28.6%)
10 0 1 20 20 1 5 53.7 55.8 56.1 +3.9% +4.5% 8.7 7.3 (-16.7%) 7.3 (-16.1%)
10 0 1 100 20 1 5 53.7 54.1 54.2 +0.7% +0.8% 5.3 5.2 (-1.4%) 5.2 (-1.4%)

20 0 4 5 20 1 5 107.5 129.7 141.0 +20.7% +31.2% 67.1 38.1 (-43.3%) 44.9 (-33.1%)
20 0 4 10 20 1 5 107.5 116.7 118.7 +8.6% +10.5% 29.9 20.5 (-31.4%) 21.3 (-28.8%)
20 0 4 20 20 1 5 107.5 111.6 112.3 +3.9% +4.5% 17.5 14.6 (-16.6%) 14.7 (-16.0%)
20 0 4 100 20 1 5 107.5 108.2 108.3 +0.7% +0.8% 10.5 10.4 (-1.4%) 10.4 (-1.4%)
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the approximate method (which performs best in that scenario) does not yield lower

costs than the classical method under a correctly specified demand model. There-

fore, we conclude that the cost effect of mis-specifying the demand model is larger

than the cost reduction that can be achieved by applying the correction. However,

the figures above show that the latter is still substantial, as the gain of 29 units cor-

rects 71% of the loss due to demand misspecification. It is thus still worthwhile to

apply a corrected method (especially the approximate method) also when demand

is misspecified. However, the largest gain can be achieved by correctly specifying

the demand model. As another example, in the base case with n = 20, the classical

method under demand misspecification has a 6 units higher cost than that under a

correct specification of the demand model, but applying any of both corrected meth-

ods under misspecification leads to a gain of 3 units compared to using the classical

method. So, we find that 50% of the loss due to demand misspecification can be

corrected for by applying the corrected methods.

3.6 Conclusion

An adaptation of inventory models to incorporate parameter estimation uncertainty

for future demand was proposed. The approach has four steps:

1. Formulate the decision model in terms of the lead time demand distribution

function

2. Estimate the parameters efficiently and estimate the distributions of their esti-

mation errors

3. Replace the true parameters by an appropriate function of the point estimates

and estimation errors in the lead time demand distribution function

4. Use the expectation of the lead time demand distribution function with respect

to the estimation errors as the new predictive lead time demand distribution

in the decision model.

We demonstrated the approach in a model with holding and shortage costs, using

various demand models. The method can be applied to any inventory model using
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any demand process and parameter estimator, as long as the distribution of its es-

timation error can be derived or approximated. Typical results of this approach are

safety stock mark-ups that increase in the degree of uncertainty in the model. The

degree of uncertainty increases if more parameters have to be estimated, if estimates

are based on a small number of observations, if the lead time is large, or if the vari-

ance of demand is large with respect to the mean. The method allows for freedom in

the choice of approximation method of the estimators’ error distributions. We dis-

cussed the exact error distribution and the asymptotic approach which is typically

easier to derive and furthermore robust to demand model misspecification.

The cost benefits of properly treating estimation uncertainty in inventory mod-

els are twofold: the expected costs are lower and the cost variance is reduced. The

point estimate of a parameter in the model is sometimes close to the true parameter,

leading to lower costs, but it can also be relatively far away from the true parameter,

leading to very high costs if no correction is applied. By incorporating a distribu-

tion of the estimation error, one acknowledges that the actual parameter value may

be smaller than the point estimate, but also larger. A safety stock mark-up is estab-

lished, and since shortage costs are relatively higher than holding costs, this reduces

the chance of extraordinary high future costs. This two-sided benefit is even more

beneficial for risk-averse decision makers. The asymptotic approach that is gener-

ally applicable performed almost as well as the exact approach when estimates were

based on 10 or more observations. This implies that also for demand distributions

where the exact error distribution cannot be derived, the correction framework as

discussed in this paper can be applied.

A particular case where very large cost savings can be achieved is the trend

model, because if a trend is mis-estimated and lead time demands are aggregated,

then this has a much larger effect then when for example only a mean is mis-estimated.

Contrarily, the random walk model showed relatively low possible cost savings. In

that model, if specified correctly and if the variance of lead time demand is derived

correctly, parameter uncertainty (in only the variance of the increments) plays a mi-

nor role.

We also studied the severity of ignoring parameter uncertainty in relationship

with choosing a suboptimal estimator or mis-specifying the demand model. Al-
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though the latter has a larger effect on costs, the savings that can be achieved by ap-

plying the correction are still substantial. Also, in this case the approximate method

showed favorable results due to its robustness. In conclusion, we find that the cur-

rent standard of separating forecasting and decision making has severe cost conse-

quences, which could be easily prevented by applying the derived, simple, four-step

method in any inventory model where forecasts are used.

The message that we aim to transmit to inventory decision makers in practice is

that inventories are held as a protection against the uncertainty around future de-

mand, but that a major part of this uncertainty is ignored if parameter estimates are

treated as the true parameters of the demand distribution. Especially since in prac-

tice estimates are typically based on only a few observations, and therefore have a

large error, this uncertainty comprises a large part of the total uncertainty around

future demand. Ignoring this leads to too low safety stocks, and therefore too fre-

quent stock-outs. This in turn implies that target service levels are not achieved, that

customers are dissatisfied, and that high backorder costs are incurred. This paper

proposes a framework that can correct this flaw for general combinations of demand

models and parameter estimators.

There are ample opportunities for further research, mainly on three strands. The

first strand is studying the four-step method in different inventory models, under

different demand distributions, and for different processes. The second strand is

studying different approaches to modeling the estimation error distribution, such as

bootstrapping. The final strand should serve to find efficient parameterizations and

model formulations so that even for models with many parameters, the four-step

approach can be implemented and the optimal solution can be calculated efficiently.

A related issue is that of the choice of estimator. The generally used parameter es-

timators are based on loss functions that may be inappropriate for some inventory

models. For example, least squares considers an underestimation just as damaging

as an overestimation, whereas if b > h an underestimation of e.g. a mean has a larger

cost effect than an overestimation. Therefore, an interesting future research topic is

to make a connection between the actual loss in the inventory model and the loss

function of the estimator.
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Compound Poisson parameter

estimation for inventory control

Abstract. Most companies store demand data periodically (e.g. weekly) and make periodic

demand forecasts, although inventories are controlled continuously. The same ‘mismatch’

can be observed in the literature; most forecasting methods are periodic, but inventory control

theory often assumes the demand process to be continuous and given. Guidance on estimat-

ing the parameters of a continuous demand process from period demand data is lacking, in

particular for the popular and well-studied compound Poisson class of demand. Commer-

cial software packages wrongly fit compound Poisson processes based on period Size-Interval

forecasting methods, leading to dramatic overshoots of the target service level and therefore

too high inventory costs. Standard statistical methods have severe biases in finite samples

(method-of-moments - MM) and/or are not available in closed form (maximum likelihood -

ML). We propose an intuitive, consistent, closed-form MM alternative that dominates in

terms of estimation accuracy and on-target inventory performance.

This chapter is based on Prak et al. (2019): Prak, D.R.J., R.H. Teunter, M.Z. Babai, J.E. Boylan, A.A.
Syntetos. 2019. Compound Poisson parameter estimation for inventory control - submitted for publica-
tion.
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4.1 Introduction

Compound Poisson demand is one of the most general and widely studied classes

of demand processes for inventory control. Using a Poisson process to model cus-

tomer arrivals and some general compounding distribution to model their individ-

ual demands, it is flexible from a modeling perspective. Furthermore, it is shown to

often provide the best fit to demand data, and many inventory control models using

compound Poisson demand have been developed during the past 60 years, as we

further discuss in the literature review of Section 4.2. Compound Poisson demand is

a standard choice in textbooks (Zipkin, 2000; Silver et al., 2017; Axsäter, 2015) and in

commercial software (e.g. Forecast Pro, Oracle, SAP APO, SAS, and Slimstock).

To apply compound Poisson demand processes in inventory control models, es-

timates of the (individual customer) arrival rate and demand size are required. In

the inventory control literature, the problem of how to obtain these parameters from

observed demands is typically not discussed and often not even mentioned. The

forecasting literature remarkably also does not answer this question, as this is cen-

tered around producing forecasts of demand per period or during the lead time,

rather than estimating the underlying demand process parameters. Depending on

the specific organization of the demand forecasting (with data stored per transaction

or per period) and inventory control (with continuous or periodic review) systems,

four different scenarios may occur, which we summarize in Table 4.1. The left half

of the table - where all individual transaction sizes and times are stored - allows for

straightforward estimation of the unknown parameters, as can be found in standard

statistics textbooks.

The right half of Table 4.1, to the contrary, is definitely not trivial to analyze, al-

Table 4.1: Forecasting requirements for inventory control (compound Poisson demand)

hhhhhhhhhhhhhhhhhhhhhInventory (Control)

Forecasting (System)
Per Transaction Per Period

Continuous Review Individual demand Individual demand
based on transaction data based on periodic data

Periodic Review Period demand Period demand
based on transaction data based on periodic data
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though highly relevant in practice. All companies that the authors of this paper

have encountered store and forecast demand per period. This has several advan-

tages. First, companies seek to reduce the amount of stored data (driven by e.g. cost

considerations, privacy regulations, and preservation of tractability). Second, almost

the entire forecasting literature is focused on forecasting period demand, and even

temporal data aggregation to improve forecast accuracy is frequently suggested (see

e.g. Nikolopoulos et al., 2011; Kourentzes et al., 2014). Third, most commercial fore-

casting software is based on period forecasting techniques that take period demand

data as input to produce a forecast of period demand.

However, the question how to obtain compound Poisson parameter estimates

from period demand data or forecasts is left almost completely un-addressed in the

literature. In fact, a vast part of the forecasting literature even ignores that a demand

process consists of individual customer arrivals and their demand sizes. As a result,

order levels are calculated based on (implicit) normality assumptions or other ad-

hoc procedures, completely ignoring the actual distribution that was fitted to the

demand data.

In the bottom-right corner of Table 4.1, a specification of only the distribution

of total demand per period may be enough to perform periodic review inventory

control calculations. This depends on the exact assumptions underlying the model

regarding e.g. the moments of demand arrival, incurring of inventory costs, and the

lead time being a multiple of the review period length. We refer interested readers

to e.g. Axsäter (2015) for a detailed discussion. We do not discuss it further here, as

it is reasonably straightforward (under the right assumptions) to optimize periodic

inventory decisions based on period demand forecasts.

Instead, the top-right corner of Table 4.1 is our particular area of focus, since it has

hardly received any attention although it applies to many business settings. Contrar-

ily to demand storage and forecasting, inventory control is often done on a (nearly)

continuous basis. When a demand arrives that makes the inventory level drop to

or below some reorder level, ERP or dedicated inventory control software systems

will directly signal that a replenishment order is needed. Depending on the degree

of automation, the order is either placed directly or after approval by a planner.

Continuous review inventory control requires the modeling of individual customer
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arrivals and their demand sizes to calculate e.g. the reorder level undershoot arising

from an individual transaction. Compound Poisson demand processes are preemi-

nently suitable for this. However, a full specification of the demand process and all

its parameters has to be obtained from the period demand observations, for which

no guidance currently exists. This paper aims to fill this gap in the literature.

Separate forecasting of demand sizes and demand inter-arrival times may be

achieved by so-called Size-Interval methods, of which the most well-known one was

developed by Croston (1972). In Section 4.2 we will review the Size-Interval fore-

casting literature. Size-Interval methods are particularly popular for intermittent de-

mand patterns where a significant number of periods show no demand, which is also

the scenario in which compound Poisson distributions yield the largest advantages

over other demand distributions. It is therefore not surprising that all five above-

mentioned software packages implement Croston’s method to forecast demand and

fit compound Poisson demand processes. However, Size-Interval methods were de-

veloped for forecasting period demand, and are therefore not suitable for estimating

the parameters of a compound Poisson process, which requires the arrival rate and

average size of individual demands. By looking at period demands rather than in-

dividual demands, no distinction can be made between one large or several smaller

orders arriving in a period. This leads to flawed inventory calculations and thereby

to deviations from the target service level, even if a long demand history is available.

The first contribution of this paper is a quantification of the asymptotic bias that

results from mis-using period demand interval and size estimates as demand pro-

cess parameters, and of the consequences on achieved service levels. We discuss two

variants of Croston’s method, which are often referred to as benchmarks in the liter-

ature and most used in practice. We furthermore include another intuitive method

that uses the average of all non-zero period demand sizes to estimate the mean de-

mand size, and the average of all period inter-arrival times to estimate the arrival

rate. We show that also this method does not yield consistent compound Poisson

demand parameter estimates, although it does consistently estimate period demand.

The few inventory control studies and books that do discuss how compound Pois-

son demand parameters can be obtained from (periodic) empirical data suggest stan-

dard method-of-moments (MM) estimators, without motivation or comparison with



Compound Poisson parameter estimation for inventory control 71

other alternatives (see Section 4.2). The statistics literature furthermore discusses

Maximum Likelihood (ML) methods. Both MM and ML are asymptotically unbi-

ased, but no guidelines exist on if and when they show good performance in finite

samples. Standard MM equates central moments of the compound distribution to

their sample equivalents. This yields a closed-form solution, but the use of ‘higher’

moments (such as the variance) leads to slow convergence for irregular (e.g. inter-

mittent) demand patterns. ML has asymptotically the lowest variance, but no closed-

form solution. Its numerical complexity may explain why it is typically omitted in

practice and applied research.

The second and main contribution of this paper is the presentation of an alter-

native MM estimator that retains the core idea of separately estimating customer

arrival rates and demand sizes. It bases the customer arrival rate on the fraction of

periods without demand, and then calculates the expected customer demand size

for which the expected period demand equals the observed average period demand.

As no ‘higher’ moments are involved, this method is particularly suitable for inter-

mittent demand. Furthermore, this estimator has an intuitive, closed-form solution,

making it easily applicable in practice and implementable in software.

In an extensive numerical study, using both the geometric and exponential com-

pounding distribution, we compare the proposed method to standard MM and Max-

imum Likelihood (ML). We demonstrate for a wide range of intermittent demand

scenarios that the proposed method shows better estimation accuracy than the stan-

dard MM estimator, and performs similarly to ML (and in some scenarios even

slightly better). We show that the fill rate achieved by the proposed method con-

verges equally fast to the target as that achieved by ML, whereas standard MM leads

to very slow convergence and order levels that are significantly too low for a wide

range of scenarios and sample sizes.

The remainder of this paper is organized as follows. Section 4.2 discusses the

relevant literature. Section 4.3 specifies the demand and inventory model and dis-

cusses the consequences of mis-using period Size-Interval methods for estimating

compound Poisson demand parameters. Section 4.4 discusses the standard MM

and ML benchmark parameter estimators from the literature and introduces the

proposed estimator. Section 4.5 presents the numerical results of comparing these
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three methods, first in terms of parameter estimation accuracy, and then in terms of

achieved fill rate in the base stock inventory model. Section 4.6 concludes.

4.2 Related literature

We first review the adoption and development of compound Poisson processes in

the theoretical inventory control literature and their appraisal in empirical studies.

Subsequently, we discuss the relevant demand forecasting literature, and explain

why techniques presented there are not suitable for estimating the parameters of

compound Poisson processes and therefore cannot serve as inputs for performing

inventory control. We then discuss the few studies that have addressed suitable

estimators, and provide background for the new procedure that we propose.

After Galliher et al. (1959) studied the special case of Poisson-geometric demand,

Feeney and Sherbrooke (1966) (corrected by Chen et al., 2011) derived order-up-to

policies under general compound Poisson demand. Archibald and Silver (1978) ex-

tended this work to general (s, S) policies. Order-up-to policies can be solved effi-

ciently under compound Poisson demand, as shown by Sherbrooke (1968), Graves

(1985), and Babai et al. (2011), who provided approximate procedures, and Axsäter

(1990), who presented an exact method. Solving general batch ordering policies is

more difficult, but an approximate method that replaces compound Poisson distri-

butions by ‘equivalent’ Poisson distributions was given by Axsäter et al. (1994). Fur-

ther extensions of inventory control models with compound Poisson demand were

given by e.g. Forsberg (1995) and Axsäter (2000), who studied two-echelon inven-

tory systems; Cheung (1996), who introduced stochastic lead times; and Bensoussan

et al. (2005), who showed optimality of (s, S) policies when demand is a mixture

of a compound Poisson process and either a diffusion process or constant demand.

Also, there are studies that have compared the fit of several distributions to real de-

mand data (Snyder et al., 2012; Syntetos et al., 2012, 2013; Lengu et al., 2014; Turrini

and Meissner, 2019). All concluded that especially if products are not fast-moving,

compound Poisson distributions provide a better fit for period demand than e.g. the

normal or gamma distribution. Some of the many examples of research applying

compound Poisson demand are Chaouch (2001), Axsäter (2003), Presman and Sethi

(2006), Liu and Song (2012), Shi et al. (2014), Feng et al. (2015), and Ding et al. (2016).
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Compound Poisson demand processes are obviously characterized by the de-

mand rate and the demand size distribution. Correspondingly, in the forecasting

literature a stream has developed on separately estimating these two components

of demand, albeit for period demand rather than individual customer demands.

Croston (1972) was the first to present such a Size-Interval method, twice apply-

ing exponential smoothing. Other authors continued this research, as reviewed by

Gardner (2006). Several papers showed that Croston’s method outperforms other

simple methods such as single exponential smoothing (Ghobbar and Friend, 2003;

Eaves and Kingsman, 2004; Queenan et al., 2007; Gutierrez et al., 2008), and is com-

petitive with more complex non-parametric methods such as bootstrapping (Wille-

main et al., 2004; Teunter and Duncan, 2009; Syntetos et al., 2015a). Since Croston’s

method forecasts period demand from dividing the average non-zero demand size

by the number of periods between positive demands, an inversion bias is present.

This bias was first pointed out by Syntetos and Boylan (2001) and approximately

corrected (using a Taylor series expansion) by Syntetos et al. (2005) for Bernoulli pe-

riod demand arrivals. For Poisson period demand arrivals, Shale et al. (2006) derived

an approximate mark-up term which was later corrected and improved by Syntetos

et al. (2015b). However, we stress that despite these corrections, the fundamental

issue remains that all Size-Interval forecasting methods estimate period demand,

and thus do not yield arrival rate and demand size estimates at the individual cus-

tomer level. We remark that this discrepancy is not an error of period forecasting

techniques in general, but rather an indication that one should not derive demand

distribution parameters from these at the individual customer level in order to make

inventory calculations.

Interestingly, while inventory control theory for compound Poisson demand dis-

tributions has progressed during the past decades, the problem of estimating the

demand process parameters remains almost un-addressed. Most empirical research

ignores this problem completely, often using ad-hoc methods to calculate order lev-

els based on the estimated mean and standard deviation of lead time demand. Wat-

son (1987) assumed an Erlang distribution of lead time demand, while Schultz (1987)

argued that traditional inventory control and forecasting methods are ill-suited for

sporadic demands and used a Size-Interval forecasting procedure. However, he sub-

sequently calculated the order level based on normality assumptions. Dunsmuir and
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Snyder (1989) used a more realistic demand distribution with a positive probability

mass at zero to calculate the order level. Several more recent articles followed the

logic of Schultz (1987) and forecasted lead time demand, estimated the forecast er-

ror, and subsequently implicitly assumed normality to compute order levels (e.g.

Chatfield et al., 2004; Syntetos et al., 2009a; Teunter and Sani, 2009; Wang et al., 2010;

van Wingerden et al., 2014). Altay et al. (2012) used a power approximation, and Sani

and Kingsman (1997) compared various approximate methods. Given the fact that

demand data is almost always stored periodically, it is quite natural that so many

authors directly estimated period or lead time demand rather than the underlying

demand process. However, as explained in the previous section, in order to apply

continuous review inventory control models, a complete specification of the demand

process and its parameters is required instead.

Very few authors discussed how the unknown parameters of compound Poisson

demand (or of demand processes in general) can be obtained from period demand

data. Those who did, suggested the use of standard MM estimators. Ward (1978) de-

rived these for Poisson-geometric demand, and Axsäter (2015) for Poisson-geometric

and Poisson-logarithmic demand. For general compound Poisson demand such es-

timators are not discussed in the inventory control literature. Öztürk (1981) derived

standard MM estimators for the Poisson-exponential distribution, albeit not for in-

ventory control but for rainfall prediction.

We propose a different MM estimator for general compound Poisson demand

that chooses its moments such that the fraction of periods without demand is used

to estimate the customer arrival rate, and this estimate combined with the average

demand in all periods is used to estimate the average demand size. The inspiration

for this method comes from Anscombe (1950), Ehrenberg (1959), and Savani and

Zhigljavsky (2006). Although, in line with most of the forecasting literature, they

estimated period demand rather than the underlying compound demand process,

they did exploit the intermittent nature of that process to do so. They considered pe-

riod demand that has a negative binomial distribution, corresponding to a Poisson-

logarithmic demand process, and showed that using the fraction of periods without

demand leads to a simpler and more efficient procedure for estimating period de-

mand. Our method is based on the same logic, but (a) we use it to estimate the

parameters of the underlying compound Poisson demand process, (b) we suggest
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its use for any type of compound Poisson demand process, and (c) we do not only

discuss its parameter estimation accuracy, but also study its inventory control per-

formance. The demand model and inventory context are formally introduced in Sec-

tion 4.3, where we also quantify the consequences of mis-using period Size-Interval

techniques to estimate compound Poisson demand parameters.

4.3 Demand model, inventory model, and

Size-Interval methods

In this section we specify the general compound Poisson demand model that we use

throughout the paper, and the two particular compounding distributions on which

we base our numerical study. Thereafter we discuss the base stock inventory model

which we apply and the fill rate calculation. Finally, we discuss the consequences

of mis-using period Size-Interval estimates as compound Poisson demand param-

eters at the customer level, quantify the resulting asymptotic bias of the parameter

estimates and quantify their effects on the achieved fill rate.

4.3.1 Demand model

We consider a model where demand follows a compound Poisson distribution with

some general compounding distribution. We observe n realizations of period de-

mand from this compound Poisson distribution. That is, for t = 1, 2, ..., n, we ob-

serve realizations of the random variable Xt =
∑K
i=1Di, where K follows a Poisson

distribution with mean λ and, independently, the Di follow some distribution with

mean µ. This set of demand realizations is used to estimate the parameters of the

compound Poisson process.

We focus in our numerical studies on the Poisson-geometric and Poisson-exponential

distributions, thereby discussing one of the most frequently used discrete compound

Poisson distributions in the inventory control literature and its continuous counter-

part. In the former case, the individual demand sizes Di have the (discrete) proba-

bility mass function

fG(x) = (1− β)βx−1,
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for x = 1, 2, ... and 0 < β < 1, which has mean µ = 1/(1 − β). In the latter case, the

Di have the probability density function

fE(x) = θ exp(−θx),

for x ≥ 0 and θ > 0, with mean µ = 1/θ.

4.3.2 Inventory model

We study a continuous review base stock inventory control model with a positive

fixed lead time of L periods and full backordering, under a fill rate constraint. Base

stock inventory models are relatively easy to optimize and widely used in practice,

in particular for spare parts management. We use a fill rate in our model (the fraction

of demand that can be serviced from on-hand inventory), as this is one of the most

used and realistic service measures from a customer perspective (Thomas, 2005).

We follow the computation of the fill rate for compound Poisson demand models

by Axsäter (2015), and generalize it to handle also continuous compounding distri-

butions. Specifically, denoting an individual demand by D and the inventory level

by IL, for a given order level S, the fill rate is given by

FR(S) =
EIL [ED [min(max(IL, 0), D)]]

µ
,

which represents the expected fraction of a single order that can be fulfilled from

on-hand stock at an arbitrary point in time. The distribution of D is the selected

compounding distribution with mean µ, whereas the distribution of IL follows from

the observation that the inventory level at time t+L is equal to S minus the lead time

demand. Since demand per period is compound Poisson with rate λ and demand

size mean µ, the lead time demand follows the same distribution, but with rate λL.

Denoting lead time demand byDL, we find the relationship P(IL ≤ S−x) = P(DL ≥
x), which completes the fill rate calculation.
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4.3.3 Mis-application of period Size-Interval methods

Period Size-Interval methods are designed to yield an estimate of the time between

two periods with positive demand and the size of a non-zero period demand. We

demonstrate here the consequences of mis-applying these as compound Poisson pa-

rameter estimators. We first discuss Croston’s method and a ‘bias-corrected’ version

of this method. Thereafter we discuss an intuitive method that uses the average of

all non-zero period demands and the average of all times between periods with pos-

itive demand, which we refer to as ‘Unweighted Averaging.’ All discussed methods

only update after a period with positive demand.

Croston’s method estimates the time between two periods with positive demand

and the size of a non-zero period demand both by exponential smoothing. Formally,

given that we have observed n periods, the n−th period has a positive demand

xn, and we have observed the previous positive demand qn periods ago, Croston’s

method sets

µ̂n = α1xn + (1− α1)µ̂n−1,

p̂n = α2qn + (1− α2)p̂n−1,

where 0 < α1 < 1 and 0 < α2 < 1 are smoothing constants. If xn = 0, then µ̂n = µ̂n−1

and p̂n = p̂n−1.

If Croston’s period estimates are wrongly taken as the estimates of the parameters

of the demand distribution, then µ̂n is the estimate after n period observations for

the mean µ of the compounding distribution, whereas 1/p̂n is the estimate for λ. As

Syntetos et al. (2015b) show, using 1/p̂n as an estimate for λ leads to an inversion

bias, as E[1/p̂n] 6= 1/E[p̂n]. This inversion bias does not diminish as the sample size

goes to infinity, as Croston’s method uses exponential smoothing and thus does not

use all data points. Syntetos et al. (2015b) approximately correct for this bias using

a second-order Taylor expansion, and derive the estimator (1 − α2/2)/p̂n for λ. The

estimator for µ does not suffer from the inversion bias and remains unaltered.

It is straightforward to show that, with or without the inversion bias correction,

Croston’s method yields inconsistent parameter estimates when applied to period
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demand. Consider µ̂n, which is unaffected by the inversion bias. Instead of esti-

mating the size of an individual demand, it estimates the size of a positive period

demand. Therefore,

lim
n→∞

E[µ̂n] = E(Xn|Xn > 0) =
µ
∑∞
k=1 k

exp(−λ)λk

k!

1− exp(−λ)
=

µλ

1− exp(−λ)
,

which is strictly larger than µ for all λ > 0 and µ > 0. This limit approaches µ as

λ → 0, and µλ as λ → ∞. Observe that the estimator’s limit (and thus its bias) is

proportional to µ.

The asymptotic bias of the arrival rate is more cumbersome to quantify. Instead

of estimating the time between two customer arrivals, p̂n estimates the number of

periods between two periods with positive demand. This number of periods (de-

noted by Q) follows a geometric distribution with success probability 1 − exp(−λ),

mean 1/(1 − exp(−λ)), and variance exp(−λ)/(1 − exp(−λ))2. Although E[p̂n] →
1/(1 − exp(−λ)) as n → ∞, we can only approximate the limit of E[1/p̂n]. We do so

by a second-order Taylor expansion and find, using the mean and variance of the ge-

ometric distribution and the fact that p̂n is an exponential smoothing estimator with

asymptotic variance Var(Q)α2/(2− α2), that

lim
n→∞

E[1/p̂n] ≈ 1

E[Q]
+

α2

2− α2

Var(Q)

E[Q]3
=

(
1 +

α2

2− α2
exp(−λ)

)
(1− exp(−λ)).

As α2 → 0, meaning that the weight given to old inter-arrival intervals is highest,

this limit approaches 1− exp(−λ), which is the result without inversion bias. In that

scenario, λ is strictly underestimated for all λ > 0. The approximate limit of the

estimator converges to 0 as λ → 0, and converges to 1 as λ → ∞. As α2 increases,

there are cases with low arrival rates where λ is actually overestimated, but as λ→ 0,

the approximate limit approaches 0, and as λ → ∞, it approaches 1. Obviously,

the bias correction proposed by Syntetos et al. (2015b) scales the estimated arrival

rate, and thus its expectation, by (1 − α2/2). As α2 → 0, this effect diminishes. In

conclusion, Croston’s method generally underestimates the arrival rate, but this is

somewhat counteracted by its inversion bias, leading to an overestimation especially

for low values of λ and/or high values of α2. However, (approximately) correcting

for that inversion bias intensifies the underestimation.
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While Croston’s method and its variants give greater weight to the most recent

demand sizes and intervals, this is not a requirement for Size-Interval methods. An

alternative approach is to use equal weights, but retain the separate estimation of

mean demand sizes and intervals. The Unweighted Averaging method does this

by taking as the mean demand size the average of all positive period demand sizes,

and as arrival rate the inverse of the average number of periods between two periods

with positive demands. Given that we have observed n periods, of which np had a

positive demand, the n−th period has a positive demand xn, and we have observed

the previous positive demand qn periods ago, Unweighted Averaging sets

µ̂n =
1

np
xn +

np − 1

np
µ̂n−1,

p̂n =
1

np
qn +

np − 1

np
p̂n−1.

It is straightforward to observe that, just like with both Croston variants,

lim
n→∞

E[µ̂n] = E(Xn|Xn > 0) =
µλ

1− exp(−λ)
.

Croston’s inversion bias associated with the arrival rate stems from the observation

that for a random variableX , E[1/X] 6= 1/E[X]. The Unweighted Averaging method

suffers from the same bias in finite samples. However, unlike Croston’s method,

it is asymptotically unbiased. Unweighted Averaging namely takes averages over

all positive demands and inter-arrival times in the data set rather than applying

diminishing weights via exponential smoothing. In this case,

lim
n→∞

E[1/p̂n] = 1/E[p̂n].

Therefore as

E[p̂n] =
1

1− exp(−λ)
,

it follows that

lim
n→∞

E[λ̂n] = 1− exp(−λ).
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The Unweighted Averaging estimator for λ converges to 0 as λ → 0, and to 1 as

λ → ∞. This clearly shows the flaw in using period demand estimators as individ-

ual demand parameters. Even if the arrival rate is so high that at least 1 demand

(and typically many more) occurs every period, then the estimated arrival rate can

still not exceed 1, as no distinction can be made between 1 or several demands in

a period. This leads to an underestimated arrival rate. At the same time, all indi-

vidual demands in a period are wrongly added and considered as a single customer

demand, leading to an overestimated mean demand size. In conclusion, none of

the discussed estimators of the period demand size and inter-arrival times leads to

consistent estimators for the parameters µ and λ of a compound Poisson demand

process.

Table 4.2 quantifies the (approximate) asymptotic bias resulting from using stan-

dard Croston’s method (‘CROST’), the corrected version by Syntetos et al. (2015b)

(‘SBL’), or the Unweighted Averaging method (‘UA’), for several parameter choices.

Furthermore, we report the fill rate that would be achieved for Poisson-exponential

and Poisson-geometric demand, under the true demand parameters, when the base

stock order level is set to the minimum order level that achieves the target fill rate of

95% under the asymptotic values of the estimated parameters. We use a lead time of

2 periods. These settings are arbitrary but other settings lead to the same insights.

Note from Table 4.2 that none of the results depend on µ, except for the achieved

fill rates under the geometric compounding distribution. The reason is that for dis-

Table 4.2: Asymptotic biases and achieved fill rates when using period Size-Interval methods for com-
pound Poisson parameter estimation (target fill rate 95%, lead time L = 2)

Achieved fill rates (compounding distr.)
True parameters Asymptotic bias (Exponential) (Geometric)
λ µ α2 λ CROST λ SBL λ UA µ Standard SBL UA Standard SBL UA

1/16 2 0.1 +1.7% -3.6% -3.1% +3.2% 95.5% 95.4% 95.4% 97.2% 97.2% 97.2%
1/16 2 0.5 +27.3% -4.5% -3.1% +3.2% 95.8% 95.4% 95.4% 97.2% 97.2% 97.2%
1/16 5 0.1 +1.7% -3.6% -3.1% +3.2% 95.5% 95.4% 95.4% 95.7% 95.7% 95.7%
1/16 5 0.5 +27.3% -4.5% -3.1% +3.2% 95.8% 95.4% 95.4% 96.5% 95.7% 95.7%
1/4 2 0.1 -7.9% -12.5% -11.5% +13.0% 96.5% 96.3% 96.3% 97.0% 97.0% 97.0%
1/4 2 0.5 +11.4% -16.4% -11.5% +13.0% 97.1% 96.1% 96.3% 98.2% 97.0% 97.0%
1/4 5 0.1 -7.9% -12.5% -11.5% +13.0% 96.5% 96.3% 96.3% 97.0% 96.4% 97.0%
1/4 5 0.5 +11.4% -16.4% -11.5% +13.0% 97.1% 96.1% 96.3% 97.5% 96.4% 97.0%

1 2 0.1 -35.6% -38.8% -36.8% +58.2% 98.6% 98.4% 98.5% 99.3% 99.0% 99.3%
1 2 0.5 -29.0% -46.8% -36.8% +58.2% 98.9% 97.8% 98.5% 99.3% 98.5% 99.3%
1 5 0.1 -35.6% -38.8% -36.8% +58.2% 98.6% 98.4% 98.5% 98.8% 98.6% 98.8%
1 5 0.5 -29.0% -46.8% -36.8% +58.2% 98.9% 97.8% 98.5% 99.1% 98.2% 98.8%
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crete demand distributions, fill rates cannot be achieved exactly, and the jumps in

the achieved fill rate depend on all demand parameters. Other than that, µ is only

a scaling parameter of the asymptotic biases and the corresponding fill rates. Ob-

viously, α2 only affects the results of both Croston variants. Another observation is

that for low arrival rates and/or high smoothing parameter values, Croston’s inver-

sion bias results in an overall overestimation of λ. After the correction by Syntetos

et al. (2015b), for all parameter settings an asymptotic underestimation is achieved.

The Unweighted Averaging method gives the expected result of uniformly underes-

timating λ. Its performance falls in-between those of the original Croston’s method

and the corrected variant. The average demand size µ is always overestimated for all

methods. All (absolute) percentage asymptotic biases are increasing in λ. Whereas

for higher values of α2 negative biases for λ are reduced and positive biases are en-

larged, the correction has such a counteracting effect that the biases of the SBL arrival

rate estimates are also increasing in α2.

Interestingly, all fill rates are asymptotically too high, irrespective of whether λ

is over- or underestimated. This is because the fill rate calculation depends more

heavily on µ, as we will further discuss in Section 4.5.2. The achieved fill rates are

increasing in λ, and for λ = 1, which is not an unrealistically high value, they are

over 97.8% for all compounding distributions. This implies that the inventory lev-

els and associated costs are dramatically too high. The conclusion of this section

is that mis-applying period Size-Interval methods to estimate compound Poisson

demand parameters leads to severely overestimated average demand sizes, signifi-

cantly overshot fill rates and correspondingly excessive inventory costs.

4.4 Consistent estimators

Having discussed the mis-application of period forecasting methods for obtaining

compound Poisson demand parameters, we move to consistent estimation methods.

We revisit the compound Poisson demand model introduced in the previous section

and discuss the standard MM estimator (from the inventory control literature), the

ML estimator, and our proposed estimator.
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4.4.1 The standard method-of-moments estimator

Standard MM estimators equate the mean and variance of the (compound Poisson)

demand distribution to their corresponding sample equivalents, and solve the re-

sulting equations for the unknown parameters. For the geometric compounding

distribution this is described by Ward (1978) and Axsäter (2015), and for the expo-

nential compounding distribution by Öztürk (1981). Denote the sample mean of

the observations xt by x̄, and their sample variance by s2. Then for the geometric

compounding distribution we find

λ̂ =
2x̄2

x̄+ s2
and µ̂ =

x̄+ s2

2x̄
,

and for the exponential compounding distribution we find

λ̂ =
2x̄2

s2
and µ̂ =

s2

2x̄
.

These estimators are by definition consistent, but may still have severe finite-sample

biases and variances. The use of the sample variance makes these estimators sensi-

tive to outliers and leads to slow convergence, as our numerical results will confirm.

4.4.2 The maximum likelihood estimator

The ML estimator for the two demand parameters can be obtained by maximizing

the log-likelihood function with respect to these parameters. For both demand dis-

tributions that we study, the ML estimator does not exist in closed form, and has

to be found by a numerical search procedure. Given the sample x1, ..., xn of period

demand observations, the log-likelihood is defined as

L(λ, µ|x1, ..., xn) =

n∑
t=1

log(f(xt|λ, µ)),

where f(·|λ, µ) denotes the probability mass function (for the geometric compound-

ing distribution) or the probability density function (for the exponential compound-

ing distribution) given λ and µ.

The probability mass function of the Poisson-geometric distribution is given by
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(Balakrishnan et al., 2017)

fPG(x) = exp(−λ)

x∑
i=0

1

i!

(
x− 1

i− 1

)
(λ/µ)i

(
1− 1

µ

)x−i
,

and the probability density function of the Poisson-exponential distribution is given

by (Öztürk, 1981)

fPE(x) = exp(−λ− x/µ)

∞∑
i=0

(
(λ/µ)ixi−1

i!(i− 1)!

)
,

for x > 0, whereas this distribution has a positive probability mass of exp(−λ) at

x = 0.

Since the probability mass function and probability density function already con-

tain finite and infinite summations, and the log-likelihood (which is again a sum-

mation of these functions over the sample size) is to be optimized by a search proce-

dure, it is evident that ML is the most cumbersome and computationally demanding.

However, ML is guaranteed to provide a consistent estimator that asymptotically has

the lowest variance, although it offers no guarantee for good performance in finite

samples.

4.4.3 The proposed method

We propose an alternative MM estimator and choose its moments such that the in-

tuition of the Size-Interval forecasting literature - explicitly separating estimation of

the customer arrival rate and the average demand size - is employed. Denote by

N0 the (stochastic) number of periods in the sample of size n in which no demand

occurred. The corresponding realization of that number of periods is denoted by n0.

The occurrence of no demand in a period is Bernoulli distributed with probability

exp(−λ), and therefore the number of periods without demand out of n periods in

total follows a binomial distribution with parameters n and exp(−λ). Therefore

E[N0] = n exp(−λ).
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We equate this sample moment to its expectation to find an estimator for the arrival

rate as follows:

n exp(−λ̂) = n0,

leading to

λ̂ = − ln(n0/n).

Using λ̂ and the expected total period demand λµ, we solve for the mean demand

size:

λ̂µ̂ = x̄,

leading to

µ̂ = − x̄

ln(n0/n)
.

It is evident that to calculate these estimates, one only needs to obtain the fraction

of periods without demand and the overall mean demand during all periods. Fur-

thermore, whereas the standard MM estimator and the ML estimator have to be de-

rived specifically for every compounding distribution, this new method is generally

applicable to any compounding distribution with one parameter. If the compound-

ing distribution contains several parameters, then one can simply add a moment

equation for the variance of total demand per period, or if necessary for higher mo-

ments. Irrespective of the number of parameters to be estimated, the explicit use

of the fraction of periods without demand to estimate the arrival rate always im-

plies that the highest order of moments used by this method is one less than for the

standard MM approach.

The simple structure of the arrival rate estimator allows the use of Taylor’s theo-

rem to approximate its finite-sample bias. Since N0 is binomially distributed with

parameters n and exp(−λ), we have that E[N0/n] = exp(−λ) and Var[N0/n] =
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exp(−λ)(1− exp(−λ))/n. Using a second-order Taylor expansion, we find

E
[
λ̂
]
≈ λ+

exp(λ)− 1

2n
,

Var
[
λ̂
]
≈ exp(λ)− 1

n
.

It is evident that as λ → 0, both the bias and the variance tend to 0, whereas as λ

increases, both increase exponentially. This indicates that the best performance of

this estimator is achieved for relatively low arrival rates, i.e. for intermittent de-

mand patterns. When the sample size goes to infinity, the bias and variance go to

0, as expected. The correlations of the different sample moments such as the aver-

age, variance, and number of periods without demand make it impossible to derive

simple, closed-form approximations in a similar fashion for the other estimators, but

the numerical study in the next section will aid the comparison of the finite-sample

performance of all estimators.

Two scenarios for the observed sample of historical demands deserve special at-

tention. The first is the case where no demands have occurred at all, so that only

periods without demand are observed. In practice one will not fit any demand dis-

tribution if this is the case, but in (our) numerical experiments with many repetitions

it does occasionally occur. All methods are then undefined and to enable a fair com-

parison, we set in this case the estimated arrival rate to 0 for all methods and do not

define an estimate for the demand size. The other extreme scenario is that where

no periods have occurred without demand. Again, the practical relevance of this

case is rather minor as a compound Poisson process is typically used to describe

slow-moving demand, and so one would expect some degree of intermittency in the

observed period demands. However, to cope with this unlikely event, we set the

new method equal to the standard MM estimator if it does happen in our numer-

ical investigation. The same approach can be used in software implementation: if

all observations are non-zero, then use standard MM estimator; else, use new MM

estimator
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4.5 Numerical study: comparing consistent estimators

To analyze the performance of the different estimators that were discussed in the

previous section, we perform a numerical study. For both the geometric and expo-

nential compounding distribution, for various choices of the arrival rate λ and the

average demand size µ, and for sample sizes n = 4, 5, ..., 200, each time we draw

1,000,000 times a period demand history from the corresponding compound Pois-

son distribution. So each draw consists of n period demands, each of which may

be zero or positive. For each draw, we calculate the parameter estimates for λ and

µ using (i) the standard MM estimator, (ii) the ML estimator, and (iii) the proposed

alternative MM estimator. We present per parameter combination, per sample size,

and per estimator, the average of all obtained estimates. In the next subsection we

compare the estimation accuracy of the different estimators. In Section 4.5.2 we dis-

cuss the implications for inventory control. Specifically, we compare the achieved

fill rates in a base stock inventory model.

4.5.1 Estimation accuracy

We present the averages of the demand parameter estimates for λ = 1/16, 1/4 and

1. For λ = 1/16 we initially discuss the scenarios µ = 2 and µ = 5, but thereafter

we restrict attention to µ = 5, as the results are very similar. The setting λ = 1/16

corresponds to a demand occurring on average once every 15 periods, whereas λ = 1

corresponds to approximately 1 out of 3 periods without demand. These values

cover a wide range of intermittent demand patterns similar to those classified in

the empirical literature (Syntetos et al., 2012, 2013; Lengu et al., 2014; Turrini and

Meissner, 2019). As the results differ only marginally between the geometric and

exponential compounding distribution, we focus here on the former, and select one

scenario to compare the results with those under the latter.

Figure 4.1 shows the results for λ = 1/16. This scenario corresponds to a 94%

probability of having no demand in a period. All methods yield consistent estimates

for both parameters, but show large differences in convergence speeds. Especially

the standard MM estimator converges slowly. For µ = 2 and n = 200, its arrival rate

estimate is still 5% too high, whereas its demand mean estimate is 4% too low. For

µ = 5 these relative errors are even larger (9% and 6%, respectively). The proposed
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(a) Estimated arrival rate for µ = 2
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(b) Estimated demand mean for µ = 2
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(c) Estimated arrival rate for µ = 5
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(d) Estimated demand mean for µ = 5

Figure 4.1: Averages of demand parameter estimates. Geometric compounding distribution, true value
λ = 1/16
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method and the ML estimator perform almost identically, and are considerably more

accurate than standard MM. For µ = 2 and n ≥ 50 the difference with the true param-

eters is below 1%, and also for smaller sample sizes these two methods differ only

slightly. For µ = 5 and n = 25, both are approximately 17 times more accurate than

standard MM in estimating the arrival rate, and 30 times in estimating the demand

mean. Interestingly, whereas for µ = 2 the ML estimator performs slightly better

than the proposed estimator, their performance is practically identical for µ = 5. We

therefore conclude that the proposed estimator is considerably more accurate than

the standard MM estimator. The proposed method’s performance is comparable to

that of the ML estimator, which is considerably more complex to apply.

Next we discuss the results for λ = 1/4 and µ = 5 (see Figure 4.2). This sce-

nario corresponds to a 78% probability of having no demand in a period. We first

discuss the results for the geometric compounding distribution, and then compare

them with those for an exponential compounding distribution. We again observe

that the standard MM estimator converges slowest, and still shows a significant de-

viation from the true value for n = 200 (3.3% for λ and 1.6% for µ). The proposed

method and the ML estimator are again the most accurate and perform almost iden-

tically. The arrival rate estimates of ML and the proposed method converge more

slowly than their demand mean estimates. It is worthwhile to notice that the estima-

tion accuracy of the three estimators for µ increases more quickly in the true value

of the arrival rate than those for λ, whereas the estimation accuracy for µ is already

higher than that for λ. This will also affect the inventory control performance, as we

will see in Section 4.5.2. For samples of at least 75 observations, they are both within

0.1% of the true demand mean in this scenario, whereas the arrival rate still shows a

0.3% error for n = 200. In this case the proposed estimator actually (slightly) outper-

forms ML. This is an interesting observation of the fact that whereas ML has asymp-

totically the lowest variance, no guarantees can be given about its performance in

finite samples. The results for the exponential distribution are very similar, with the

main difference being that the standard MM estimator performs worse in this case

(a bias of 4.5% for λ and 2% for µ, for n = 200). In conclusion, whereas the standard

MM estimator converges more quickly here than in the previous scenario, it is still

outperformed considerably by the proposed estimator and ML.

In Figure 4.3, the arrival rate is increased to 1, corresponding to a probability
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(a) Geometric distribution, estimated arrival rate
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(b) Geometric distribution, estimated demand mean
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(c) Exponential distribution, estimated arrival rate
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(d) Exponential distribution, estimated demand mean

Figure 4.2: Averages of demand parameter estimates. True values λ = 1/4 and µ = 5
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(b) Estimated demand mean

Figure 4.3: Averages of demand parameter estimates. Geometric compounding distribution, true val-
ues λ = 1 and µ = 5

of 37% that a period has zero demand. The standard MM estimator still performs

worst (with an error of 1.5% in λ and 0.4% in µ for n = 200), but the gap with the

proposed estimator and ML is smaller than for lower arrival rates. The proposed

method again outperforms ML, now by a larger margin. Also in this scenario it is

confirmed that when the arrival rate increases, the accuracy of the estimated demand

mean increases more quickly than that of the estimated arrival rate.

We conclude that, especially for relatively low values of λ, the standard MM esti-

mator performs very poorly, even for large sample sizes. The new estimator shows

fast convergence in all these scenarios, either comparable to or slightly better than

the ML estimator. We remark that if λ is larger than approximately 2 (correspond-

ing to a 14% chance of observing a period without demand), then the standard MM

estimator has a slight performance advantage over both ML and the proposed esti-

mator. This can be explained by the fact that in such cases the specific moment that

the proposed method utilizes for estimating λ (the fraction of periods without de-

mand) becomes very small. Arguably, such scenarios are less relevant in practice, as

compound Poisson distributions are most popular for intermittent demand patterns.
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4.5.2 Inventory control

For the base stock inventory model that we described in Section 4.3.2, we study the

service effects when demand parameters are obtained according to the 3 methods

discussed in Section 4.4. We use a target fill rate of 95%. Based on the average es-

timates for the various methods, for a certain scenario and sample size, we search

for the smallest order level S that achieves at least the target fill rate. We report the

fill rates that are achieved by these order levels under the true demand parameters.

Please note that the achieved fill rate increases monotonically with the order level

and thus with the inventory holding costs. Contrary to the previous subsection, we

limit our discussion here to the exponential compounding distribution to simplify

interpretation of the results, as the target fill rate can be achieved exactly for a con-

tinuous demand distribution but not for a discrete one.

Figure 4.4a shows the results for λ = 1/16, µ = 5, and L = 2. Consistently with

the results of the previous subsection, the MM and ML estimators all lead to fill

rates that converge to the target. The proposed estimator and the ML estimator per-

form almost identically (in accordance with the results of the previous subsection)

and converge much more quickly than the standard MM estimator. The order level

(and achieved fill rate) that is set in a given scenario by any of the three methods is

driven by the (slight) overestimation of λ (leading to overshooting the order level

and fill rate) and the underestimation of µ (leading to an undershoot). In this sce-

nario the underestimation of µ dominates for all three methods, leading to fill rates

that converge to their targets from below. Although the overestimation of λ is more

severe, this parameter only affects the inventory level distribution (via the lead time

demand), whereas µ affects also the distribution of a single customer’s demand size,

which are both needed for the fill rate computation. Whereas the proposed method

and ML are already at the 95% fill rate target for a sample of 50 observations, stan-

dard MM only attains 93.8% even for n = 200.

An interesting phenomenon occurs when λ = 1/4 (see Figure 4.4b). In this case,

the overestimation of λ and underestimation of µ by the proposed method and ML

almost cancel each other out at the order level calculation, leading to a realized fill

rate very close to its target over the entire range of sample sizes. Standard MM still

leads to fill rates that are approaching their optima from below, and although this
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(a) True values λ = 1/16, µ = 5, and L = 2
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(b) True values λ = 1/4, µ = 5, and L = 2

0 50 100 150 200

0.
95

0.
96

0.
97

0.
98

0.
99

1.
00

Number of periods

A
ch

ie
ve

d 
fil

l r
at

e

●

●
● ● ● ● ● ● ● ● ● ● ●

●

Target
Standard method of moments
Maximum Likelihood
Proposed method

(c) True values λ = 1, µ = 5, and L = 2
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(d) True values λ = 1/4, µ = 5, and L = 8

Figure 4.4: Achieved fill rates for an exponential compounding distribution with target fill rate 95%
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method is also more accurate now, it nevertheless converges more slowly than the

proposed method and ML.

In Figure 4.4c the arrival rate is increased to 1. All methods now lead to fill rate

overshoots rather than undershoots, indicating that the overestimation of λ domi-

nates the fill rate effects. Standard MM still performs worst and ML performs best,

but only marginally better than the proposed method. This is an interesting result,

as in terms of estimation accuracy ML was actually outperformed by the proposed

method. The explanation is also here that the estimation errors in λ and µ coun-

teract each other in the order level calculation. The differences between the three

approaches are diminishing.

In the last scenario that we discuss, λ is reset to 1/4, but the lead time is quadru-

pled to 8 periods. Figure 4.4d shows the results. Comparing this scenario with that

where λ = 1/4 and L = 2, we observe that standard MM actually performs better

under a longer lead time. This can be explained by the fact that for this param-

eter setting the underestimation of µ dominates the overestimation of λ, implying

that if by extending the lead time more weight is given to the estimation error in λ,

then the overall negative effect on the fill rate is counteracted. For ML and the pro-

posed method this is not the case, as for the majority of the studied sample sizes the

achieved fill rate was already (slightly) above the target fill rate.

Summarizing the results of all scenarios, we find that the standard MM estima-

tors as applied in the inventory control literature show poor estimation accuracy and

slow convergence, especially for low values of the arrival rate, i.e. for highly inter-

mittent demand patterns with relatively many periods without demand. ML and the

proposed method yield more accurate estimates, and therefore lead to fill rates that

are closer to their targets. Whereas they are similar in convergence speed, the pro-

posed estimator has the advantage that it is available in a simple, closed form. The

effect of a method’s estimation inaccuracy on the achieved fill rate depends mainly

on the proportions of its estimation error in the arrival rate and the mean demand

size. For low arrival rates, the proposed method, ML, and standard MM all converge

to the optimal fill rate from below, whereas for higher arrival rates this pattern shifts

to a convergence from above. In conclusion, as long as the demand pattern shows at

least some intermittency, the proposed estimator outperforms standard MM, which
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is the norm in the inventory control literature. We end this section by remarking

that although some particular results (such as the way in which calculations depend

on µ and λ) are specific to the fill rate service measure, experiments with different

service measures have shown a similar connection between estimation accuracy and

achieved service.

4.6 Conclusion

Inventory models using a compound Poisson demand process cannot be applied

unless estimates of the demand parameters have been obtained. The focus of the

demand forecasting literature is not on obtaining such estimates or on perform-

ing inventory control, but on forecasting period or lead time demand. Period de-

mand forecasts cannot be directly transformed into compound Poisson parameter

estimates, even if the forecasting procedure explicitly yields separate estimates for

the time between periods with positive demands and the average (period) demand

size, as Size-Interval methods do. Mis-using these to obtain demand parameters,

as several leading commercial software packages do, leads - also asymptotically -

to severely biased estimates, overshot fill rates, and therefore excessive inventories

and associated costs. It is important to observe that this flaw is not specific to Size-

Interval methods, but occurs if any period forecasting procedure is used to estimate

individual customer demand parameters. That is, the same inconsistency will occur

for example if instead of the demand interval, the probability of a positive period

demand is estimated.

The inventory control literature provides, apart from sparse mentions of stan-

dard MM estimators, hardly any guidance on obtaining demand parameters from

period demand data, although companies typically store historical demand obser-

vations per period and software packages also use period demand as input for their

forecasts. We have addressed this lack of connection between the forecasting and

inventory control literature, and proposed an alternative estimator that takes a sam-

ple of period demands as input and uses them to estimate the parameters of the

compound Poisson process. The estimator uses the method-of-moments principle,

but with a non-standard choice of moments that reflects the intermittent nature of

the demand. The fraction of periods without demand is exploited to calculate the
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customer arrival rate, and this estimate together with the overall average of period

demand is used to obtain the mean of an individual demand size. This reflects the

intuition of Size-Interval methods in the sense that arrival rate and demand mean

are estimated separately.

Our results show that the proposed estimator outperforms the standard MM es-

timator in terms of convergence speed, and its deviation from the true value of both

parameters is smaller over the entire range of sample sizes considered. Furthermore,

the proposed estimator performs very similarly to the ML estimator, which does not

exist in closed form and has to be found by a numerical search. In some scenarios

the proposed estimator even slightly outperforms ML. Using the standard MM es-

timator can more than double the fraction of demand that cannot be serviced. The

results furthermore show that for the proposed method, the estimation errors of the

arrival rate and mean demand size are for low arrival rates in such proportions that

the target fill rate is approached from below, whereas for medium and high arrival

rates it is approached from above. For an arrival rate of 1/4 (corresponding to on

average 1 positive demand every 5 periods), both errors almost cancel each other

out, leading to achieving very close to the target fill rate for all sample sizes.

A theoretically appealing alternative solution to the studied parameter estima-

tion problem would be to estimate the parameters directly from transactional data

(individual demand sizes and times between demands), leading also to unbiased pa-

rameter estimates. However, in practice companies typically do not store data at the

individual transaction level, because of cost considerations, tractability, and because

current demand forecasting and inventory control software packages work with pe-

riod demands instead. Furthermore, in the demand forecasting literature, temporal

aggregation of demand observations is actually recommended. That this is undesir-

able from an inventory control perspective is not touched upon in that stream of lit-

erature. The presented approach can directly be implemented into current software

packages, and minimizes the efficiency loss due to periodic data storage compared

to the mentioned alternative estimators. It is nevertheless worthwhile to perform an

evaluation in which the efficiency of demand parameter estimation and its effect on

customer service based on transactional data is compared with the current practice

of estimating based on period demand data.
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This research could be expanded by studying our proposed method for different

compounding distributions, also with multiple parameters. Our estimator will use

higher sample moments in such cases, but the highest moment used by our method

will always be one less than that of the standard MM estimator. Important empirical

research avenues are to compare the new estimator and other methods on real life

data sets, and to study the effect of bucketing the demand observations into differ-

ent period lengths, leading to demand patterns with higher and lower degrees of

intermittency, validating the above-described relationship between the arrival rate

and achieved fill rate. Finally, an overall connection is lacking in the broader sense

between the forecasting literature on the one hand, and the inventory control litera-

ture on the other hand. For example, the quality of a certain forecasting method is

typically assessed via loss measures such as the Mean Square Error or Mean Abso-

lute Deviation, whereas from an inventory control perspective the resulting cost or

service level is important. A study comparing different forecasting methods from

this perspective may lead to insights that are different from those currently known

in the forecasting literature.



CHAPTER 5

Periodic review and continuous

ordering

Abstract. Many inventory control studies consider either continuous review & continuous

ordering, or periodic review & periodic ordering. Mixtures of the two are hardly ever stud-

ied. However, the model with periodic review and continuous ordering is highly relevant in

practice, as information on the actual inventory level is not always up to date while making

ordering decisions. This paper will therefore treat this model. Assuming zero fixed ordering

costs, and allowing for a non-negative lead time and a general demand process, we first con-

sider a one-period decision problem without salvage cost for inventory remaining at the end

of the period. In this setting we derive a base-line optimal order path, described by a simple

newsvendor solution with safety stocks increasing towards the end of a review period. We

then show that for the general, multi-period problem, the optimal policy in a period is to first

arrive at this path by not ordering until the excess buffer stock from the previous review pe-

riod is depleted, then follow the path by continuous ordering, and stop ordering towards the

end to limit excess stocks for the next review period. An important managerial insight is that,

typically, no order should be placed at a review moment, although this may seem intuitive

and is also the standard assumption in periodic review models. We illustrate that adhering

to the optimal ordering path instead can lead to cost reductions of 30% to 60% compared to

pure periodic ordering.

This chapter is based on Prak et al. (2015): Prak, D.R.J., R.H. Teunter, J. Riezebos. 2015. Periodic review
and continuous ordering. European Journal of Operational Research 242(3) 820–827.
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5.1 Introduction

In the inventory control literature, the focus is often on two extreme cases: either pe-

riodic stock review and periodic ordering at that same review point, or continuous

stock review and continuous order possibilities. See e.g. Axsäter (2015) and Silver

et al. (2017) for discussions of such models. Mixtures of both extremes are hardly

ever studied. For continuous review and periodic ordering this is not surprising,

since in a single-item setting the optimal policy will be equal to the pure periodic

review solution with review periods equal to the time in-between ordering points.

Therefore, the sole contributions to the literature in this setting consider multi-item

models. Some work has also been done on the situation of continuous review and

periodic ordering, in the specific case where multiple products are jointly replen-

ished from the same supplier to achieve cost savings. Some of the first, concrete

steps here were made by Goyal (1974), who introduced an algorithm to find the op-

timal solution for this problem. Since then a number of others have also studied this

so-called ‘Joint Replenishment Problem’. Recently, Roushdy et al. (2011) proposed

an iterative method for a specific review structure and Zhang et al. (2012) studied

this problem under correlated demands.

Interestingly and perhaps surprisingly, the other mixture, periodic review and

continuous ordering, has never been studied to the best of our knowledge, at least

not with ‘truly’ continuous ordering. There have been a number of contributions

where orders are allowed at a number of predefined times during a period. Two

decades ago, Flynn and Garstka (1990) already formulated a model and according

policies where orders are allowed to be placed at the start of sub-periods of equal

length during a review period. Chiang (2001) proposes order splitting in a periodic

review framework. That is, at the start of a period an order is placed, and this order

arrives in batches with fixed inter-arrival times in the current period. This method

provides a holding cost advantage, which is shown by minimizing costs under a

service level constraint.

However, as mentioned before, none of the previous periodic review studies con-

siders continuous ordering, i.e. potential ordering at any point in time, as we will

do in this study. This will allow us to obtain new structural results and insights into
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periodic review inventory systems. Moreover, whereas models with a finite number

of ordering opportunities typically have to be solved using time-consuming numer-

ical techniques such as dynamic programming, our continuous formulation leads to

simple newsvendor equations that determine the optimal ordering strategy during

a review period. Interestingly, this strategy is also of a quite different nature than

those proposed and studied before: it typically does not order at review moments.

As we are the first to explore this problem, we will assume a negligible fixed

ordering cost. This allows us to study the maximum benefit of continuous over

periodic ordering, and also to obtain insightful analytical results. We do so under

quite general conditions of a non-negative lead time and a general demand process.

Although the main focus will be on continuous processes, we will also discuss the

equivalent analysis for discrete demand distributions.

In line with previous periodic review studies (including those discussed above),

we assume that no (partial) inventory updates are done between reviews. Obviously,

this is relevant for situations where substantial effort is required to receive such up-

dates. Despite the current technological improvements that facilitate and automate

stock counting, the assumption that inventories can be completely checked on a con-

tinuous base is often unrealistic. Raman et al. (2001) found evidence of inventory

counting inaccuracy and product misplacement, Yano and Lee (1995) studied prod-

uct quality issues, Nahmias (1982) analyzed spoilage due to product perishability,

and Fleisch and Tellkamp (2005) performed a simulation study in which it was found

that theft has severe consequences for the optimality of inventory policies that ignore

resulting inaccuracies. Nevertheless, it is still worthwhile for future research to ana-

lyze whether partial information can be used to further lower costs, compared to not

using that information at all, as is assumed in our initial exploration and more gen-

erally in the periodic review literature. We will return to this issue in the concluding

section.

So, in our model, orders can be placed continuously and the quantity of interest is

the order-up-to level for the inventory position at each time instant. We will derive

the optimal policy in two phases. In the first phase, we assume that there is only one

period and there is no salvage cost for inventory remaining at the end of the period.

Any remaining inventory can be discarded free of charge. Given this simplifying
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assumption we formulate the total cost function and minimize it with respect to the

order-up-to level at each time instant. The resulting policy will serve as the base-

line for phase 2, where we consider the more realistic case with multiple periods in

which remaining stock from any period remains present in the next period. We show

that the optimal policy during a review period is to (i) not order until excess buffer

stock remaining from the previous period is depleted, (ii) then apply continuous

ordering following the base-line path for some time, but (iii) stop towards the end of

the period in order to limit the excess buffer for the upcoming period.

The remainder of this paper is structured as follows. In Section 5.2 we derive

the one-period base-line policy, and thereafter in Section 5.3 we adjust this policy to

the general multi-period setting. In Section 5.4 we provide numerical examples and

compare the policy to the periodic review, periodic ordering system, and in Section

5.5 we summarize our findings, discuss insights, and give concluding remarks.

5.2 The one-period problem: base-line model

Consider a single review period of length T > 0, for which at time 0 a stock level

of 0 is observed. Stock information is updated only once per review period, at the

start. However, non-negative orders can be placed at any time t ∈ [0, T ) and arrive

after lead time L ≥ 0. Demand Dr over a period of length r follows a distribution

characterized by the continuous cdf FDr and corresponding pdf fDr . Holding costs

per unit per time unit are h > 0 and shortage costs per unit per time unit are p ≥ h.

Fixed ordering costs are 0, and we can freely dispose of remaining inventory. Please

note that since information on demand (including theft, misplacement, etc.) is not

made available between reviews, demand during a review period is not subtracted

from the inventory position. That is, the inventory position at any time during a

review period is defined as the starting inventory position plus all orders placed

since the start of the current review period.

Any inventory strategy is characterized by the order-up-to levelOt (0 ≤ t < T ) at

any time t during a review period. Note that since demands during a review period

are not subtracted from the inventory position, only strategies with non-decreasing

order-up-to levels need to be considered. The aim is to find the values for Ot that

minimize the expected cost per period. An expression for that cost is obtained based
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on the following observation that holds for any t ∈ [0, T ): the inventory level at

time t + L is equal to the inventory position at time t minus the demand in interval

(0, t+L). Please note that we need to subtract demands in the interval (0, t+L) and

not only in the interval (t, t+ L), different from the standard analysis of continuous

review inventory systems (see e.g. Axsäter (2015), p. 90), since our definition of the

inventory position at time t does not subtract the unknown demand in period (0, t).

This problem is a one-period problem in the sense that effects on inventory posi-

tions after time T (or inventory levels after time T + L) are not taken into account.

We seek for an optimal order-up-to level for any point in time in the interval [0, T ),

so that total expected costs due to inventory levels in the interval [L, T +L) are min-

imized. Any inventory that remains after time T + L does not incur extra costs.

Despite the restriction of the decision horizon to [0, T ), demand Dr is still defined

for r > T , as is required in this model.

So, the total expected cost per cycle is

TC =

T∫
0

[
hE(Ot −Dt+L)+ + pE(Ot −Dt+L)−

]
dt,

where (x)+ = max{0, x} and (x)− = max{0,−x}. Obviously, no solution for the

whole period can be better than applying the optimal solution at any point during

the period. Next, we therefore derive the optimal solution for a specific point in time

during the period, after which we show that the point-for-point optimal solution

indeed determines a feasible solution for the whole period as well.

For a specific value of t, the best value of Ot is the one that minimizes

min
Ot

{
hE(Ot −Dt+L)+ + pE(Ot −Dt+L)−

}
. (5.1)
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Using integration by parts, we easily get

E(Ot −Dt+L)+ =

Ot∫
−∞

(Ot − x)dFDt+L(x) =

Ot∫
−∞

OtdFDt+L(x)−
Ot∫
−∞

xdFDt+L(x)

= OtFDt+L(Ot)−OtFDt+L(Ot) +

Ot∫
−∞

FDt+L(x)dx

=

Ot∫
−∞

FDt+L(x)dx,

and similarly

E(Ot −Dt+L)− =

∞∫
Ot

[
1− FDt+L(x)

]
dx.

It follows that the first order condition for (5.1) is

hFDt+L(Ot)− p
[
1− FDt+L(Ot)

]
= 0.

As

d2TC

dO2
t

= (p+ h)fDt+L(Ot) > 0,

TC is convex, and hence the found solution is indeed a minimum. So, the optimal

order-up-to level Õt for a specific time t ∈ [0, T ), must satisfy

FDt+L(Õt) =
p

p+ h
,

or

Õt = F−1
Dt+L

(
p

p+ h

)
. (5.2)

Please note that Õt is non-decreasing in t for any non-negative demand process

Dt+L. This implies that it is indeed feasible to achieve order-up-to level Õt dur-
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ing the whole review period (t ∈ [0, T )). Therefore, applying (5.2) for all t ∈ [0, T )

minimizes the expected cost over the whole review period.

A common assumption in both theory and practice is that demand over some

time interval follows a normal distribution. If we indeed assume, as an example, a

stationary normal demand process with mean µ and standard deviation σ per time

unit, i.e. Dr ∼ N(µr, σ2r), then (5.2) gives

Õt = µ(t+ L) + Φ−1

(
p

p+ h

)
σ
√
t+ L, (5.3)

where Φ is the well-tabulated standard normal distribution function.

We remark that the order-up-to levels in (5.3) may not always be non-decreasing

over time for the (unrealistic) case that the holding cost rate is much smaller than

the backorder cost rate, and the coefficient of variation σ/µ is large. However, rather

than providing an interesting special case, this is an indication that the normal dis-

tribution is unsuitable for estimating small quantiles of highly variable demand pro-

cesses (due to the significant probability of demand being negative). Nevertheless,

assuming normal demand has shown to be suitable for many real-life situations, and

we will also use it in our numerical investigation in Section 5.4.

Note from (5.3) that the existence of a positive lead time does not affect the nature

of the problem. A larger lead time only implies that orders need to be placed earlier

and that, correspondingly, a larger safety stock is needed at any time during a review

period. Figure 5.1 illustrates the base-line path for the case with Dr ∼ N(10r, 4r)

(µ = 10, σ = 2), backorder costs p = 10, holding costs h = 1, lead time L = 0, and

the review period normalized to unity. The figure shows how the order-up-to level

increases at a (slightly) diminishing rate over time, as a combined effect in (5.3) of a

linear increase in mean demand and a non-linear increase in variance over a period

of length t+ L.

We can equivalently study the case where demand follows a discrete distribution.
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Now fDr is a probability mass function rather than a density function. We find

TC = h
∑
x≤Ot

(Ot − x)fDt+L(x) + p
∑
x≥Ot

(x−Ot)fDt+L(x).

The first-difference function is

∆TC = h
∑
x≤Ot

fDt+L(x)− p
∑
x>Ot

fDt+L(x).

It follows that ∆TC is strictly increasing and that the unique minimum of TC is

achieved at the smallest value Ot for which

h
∑
x≤Ot

fDt+L(x) ≥ p
∑
x>Ot

fDt+L(x),

which defines the optimal policy Õt and shows convexity of TC.
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Figure 5.1: Illustration of the base-line policy for normally distributed demand with mean µ = 10 and
standard deviation σ = 2 per time unit (h = 1, p = 10, L = 0)

5.3 The multi-period problem: general optimal policy

Consider the same set-up as in the previous section, but now under the more realistic

assumption that there are multiple review periods and all inventory remaining at the
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end of a review period is carried over to the next review period. Any strategy has a

maximum order-up-to level OT . Since the base-line policy derived in the previous

section (which is optimal in the one-period problem) does not take into account the

extra expected holding costs that are incurred due to the remaining stock that will

be carried over to the next period, the optimal value of OT may be smaller than

ÕT . This can clearly only be achieved by deviating from the base-line path by not

ordering-up-to more than a certain value S̄. Indeed, note that the order-up-to levels

in a review period [0, T ) determine the costs in ‘cycle’ [L, T+L), but these order-up-to

levels only affect costs from T+L onward through the maximum order-up-to level S̄.

This maximum order-up-to level namely determines, together with total demand in

the period, the starting stock level for the next period. Given this starting stock level,

and the order-up-to levels in the next period, total costs for the upcoming period are

completely determined. Therefore, we will first derive the optimal policy for a given

level of S̄ in some period (and for some value of the starting stock level S in that

period), and then proceed to determine the unconstrained optimal policy, where the

optimal value for S̄ is determined so that also future costs are incorporated. Since

given S̄ the optimal ordering path is determined, finding the optimal value for S̄ is

the final step in finding the optimal policy.

So, let us first consider the best policy given a maximum order-up-to level S̄ ≤ ÕT
and starting stock level S ≤ S̄, for some period. From the convexity of the cost

function in (5.1) for any t ∈ [0, T ), it follows that costs in the interval [L, T + L) are

minimized by staying as close to the base-line policy as possible at any time during

the period [0, T ). It is easy to see that this is achieved as follows. First of all, order at

the start of a period such that the path Õt is reached as soon as possible. If S ≤ Õ0

this is achieved immediately at time 0 by ordering up to Õ0 at that time. If S > Õ0,

then no orders are placed until the first time that a point a is reached where Õa = S.

This yields the starting inventory position S′ = max{S, Õ0}. Subsequently, orders

at time t must be placed according to Õt until time b where Õb = S̄ and ordering

should be stopped to await the next inventory review.
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So, given S and S̄ such that S ≤ S̄ ≤ ÕT , the optimal policy in a period is to set

Ôt =


S t ∈ [0, a)

Õt t ∈ [a, b)

S̄ t ∈ [b, T ),

(5.4)

where a = min[a|Õa ≥ S′] and b = min[b|Õb ≥ S̄]. An illustration of such a policy

can be found in Figure 5.3 of Section 5.4. Observe that if S ≤ Õ0, then a = 0. The

equations Õa ≥ S′ and Õb ≥ S̄ can generally be solved with equality. An exception

arises e.g. when S′ = 0 and the demand distribution does not support demands

of size 0. Also, if the demand distribution is discrete, then there exists a range of

solutions to these equations. The chosen formulation then ensures that the smallest

(integer) solution is chosen, and thus that the ordering path coincides with the base-

line policy as early as possible. It is obvious from the above analysis (and Figure

5.3) that the optimal level, S̄, at which to stop ordering is independent of the starting

stock level, S. The latter only affects the time it takes to reach the base-line path. This

implies that the optimal policy is stationary in that it applies the same maximum

order-up-to level for each period, independent of the starting stock level.

What remains is to find the optimal value for S̄. From the above discussion, it

follows that the cost of the optimal policy for a period, given an initial inventory

position S, is given by

TC(S, S̄) = h

 a∫
0

E(S−Dt+L)+dt+

b∫
a

E(Õt −Dt+L)+dt+

T∫
b

E(S̄ −Dt+L)+dt


+ p

 a∫
0

E(S−Dt+L)−dt+

b∫
a

E(Õt −Dt+L)−dt+

T∫
b

E(S̄ −Dt+L)−dt

 ,
This total cost function can be rewritten as

TC(S, S̄) = HC(S, S̄) +BC(S, S̄),
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where

HC(S, S̄) = h

 a∫
0

S∫
−∞

FDt+L(x)dxdt+

b∫
a

Õt∫
−∞

FDt+L(x)dxdt


+ h

T∫
b

S̄∫
−∞

FDt+L(x)dxdt,

and

BC(S, S̄) = p

 a∫
0

∞∫
S

[
1− FDt+L(x)

]
dxdt+

b∫
a

∞∫
Õt

[
1− FDt+L(x)

]
dxdt


+ p

T∫
b

∞∫
S̄

[
1− FDt+L(x)

]
dxdt.

Using that: (i) the stock at the end of a period is equal to S̄ minus the demand in that

period, and (ii) one orders up to Õ0 at the start of a period, we get the expected cost

per period as

ETC(S̄) =

∞∫
0

TC
(
S̄ − x, S̄

)
fDT (x)dx

=

S̄−Õ0∫
0

TC
(
S̄ − x, S̄

)
fDT (x)dx+ P(DT > S̄ − Õ0)TC(Õ0, S̄).

By minimizing this expected cost, the optimal value S̄ can be determined numeri-

cally for any demand process. Summarizing, the sequential optimization procedure

is to first determine for any S̄ the optimal path towards this maximum order-up-to

level via (5.4), and thereafter determine given this optimal path that exists for any

S̄, the corresponding costs and the optimal value for S̄. Note that the adaptation

of this analysis to discrete demand distributions is easily achieved by replacing the

inner integrals in HC and BC by summations, similar to the discrete version of the

base-line cost function in Section 5.2.
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5.4 Sensitivity analysis and comparison with pure

periodic review

5.4.1 Numerical examples and sensitivity analysis

The policy derived in the previous section can be applied to any continuous demand

process. In this section, we consider some examples with normally distributed de-

mandDr ∼ N(µr, σ2r), zero lead time, and a review period of unit length. For every

example, the expected total cost function is approached numerically by replacing

the integrals with variable-dependent bounds by their finite sum equivalents of suf-

ficient length.
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Figure 5.2: Base case example: Derivation of the optimal S̄ for normally distributed demand with
mean µ = 10 and standard deviation σ = 2 per time unit (p = 10, h = 1, L = 0)

Figure 5.2 shows the expected cycle costs as a function of S̄ for the earlier consid-

ered case with µ = 10, σ = 2, h = 1, p = 10, and L = 0. As can be seen, the costs

are convex in S̄ and a minimum is achieved at S̄ ≈ 11.44. Recall that the optimal

base-line policy orders up to 12.67. So, the optimal policy is to stop ordering in the

last phase of the review period, after order-up-to level 11.44 is reached. As this level

is still above the mean demand of 10 per period, there typically still is (excess) stock

left at the start of a period, implying an initial phase of the review period without or-
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(a) Order path
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(b) Expected stock path

Figure 5.3: Base case example: order path and expected stock path for normally distributed demand
with mean µ = 10 and standard deviation σ = 2 per time unit (p = 10, h = 1, L = 0), observed
S = 1.44 and corresponding optimal S̄ = 11.44

dering. This leaves a phase in between with continuous ordering up to an increasing

level. This is illustrated in Figure 5.3a. In this particular cycle, the observed stock

level at t = 0 is S = 1.44, which is the expected value of S, given S̄ = 11.44 and

µ = 10. This figure shows the typical three-part structure of the optimal ordering

during a review period, with a horizontal start, a slightly decreasing order speed

along the base-line in the middle, and an ordering stop at a level S̄. Figure 5.3b

shows the corresponding expected inventory level during the cycle. The expected

stock first decreases linearly with slope −µ = −10, after which ordering is started

and a safety stock is built up. Finally, orders are halted and the expected stock level

decreases linearly again.

Now that we have seen a full-fledged example of our inventory policy, an inter-

esting question is how it reacts to parameter changes. In Figure 5.4a and Figure 5.4b

we increase µ (in two steps), ceteris paribus. From (5.3) we know that an increase in µ

leaves the optimal safety stock levels for the base-line policy unchanged. Therefore,

the maximum order-up-to level ÔT increases from 12.7 for µ = 10 to 27.7 for µ = 25

and 52.7 for µ = 50. Figures 5.4a and 5.4b show that the optimal maximum order-
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(b) Mean demand µ increased to 50
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(c) Standard deviation σ increased to 5
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(d) Backorder cost p decreased to 4

Figure 5.4: Sensitivity analysis. Base case: normally distributed demand with mean µ = 10 and
standard deviation σ = 2 per time unit (p = 10, h = 1, L = 0)
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up-to level converges towards ÕT as µ increases. This is because a higher mean

demand rate implies that excess safety stocks, if observed at the next review, can be

depleted at a faster rate and are therefore less costly. Next we analyze the response

of the policy to an increase in demand uncertainty. Specifically, we increase σ to 5.

See Figure 5.4c. The base-line policy now orders up to 16.68, whereas the optimal

order stop level is S̄ ≈ 13.8. Hence, an increase in standard deviation of 150% has

led to an increase in the base-line order-up-to level of over 30%, whereas the optimal

order-up-to level increases with approximately 20%. That is, if demand uncertainty

increases, then the build-up of safety stock increases in optimum, but the relative

deviation from the base-line policy increases as well.

Instead of altering distribution parameters, we can also study changes in cost

parameters. The drawback of the base-line policy mainly lies in its ignoring of future

holding costs. Let us consider the optimal order path if backordering becomes less

costly relative to holding costs. In Figure 5.4d, the backorder cost p is decreased from

10 to 4. The base-line order level is now decreased to 11.68, whereas the optimal S̄

is now S̄ ≈ 10.45. Hence, compared to the initial case, less safety stock is built up,

since a shortage is less expensive and holding costs have an effect both in the current

and in the next period.

5.4.2 Cost savings of continuous over periodic ordering

As discussed in Section 5.1, most inventory systems in the literature assume either

periodic review with periodic ordering, or continuous review with continuous or-

dering. Under zero ordering costs and with a lead time equal to 0, the latter will

always provide zero cycle costs, as stock can be kept at zero and demands can be

satisfied immediately. So, the cost saving of the optimal continuous ordering policy

under periodic review compared to the optimal periodic ordering policy under pe-

riodic review also indicates to what extent continuous ordering can compensate for

the cost disadvantage of periodic review.

We can derive the optimal order-up-to level S̄p for periodic ordering by noting
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that total cycle costs are given by

TCS̄p = h

T∫
0

E(S̄p −Dt+L)+dt+ p

T∫
0

E(S̄p −Dt+L)−dt

= h

T∫
0

S̄p∫
−∞

FDt+L(x)dxdt+ p

T∫
0

∞∫
S̄p

[1− FDt+L(x)]dxdt,

and so the optimal order-up-to level must satisfy

h

T∫
0

FDt+L(S̄p)dt = p

T∫
0

[1− FDt+L(S̄p)]dt.

For the base case, this gives S̄p = 9.6 and an expected cycle cost of 5.9. Note that

S̄p is below the expected demand during a review period, despite the 10 to 1 ratio of

backorder cost rate vs. holding cost rate. The reason is that (safety) stocks arrive at

the start of a period whereas backorders occur at the end of a period, making it costly

to prevent (possible) backorders. Observe that our continuous policy Ôt orders more

in total, but the spreading of the orders reduces holding costs, such that total costs

are only 2.56, which is a reduction by 57%. For σ = 5, the periodic maximum order-

up-to level is S̄p = 11.7 and the expected cycle cost is 9.3. Figure 5.5 shows again that

Ôt orders more in total, but total costs are only 6.45, a reduction by 31%. Hence, a

substantial improvement can be made by considering continuous order possibilities,

but the improvement decreases in the variance of the demand distribution. With

increasing demand variance, it becomes more difficult to ‘predict’ demand during a

review period and respond with the best continuous ordering plan.

5.4.3 Applications with Gamma distributed demand

Despite the fact that the previous numerical examples all made use of normally dis-

tributed demand, the application of the derived policy is not restricted to this dis-

tribution. In this section we will therefore show numerical examples of applications

of the policy to another probability distribution, namely the Gamma distribution.

To preserve the base case demand mean 10t and standard deviation 2
√
t, we choose
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Figure 5.5: Derivation of the optimal S̄ for
Gamma distributed demand with shape k = 1/4
and scale θ = 4 per time unit (p = 10, h = 1,
L = 0)
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Figure 5.6: Order path for Gamma distributed de-
mand with shape k = 1/4 and scale θ = 4 per time
unit (p = 10, h = 1, L = 0), observed S = 0 and
corresponding optimal S̄ = 2.30

shape parameter k = 50t and scale parameter θ = 0.2. Further parameter settings are

identical to the base case, so p = 10, h = 1, L = 0, and T = 1. It follows that the opti-

mal value for S̄ is 11.06, which differs only marginally from the optimal value under

normally distributed demand with identical mean and standard deviation. Also the

convex shape of the expected total cost function with respect to S̄ is very similar to

the case of a normal distribution as shown in Figure 5.2.

Although in the previous example we used a Gamma distribution for modeling

demand, the parameter settings that we chose to get the mean and standard devia-

tion per time unit of the previous examples were such that the shape of the resulting

Gamma distribution is very similar to a normal distribution. We now consider an

example with k = t/4 and θ = 4, resulting in a non-unimodal, strictly decreasing

density function. The demand distribution has mean 1 per time unit and standard

deviation 2 per time unit. As Figure 5.5 shows, also in this situation the expected to-

tal cost function has a convex shape. However, the ratio of the optimal S̄ (2.30) and

ÕT (3.24) is now substantially smaller than in the previous scenario. This is because

the probability of low demands is very high for this distribution, so that a large part

of the ordered stock is likely to be carried over to the next period. The base-line
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model does not take into account the extra holding costs that are associated with this

excess stock, whereas the optimal decision for S̄ does correct for this. In Figure 5.6

we depict the associated total order path, with a starting stock of 0. It is apparent that

the base-line model is followed shorter than in the base case scenario with normally

distributed demand, that the rate with which safety stock is built up is first low, then

increases, slightly decreases again, and that subsequently ordering is stopped until

the next inventory review.

5.5 Conclusion

In this paper we have presented an optimal inventory policy under periodic review

with continuous ordering, for any continuous demand distribution, for any non-

negative, deterministic lead time, and for zero fixed ordering costs. The implied

order paths lead to expected inventory paths consisting of two downward sloping

linear parts where no orders are placed, separated by a middle part in which a safety

stock is built up at a diminishing rate. An important insight is that typically no order

is placed at the start of a period. Instead, excess safety stocks from the previous

period are likely to remain. Periodic review ordering policies in the literature do

order at a review and, in fact, typically only at a review. This makes them very

ineffective, which was confirmed by substantial cost savings of continuous ordering

from our numerical examples.

Another important observation from the above described ordering policy is that

the build-up of safety stock is not continued until the end of a period. Although

the uncertainty surrounding demand since the last review does continue to increase

throughout the period, excess safety stocks increase costs in the first part of the next

review period. For this reason, no ordering takes place during the last part of a

review period.

Given zero ordering costs, the presented policy is applicable and optimal under

the quite general conditions mentioned before. The assumption of continuous de-

mand can be relaxed without severe adaptations, such that also discrete alternatives

such as the often used Poisson distribution can be studied. Non-deterministic lead

times can be approximately dealt with in the same manner as has been suggested

for other inventory control systems (Axsäter, 2011, see e.g.), by increasing the de-
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mand variance during the lead time and (part of the) review time. Exact analysis of

inventory control models with stochastic lead times is known to be very complex,

especially if order crossing is allowed.

As follows from our comparisons, in a situation without fixed ordering costs, it

can be very lucrative to apply continuous ordering during part of a review period.

However, when ordering costs are strictly positive, then such a policy cannot be opti-

mal anymore. An adjusted policy that limits the number of orders placed is needed.

This could for instance be achieved by considering more general order level, order-

up-to level policies, with both levels changing during a review period. In doing such

further research, results on order splitting (e.g. by Chiang, 2001) should be taken

into account. However, as the term suggests, those models still assume that orders

are placed at reviews, and ordering opportunities are also typically predetermined,

leaving many opportunities for future research.

Our sensitivity analysis showed that the expected costs incurred by the policy

increase when the degree of randomness in demand (parameterized by σ) increases.

This suggests that further large cost reductions can be accomplished by integrating

(partial) information on demand during the review period into the model in order to

reduce the variance of the remaining, random part. One obvious model is to assume

that some but not all demands are recorded, e.g. customer orders are recorded, but

theft, misplacement, etc. are not. Such models provide lower bounds for demand.

Similarly, upper bounds can be taken into account. For example, issues like theft

cannot have a larger effect than the current stock at hand. Any method that reduces

the uncertainty in demand will lead to inventory cost reductions. Recall that the

ideal situation of complete continuous review with continuous ordering (and under

zero lead time) leads to zero costs. Cost improvements of 30 to 60% are achievable

by using continuous ordering instead of periodic ordering under periodic review.

Timing of ordering is essential in order to realize such a huge cost improvement.

This paper shows that it is generally better to postpone ordering until some time after

the review moment and not order at the review moment itself. Thereby, it makes a

fundamental first step in bridging the gap between inefficient periodic review and

periodic ordering policies, and often unrealistic continuous review and continuous

ordering policies.





CHAPTER 6

The Repair Kit Problem with

positive lead times and fixed

ordering costs

Abstract. The Repair Kit Problem (RKP) concerns the determination of a set of items taken

by a service engineer to perform on-site product support. Such a set is called a kit. Models

developed in the literature have always ignored the lead times associated with delivering

items to replenish the kit, thereby limiting the practical relevance of the proposed solutions.

Motivated by a real life case, we develop a model with positive lead times to control the

replenishment quantities of the items in the kit, and study the performance of (s, S) policies

under a service objective. The choice for (s, S) policies is made in order to accommodate fixed

ordering costs. We present a method to calculate job fill rates with exact expressions, and

discuss a heuristic approach to optimize the reorder level and order-up-to level for each item

in the kit. The empirical utility of the model is assessed on real world data from an equipment

manufacturer and useful insights are offered to after-sales managers.

This chapter is based on Prak et al. (2017a): Prak, D.R.J., N. Saccani, A.A. Syntetos, R.H. Teunter, F.
Visintin. 2017a. The Repair Kit Problem with positive replenishment lead times and fixed ordering costs.
European Journal of Operational Research 261(3) 893–902.
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6.1 Introduction

After sales service is an area of strategic importance in today’s competitive manu-

facturing environment. Manufacturers (or service providers) of durable goods that

service many clients heavily invest in field service workforce, equipment and inven-

tories of service parts to sustain their businesses (Gebauer et al., 2005; Lay, 2014).

The management of such resources is challenging (Cohen et al., 2006). There are

considerable opportunities to reduce costs for companies in the after-sales industry

through improved service parts management (Syntetos et al., 2009b; Guajardo and

Rönnqvist, 2015). The tremendous investments in service parts signify that small im-

provements in this area may translate into dramatic financial benefits. In this paper,

we are concerned with the Repair Kit Problem (RKP).

In field service, engineers typically perform daily tours along various job sites,

and carry in their vehicles a kit that consists of one or more units of several items that

can be required to complete the service jobs. The RKP aims at finding the optimal set

of items to be stocked in the vehicle, and the order strategies for the different items.

In its most extended form, the engineer needs to complete a stochastic number of

jobs, where each job requires stochastic numbers of units of different items. There

are two model formulations for the RKP. Cost models consider the minimization of the

total cost consisting of a penalty cost for each incomplete job (Smith et al., 1980), and

holding costs for each item in the repair kit. Service models consider the minimization

of the holding costs subject to a service level constraint to be satisfied. The main

difference is that cost models attach a monetary cost to incomplete jobs, while service

models limit the number of incomplete jobs through a threshold value, i.e. a target

service level has to be achieved. Service level models bear greater relevance to real-

world applications. Especially the job fill rate measure of service, defined as the

fraction of jobs that can be completed at the first visit by using items from the repair

kit, closely resembles the service perception from a customer point of view.

To the best of our knowledge all models in the literature are based on the as-

sumption that the replenishment lead times for all items in the kit are zero. This

assumption is only justified in practice if all items that are used from a kit on a

tour can always be delivered to the kit before the start of the next tour. For daily
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tours, it implies overnight replenishments of all required items, including expensive

slow-moving items. However, to limit inventory costs, large service organizations

typically stock the most expensive and least demanded items centrally (e.g. at the

European or U.S. central warehouse) rather than in each of the operating countries.

Transporting those items from the central location to a local warehouse and from

there to the repair kit typically cannot be done overnight. This limits the applicabil-

ity of the models that have been proposed in the literature.

Another important assumption in those models is that ordering costs are ignored.

In a system where items have to be ordered, picked and shipped from central ware-

houses, this assumption is not valid. Instead, there needs to be a fixed ordering cost

for each item that is ordered, associated with the replenishment activities (e.g., filling

out an order form and picking an item from its stocking location in the warehouse).

Note that, for the following two reasons, it is less relevant to include a fixed cost

component per order that is shared across items (which is mostly studied in joint

replenishment literature). First, items may be shipped from different warehouses.

Second, there are typically many different items in a repair kit, which requires that

at least one item needs to be replenished in each period. Consequently any fixed

cost per order is incurred in every period and so becomes a constant than can be

disregarded without loss of generality.

In this paper we extend previous RKP formulations with positive replenishment

lead times and fixed ordering costs per item. We study the behavior of multi-item

(s, S) policies and derive exact expressions to calculate the job fill rate for a given

policy. Finding the best values for reorder level si and order-up-to level Si for each

item i with exact expressions for the RKP requires an exhaustive search procedure

which is computationally challenging. Therefore, we propose a heuristic solution

procedure. We benchmark its solutions to the best found solution for small instances

of the problem, and also compare its performance to that of a heuristic inspired by

the current literature that assumes a zero lead time. We then analyze real data from

an Italian-based office equipment manufacturer, which has 13 engineers who carry

out 1 to 15 jobs per day, and use hundreds of different items to complete their jobs.

These items are shipped from two different warehouses and have prices ranging

from e 0.01 to almost e 5,000. Application of the proposed solution procedure to

this data set generates interesting insights from a practitioner perspective.
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The remainder of this paper is organized as follows: in Section 6.2 the background

literature is presented along with its limitations that are addressed in our work. Sec-

tion 6.3 presents our model and the solution procedure. The description of the case

study is presented in Section 6.4, followed by the results of our benchmarks, case

study investigation and relevant insights in Section 6.5. We conclude in Section 6.6

with the implications of our work and an agenda for further relevant research.

6.2 Related literature

Since the early 1980’s, the RKP has been studied in various formulations. The orig-

inal formulation aimed at the minimization of the costs associated with inventory

holding and penalties for item shortages (Smith et al., 1980). An item shortage im-

plies a second visit by the field engineer to the customer location to complete the

job, which entails extra travel and labor costs as well as loss of customer goodwill.

The solution proposed by Smith et al. (1980) ranks items according to the increasing

ratio of their inventory holding costs divided by usage frequency. That is, items that

are more expensive or demanded less frequently are less likely to be included in the

kit. Smith et al. (1980) only consider the decision of which items to carry to a single

job. The job can only require a single unit of each item. Other studies have extended

this work. These are listed in Table 6.1, where they are classified based on the main

modeling assumptions: replenishments occur after every job (single job) or after a

number of jobs (multi-job), and only one unit of each item can be used during a job

(single unit) or multiple units can be used (multi-unit).

Table 6.1: Literature overview

Single unit Multi-unit

Single job

Mamer and Smith (1982)
Smith et al. (1980) March and Scudder (1984)
Graves (1982) Mamer and Shogan (1987)

Brumelle and Granot (1993)

Multi-job
Teunter (2006)

Heeremans and Gelders (1995) Bijvank et al. (2010)
Saccani et al. (2017)

The problem, in its most realistic representation, comprises a (stochastic) num-

ber of jobs in a tour after which the kit can be replenished. Each job can require a
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(stochastic) number of different items, where each item can potentially be needed a

(stochastic) number of times, i.e. more than one unit may be needed. Table 6.1 shows

that only Teunter (2006), Bijvank et al. (2010) and Saccani et al. (2017) have consid-

ered a realistic multi-unit scenario in a multi-job horizon. According to Bijvank et al.

(2010), the study by Teunter (2006) may be regarded as a single unit (though multi-

item) problem, because a single-unit assumption is made when a closed-form ex-

pression for the job fill rate is derived. In fact, although modeling developments rely

upon every item being potentially needed in excess of one unit, when calculating a

closed-form expression of the job fill rates a single unit assumption is being made.

Saccani et al. (2017), instead, have modeled the problem as a deterministic one: they

propose an integer linear programming model to determine the composition of the

repair kit and assess via simulation the cost incurred if the model solution was ap-

plied in a stochastic environment.

There also exist different approaches on how to model the length of a tour in

the multi-job problem. Heeremans and Gelders (1995) consider a fixed tour length.

Teunter (2006) assumes the tour length to be variable in the problem formulation,

but this is restricted to fixed lengths in the expressions to approximate the job fill

rate. Bijvank et al. (2010) consider a variable tour length.

To assess the service level, three measures are mentioned in the literature: i) part

fill rate: fraction of items needed to perform a service repair that are also available

in the repair kit (see e.g. Smith et al., 1980; Teunter, 2006); ii) job fill rate: fraction

of jobs completed by using items from the repair kit (completed jobs, as opposed

to uncompleted jobs which require that the engineer returns to the customer since

some items are missing, see e.g., Smith et al., 1980; Graves, 1982; Mamer and Smith,

1982; March and Scudder, 1984; Mamer and Shogan, 1987; Brumelle and Granot,

1993; Teunter, 2006; Bijvank et al., 2010; Saccani et al., 2017); iii) tour fill rate: fraction

of tours composed of only completed jobs. The tour fill rate has been analyzed by

Heeremans and Gelders (1995) when a fixed tour size is assumed, but is less relevant

in practice compared to the job fill rate, since the latter better corresponds to the

service level perceived by customers (Bijvank et al., 2010).

All papers discussed thus far assume that the replenishment lead times are zero.

That means that a repair (wo)man always starts a new tour with a completely full
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repair kit. Equivalently, a kit is always fully stocked after a tour. This implicitly

assumes that the local warehouse that replenishes the repair kit has sufficient spare

parts inventory available to replenish the kits. This assumption is unrealistic in many

business settings. Heeremans and Gelders (1995) only mention in their case study

the need to consider (positive) lead times, but they did not include this in their model

formulation.

In single-tour problem formulations, some studies consider dependent demand

processes for different items (Mamer and Smith, 1982; March and Scudder, 1984;

Brumelle and Granot, 1993). In multi-job problems, this is typically not the case.

Bijvank et al. (2010) note that dependence is of little relevance in several practical

settings. A related stream of literature is that on order fulfillment in multi-item set-

tings. The analogy is that an order for multiple items can only be fulfilled if all types

are available in sufficient quantities, whereas a repair can only be completed if all

items are available in sufficient quantities. Song (1998) therefore argues that if or-

ders can consist of different items, then the job fill rate (which she calls order fill

rate) is a better measure for customer satisfaction than the individual item fill rates.

Like in our research, she incorporates positive, constant lead times. However, her

model is a simplification of the model we present in two ways. First, Song (1998)

assumes that orders can be placed after every job (i.e., a single-job setting). Second,

she restricts the analysis to base-stock policies, whereas we study more general (s, S)

policies.

Our proposed model presents the following features: it is multi-job (with a stochas-

tic number of jobs for each tour), multi-item and multi-unit, with positive lead times,

with the assumption of independent demand for different items, and with a job fill

rate service measure. We provide a method to exactly compute the job fill rate that is

achieved by a given setting of the reorder levels and order-up-to levels, and subse-

quently discuss a solution procedure to set the reorder level si and order-up-to level

Si for every item i. The proposed model and the relevant solution procedure are

presented analytically in the next section.
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6.3 Model and analysis

6.3.1 Model description

During a tour, a stochastic number of jobs can occur according to some probability

distribution, where the maximum number of jobs is J . The probability that j jobs

occur in a tour is denoted by qT (j). There is a set of N items i of which a stochastic

number of units can be needed at a single job. The probability that k units of item i

are needed at a job is denoted by pJi (k). The item requirements of the various jobs

are i.i.d. At the end of each tour, a replenishment order can be placed. An order

placed for item i at the end of tour t arrives at the end of tour t + Li. The holding

costs of tour t are incurred after the end of that tour. If an order arrives at the end

tour t, then the holding costs of tour t are incurred after order arrival. Ordering costs

are incurred at the moment of order placement.

The objective is to minimize the sum of the average holding and ordering costs

per tour under the constraint that a minimum job fill rate is achieved. The unit

holding cost per tour for item i is denoted by hi and the fixed ordering cost for item i

is fi. Corresponding to our cost structure, we consider policies specified by a reorder

level si and an order-up-to level Si. This means that at the end of each tour an order

is placed to raise the inventory position of item i to level Si, if the inventory position

reached to or below si.

The probability pT |ji (k) that k units of item i are needed on the first j jobs of a tour

is

p
T |j
i (k) =

∑
k1,...,kj | k1+...+kj=k

(
j∏
l=1

pJi (kl)

)
, 1 ≤ i ≤ N, 1 ≤ j ≤ J, k ≥ 0.

The probability pTi (k) that k items of type i are needed on a tour is

pTi (k) =

J∑
j=1

(
qT (j)p

T |j
i (k)

)
, 1 ≤ i ≤ N, k ≥ 0.

The probability pLi (k) that k units of item i are needed during the Li tours of the
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(item-specific) lead time is

pLi (k) =
∑

k1,...,kLi | k1+...+kLi=k

(
Li∏
l=1

pTi (kl)

)
, 1 ≤ i ≤ N, k ≥ 0.

The derivation of the inventory level distribution and the job fill rate follows the

logic of the analysis of Axsäter (2015) for single-item (s, S) policies. We extend it to

allow that the inventory levels of different items together influence the probability

that a job is completed successfully. We furthermore incorporate the fact that a tour

can consist of multiple jobs. Let us refer to the time interval between two replenish-

ment orders for item i as an order cycle. We first derive the steady-state distribution

of the inventory position. Let πi(k) denote the probability that the inventory position

reaches level k, k = si + 1, si + 2, . . . , Si, (at the start of one or more tours) during an

order cycle. Obviously, the inventory position at the start of the first tour of an order

cycle (after the order is placed) is Si and so we have πi(Si) = 1. The other probabil-

ities can be determined recursively (in reverse order from k = Si − 1 to k = si + 1)

using:

πi(k) =

Si∑
l=k+1

πi(l)
pTi (l − k)

1− pTi (0)
, 1 ≤ i ≤ N, k = si + 1 ≤ k ≤ Si − 1.

where the division by 1 − pTi (0) is needed because a new level is only reached after

a tour with positive demand.

To derive the steady-state distribution of the inventory position, observe the fol-

lowing. The number of jobs per tour and the number of units per item that is de-

manded on a job both have a fixed distribution. Therefore, the average number of

tours between two demands for a certain item is fixed, and we can proceed similarly

to Axsäter (2015) to obtain the probability πIPi (k) that the inventory position of item

i equals k units. We find

πIPi (k) =
πi(k)
Si∑

l=si+1

πi(l)

, 1 ≤ i ≤ N, k = si + 1 ≤ k ≤ Si.
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We finally derive the inventory level distribution from the inventory position dis-

tribution. Recall from the system description that an order placed at the end of tour

t arrives in tour t + Li. Hence, the inventory level (after the order arrival, as spec-

ified in the order of events) in tour t + Li equals the inventory position in tour t

minus the lead time demand over the Li tours in interval [t + 1, t + Li]. Let πILi (k)

denote the probability that the inventory level of item i equals k units at the end (or

equivalently, at the beginning) of a tour. This gives

πILi (k) =

Si∑
l=max{si+1,k}

πIPi (l) pLi (l − k), 1 ≤ i ≤ N, k ≤ Si.

This calculation holds under the assumption that each requested item is taken

from the kit, also if the job cannot be completed immediately. This assumption is

also made in Teunter (2006). The expected holding cost per tour is obtained as

EHC =

N∑
i=1

[
hi

(
Si∑
k=1

k πILi (k)

)]
.

To derive the expected ordering cost per tour, we first derive the probability πQi (k)

that k units of item i are ordered at the end of a tour. An order for item i can only

be placed if the inventory position in the preceding tour is at level l > si and at least

l − si units of item i are needed in the current tour. Moreover, if l − Si + k items are

needed in the current tour, then the order quantity is Si− l+(l − Si + k) = k. Hence,

πQi (k) =

Si∑
l=si+1

πi(l) p
T
i (l − Si + k), 1 ≤ i ≤ N, k ≥ Si − si.

The expected number of orders per tour is equal to the ratio of the expected de-

mand per tour and the expected order quantity, and so we get an expected ordering

cost of

EOC =

N∑
i=1

[
fi

E[T ]E[DJ
i ]

E[Q]

]
,



126 Chapter 6

where E [T ] =
∑J
j=1 jq

T (j) is the expected tour size, E
[
DJ
i

]
=
∑∞
k=1 k p

DJ
i (k) is the

expected demand for item i per job, and E [Q] =
∑
k≥Si−si k π

Q
i (k) is the expected

order size for item i.

The expected total cost per tour is

ETC = EHC + EOC.

Let pCj denote the probability that the j-th job of a tour is completed. Note that

the first job of a tour is completed if and only if, for each item i, the quantity needed

is at most equal to the quantity in the kit at the start of the tour (i.e. the inventory

level at the end of the previous tour). Let P Ji (l) =
∑l
j=0 p

J
i (j) denote the probability

that at most l items of type i are needed on a single job. We obtain the probability of

completing the first job:

pC1 =

N∏
i=1

[
Si∑
l=0

πILi (l) P Ji (l)

]
.

The j-th job of a tour is completed if the number of units of all items that are

needed for the j-th job does not exceed the number of units in the kit at the start

of the tour minus the number of units that were needed in the previous j − 1 jobs.

Let PT |ji (k) =
∑k
j=0 p

T |j
i (j) denote the probability that at most k units of item i are

needed for the first j jobs. Consequently,

pCj =

N∏
i=1

[
pJi (0) +

Si∑
l=1

Si−l∑
n=0

Si∑
m=l+n

pJi (l) P
T |j−1
i (n)πILi (m)

]
, 2 ≤ j ≤ J.

The overall job fill rate now results as the ratio of the expected number of completed

jobs on a tour and the expected number of jobs on a tour. We use the relationship

E [X] =
∑∞
j=0 P (X ≥ j), and the fact that the probability that at least j jobs are

completed is given by the product of the probability that at least j jobs occur and the

probability that the on-hand stock is enough to satisfy the demand for j jobs. This
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results in

JFR =

∑J
j=1

[
pCj
∑J
k=j q

T
k

]
∑J
j=1

∑J
k=j q

T
k

.

We end this section by listing the notations that have been introduced, for ease of

reference in what follows.

Policy parameters:
si: Reorder level of item i

Si: Order-up-to level of item i

System parameters:
Li: Lead time of item i in tours

hi: Holding cost of item i per tour

fi: Fixed ordering cost of item i

J : Maximum number of jobs per tour

qT (j): Probability of j jobs in a tour

pJi (k): Probability that k units of item i are needed to complete a single job

Other notations (useful for the analysis):
p
T |j
i (k): Probability that k units of item i are needed in total for j jobs

pTi (k): Probability that k units of item i are needed in a tour

pLi (k): Probability that k units of item i are needed in the Li tours of the lead

time

pCj : Probability that the j-th job of a tour is directly completed

πi(k): Probability that the inventory position of item i reaches level k between

two orders

πIPi (k): Probability that the inventory position of item i equals k units before the

tour starts

πILi (k): Probability that the inventory level of item i equals k units after the tour

ends

πQi (k): Probability that the replenishment order size for item i equals k units
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EHC: Expected holding cost per tour

EOC: Expected ordering cost per tour

ETC: Expected total cost per tour

Kmin
i : Minimum demanded quantity of item i

Kmax
i : Maximum demanded quantity of item i

6.3.2 Heuristic solution procedure

With the model discussed in Section 6.3.1, it is possible to calculate the expected cost

per tour and job fill rate for a particular repair kit, i.e. with a particular setting of

order levels si and order-up-to levels Si, for items i = 1, . . . , N . However, finding

the optimal solution involves solving a constrained integer maximization problem

with 2N decision variables, with both the objective cost function and the job fill

rate constraint non-linear. Performing an exhaustive search procedure will quickly

become impossible when the number of items increases. Recall from Section 6.2 that

(in a different setting) Song (1998) studies a simplified version of our model, and

discusses that even for that model exact evaluation of job fill rates is hard, let alone

optimizing reorder levels and order-up-to levels. In this section we therefore present

a heuristic solution procedure based on what others have proposed in the literature

for simpler systems. As is common in the repair kit literature (see e.g. Graves, 1982;

Teunter, 2006; Bijvank et al., 2010), we propose a greedy marginal analysis procedure

and generalize this idea to the dynamic setting where both the order level and order-

up-to level of all items have to be defined.

It is common practice to calculate si and Si jointly (see e.g. Silver et al., 2017;

Axsäter, 2015). We will follow the same approach and first decide on the difference

Si − si, which we denote by Qi for ease of writing. We set this lower bound on the

order size equal to the well-known and often used economic order quantity, but en-

sure that every order has at least the size of the minimum possible positive demand

for an item per tour, denoted by Kmin
i . So, we set

Qi ≡ Si − si = max


∥∥∥∥∥∥
√

2fi
∑∞
k=0 kp

T
i (k)

hi

∥∥∥∥∥∥ , Kmin
i

 ,

where || · || is the rounding operator.
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The algorithm is described as follows. Define for reorder levels s = s1, . . . , sN

and order-up-to levels S = S1, . . . , SN = s1 +Q1, . . . , sN +QN , the achieved JFR by

JFR(s) and the expected holding cost byEHC(s). Denote the maximum demanded

quantity of item i by Kmax
i , the desired JFR by JFR∗, and the i-th unit vector by ei.

Algorithm 1 Heuristic solution procedure

1: procedure INITIALIZATION
2: for all items i
3: set si = −Qi, Si = 0
4: calculate JFR(s) and EHC(s)
5:
6: procedure REPETITION
7: while JFR(s)<JFR∗

8: for all items i
9: for all quantities j = 1, ...,Kmax

i

10: set snew = s+ jei, Snew = S + jei
11: calculate incr(i, j) = (JFR(snew)−JFR(s))/(EHC(snew)−EHC(s))
12: find i∗, j∗ = argmax(incr)
13: set s = s+ j∗ei∗ , S = S + j∗ei∗

Note that once the job fill rate and expected costs for the initial solution are com-

puted, it is not necessary to completely redo all computations at every iteration of

the algorithm. First, we observe that pT |ji (k), pTi (k) and pLi (k) do not depend on the

value of si and Si, so that they have to be computed only once and can then be stored

for later reference. Also, when changing si and Si for one item, only the probability

that enough units of that particular item are in stock changes. The probabilities cor-

responding to the other items are not affected. Likewise, the cost associated with the

new solution only changes due to the extra holding cost related to the item of which

the order level is changed.

6.4 Case study description

The problem addressed in this study is motivated by a real case of a multinational

company that manufactures and sells printing equipment for personal, office and

professional use. Spare parts and services (including pay-per-use contracts, where

customers are charged based on usage) account for about 50% of the company turnover.

The field service organization in Europe consists of around 3,000 engineers. For the
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empirical application we focus on the Italian subsidiary of the company, and in par-

ticular on the 13 engineers operating in the Milan-area. This region is characterized

by a large number of products in the field and by the presence of several key cus-

tomers.

The geographical area is divided into zones, each one assigned to a specific engi-

neer, although some overlap occurs occasionally: when products requiring specific

skills have to be served, or there is a high concentration of demand in some zones,

engineers may move from their regular zone to a different one. Engineers carry a

stock of service parts (repair kit) to perform on-site product support. The items in

the repair kits, their reorder levels and reorder quantities are currently based on the

usage in the past six months and extra technical or market information (e.g. failure

rates and sales of new products). These data differ across engineers, since they serve

different zones with a different product mix. Thus repair kits are specific to each

engineer.

If an engineer cannot fix a product failure during her/his first visit to a customer

due to a service parts shortage, the engineer places an order for the missing item(s)

and performs a return visit after restocking. This generates additional labor and

travel costs, and may even entail a penalty (which is currently the case for very few

of the company’s customers).

Replenishment orders are fulfilled from a national warehouse if possible, and

from a central European warehouse located in the Netherlands, otherwise. Items

that are rarely used and very expensive are stored only in the central European ware-

house. This allocation decision is made by the European headquarters based on an

80-20 rule, which means that around 80% of the volumes are replenished locally and

the remaining 20% from the central European warehouse. This does not imply that

80% of the items are kept in the local warehouse, since many items have sporadic

demand patterns, whereas a small number of items are demanded more frequently.

Lead times are 2 days from the national warehouse and 3 days from the central one.

The dataset includes the job requests handled by the 13 engineers, the day/time

the job occurred and the items required during the years 2010 and 2011. The jobs

have been carried out over a set of 3,079 machines, belonging to 1,375 different cus-
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tomers. The 13 engineers carried out between 1 and 15 jobs per day in the studied

period, with an average of 1.82 jobs per day (tour) and a standard deviation of 0.35.

On average, each engineer used 511 different items, with an average usage rate of

3.52 items per job and a standard deviation of 0.82. Overall, the job requests in the

dataset concern 3,584 items: 507 are stored at the national warehouse and the re-

maining at the central European warehouse. The average item price is 55.4, with a

standard deviation of 153.9: 40% of items have a unit cost below 5. Based on discus-

sions with the company, for the holding cost hi we assume a value equal to 5% of the

item price on a yearly basis and so 5/365% per day (tour), and a fixed ordering cost

fi = 1 for every item i.

The company does not implement lateral transshipments, i.e. an engineer can-

not be replenished from the repair kit of another engineer. Therefore, we consider

engineers as separate entities.

6.5 Results

In this section, we first study the performance of the solution procedure developed

in Section 6.3.2 in several set-ups and then demonstrate it using the case study data

described in Section 6.4. The performance is analyzed in Section 6.5.1. We compare,

in (fictive) test instances, the cost resulting from the solution procedure to the cost

corresponding to the best solution that is found by an extensive search over possible

combinations of si and Si for all items i. These test instances can only contain a small

number of different items, as the search space increases exponentially in this num-

ber. We furthermore compare the results of our solution procedure (denoted ‘H1’) to

those of a simpler procedure that, in each iteration, weighs the job fill rate increase

against the item price (without computing the holding cost increase by evaluating

the effect on the inventory level distribution, denoted ‘H2’). This simpler heuristic is

inspired by earlier literature that assumes a zero lead time and therefore considers a

simpler type of inventory model (e.g. Smith et al., 1980). In Section 6.5.2, we apply

solution procedure H1 to the case described in Section 6.4, again comparing its per-

formance to that of the simpler heuristic H2, and elaborating on the results to gain

further insights into the solution.
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6.5.1 Performance of the proposed solution procedure

We first compare the performance of the solution procedures H1 and H2 to the best

found solution in 192 different test instances. The test instances comprise of all possi-

ble combinations of the following parameter values: ordering cost 0 and 1, lead time

1 and 2 tours, maximum number of jobs per tour 2 and 5, number of different items

2 and 3, maximum item demand per job 1, 2, 3 and 4 units, and target job fill rate

80%, 95%, and 99%. The number of jobs per tour and the number of units per item

demanded per job are uniformly distributed. The results are summarized in Table

6.2. Every entry in Table 6.2 comprises 12 scenarios, with maximum 1, 2, 3, and 4

units demanded per item, and with target job fill rates 80%, 95%, and 99%. In ev-

ery category, ‘H1’ corresponds to the solution procedure from Section 6.3.2, whereas

‘H2’ corresponds to the simpler heuristic. The first entry is the average percentage

cost difference between H1 and H2, respectively, and the best found solution. The

second entry, placed between brackets, is the number of instances (out of the 12 in-

stances corresponding to that entry) in which H1 and H2, respectively, found the

solution that was also found by the exhaustive search procedure.

Table 6.2: Cost difference of both heuristics with the best solution found in small instances

Lead time (tours)
1 2

Nr. of different items Nr. of different items
2 3 2 3

H1 H2 H1 H2 H1 H2 H1 H2

Ordering cost (e )
0 Max. jobs/tour 2 3.6% (3) 3.6% (3) 4.6% (2) 4.6% (2) 1.8% (5) 3.6% (4) 3.3% (3) 3.6% (2)

5 2.5% (3) 3.7% (3) 2.5% (1) 2.5% (1) 2.0% (1) 6.2% (1) 1.4% (1) 6.7% (1)

1 Max. jobs/tour 2 2.2% (0) 2.8% (0) 1.3% (2) 1.4% (2) 2.3% (1) 4.0% (1) 1.4% (2) 3.0% (1)
5 1.4% (0) 2.7% (0) 0.9% (0) 1.9% (0) 1.5% (1) 6.8% (0) 1.1% (0) 7.2% (0)

The more involved heuristic H1, as expected, performs as least as well as the

simpler heuristic H2. The difference is largest in instances where cost calculations

become more complex, e.g. where the lead time is larger, where there are positive

ordering costs, and where the number of jobs per tour can be large. Also, espe-

cially in the scenarios with a longer lead time, H1 finds the optimal solution more

often than H2. There is no scenario in which H2 finds the optimal solution whereas

H1 does not. The computation times of both heuristics are similar and less than a

minute, typically less than 10 seconds (executed in R, using a single core of a 2.5

GHz Intelr Xeonr E5 2600v3 processor). For these small instances, there is no sig-

nificant difference measurable between the computation times of both heuristics.



The Repair Kit Problem with positive lead times and fixed ordering costs 133

6.5.2 Case study results

From the case study data, for each engineer, we set the system parameters as indi-

cated in Section 6.3 and subsequently derive the probability distributions pT |ji (k),

pTi (k), and pLi (k). Then we perform the solution procedure from Section 6.3.2, de-

noted ‘H1’. For comparison, we also include the simpler heuristic described in Sec-

tion 6.5.1, denoted ‘H2’.

Table 6.3 shows the achieved job fill rate, expected holding and ordering costs,

and the average on-hand stock investment, for all engineers. We first observe that

the ‘fill rate overshoot’ of H1 is at most 0.5%, and typically 0.2% or less. Especially for

higher target job fill rates this overshoot is small. The average on-hand stock invest-

ment (and thus the average daily holding cost) increases with the job fill rate, and the

return on investment when targeting high fill rates is decreasing. The average on-

hand stock investment required to achieve a job fill rate of 80% ranges from around

e 9,000 to e 22,000, with an average of e 16,000, whereas for achieving a job fill rate

of 99%, the stock investments grow up to e 55,000, with an average of e 37,000, on

average more than doubling the stock required compared to the 80% job fill rate tar-

get. Since we keep Si − si fixed for every item, the average daily ordering cost does

not differ between the solutions for various job fill rates.

The simpler heuristic H2 leads to larger average on-hand stock investments (and

thus larger holding costs) for every engineer and for every job fill rate setting. The

relative cost increase compared to H1 is largest for the cases with a target job fill rate

of 80%. Indeed, on average over all engineers, the on-hand stock investment more

than doubles for those cases if H2 is applied instead of H1. For a target job fill rate

of 99%, the average cost gap is 28%. The simpler heuristic H2 does not take into

account that if an item is more likely to be used on a tour, it adds less to the expected

holding cost. As a result, it is too ‘reluctant’ to add expensive items to the kit, even if

those items are very likely to be needed. For larger required job fill rates, this is less

of an issue as relatively many items need to be added to the kit, even expensive items

that are not very likely to be needed. For such additions (in the last few iterations),

the added holding cost approaches that corresponding to always having an item in

the kit.
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Table 6.3: Case study analysis results

Engineer ID Target Achieved Average daily Average daily Average on-hand
# of items (N) JFR JFR holding cost (e ) ordering cost (e ) stock investment (e )

H1 H2 H1 H2 H1 H2 H1 H2

80% 80.3% 80.1% 2.87 6.79 2.14 2.14 20,949 49,562
1 (N = 526) 95% 95.1% 95.0% 5.03 7.57 2.14 2.14 36,753 55,295

99% 99.1% 99.0% 7.14 8.95 2.14 2.14 52,121 65,367

80% 80.2% 80.0% 1.62 3.95 1.65 1.65 11,848 28,812
2 (N = 486) 95% 95.2% 95.1% 2.80 4.42 1.65 1.65 20,474 32,231

99% 99.2% 99.0% 3.77 4.95 1.65 1.65 27,497 36,120

80% 80.5% 80.1% 1.86 4.04 1.73 1.73 13,614 29,528
3 (N = 409) 95% 95.1% 95.0% 2.93 4.35 1.73 1.73 21,395 31,780

99% 99.0% 99.0% 3.99 4.83 1.73 1.73 29,093 35,281

80% 80.2% 80.1% 1.56 3.34 1.47 1.47 11,393 24,356
4 (N = 415) 95% 95.1% 95.0% 2.62 3.66 1.47 1.47 19,137 26,747

99% 99.2% 99.0% 3.40 4.15 1.47 1.47 24,825 30,277

80% 80.1% 80.1% 1.85 3.64 1.89 1.89 13,509 26,536
5 (N = 578) 95% 95.0% 95.0% 2.80 4.18 1.89 1.89 20,406 30,509

99% 99.0% 99.0% 3.65 4.84 1.89 1.89 26,638 35,329

80% 80.0% 80.0% 2.92 8.13 2.54 2.54 21,336 59,331
6 (N = 829) 95% 95.0% 95.0% 5.40 8.86 2.54 2.54 39,415 64,692

99% 99.0% 99.0% 7.60 9.92 2.54 2.54 55,447 72,431

80% 80.0% 80.0% 1.28 3.05 1.58 1.58 9,340 22,265
7 (N = 326) 95% 95.0% 95.0% 2.05 3.51 1.58 1.58 14,985 25,602

99% 99.1% 99.1% 2.85 4.32 1.58 1.58 20,790 31,569

80% 80.4% 80.0% 2.14 4.37 1.66 1.66 15,648 31,867
8 (N = 359) 95% 95.1% 95.1% 3.44 5.21 1.66 1.66 25,104 38,007

99% 99.1% 99.0% 4.89 6.20 1.66 1.66 35,670 45,228

80% 80.4% 80.3% 3.02 5.95 2.08 2.08 22,064 43,442
9 (N = 468) 95% 95.2% 95.1% 5.16 7.09 2.08 2.08 37,633 51,723

99% 99.0% 99.0% 6.61 8.16 2.08 2.08 48,236 59,556

80% 80.2% 80.0% 2.39 4.87 1.87 1.87 17,463 35,524
10 (N = 497) 95% 95.1% 95.0% 3.86 5.55 1.87 1.87 28,174 40,498

99% 99.1% 99.0% 4.98 7.16 1.87 1.87 36,375 52,279

80% 80.1% 80.0% 2.88 5.51 2.35 2.35 21,018 40,220
11 (N = 768) 95% 95.0% 95.1% 4.57 6.03 2.35 2.35 33,383 43,996

99% 99.1% 99.0% 5.80 6.96 2.35 2.35 42,325 50,829

80% 80.1% 80.0% 2.61 5.83 2.05 2.05 19,020 42,550
12 (N = 477) 95% 95.0% 95.0% 4.65 6.51 2.05 2.05 33,947 47,521

99% 99.0% 99.0% 6.13 7.31 2.05 2.05 44,760 53,352

80% 80.1% 80.6% 2.03 4.89 1.79 1.79 14,804 35,690
13 (N = 449) 95% 95.0% 95.0% 3.66 5.29 1.79 1.79 26,717 38,584

99% 99.1% 99.0% 5.04 6.50 1.79 1.79 36,791 47,464

80% 80.2% 80.1% 2.23 4.95 1.91 1.91 16,308 36,130
Average 95% 95.1% 95.0% 3.77 5.55 1.91 1.91 27,502 40,553

99% 99.1% 99.0% 5.07 6.48 1.91 1.91 36,967 47,314
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H2 does have a smaller job ‘fill rate overshoot’ on average, which can also be

explained by the fact that it favors adding inexpensive items (repeatedly). The or-

dering costs resulting from both heuristics are equal, as both use the same difference

Si− si, namely the EOQ. Computation times vary from 22 minutes (H1) and 24 min-

utes (H2) for engineer 13, to 145 minutes (H1) and 156 minutes (H2) for engineer

2. Whereas the simpler heuristic does fewer computations in every iteration (since

the expected holding costs do not need to be computed), it typically takes more it-

erations before the desired job fill rate is achieved. Therefore, interestingly, for most

engineers the simpler benchmark heuristic H2 has a longer computation time than

the proposed heuristic H1. Observe that there is no one-to-one relationship between

the number of different items and the computation time. The major determinant of

the computation time is the number of iterations that is needed to achieve the target

job fill rate. The number of iterations depends not only on the number of different

items, but also on the demands for the different items by the jobs. Since the more

sophisticated heuristic H1 clearly outperforms the simpler heuristic H2, we use H1

in the remainder of this section to gain more insights from the case study data.

In Figure 6.1 we graphically depict the relationship between the average on-hand

stock investment and the achieved job fill rate for two specific engineers, exemplary

of the two types of relationships found in the sample, and for the sample average.
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Figure 6.1: Fill rate vs. investment value
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Figure 6.1 shows an S-type curve for engineer 1, illustrating that the first few

iterations of the solution procedure lead to a relatively small job fill rate increase,

then the return on investment (in terms of job fill rate increase for a stock increase)

grows, and it decreases again as the average investment value further increases. This

can be explained by the fact that many jobs need multiple different items, so that, for

low stock levels, adding only one or a few items does not significantly increase the

job fill rate. When the repair kit becomes larger on average, increasing the inventory

on hand leads to a greater improvement in the job fill rate, as other items that may

be needed for completing a job are already available. Finally, to achieve very high

job fill rates, the stock levels have to be large enough to satisfy job numbers and job

requirements in the tail of the distribution, so that a relatively large investment is

needed. For the typical job fill rate settings of 50% and larger, we see the familiar

relationship with decreasing returns on investment.

For engineer 2, Figure 6.1 instead shows no S-type curve, indicating that the first

additions to the repair kit lead to the largest increase in job fill rate, and the return

on investment decreases as the investment value increases. This reflects the fact that

engineer 2 typically handles jobs that require few items: therefore, even for very low

stock levels a stock increase generates an important job fill rate improvement. This

relationship reflects the one illustrated in the case example by Bijvank et al. (2010).

The dynamics of the curve of the engineer sample average are similar to that of the

curve of engineer 2, showing that on average the marginal benefit of adding an extra

item to the repair kit is decreasing. As the jobs typically require few items, it is

not surprising that the sample average does not show an S-type curve, but rather a

concave increasing curve.

The order in which items are added to the repair kit is not trivial. Figure 6.2 shows

that the majority of added items are relatively inexpensive in the first iterations, and

the emphasis shifts towards more expensive items when the job fill rate is already

high in the final iterations. However, Figure 6.2 also shows that there are exceptions

to this rule. Therefore, a policy that would focus on item prices only would be sub-

optimal. This finding is in line with the under-performance of the simpler heuristic

H2 in the benchmark instances. Contrarily, the order in which items should be added

(the order in which items contribute maximally to the job fill rate at minimum ex-

tra cost) depends in a non-trivial manner on the item price and the item’s demand



The Repair Kit Problem with positive lead times and fixed ordering costs 137

distribution, as elaborated in Section 6.3. Furthermore, this relationship is dynamic,

as items that have already been added have to be reconsidered for adding again in

later stages, but their current order levels influence the job fill rate increase that can

be established by adding them again.

An important feature of the heuristic algorithm discussed in Section 6.3 is that it

allows for increasing the order levels by values larger than one in a single iteration,

thereby acknowledging the possibility that items may typically be needed in certain

multiples. This contrasts with previous literature on the single-unit variant of the

RKP. For engineer 1, when aiming for a job fill rate of 99%, 534 of in total 3968 iter-

ations (13.5%) increase si and Si by more than one unit. To illustrate the relevance

of allowing for adding multiple units of an item to the repair kit at once, consider

Figure 6.3.

Figure 6.3 shows that for the company studied in this research, a heuristic that

increases si and Si by only one unit at a time does not yield desirable results. Firstly,

the investment value needed to achieve a given job fill rate is substantially higher.

In several iterations, adding multiple units of a certain item is the preferred option,

whereas adding only one unit of that item yields a lower increase in the ratio of

job fill rate and holding cost than adding a single unit of another item. Then, a

heuristic that only considers adding a single unit in every iteration selects the other

item to be added to the repair kit, which eventually leads to a worse solution. Even

more importantly, items of which several units are always needed simultaneously

are never added to the kit and fill rates higher than some threshold (of 71% in this

case) will never be achieved as a result.

Finally, we consider the sensitivity of the solution with respect to the choice of

the difference Si − si. Recall that we set Si − si equal to the EOQ (rounded to the

nearest multiple of the minimum positive item requirement in a job). Figure 6.4

depicts the relationship between the job fill rate and average daily cost for various

order quantity settings. The average daily cost consists of holding costs (5/365%

of the item price) and ordering costs (e 1 per order). Clearly, the costs needed to

achieve a given fill rate when Si − si is set lower than the EOQ, are higher than the

cost achieved when it is set equal to the EOQ. Contrarily, if Si − si is set higher than

the EOQ, then low job fill rates (lower than 62%) are achieved at lower costs, but
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high job fill rates (higher than 62%) are achieved at higher costs than if the EOQ was

chosen. Arguably, job fill rates higher than 62% are most relevant from a practical

perspective. We conclude that setting Si−si equal to the EOQ is (nearly) optimal for

high job fill rates.

6.6 Conclusion

When performing on-site product support, completing repair interventions at the

first visit leads to satisfied customers and savings for the service provider. There-

fore, the (optimal) composition of the repair kit used by field engineers is of utmost

importance. In practical terms, such optimization should always take into account

the replenishment lead times of the different items, as they are rarely negligible.

This paper develops a new service model for the repair kit problem with positive

replenishment lead times and fixed ordering cost and provides an exact expression

for calculating the job fill rates for (s, S) policies. We also develop a greedy marginal

analysis procedure.

When analyzing the relationship between the level of stock on-hand and the job

fill rate, two different kinds of behavior emerge. For most engineers, a typical curve
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is found with decreasing marginal returns from stock level increases. For some engi-

neers that service complex systems, however, an S-shaped curve is obtained, show-

ing that a ‘critical mass’ of items need to be added to the repair kit to see greater

benefits. A further investigation of this finding, in order to assess the conditions un-

der which one or the other type of relationship occurs, is an important direction for

future research.

Our analysis has also shown that the order in which items are added to the repair

kit is very important. That order should depend in a dynamic manner on the item

price and the item’s demand distribution. Further, the necessity of allowing multiple

units of some item to be added at once to the kit was established and the sensitivity

of the results with respect to the chosen order quantity was explored, showing that

the EOQ provides a good choice for the difference between reorder and order-up-to

level.

The application of the proposed model on other empirical datasets would help

further assess its utility for real world applications. An important direction for fur-

ther research is to augment the problem formulation to consider also space con-

straints; i.e. assessing whether the set of chosen items actually fits in a kit. Finally,

a further research stream could investigate the role of judgmental adjustments (or

even purely judgmental decisions) by after-sales managers concerning repair kits

definition, their interaction with what stems from (algorithm-based) decision sup-

port systems and their (comparative) performance.





CHAPTER 7

Conclusion & discussion

In this thesis we have investigated several discrepancies between theoretical inven-

tory control models and the practical purpose that they serve. The main topic - ad-

dressed from different angles in chapters 2, 3, and 4 - is the lack of an interface with

demand forecasting in the current inventory control literature. In Chapter 5 we stud-

ied the decoupling of stock review moments and ordering possibilities. Finally, in

Chapter 6, we extended the Repair Kit Problem - often-times applied in maintenance

and after-sales industries - to include replenishment lead times and fixed ordering

costs. The different chapters thus relate to various problems around bridging the

gap between inventory control theory and practice.

Chapters 2 and 3 showed that ignoring forecasting uncertainty in inventory deci-

sions leads to substantially too low inventories and therefore poor customer service,

especially when parameters are estimated based on a small number of observations

or when the lead time is large. The latter is related to a particularly important ob-

servation, overlooked in leading textbooks, namely that future forecast errors are

correlated. Ignoring this correlation leads to an underestimated lead time demand

variance. For mean-stationary, normally distributed demand and an (r,Q) order-

ing policy, the corrected order decision that acknowledges the uncertainty in the

mean and variance is still a simple, closed-form expression, utilizing the Student’s

t-distribution (Chapter 2).

The approach taken in Chapter 3 led to a general framework that can accommo-

date any demand model, parameter estimator, and inventory model. It is devised

from Bayesian principles, but whereas the standard in the Bayesian literature is to

let the demand model dictate the estimator, this framework allows for using any pa-
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rameter estimator, as long as its error distribution can be derived exactly or approxi-

mately. If the demand model incorporates a trend or auto-correlation, or in general if

the demand model includes more unknown parameters, then the effect of ignoring

parameter uncertainty intensifies, and cost savings achieved by properly addressing

this uncertainty can be up to 80%. A finding of Chapter 3 that substantially eases

the method’s practical applicability is that the asymptotic normal approximation of

the estimator’s error distribution performs almost as well as its exact derivation for

sample sizes of at least 10 historical demands. Furthermore, large cost savings are

still possible even if the demand model is misspecified, especially when using this

approximate error distribution.

A further interesting observation is that by addressing parameter uncertainty in

the inventory decision not only the expected cost is reduced, but also its variance.

The typical result is an inventory mark-up that leads to slightly increased costs when

the parameter is already overestimated, but also to a very large cost savings when

the parameter is underestimated. This simultaneously reduces cost volatility and

average cost.

The lack of a connection between the literature strands on demand forecasting

and inventory control also shows in the mismatch between forecasting techniques

and unknown demand parameters. To perform inventory control in practice, one

needs to fit a demand distribution, i.e. estimate its unknown parameters. How-

ever, demand forecasting techniques are solely concerned with yielding an as good

as possible estimate of future demand per period. Companies store their historical

demands periodically, and forecasting and inventory control software packages use

these period demands as input to again create period demand forecasts. Contrar-

ily, order decisions are made continuously, based on continuous review inventory

models. It has been pointed out in Chapter 4 that period demand forecasts can-

not be used to estimate demand parameters at the individual customer level. The

compound Poisson demand distribution requires an estimate for the arrival rate of

individual customers and their individual demand sizes. Size-Interval forecasting

methods such as the one proposed by Croston (1972) yields separate estimates for the

number of periods between two periods with positive demand and the total period

demand size. However, mis-using such methods to estimate compound Poisson de-

mand parameters - as current integrated demand forecasting and inventory control
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software packages do - leads to way too high inventories, and thus to unnecessarily

high costs and overshot service levels.

In order to consistently estimate compound Poisson demand parameters from pe-

riodic data, the inventory control literature suggests the standard method-of-moments

estimator, without motivation. We showed that this estimator has a severe bias in

small samples, leading to bad performance especially when the demand pattern is

of an intermittent nature. Based on Croston’s idea of separately estimating the cus-

tomer arrival rate and the average demand size we presented an alternative method-

of-moments estimator for the parameters of a compound Poisson distribution from

periodic data, which significantly outperformed the standard method-of-moments

estimator and performed comparably to maximum likelihood, while being closed-

form and easy to implement in current software packages.

Next to the interface with demand forecasting, we have studied two other aspects

of inventory control. The first aspect is the timing of order placements and stock re-

views (see Chapter 5). We have shown that the typical assumption in the literature,

which is that orders are placed and delivered at the same moments as when stock re-

views take place, is suboptimal. If orders are allowed to arrive also in-between stock

reviews, then they are typically not placed at or around the stock review. Contrarily,

safety stocks are built up at a diminishing rate throughout the period where the exact

stock level is not known, but ordering is halted shortly before the stock review. At

this review, there is typically some excess safety stock, which is then first depleted

until new safety stock is built up again. If we compare this ordering scheme with

the standard that only orders at the inventory review point, then we see large cost

savings because of the much smoother inventory build-up. Safety stocks, and thus

costs, decrease in the level of randomness in the demand, i.e. the level of uncertainty.

This means that further cost savings can be achieved by including (partially) known

information on demands that have occurred, for example by making a split-up be-

tween the known stream of incoming demands and the unknown loss due to theft,

misplacement, etc.

The second aspect, studied in Chapter 6, is the inclusion of fixed order cost and a

positive lead time in the Repair Kit Problem, concerned with the question how many

parts of various types an engineer has to carry on a tour. This tour may consist of
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a random number of jobs, each requiring random numbers of various parts. This

problem has thus far only been studied assuming free overnight restocking, but we

have shown that once order costs and lead times are introduced, highly different

order policies arise. One should weigh the job fill rate increase and the expected

holding cost increase. We have studied a real case and found two different kinds

of order policy behavior. In many cases there are decreasing marginal returns from

stock level increases, but for some engineers an S-shaped curve is obtained, showing

that a ‘critical mass’ of items are required on many jobs, and that other more specific

items are only useful on certain jobs. Most importantly, the typical heuristic mecha-

nism applied by previous authors that adds parts to the kit based on the ratio of its

expected demand and price, does not work well in this more realistic setting.

Discussion & future research

The main conclusion of this thesis, shining through in all chapters, is that more at-

tention should be devoted to the practical applicability of inventory control research.

Models that assume full knowledge of a certain demand distribution cannot be used

without modification in the real world, where such knowledge is not available. Mod-

els that impose that orders are placed solely at the same points in time where the

stock level is reviewed lead to unnecessarily high peak inventories and related costs.

Finally, models that ignore replenishment lead times and order costs, or fail to make

a complete cost-benefit trade-off when selecting which parts to stock, lead to subop-

timal compositions and therefore too high costs for a given service level.

The key to making better decisions in practice lies not only with the development

of inventory control models, but also with their users - practitioners and software

developers. They should carefully design their demand monitoring and storage sys-

tems to facilitate proper parameter estimation and decision making. This starts with

the way they store their demand data, per transaction or periodically. In the latter

case, also the period length should be decided on. On the other hand, users should

reflect on their actual business situation and choose the inventory control model that

best suits their needs. Finally - and this is where software developers play a key role

- the bridge should be made from data to inputs for that specific inventory model,

including demand forecasting, parameter estimation, and estimation uncertainty.
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The literature should also be more focused on the combined process to move from

data to decision in practice. Currently, the research fields of demand forecasting and

inventory control operate almost in complete isolation. On the forecasting side, fu-

ture demand per period is predicted with the sole purpose of producing that forecast,

without bearing in mind that demand forecasts are primarily an aid to make better

(inventory) decisions. Contrarily, on the inventory control side, optimal replenish-

ment strategies are derived assuming a certain demand distribution of which all pa-

rameters are known. On the forecasting side even data manipulation such as tempo-

ral aggregation is applied to lower forecast errors of aggregated demands, whereas

for demand parameter estimation it would be optimal to store and use demand data

at the individual customer level.

This also leads to a peculiar situation in integrated demand forecasting and inven-

tory control packages. These take demand per period as input and produce a period

demand forecast, but subsequently derive from this the policy parameters of a con-

tinuous review inventory system. After all, at the moment that a single customer

demand causes the inventory level to drop below a certain reorder level, dedicated

inventory control software will immediately signal a replenishment order. Here we

observe exactly the same discrepancy that we also see in the literature: periodic in-

puts and forecasts, but continuous inventory monitoring and decision making.

Even if parameter estimators are appropriately selected for the demand process

at hand, then still the problem of dealing with parameter uncertainty remains and is

very relevant, as in practice typically only very few demand observations are avail-

able (since the last structural change of the demand process). If an optimal replen-

ishment policy that was derived assuming known demand parameters, is no longer

optimal if estimates are used instead. Chapters 2 and 3 studied this problem and

proposed a framework to generally overcome this problem. However, it can be com-

putationally challenging to apply the method of Chapter 3 when multiple parame-

ters are estimated. On the other hand, the approximate option does work well if a

reasonable number of historical demands is available.

Since the beginning of this century an alternative view on inventory control re-

search has slowly developed in parallel to the classical view: data-driven inventory

control. The philosophy of this research strand is to create a direct connection be-



146 Chapter 7

tween the data and the replenishment strategy, rather than following a sequential

forecasting and inventory control process. This fundamentally different approach

is promising because of its much more flexible way of modelling the demand and

inventory situation. The first suggestion to derive optimal inventory parameters di-

rectly from observed demand (without distributional assumptions) came from Iyer

and Schrage (1992), but only after the applications to the newsvendor model by God-

frey and Powell (2001) and Levi et al. (2007, 2015) data-driven inventory control

started to gain some more traction. A new idea which can be regarded as a step

towards ‘Big Data Inventory Control’ was proposed by Beutel and Minner (2012)

and Sachs and Minner (2014), who take the inventory level as a dependent variable

in a linear regression on various different variables that may explain demand. The

popularity increase of data-driven inventory control could be catalysed by recent

advances in machine learning for data science, increasing computer power, and the

explosive growth of data storage and sharing within the supply chain.

Data-driven, integrated demand forecasting and inventory control frameworks,

based on or complemented by artificial intelligence, provide a promising outlook

to enhance the practical focus of inventory control research. An important concep-

tual contribution to integrate machine learning with managerial decision problems

was made by Bertsimas and Kallus (2018), and first applications are given by Ban

and Rudin (2018), Oroojlooyjadid et al. (2018), Taigel and Meller (2018) and Meller

et al. (2018). Other authors have successfully applied deep learning to find good

solutions to analytically unsolvable inventory models (Bravo and Shaposhnik, 2018;

Gijsbrechts et al., 2018). The development of these literature streams will inevitably

enhance the way in which inventories are managed. This lays out many new re-

search opportunities, both on developing this new strand and on its interface with

classical demand forecasting and inventory control literature.
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Axsäter, S. 2015. Inventory control. 3rd ed. Springer International Publishing, Basel.
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Pólya-Aeppli distribution. Communications in Statistics 46(8) 6436–6453.

Ban, G.Y., C. Rudin. 2018. The big data newsvendor: practical insights from machine

learning. Operations research - in press, doi.org/10.1287/opre.2018.1757.

Basu, D. 1955. On statistics independent of a complete sufficient statistic. Sankhya

15(1) 377–380.

Bensoussan, A., R.H. Liu, S.P. Sethi. 2005. Optimality of an (s, S) policy with com-

pound Poisson and diffusion demands: A quasi-variational inequalities approach.

SIAM Journal on Control and Optimization 44(5) 1650–1676.



BIBLIOGRAPHY 149
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Summary

Practice-inspired contributions to

inventory theory
The research field of inventory control clearly has a practical focus. The studied

models and derived policies are meant to control real inventories of real compa-

nies. Yet, business practice diverges from the inventory control literature, making

it questionable whether certain models and procedures are actually applicable to

the scenarios in which they are used by managers and software developers. This

thesis makes several contributions concerning this overarching theme. Its main con-

tribution focuses on the practically implausible assumption that a manager has full

knowledge over the probability distribution of future demand and its parameters,

and the lack of a bridge with the demand forecasting literature on this topic. Fur-

thermore, we study the possibility to decouple inventory replenishment opportuni-

ties from stock reviews. Finally, we make the well-known Repair Kit Problem more

realistic by including fixed order costs and positive lead times into the model.

Safety stocks are meant to guard against the uncertainty of future demand. Proper

modeling of the latter is key to making accurate inventory calculations. However, al-

most all inventory models proposed in the literature start from the assumption that

the demand distribution and all its parameters are known, whereas in practice one

only has a sample of demand observations based on which a distribution has to be

fitted and parameters have to be estimated. We find that safety stocks are set way

too low if such estimates are treated as true parameters, as this ignores part of the

uncertainty around future demand. Furthermore, we point out that future forecast

errors are correlated, which is typically ignored and leads to even larger safety stock

deficits. For normally distributed demand with unknown mean and variance, we

present a simple, closed-form equation to set the correct reorder level that achieves
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a certain cycle service level. Thereafter, we present a general framework to include

the uncertainty for every parameter estimator, every demand model, and every in-

ventory model that can be formulated as a cost minimization problem. The exact

variant requires a demand model- and estimator-specific derivation of the error dis-

tribution, but the easier applicable, approximate variant performs almost as well for

sample sizes of at least 10. Especially if multiple parameters are to be estimated,

such as a trend and an intercept, large cost savings can be achieved by applying the

presented framework.

Many companies story their demand data periodically (e.g. weekly), whereas

they manage inventories on a continuous basis. As soon as a demand causes the

inventory level to drop to or below a certain reorder level, the software immediately

signals that a replenishment order should be placed. The demand forecasting litera-

ture is centered around producing forecasts of future demand per period, based on

historical demands per period. However, such forecasts are not helpful for fitting

demand distributions at the individual customer level. We demonstrate this for the

compound Poisson class of demand distributions, which is especially popular for in-

termittent demand. Even period forecasting methods that are designed to yield sep-

arate estimates for the time between periods with positive demand and the period

demand size, are not suitable for estimating the arrival rate and demand size param-

eters of a compound Poisson distribution at the customer level. We find that using

them as such leads to dramatically overshot fill rates and therefore too high costs.

However, also the standard method-of-moments estimator which does yield consis-

tent parameter estimates from periodic data, still has a large bias in small samples.

This leads to undershot fill rates for slow-moving demand patterns and overshot fill

rates for medium- to fast-moving demand patterns. We present a new estimator that

makes explicit use of the intermittent nature of the demand and show that it has a

much lower finite-sample bias than the standard estimator, which in turn yields an

inventory policy that achieves closer to the target fill rate.

Moving away from the interface of demand forecasting and inventory control, we

now focus on periodic review inventory control models. These are devised for com-

panies that do not constantly have complete knowledge of their inventory, which is

due to e.g. theft or misplacement, or simply periodic counting. However, a very

restrictive assumption is that orders can only arrive at the same moments when a
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complete stock update is received. In practice, orders can be placed at any time

when the inventory policy deems necessary, and arrive after a possible lead time.

We study a model where exactly this is possible; inventory updates are only made at

predefined intervals, and in-between those updates only the demand distribution is

known. We show that the typical order path is to first deplete excess inventory from

the previous period, then build up safety stock to guard against the increasing uncer-

tainty of the stock level, but to halt this build-up shortly before the next review, after

which there is typically again an excess and the cycle repeats itself. It is interesting to

observe that this policy, contrary to the standard periodic review policies, advocates

to not order at or directly around an inventory review. Furthermore, because of the

much smoother inventory build-up, significant holding cost savings can be achieved

over standard periodic review policies.

The Repair Kit Problem aims at finding the optimal composition of an engineer’s

set of spare parts to carry on a tour of an unknown number of jobs that each require

unknown numbers of various parts. We are the first to introduce fixed order costs

and positive lead times, reflecting that some parts cannot immediately be restocked

overnight and have to be shipped from elsewhere. The inclusion of this practical

constraint, motivated by a real case, fundamentally changes the model and corre-

sponding derivation of the inventory policy. We present an exact calculation of the

Job Fill Rate, which measures the long-run average fraction of jobs in a tour that

can directly be completed, and derive a heuristic method that optimizes the reorder

level of a batch ordering policy with a fixed batch size. Whereas previous authors

suggested to weigh part price and part requirement to find a good kit composition,

in this scenario we suggest to trade off holding cost against service increase. We

furthermore show that the EOQ provides a good solution for the batch size. After

establishing the quality of our heuristic on small test instances, we apply it to the

case study company and find that some engineers have a decreasing marginal fill

rate gain vs. cost increase, whereas others have a marginal fill rate gain that is first

increasing and then decreases again. This shows that there is a ‘critical mass’ of parts

that are required on many jobs.





Samenvatting

Praktijkgedreven bijdragen aan

voorraadtheorie
Het onderzoeksveld voorraadbeheer heeft duidelijk een praktische focus. De be-

studeerde modellen en afgeleide beslissingen zijn bedoeld om echte voorraden van

echte bedrijven te beheren. Toch is de praktijk anders dan de voorraadliteratuur, wat

het discutabel maakt of de modellen en procedures werkelijk toepasbaar zijn in de

scenario’s waarin ze door managers en softwaremakers gebruikt worden. Dit proef-

schrift levert verschillende bijdragen met betrekking tot dit overkoepelende thema.

De hoofdbijdrage richt zich op de in de praktijk onmogelijke aanname dat een ma-

nager volledige kennis heeft van de kansverdeling - inclusief parameters - van de

toekomstige vraag en de ontbrekende link met de vraagvoorspelliteratuur op dit on-

derwerp. Bovendien bestuderen we de optie om bevoorradingsmogelijkheden los te

koppelen van voorraadinspecties. Tenslotte maken we het bekende Repair Kit Pro-

blem realistischer door vaste bestelkosten en positieve levertijden aan het model toe

te voegen.

Veiligheidsvoorraden zijn bedoeld om te beschermen tegen de onzekerheid van

de toekomstige vraag. Het correct modelleren van die vraag speelt een sleutelrol

bij het maken van juiste voorraadbeslissingen. Echter, bijna alle voorraadmodellen

uit de literatuur beginnen met de aanname dat de vraagverdeling en alle parameters

bekend zijn. In de praktijk heeft men slechts een aantal vraagobservaties waarop een

kansverdeling moet worden aangemeten en parameters geschat. We constateren dat

veiligheidsvoorraden veel te laag worden ingesteld als dergelijke schattingen voor

echte parameters worden aangezien, omdat hierdoor een deel van de onzekerheid

rondom de toekomstige vraag wordt genegeerd. Bovendien laten we zien dat toe-

komstige voorspelfouten gecorreleerd zijn, wat gewoonlijk wordt genegeerd en tot
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nog grotere voorraadtekorten. We presenteren voor normaal verdeelde vraag met

onbekend gemiddelde en onbekende standaarddeviatie een eenvoudige vergelijking

in gesloten vorm, waarmee het juiste bestelniveau kan worden bepaald om een ge-

geven cycle service level te behalen. Daarna stellen we een generiek raamwerk voor

om de onzekerheid mee te nemen voor elke parameterschatter, elk vraagmodel en

elk vooraadmodel dat als kostenminimalisatieprobleem kan worden geformuleerd.

De exacte variant benodigt een vraagmodel en schatter-specifieke afleiding van de

meetfoutverdeling, maar de eenvoudiger toepasbare, benaderende variant presteert

bijna evengoed voor steekproefgroottes van tenminste 10 vraagwaarnemingen. Met

name wanneer meerdere parameters - zoals een trend en een constante van een li-

neaire regressie - geschat moeten worden, kunnen met het voorgestelde raamwerk

grote kostenbesparingen worden behaald.

Veel bedrijven slaan hun vraagdata periodiek (bijvoorbeeld wekelijks) op, terwijl

ze hun voorraden continu beheren. Zodra een binnenkomende vraag het voorraad-

niveau op of onder een bepaald bestelniveau brengt, geeft de software onmiddelijk

een bestelsignaal af. De vraagvoorspelliteratuur focust op het voorspellen van de

toekomstige vraag per periode, gebaseerd op historische observaties van de vraag

per periode. Zulke voorspellingen helpen echter niet om vraagverdelingen aan te

meten op het niveau van de individuele klant. We demonstreren dit voor de com-

pound Poisson klasse van vraagverdelingen, die met name populair is voor sporadi-

sche vraagpatronen. Zelfs periodieke voorspelmethoden die speciaal gemaakt zijn

om het aantal perioden tussen twee perioden met positieve vraag en de vraaggrootte

per periode apart te voorspellen, zijn niet geschikt om de aankomstintensiteit en ge-

middelde vraaggrootte op klantniveau te schatten. Onze bevinding is dat als deze

voorspellers daarvoor wel gebruikt worden, dit leidt tot veel te hoge fill rates en

dientengevolge te hoge kosten. Echter, de standaard momentschatter, die wel con-

sistente parameterschattingen vanuit periodieke data oplevert, heeft nog steeds een

grote onzuiverheid in kleine steekproeven. Dit leidt tot te lage fill rates voor traag-

bewegende vraagpatronen en te hoge fill rates voor gemiddeld tot snelbewegende

vraagpatronen. We stellen een nieuwe schatter voor die het sporadische karakter

van de vraag expliciet gebruikt en laten zien dat deze een veel kleinere afwijking

heeft dan de standaard momentschatter, wat uiteindelijk leidt tot het nauwkeuriger

behalen van de beoogde fill rate.
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We verlaten het raakvlak tussen vraagvoorspelling en voorraadbeheer en bestu-

deren vraagmodellen met periodieke updates van het voorraadniveau. Deze vraag-

modellen zijn bijvoorbeeld relevant als er sprake kan zijn van diefstal, verlies of

verkeerde plaatsing van artikelen, of simpelweg door periodieke tellingen. Ech-

ter, een erg beperkende aanname van deze modellen is dat bestellingen alleen maar

kunnen worden geplaatst en ontvangen op die momenten waarop ook het voor-

raadniveau wordt geüpdatet. In de praktijk kunnen bestellingen altijd worden ge-

plaatst wanneer dit volgens het voorraadregime nodig is en komen dan aan na een

eventuele levertijd. We bestuderen een model waarbij exact dit mogelijk is; voor-

raadupdates worden slechts gemaakt in vooraf aangewezen intervallen en tussen

deze updates is slechts de kansverdeling van de vraag bekend. We laten zien dat

het typische orderverloop zo is dat eerst het voorraadoverschot uit de vorige peri-

ode wordt opgemaakt, dan een nieuwe veiligheidsvoorraad wordt opgebouwd om

tegen de toenemende onzekerheid te beschermen en tenslotte deze opbouw wordt

gestaakt om de nieuwe voorraadupdate af te wachten. Na deze update is er dan

gewoonlijk weer een voorraadoverschot, waarna het proces zich herhaalt. Een in-

teressante observatie is dat dit bestelbeleid - anders dan het standaardbeleid onder

periodieke voorraadupdates - aanbeveelt om juist niet te bestellen op of rondom een

voorraadupdate. Bovendien kunnen door de veel meer gestroomlijnde voorraadop-

bouw significante kostenbesparingen worden bewerkstelligd in vergelijking met de

standaard.

Het Repair Kit Problem richt zich op het vinden van de optimale samenstelling

van de set van reserveonderdelen die een servicemonteur mee moet nemen op een

rit. Deze rit heeft een onbekend aantal taken die elk een onbekend aantal van ver-

schillende onderdelen benodigen. We introduceren vaste bestelkosten en positieve

levertijden in dit model, overeenkomend met het feit dat sommige onderdelen niet

direct na een rit aangevuld kunnen worden en bijvoorbeeld uit een centraal maga-

zijn moeten worden geleverd of moeten worden nabesteld. Het toevoegen van deze

praktische beperking - gemotiveerd met een praktijkstudie - verandert het model en

de bijbehorende afleiding van het bestelpatroon fundamenteel. We geven een exacte

berekening van de Job Fill Rate, die het langetermijn-gemiddelde deel van de taken

in een rit meet die direct voltooid kunnen worden. Daarnaast geven we een heu-

ristieke methode die het bestelniveau van een bestelpatroon met vaste bestelgrootte
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optimaliseert. Terwijl andere onderzoekers voorstelden om de prijs van en gemid-

delde vraag naar een onderdeel af te wegen om een goede samenstelling te vinden,

stellen wij in dit scenario voor om de toename in investeringskosten tegen die in

Job Fill Rate af te wegen. We laten daarnaast zien dat de economische ordergrootte

(EOQ) een goede oplossing voor de bestelgrootte is. Nadat we de kwaliteit van onze

heuristiek op kleine testinstanties hebben vastgesteld, passen we de heuristiek toe

op het bedrijf van onze praktijkstudie. We vinden dat sommige monteurs een af-

nemende marginale fill rate toename t.o.v. kostentoename hebben, terwijl anderen

een marginale fill rate toename hebben die eerst toeneemt en dan weer afneemt. Dit

geeft aan dat er een ‘kritieke massa’ is van onderdelen die voor veel taken nodig zijn.
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