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The main aim of this dissertation was to pinpoint a 
potential cause for CI users’ limited performance on speech-on-
speech-related (SoS) tasks. This was executed via investigating 
how CI processing can influence the relationship between SoS 
perception and the sensitivity to underlying voice cues, if this 
relationship did exist.

1. oVEraLL findingS

The first step was to assess the nature of the relationship 
between SoS perception and voice cue sensitivity in typical 
CI users compared to NH listeners, which was carried out in 
Chapter 2. The hypothesis was that the more sensitive the CI 
participants were to F0 and VTL cues, the more they would both 
benefit from F0 and VTL differences between two competing 
talkers, and gain an overall higher level of SoS perception, as 
demonstrated in Figure 1 (A). In this panel, SoS perception 
stands for both SoS intelligibility and comprehension. The 
data obtained in Chapter 2 partially supported the hypotheses: 
having a higher sensitivity to either F0 or VTL differences did 
not contribute to a larger benefit from such differences between 
two competing talkers in SoS situations, contrary to what was 
expected. Nevertheless, in line with the hypotheses, overall SoS 
intelligibility [Figure 1 (E)] and comprehension scores were 
found to be highly correlated with the sensitivity to both F0 
and VTL cues, but not to only one of them. This means that CI 
participants who were sensitive to either cue alone but not to the 
other tended to have low overall SoS scores, while participants 
who were sensitive enough to both cues were the ones who tended 
to score well on both SoS tasks. This relationship was found to 
be specific to voice cue sensitivity and SoS perception, as voice 
cue sensitivity was observed to be unrelated to the participants’ 
speech-in-quiet perception scores.
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Figure 1. Expected versus observed relationship between the data. Top 
row (dashed box encompassing panels A-D): Expected relationships between the 
data before running the experiments in Chapters 2-5, respectively. Bottom row 
(solid box encompassing panels E-H): Observed relationships between the data 
as obtained from the experiments in Chapters 2-5, respectively. The legends 
for panels F-H are the same as those shown in panels B-D, respectively. JNDs: 
Just-noticeable-difference measures that represent the participant’s sensitivity 
to the indicated voice cue; larger JNDs denote larger thresholds, and thus less 
sensitivity to the differences along that voice cue.

The literature has pointed to a lateralized mechanism for 
processing voice-related cues in the brain. Auditory processing 
units in the left hemisphere have been shown to process sounds 
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at a finer temporal resolution compared to those in the right 
hemisphere (Schirmer and Kotz, 2006; Zatorre and Belin, 
2001). The finer temporal resolution in the left hemisphere 
allows for tracking the rapidly-varying temporal information in 
speech, such as formant transitions and linguistic cues, while 
the lower temporal resolution in the right hemisphere makes 
these units more suitable for voice pitch processing. Such 
auditory processing units in both the left and right temporal 
lobes have also been implicated in the preferential processing 
of F0- and VTL-related cues in speech (e.g., Kreitewolf et al., 
2014; von Kriegstein et al., 2010; Lattner et al., 2005). Figure 
2 (A) shows a schematic of these processing units: Heschl’s 
gyrus has been shown in imaging studies to be linked with the 
processing of F0-related information (Kreitewolf et al., 2014; 
Lattner et al., 2005), while parts of the superior temporal lobe 
(sulcus + gyrus) were shown to be involved in processing VTL-
related information (von Kriegstein et al., 2010; Lattner et al., 
2005). Additionally, because of the hemispheric lateralization 
mentioned above, Heschl’s gyrus and the superior temporal 
lobe in the left hemisphere are largely dedicated to processing 
linguistic-specific information (what is being said) carried by F0 
and VTL, respectively, while the contralateral analogs of these 
processing units are mainly responsible for decoding speaker-
specific information carried by F0 and VTL, such as speaker 
identity (who said it). If this is indeed the case, as the evidence 
in the literature suggests, then CI users with low sensitivity 
to either F0 or VTL would not be expected to have sufficient 
activation of the left hemisphere Heschl’s gyrus or superior 
temporal lobe, respectively, which would effectively reduce the 
number of neural units recruited for decoding linguistic content 
based on F0 and VTL cues. In other words, if we abstractly 
think of SoS intelligibility as a multi-step process, as shown in 
the computational model proposed in Figure 2 (B), the brain 
would need to extract both linguistic information from the SoS 
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signal based on F0 and VTL, in addition to information about 
the speaker demographics (height, age, gender, etc.). If either F0 
or VTL sensitivity is impaired, information about what is being 
said and who is saying it would not be adequately extracted from 
the incoming message to serve SoS perception. In the case of CI 
users in this dissertation, relying on either F0 or VTL cue alone 
did not appear to be sufficient for adequate SoS intelligibility, 
highlighting that CI users probably place equivalent weight on 
F0 and VTL cues in SoS-related tasks.

Figure 2. 
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Computational model denoting key processes essential for adequate speech-
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while the red block indicates those in the right hemisphere. Thick bidirectional 
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Another important consideration is that the relationship 
between voice cue sensitivity and SoS perception is probably 
modulated by attention and working memory capacity. This is 
expected because both the JND and SoS perception tasks rely 
not only on the adequate detection of voice cue differences, but 
also the proper storage and retrieval of the stimulus pattern (the 
order of the JND triplets and the words in the target sentence). 
Evidence for this relationship between working memory capacity 
and SoS intelligibility has been documented in the literature 
(e.g., Sörqvist and Rönnberg, 2012; Zekveld et al., 2013). Since 
attention and working memory capacity were not explicitly 
measured in this dissertation, it remains an open question whether 
the CI users who demonstrated a high sensitivity to both F0 and 
VTL might have either had superior spectrotemporal resolution 
or superior working memory capacity compared to those who 
had a high sensitivity to either F0 or VTL but not both.

This dissertation proceeded with the former part of the 
aforementioned question, which was the hypothesis that the 
relationship between voice cue sensitivity and SoS perception 
could be influenced by the resultant spectrotemporal resolution 
in the implant as dictated by the amount of channel interaction 
present. In other words, the lack of sensitivity to F0 and VTL 
cues and its influence on the overall SoS score could be a 
symptom of the inherent channel interaction in the implant. In 
Chapter 3, this idea was directly tested with CI users using 
stimulation patterns that induced variable amounts of channel 
interaction simulating different levels of spectral smearing. The 
hypothesized relationship between the data is shown in Figure 1 
(B), such that increasing the channel interaction was expected 
to influence VTL cues, which are mainly spectral, more than 
F0 cues, which also have a temporal representation. Under that 
hypothesis, it was expected that the sensitivity to VTL cues 
would dramatically worsen compared to that of F0-related cues, 
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in addition to a larger drop in SoS scores when the masker and 
target speakers differed in VTL compared to when they differed 
in F0. As shown in Figure 1 (F), the data revealed that, contrary 
to what was expected, F0 sensitivity, and not VTL sensitivity, 
was significantly reduced by increasing channel interaction. 
However, in line with the expectations for the SoS data, when 
the masker and target differed in VTL, SoS intelligibility was 
severely impaired with increased channel interaction to a larger 
degree than when target and masker differed in F0. These 
findings indicate that CI users can withstand mild degrees of 
channel interaction, however, when such interaction becomes too 
severe, perception of voice cues and resultant SoS performance 
can be degraded.

These observations inspired the question of whether 
attempting to enhance the spectral contrast of the acoustic signal 
could help mitigate some of the detrimental effects observed in 
Chapter 3. To address this question, in Chapter 4, a spectral 
contrast enhancement algorithm was tested with CI users. The 
expectation, as shown in Figure 1 (C), was that enhancing the 
spectral contrast of the signal would contribute to a shift in the 
cluster of data points describing each participant’s F0 sensitivity, 
VTL sensitivity, and SoS performance. This shift results from the 
spectral enhancement algorithm improving the sensitivity to F0 
and VTL cues, albeit with a larger effect for VTL-related cues, 
in addition to yielding an improvement in the overall SoS scores. 
The data collected from this study, shown in Figure 1 (G), did not 
demonstrate the expected results: data points obtained with and 
without spectral enhancement overlapped in the [ΔF0, ΔVTL] 
plane. The data analyses revealed that spectral enhancement 
did not contribute to an improved sensitivity to F0 and VTL 
differences, but rather only contributed to an improvement in 
SoS performance. This was speculated to be the result of the 
algorithm enhancing the local signal-to-noise-ratio rather than 
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the sensitivity to the underlying voice cues in the signal, which, 
in themselves, are important for other voice-perception-related 
tasks, such as gender categorization and identification, say, of a 
speaker on the telephone.

Because spectral enhancement was not observed to 
improve the underlying perception of voice-related cues, it was 
speculated that optimizing a CI signal processing parameter, 
like the frequency-to-electrode quantization map, could enrich 
the transmission of these voice cues, specifically VTL. Because 
CI users were observed throughout Chapters 2-4, in addition to 
the literature, to have a more robust representation of F0-related 
cues compared to VTL-related cues, with respect to the range 
of voice differences related to gender categorization, Chapter 
5 focused on the transmission and representation of VTL cues 
in vocoder simulations of implant processing. The frequency-
to-electrode quantization map was chosen here because it can 
directly influence the spectral resolution in the implant if a 
sufficient number of channels is dedicated to frequency bands 
that carry important VTL-related information (e.g., formant 
frequencies). The vocoder simulations were deployed in this 
chapter to first study the effect of frequency quantization in a 
highly controlled setup before testing with actual CI users. This 
allowed testing the effect of various frequency mismatch scenarios 
that are suspected to occur in CI users because the frequency 
band dedicated to each electrode is rarely matched with its 
corresponding tonotopic location along the basilar membrane 
in the cochlea. Figure 1 (D) shows the expected relationship 
between the resolution of the frequency quantization map and 
VTL sensitivity. The hypothesis was that if the frequency 
quantization map was given sufficient spectral resolution in the 
lower frequencies where formants are encoded, this could help 
mitigate the detrimental effect of larger frequency mismatch 
scenarios (e.g., when the electrode array is shallowly, or even 
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not fully inserted into the cochlea). The findings from this study, 
shown in Figure 1 (H), were in line with the proposed hypothesis, 
such that increasing the spectral resolution around the range 
encoding formant frequencies was observed to mitigate some of 
the detrimental effects of frequency mismatch.    

Figure 3. Comparison between expected and observed effects on the 
variables measured under the different types of CI processing tested.

Figure 3 provides a summary for the comparison between 
the expected effects of channel interaction, spectral contrast 
enhancement, and optimization of frequency-to-electrode map 
on the sensitivity to F0 and VTL differences, in addition to SoS 
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perception. From these findings, it appears that the spectral 
resolution manipulations as implemented in Chapters 3 and 4 
did not yield a range where VTL sensitivity could change. This 
contradicts the observations by Gaudrain and Başkent (2015) 
for vocoder simulations of CI processing, which indicated a 
decrease in VTL sensitivity with lower spectral resolution. Thus, 
the findings from this dissertation imply that VTL sensitivity 
in actual CI users may already be quite low such that small 
improvements (Chapter 4) or degradations (Chapter 3) in 
effective spectral resolution may not yield any noticeable effect. 
The data from Chapter 5 built on this idea by investigating 
how VTL sensitivity could be affected by spectral manipulation 
from another perspective, namely, the frequency-to-electrode 
quantization map. The findings from this chapter, taken in light 
of those from the rest of the dissertation, point towards the 
potential benefit in VTL perception that may be obtained if 
the frequency-to-electrode quantization map is appropriately 
optimized.

2. outlook

There are multiple factors that may influence the pattern of 
results reported in this dissertation. For example, the literature 
has provided ample evidence that the target-to-masker ratio 
(TMR) crucially influences the performance on SoS-related tasks 
(e.g., Darwin et al., 2003; Stickney et al., 2004). SoS performance 
follows a psychometric function such that the benefit from 
voice differences between two simultaneous talkers is maximal 
at a specific range of TMRs close to the linear region of the 
psychometric function. In this dissertation, the interaction effect 
between the TMR and benefit in SoS from voice differences was 
not systematically assessed to limit the scope of the studies to 
the particular research questions posed. This interaction effect 
should be more thoroughly investigated as a follow-up to this 
dissertation.



267

General Discussion

-3.8

0

-4

-9

-12

-12
ΔF0 (semitones)  

Δ
V

T
L
 (

se
m

it
on

es
) 

 

30

40

50

60

SoS intelligibility
(%)

0 4 9 12

Figure 4. Comparison between SoS intelligibility scores obtained from 
voice differences approaching children-like voices (Chapter 2; ΔF0 from 0 st to 
+12 st and ΔVTL from 0 st to -12 st) and voice differences approaching male-
like voices (Chapter 3; ΔF0 from 0 st to -12 st and ΔVTL from 0 st to +3.8 
st) for the same target-to-masker ratio of +8 dB. The reference female talker 
is at the (0,0) location on the grid. Note that the scaling is not uniform, but 
only represents the combinations of ΔF0 and ΔVTL tested in this dissertation.

Another central point of discussion pertains to the nature 
of the voice differences investigated in this dissertation. From 
Chapters 2 and 3, it was clear that while CI users did not benefit 
from increasing voice differences along the voice space of children 
(Chapter 2), they were able to obtain a considerable release from 
masking when voice differences were increased along the male 
voice space at the same TMR (Chapter 3). This pattern of results 
is shown in Figure 4. Additionally, no significant differences in 
F0 and VTL sensitivities between the child space and the male 
space were observed in the data obtained in Chapters 2 or 3, 
supporting the observation in Chapter 2 that the benefit in 
SoS intelligibility from voice differences between two talkers is 
not related to F0 or VTL sensitivities. Nevertheless, a direct 
comparison between the datasets from Chapters 2 and 3 could 
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prove challenging because the sample of CI participants was not 
only different for each study, but also each sample was a native 
speaker of a different language (Dutch and German, respectively). 
Data collected on the differences between male-produced and 
female-produced formant frequency values demonstrated that 
large variations in those differences exist across languages, 
with languages like Danish having minimal differences, while 
languages like Russian have maximal differences (Johnson, 
2005). More specifically, Dutch falls in the region of languages 
that have minimal differences between male-produced and 
female-produced formants, while German (Viennese) is reported 
to have larger formant peak differences between typical male 
and female speakers in comparison (Johnson, 2005). This may 
have some implications on the perception of VTL-related cues 
which can be encoded in the differences between male-produced 
and female-produced formant peaks in vowels. With that said, 
since this dissertation did not methodically scan the entire [F0, 
VTL] plane with a fixed sample of CI participants coming from 
the same linguistic background, the effect of different voice 
spaces on SoS perception in CI users should also be investigated 
in future studies, in addition to their interaction with the TMR.

 In Chapters 2-4, a second SoS perception task, namely the 
sentence verification task (SVT), was utilized that assessed both 
SoS comprehension accuracy and speed as additional measures 
to the traditional SoS intelligibility task. For the dataset in 
Chapter 2, the SVT provided valuable speed and accuracy data 
which corroborated the findings observed in the traditional 
SoS intelligibility task, giving strength to the effects reported. 
However, for the datasets obtained in Chapter 3, considering either 
the comprehension accuracy or speed measures in isolation failed 
to demonstrate an effect of channel interaction. Only when the 
combined measure of both comprehension accuracy and speed, 
namely, the drift rate (the accuracy rate), was analyzed did the 
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effect of channel interaction appear, which was in line with the 
effect observed in the SoS intelligibility data. In Chapter 4, the 
SVT failed to show any effect of spectral enhancement, which 
could either be contributed to the subtleness of the effect itself 
considering its small effect size, or to the low sensitivity of the 
SVT to capture such a subtle effect. Nevertheless, these findings 
together indicate that the SVT could potentially be extended 
to clinical settings, even as a quick test of SoS perception, since 
it provides an additional measure (response times) compared to 
the standard intelligibility task in a much shorter time.

The overall findings of this dissertation seem to point 
to the potential benefit in voice cue perception, and possibly 
SoS perception, that may be obtained from optimizing the 
frequency-to-electrode quantization map. The logical follow-up 
to this dissertation would be to first obtain a number of pilot 
measurements from CI users to check whether the results obtained 
in Chapter 5 could also be replicated with actual CI users. If 
this is the case, then, in a following experiment, the frequency-
to-electrode quantization map could be fit per CI participant 
using an adaptive procedure designed to improve the sensitivity 
to VTL cues, and then this newly-fitted map could be used to 
investigate whether the CI participant would gain a resulting 
improvement in SoS perception. If such a causal relationship is 
observed, then this method of fitting the frequency-to-electrode 
quantization map per CI user could be routinely applied in the 
clinic.

3. concLuSiVE Summary

In this dissertation, the following research questions were 
addressed:

1. Is sensitivity to F0 and VTL cues related to CI users’ 
SoS performance? (Chapter 2)

2. If so, could that relationship be influenced by the 
amount of inherent channel interaction in the implant? 
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(Chapter 3)
3. If channel interaction is found to influence the perception 

of such cues, can advanced signal processing techniques 
that enhance the spectral content of the signal help 
improve the perception of such cues? (Chapter 4)

4. In addition to optimizing the signal processing strategy, 
can a signal processing parameter like the frequency-to-
electrode quantization map improve the perception of 
such vocal cues, specifically VTL? (Chapter 5)

The findings for each research question were as follows:
1. The sensitivity to both F0 and VTL differences, and 

not only to one of them, was observed to be related 
to CI users’ overall SoS performance, but not to the 
benefit obtained from systematically increasing the 
voice difference between the two competing talkers.

2. This relationship was observed to be influenced by 
the amount of channel interaction. When the channel 
interaction was considered mild, CI participants were 
found to have similar F0 and VTL sensitivities, in 
addition to SoS performance compared to the situation 
where low channel interaction was introduced. However, 
as the channel interaction reached more severe levels, 
voice cue sensitivity and SoS performance became 
impaired. A consequence of this observation is that 
some degree of parallel stimulation (resulting in mild 
channel interaction but significant power reduction) 
could be implemented in CI stimulation strategies 
as a method of reducing power consumption by the 
implant without significantly reducing either voice cue 
sensitivity or SoS perception.

3. Spectral contrast enhancement as applied in this 
dissertation was not observed to improve the sensitivity 
to either F0 or VTL differences, but rather it was found 
to enhance overall SoS intelligibility. This effect was 
suspected to be caused by an improvement to the local 
TMR rather than an improvement to the inherent voice 
differences between the two competing talkers. Thus, 
even though spectral enhancement as implemented 
here did not yield any observable benefit in either F0 
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or VTL sensitivities, the fact that it was demonstrated 
to improve SoS perception supports the use of such 
strategies in actual implants as a way of addressing the 
main problem statement highlighted in the introduction 
of this dissertation.

4. Finally, manipulating the resolution dedicated to lower 
frequency components (below 3 kHz), where most 
formants lie, was observed to influence the sensitivity to 
VTL differences, which may also potentially influence 
SoS perception. This finding also supports optimizing 
the frequency-to-electrode quantization map for each 
CI user individually to better relay VTL cues.
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