
Chapter 6

Text Analysis

6.1 Why text analysis?

It is likely that language originated about one hundred thousand years ago in

Africa and dispersed via the Middle East across the rest of the world (Comrie

et al., 1998). The written word first emerged in a broad swatch from Egypt

to the Indus Valley, apparently as a result of improving an ancient system of

tallies and labels (Fischer, 1999). Recent discoveries have revealed that the

Egyptians used a hieroglyphic script as early as 3400 BC. Literacy, the ability

to read written language, has greatly facilitated social development. In the

last decennia, written language has developed to become the rich medium

of communication we experience nowadays. This form of communication is

probably the most powerful way to convey information to the outside world.

Thanks to the usage of language, we can communicate to other people. From

the moment we wake up until the moment we go to bed we are continuously

occupied with exchanging thoughts and assertions. The spoken and written

word is the basis of everyday life, for instance, newspapers, books, televi-

sion, radio, social life, communication at work, multimedia, internet, and so

on. Because of the evolution of the internet, the possibilities have become

unlimited. The volume of online textual data is increasing at a rate greater

than can be manually analyzed while the opportunities of electronic mail

have a stimulating effect on (international) communication. It is therefore

not surprising that language, and especially written language, is the subject

of analysis in a lot of research areas.

The art of language is very rich and in the past a lot of attempts have

been made to unravel the secret behind this art. Researchers in philosophy,

linguistics, and psychology thought of this secret as some sort of mechanism
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driving the structure and meaning of textual data. An unresolved mystery is

how it is possible that people have much more knowledge than appears to be

present in the information to which they have been exposed (Landauer and

Dumais, 1997). This phenomenon has plagued philosophy and science since

Plato more than 2500 years ago. There seems to be more in the spoken and

written word than words alone, thus giving language this strength. Citing

Plato from Gaarder (1991):

‘Man is a dual creature. We have a body that flows, is insepara-

bly bound to the world of the senses, and is subject to the same

fate as everything else in this world. But we also have an immortal

soul – and this soul is the realm of reason. And not being physi-

cal, the soul can survey the world of ideas. [. . .] The soul existed

before it inhabited the body.’

Plato thus believed that people must come equipped with most of their

knowledge, knowledge they acquire before the soul wakes up in the hu-

man body. People then only need hints and contemplation to complete their

knowledge.

Another mystery is the ability of people to communicate and understand

language. Although a lot of ambiguity exists in word usage, the human brain

is almost always able to extract the meaning of particular words, often by

incorporating contextual knowledge. However, there is more going on, since

people (unconsciously) make inferences from language, which enables them

not only to read or listen to it, but also to really understand it (although mis-

communication is also a phenomenon of everyday life). Through language,

we can convey complex thoughts to somebody else. This is what makes hu-

man beings unique, and although a lot of attempts have been made to imi-

tate the human brain (for example in the field of artificial intelligence), de-

velopments have not reached the level of perfect language comprehension

(yet).

Text analysis receives attention from different fields of research such

as linguistics, psychology, sociology, logic, mathematics, computer science,

and statistics. Since numerous aspects of language can be studied, a lot of

these fields approach textual data in a different way. From a linguistic view-

point, aspects such as phonetics, lexicology, morphology, syntax, and se-

mantics are examined. In computer science and logic, scientists are involved

in research programs in spoken and written word comprehension, i.e. ar-

tificial intelligence. A first attempt to analyze text in a more quantitative
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fashion is content analysis, a research technique for the objective, system-

atic, and quantitative description of the manifest content of communication

(Berelson, 1952). Other quantitative approaches from statistics and math-

ematics look, for instance, at word frequencies, co-occurrences of words,

distances between words and word categories. Once textual data have been

transformed to something quantitative, several (statistical) techniques are

available for analyzing these data, e.g., correspondence analysis, factor anal-

ysis, cluster analysis, and neural networks.

Applications of text analysis can be found everywhere: author recogni-

tion, information retrieval, identification of trends, responses to open-ended

questions, patents databases, theme determination, spelling checkers, ma-

chine translation, and so on. Since information retrieval is an important ap-

plication of (quantitative) text analysis, we will discuss this topic in more

detail in section 6.3.

Whereas some results have been achieved, this research area is far from

being fully developed. Due to the fast development of computer software, a

lot of progress has been made in the automated structuring and exploration

of textual data. In section 6.5 some of these programs will be briefly dis-

cussed. Although these programs facilitate the structuring of texts, the in-

tervention of a human being is often still required. Developments in artificial

intelligence are also ongoing, and programs for natural language process-

ing have become more and more powerful (for example, question-answering

machines). Whether a communication system can be developed that is so

complex, flexible and rich as human language remains to be seen. It is not

inconceivable, however, that in the long run, text analysis program capabili-

ties will resemble those of the human brain.

Some basic issues related to the analysis of textual data will be discussed

in section 6.2. In section 6.3 we briefly discuss several methods to accom-

plish a more efficient representation of a document collection. One of these

techniques called Latent Semantic Analysis is discussed in more detail in

section 6.4. Finally, we give a brief summary of the available text analysis

software in section 6.5.

6.2 Document representation

The availability of textual data is the starting-point in text analysis. These

data can appear in various ways, for instance, in books, journals, open-

ended survey responses, tape recorded spoken language, and web pages.
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Sometimes it is not only the text itself that is interesting, but also formulas,

pictures, tables, colors, graphs or sounds coming with the text, for exam-

ple, internet documents which are embellished with all sorts of technical

tricks. While our focus will be only on the textual data, it is not unthink-

able that these accessory aspects will also become an object of study in the

future. In some situations, the additional information coming with texts, so-

called metadata, may be exploited to uncover aspects of a text that otherwise

would have remained obscured.

When applying statistical methods to textual data, elements have to be

counted which are treated as identical occurrences of the same type or iden-

tical occurrences of a more general form. In practice this means that units

have to be identified which will be the objects of analysis. Most frequently,

words are used as the isolated units in a text, since they are a natural

choice also having an autonomous meaning. However, there are certainly

other possibilities, such as letters, syllables, groups of words, sentences,

and paragraphs. More advanced approaches are also used in unitizing texts,

e.g., semantically based approaches and lexicometric approaches. Different

counts have different degrees of relevance in each particular field of research

(Lebart et al., 1998). In the following, it is assumed that words are the basic

units of a text and that these words are the objects of analysis.

The most obvious way to characterize a text is by a set of keywords.

Assigning keywords to texts can be done by means of assigned or derived

indexing (Paijmans, 1999). When using assigned indexing, keywords are se-

lected from an existing classification system, so that texts are assigned a

place in the classification system. Manual library systems are usually as-

signed indexing systems, since books are classified according to an existing

classification system. The technique of derived indexing identifies all words

occurring in a text and selects the keywords by some more or less heuristic

method. Most of the computerized systems for information retrieval are de-

rived systems, since words are extracted from the documents according to

some weighting scheme.

Another distinction can be made regarding the coordination of words

(Paijmans, 1999). Many concepts that belong to the index language may con-

sist of two words, for instance, ‘computer programming’, or ‘matrix differen-

tiation’. In the older, manual indexing systems, such compound expressions

are recognized and kept together in the indexing system. Such systems are

called precoordinative systems. In postcoordinative indexing, such expres-

sions are separated in their components and only these components are
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stored in the index list. Boolean operators can then be used to reconstruct

such terms.

Before further analyzing textual data, the data have to be preprocessed

to obtain a ‘clean’ and meaningful representation of the text. Spelling mis-

takes have to be removed and rules must be set up for how to deal with, for

example, digits, hyphens, other punctuation marks, and the case of letters.

Not all the words in a text are equally important and some filtering proce-

dure has to be applied to remove relatively meaningless words. Sometimes

stemming procedures are used to group morphologically related words and

a thesaurus is designed to deal with problems such as synonymy and poly-

semy. Each of these stages will be briefly discussed in subsection 6.2.1. The

topic of subsection 6.2.2 is the so-called vector space model. This model can

be used to represent documents in a compact way in order to enable further

processing of large document collections such that it is suitable for further

processing. Subsection 6.2.3 describes methods for determining the relative

importance of words.

6.2.1 Document preprocessing

Lexical analysis

Lexical analysis is the process of converting an input stream of characters

into a stream of words or tokens (Frakes and Baeza-Yates, 1992). Besides let-

ters, the written word generally also contains numbers, hyphens, and other

punctuation marks. It is not always obvious to set up rules for how to handle

these tokens. Numbers may be very interesting in a certain context, but in

another context they may be superfluous. Hyphenated words can be broken

down into their constituents to correct for inconsistent usage, so that, for

example, ‘state-of-the-art’ and ‘state of the art’ will be treated identically.

There are also words, however, where a hyphen may be a part of a name,

such as ‘cooking-salt’ or ‘B-49’. Difficulties also arise from the fact that hy-

phens are used to break down a word at the end of a sentence into its syl-

lables. Other punctuation marks, such as periods and slashes, may appear

as part of a word, for example when using initials, abbreviations, or when

referring to web pages (e.g., www.yahoo.com). The case of letters is usually

not very important so that often all characters are converted to either lower

or upper case. In some instances, however, case does matter, for example in

programming languages. Since nowadays most word processors have their

own spelling checker built in, spelling mistakes should not cause too many
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difficulties.

Stopwords

Irrespective of the type of textual data under consideration, we know in

advance that a lot of words in written language are almost meaningless.

Function words (a, and, for, that, the, etc.) and low-content words (I, you,

can, is, etc.) have important semantic functions in language, but they hardly

contribute any information. Furthermore, these words determine the greater

part of the text, contributing 20 to 30 percent of the tokens in the text (Fran-

cis and Kucera, 1982). So, while noun words (or groups of noun words) are

usually considered relatively important, articles, prepositions, conjunctions,

and so on, are more or less meaningless. Words with low content are called

stopwords and it is customary among text analysts to build a list of these

words prior to analyzing texts. Stopwords will subsequently be filtered out,

thereby removing the noise in the texts. Eliminating stopwords reduces the

vocabulary to be analyzed while not damaging the intrinsic content of the

text. Just as a mathematical model is often used to approximate the ba-

sic structure underlying a data set, the compressed representation of a text

is meant to reflect the basic content of the text. Then, of course, the is-

sue is which words to include in the stoplist. Stoplists of different sizes

are available, for example, a stoplist of 250 words in Van Rijsbergen (1975)

and one of 425 words derived from a specific text corpus in Francis and

Kucera (1982).

Stemming

Stemming or conflation refers to the process of grouping together all the

derivatives of the same word. Nouns may appear in their singular as well as

their plural form (e.g., ‘book’ and ‘books’) and verbs may be conjugated in

different ways (e.g., ‘read’, ‘reads’ and ‘reading’). A stem is the part of a word

after its affixes are removed. ‘Walk’ for example, is the stem of the words

‘walking’, ‘walked’, ‘walker’ and ‘walks’. Stemming has again the effect of

reducing the vocabulary while preserving the content of the text. Stemming

causes a danger of understemming and overstemming. Understemming is

the removal of too little of a term with the result that related terms will not

be conflated. Overstemming on the other hand is the removal of too much

of a term, resulting in the conflation of unrelated terms.

Frakes and Baeza-Yates (1992) discussed several common types of stem-
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ming strategies: table lookup, successor variety, n-grams and affix removal.

Table lookup just means looking for the stem in the table. Although this

method is simple, a categorization of stems for the complete language must

be available, which is not very practicable. Successor variety stemming is

based on work in structural linguistics and attempts to determine mor-

pheme boundaries. This stemming procedure is complex. The method of

n-grams stemming looks at pairs of consecutive letters and is more or less

a term clustering procedure. The most intuitive type of stemming is affix re-

moval, since most variants of a stem arise from the introduction of suffixes

(and prefixes to a certain extent). The stem ‘connect’, for example, can be

transformed to its variants ‘connects’, ‘connecting’ and ‘connection’ by the

introduction of the suffixes ‘s’, ‘ing’ and ‘ion’ respectively. One of the well-

known suffix removal stemming algorithms is that by Porter (1997). This

algorithm is simple but yields results comparable to the more refined algo-

rithms.

Thesauri

A somewhat more advanced preprocessing step is the use of thesauri. A the-

saurus refers to a treasury of words, a list of words including their meaning

and related words. A thesaurus can be used to normalize the vocabulary.

Synonymous words (multiple words having the same meaning), for example,

can be replaced by one word. This can be extremely useful, especially when

comparing different texts. Note that the problem of polysemy (words having

multiple meanings) cannot be solved by the use of thesauri, the meaning of

these words can only be derived from their context. In information retrieval,

the use of thesauri may assist in proper query formulation. Normalizing a

text by means of thesauri has the effect of focusing on concepts rather than

on words. Often, a thesaurus is designed for a specific subject area and is

therefore domain dependent. A general dictionary that is applicable on any

text corpus has been developed by Laffal (1990).

Thesauri can be constructed manually, semi-automatically and fully au-

tomatically. The two main issues when constructing a thesaurus are what

terms to include in the thesaurus and how to group these terms suitably.

Salton and McGill (1983) gave a general procedure for constructing a the-

saurus. The manual construction of a thesaurus is nowadays facilitated by

computer programs. WordStat1 for example, is able to produce an alpha-

betically ordered frequency table of all words occurring in the text. Key-

1www.simstat.com.



194 Chapter 6. Text Analysis

Word-In-Context (KWIC) lists can also be easily obtained, enabling the dis-

ambiguation of words. In section 6.5 some other computer programs will be

discussed in more detail. The automatic construction of thesauri is gener-

ally based on frequency-based similarities between words. Clustering tech-

niques are subsequently used to construct classes of similar terms. Salton

and McGill (1983) elaborated on the automatic construction of thesauri.

6.2.2 Vector space model

At the basis of document management is the representation of the docu-

ments. This should be done in a compact way in order to enable efficient pro-

cessing of large document collections. However, the representation should

also contain all the relevant information in a form suitable for further pro-

cessing.

Assume that we have a collection of D documents or texts, character-

ized by a set of T terms (terms that remain after preprocessing the docu-

ments). The frequency fij is the number of times term i = 1, . . . , T occurs

in document j = 1, . . . ,D. These frequencies can be assembled in a term-by-

document matrix F also called lexical table or inverted file. Each column fj
of the matrix F represents a document. Instead of looking at raw frequen-

cies, we can also consider the relative importance wij of term i in document

j. The value of wij is assumed to be a function of the fij and of the sta-

tistically measured importance of the word. Instead of analyzing the matrix

F , it is often more interesting to analyze the T × D matrix of weighted fre-

quencies W . The elements wij can be obtained in several ways. As will be

discussed in subsection 6.2.3, it is often assumed that wij = lijgi, where

gi is a global weight reflecting the overall value of keyword i (e.g., gi is the

inverse of the number of documents in which the keyword occurs) and lij is

a local weight that reflects the importance of term i within document j (e.g.,

functions involving logarithms of term frequencies).

Define the collection frequency of term i as:

cf i =
D∑
j=1

fij,

and the document frequency of term i, as:

df i =
D∑
j=1

dij,

where dij = 1 if terms i occurs in document j and dij = 0 otherwise.
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By using geometric relationships we are now able to identify similarities

and differences in content and term usage. For example, similarities between

two documents fj and fk, in terms of the raw frequencies, can be measured

as

cosθjk =
f ′jfk

‖fj‖‖fk‖
=

∑T
i=1 fijfik√∑T

i=1 f
2
ij

√∑T
i=1 f

2
ik

. (6.2.1)

Since the document vectors are often sparse, (6.2.1) is generally easy to com-

pute. Note that when multiplying either fj or fk with a constant c, this

constant will drop out of (6.2.1), so that we may scale the document vec-

tors by any value. Other similarity measures are discussed in Jones and

Furnas (1987) and Paijmans (1999). The representation of a collection of

documents in a term-by-document matrix is called the vector space model.

This model is frequently used in information retrieval and will be utilized

extensively in the sections 6.3 and 6.4.

When focusing on documents which cover a lot of subjects (e.g encyclo-

pedia), the number of keywords is usually much greater than the number

of documents. Representing internet documents results in the reverse situ-

ation, in this case the number of documents will be much greater than the

number of keywords. In either case, the term-by-document matrix will con-

tain many zeros. These so-called sparse matrices are typical in the analysis

of textual data.

6.2.3 Measuring term importance

Once the preprocessing of the texts has been done, a natural step is to com-

press the textual information in a more condensed form. Even after the fil-

tering of stopwords, the vocabulary will still be very large and not all the

remaining words will be interesting. One way or the other, the usefulness of

the remaining words has to be determined. Besides, if one has a more quan-

titative approach for the analysis of text in mind, compression is inevitable.

A concise representation of the text will be the point of departure for fur-

ther analysis. Before going into detail about the identification of keywords,

we first give a short impression of where the idea that not all words possess

the same amount of meaning originates from.

The fact that not all words possess the same amount of meaning in writ-

ten language is clearly illustrated by the statement ‘Mary likes to eat an

apple’, where ‘likes’ and ‘apple’ are more interesting than ‘to’ and ‘an’. Ac-

cording to Manning and Schütze (1999), Luhn (1957) was the first person
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who recognized that a lot of frequently occurring words in English do not

contribute to the fundamental meaning of a text. Moreover, these words de-

termine the greater part of the text, contributing 20 to 30 percent of the

tokens in the text (Francis and Kucera, 1982). On the other extreme, almost

half of the words occur only once in a text corpus (Manning and Schütze,

1999). These words are called hapax legomena, Greek for ‘read only once’.

In general, the majority of the words occur very infrequently, that is, ten

times or less. This peculiar behavior of word occurrence is hard to predict.

This is not surprising, since written language is produced by intelligent hu-

man beings who, unconsciously, activate several processes in their brain to

realize the writing process. A famous and early result in the analysis of the

written word that touches upon word frequency behavior is Zipf’s law (Zipf,

1949). Zipf showed that if we list the words occurring in a text in order of

their frequency of occurrence, there is a relationship between the frequency

of a word w and its position in the list, its rank r . Zipfs’ law states that

w ∝ 1
r
,

that is, the product of the frequency and the rank of a word is approximately

constant. Zipfs’ law says that, for example, the 10th most common word

occurs approximately with ten times the frequency of the 100th most com-

mon word. This relationship is of course only an approximation, but seems

to hold fairly well in many cases (e.g., Zipf, 1949, Lebart et al., 1998). Zipf’s

law is a useful description of the frequency distribution of words: there are

a few very common words, more medium frequency words, and many low

frequency words (Manning and Schütze, 1999).

Nowadays, it is generally accepted that particular words are more im-

portant than others. Even after meaningless words (stopwords) have been

removed, there will still be differences in term importance. The primary ob-

jective of the assignment of significance values to words is to reflect their

importance for content description. Especially in the area of information re-

trieval, a lot of methods have been developed to represent the importance

of words by weights, with the aim of improving retrieval effectiveness. The

methods to determine term importance to be discussed below have in com-

mon that they all rely on the idea that good keywords are words that are

good discriminators between documents. Implicit is also the idea that the

documents are more or less related, that is that some documents are similar

to each other (e.g., deal with the same topic).

Most term-weighting methods use the frequency of a word within and/or
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across documents as a measure for the suitability of that word as a keyword.

The most popular weighting methods are word frequency weights, inverse

document frequency weights, combinations of word and document weights,

the discrimination value, and information-theoretic entropy weights. These

methods as well as some probabilistic and more intuitive methods will be

briefly outlined below. We finish this subsection with a short comparison of

the different term-weighting methods.

Word frequency weights

It is often assumed that words that hardly ever occur and words that occur

extremely often are not very important. Therefore, the most straightforward

way to derive keywords from a text is by applying a threshold value for the

word frequencies, i.e.

wij =
0 if fij ≤ fl or fij ≥ fu
fij otherwise,

where fl and fu denote the lower and upper threshold values respectively.

A zero weight for a term is of course the same as deleting it. Term frequency

is usually suppressed by taking the logarithm of this frequency, since more

occurrences of a word indicate higher importance, but not as much relative

importance as the original frequency would suggest (Manning and Shütze,

1999).

Term-weights only based on within document frequency may, however,

be too crude. If high frequency terms are not concentrated in a few particu-

lar documents, but instead appear in the majority of the documents, these

terms are not able to distinguish individual documents from the remainder

of the collection (Salton and Buckley, 1988). More sophisticated methods

also take the frequency of words across documents into account, as will be

discussed below.

Word-document weights

A more elaborate weighting scheme has two components:

wij = lijgi,

where lij is a local weight that reflects the importance of term i within doc-

ument j, and gi is a global weight reflecting the overall value of keyword i
(Berry et al., 1999). Combining these local and global weights leads to the
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so-called tf × idf term weight, where ‘tf’ stands for term frequency, and ‘idf’

for inverse document frequency. In this way, information bearing words in

a document are detected by looking at the frequency of a term within and

across documents. According to the inverse document frequency weight-

ing scheme, a good indexing term (one with a high term-weight) occurs fre-

quently in a specific document, while overall the collection and document

frequencies of the term are low.

The term frequency fij , or its logarithm log(fij + 1), is usually taken

as the local weight, as described above. The most popular global weight

is Inverse Document Frequency (IDF), scaled logarithmically, that is gi =
log(D/df i), giving full weight to words that occur in one document and zero

weight to words occurring in all documents. Salton and McGill (1983), Du-

mais (1991), and Manning and Schütze (1999) discussed some variations on

these local and global weights in detail. Table 6.1 gives a brief overview of

the different weighting methods.

Besides weighting the frequencies, it is sometimes also suggested to nor-

malize the document vectors to impose a penalty on the term weights of

longer documents (Singhal et al., 1995). In this way, we prevent longer docu-

ments from being considered more relevant than shorter documents before-

hand.

Table 6.1. Components of weighting schemes.

Local weight Global weight

Binary wij =
1 if fij ≥ 1

0 if fij = 0
No change 1

Natural fij Global Document Frequency cf i
df i

Logarithm log(fij + 1) Inverse Document Frequency log D
df i

Augmented 0.5+ 0.5
(

fij
maxk fkj

)
Probabilistic Inverse log D−df i

df i

Discrimination value

The discrimination value of a term is the influence that a term has on the

mutual similarity of the documents. The documents are viewed as a cloud,

and ‘good’ keywords representing the documents will influence the density

of the cloud. Good keywords bring similar documents closer together and

farther away from dissimilar documents (Paijmans, 1999). The discrimina-
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tion value Dvi of term i is computed by comparing the average density Q
of the document cloud in which word i is part of the document vector, with

the average density Qi of the cloud without word i:

Dvi = Q−Qi. (6.2.2)

The average density Q can be computed by taking the average of D(D − 1)
pairwise similarity values of all possible document pairs:

Q = 1
D(D − 1)

D∑
j=1

D∑
k = 1
j ≠ k

sim(fj, fk), (6.2.3)

where sim(fj, fk), the similarity between document j and k, can be com-

puted by equation (6.2.1). Let c = (c1, c2, . . . , cT )
′ represent a ‘dummy docu-

ment’ located at the center of the document cloud, where ci equals the mean

frequency of term i across all documents:

ci =
1
D

D∑
j=1

fij, i = 1, . . . , T .

The density of the document-cloud, as given by equation (6.2.3), can then be

computed as the sum of the similarities of each document with the centroid:

Q = 1
D

D∑
j=1

sim(c, fk).

The discrimination value (6.2.2) of a word will be positive when the intro-

duction of this word for indexing purposes decreases the density of the

document-cloud. In this case, that word is a good keyword. Poor indexing

terms that result in a greater similarity between the documents produce a

negative discrimination value. Indifferent discriminators leave the similarity

between documents unchanged when they are removed, resulting in a dis-

crimination value close to zero. The weight of term i in document j can now

be computed as follows:

wij = fijDvi.

Entropy-based weighting

Entropy is based on information theoretic ideas and is a more sophisticated

weighting scheme. The average uncertainty or entropy of a term is given by

D∑
j=1

pij logpij
logD

,
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where pij = fij/cf i. We then take the weight for term i in document j equal

to a constant minus this entropy:

wij = 1−
D∑
j=1

pij logpij
logD

,

so that terms that are equally distributed over documents (pij = 1/D) get

minimum weight, while terms which are concentrated in a few documents

get maximum weight (Dumais, 1991). In this way, the distribution of terms

over the documents is taken into account. Notice, however, that with this

method, a term has the same weight in each of the documents, as opposed

to word-document weights, where a term can have different weights across

documents.

Probabilistic approach

The identification of high-value words based on probability theory is also

an option. Term distribution models can be used to characterize the impor-

tance of a word. The Poisson distribution, hypergeometric distribution, and

nonparametric models are sometimes used to assess whether words appear

unusually often or infrequently (Lebart et al., 1998, Manning and Schütze,

1999). Since the frequency based weights are more or less motivated heuris-

tically, Manning and Schütze (1999) showed that, with some simplifying as-

sumptions, the IDF weight can also be derived by looking at the chance of a

term being relevant. Hiemstra (2000) introduces a probabilistic justification

for using tf × idf term weighting.

Other approaches

Besides these quantitative methods to assess term importance, more intu-

itive and logical approaches also exist. When taking the logical structure of a

document into consideration, important words can be identified. Of course,

not all documents are suitable for this approach, but in articles, for example,

the information-bearing words may appear in the title or abstract. The first-

mention theory states that an author works according to a reasonably fixed

scheme or pattern of first stating the topic of a paragraph, then expanding

on it and finally reaching a conclusion (Kieras, 1985). Signals for term impor-

tance may also be explicitly given by the author himself by using cue-words.

Sentences in which phrases occur such as ‘it is important that . . . ’, or ‘sig-

nificant effects are . . . ’, may contain useful indexing terms. A final approach
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is based on word categories where it is assumed that the interesting infor-

mation is stored in nouns or noun phrases (Paijmans, 1999). Therefore, a

document representation consisting of nouns or noun phrases is expected

to perform better than a document representation based on other categories.

Comparison between the methods

Word-document weights are most popular in information retrieval, whereas

it is known that the discrimination value yields comparable results. Term-

weighting methods based on the frequencies of the words certainly seem to

perform better than the more intuitive approaches. Results of tests based

on the first-mention theory are rather disappointing. Important words have

no tendency to cluster in the first or the last sentences of paragraphs or in

other specific parts of a text. The detection of words with high information

content based on cue-words or on the logical document structure also does

not seem to work (Paijmans, 1999). The conjecture that word categories have

something to say about the importance of a word appears to be justifiable.

Categories consisting of adjectives, verbs or nouns contain in general the

most important words.

The performance of the above-mentioned weighting schemes has been

extensively investigated in the area of information retrieval. Voorhees and

Harman (2000) gave a nice overview of the developments and the perfor-

mance of different term weighting methods during the past century. Term

weighting experiments by Salton and Buckley (1988) favored the natural fre-

quency of a term as the local weight, the IDF weight as the global weight,

and they also showed that normalization of the document vectors is ex-

tremely useful in case the sizes of the documents differ considerably2. Du-

mais (1991) also explored several weighting methods and showed that nor-

malization and global document frequency are worse than no weighting, and

that IDF and entropy weights both result in large improvements in perfor-

mance, with entropy weights being the best.

2Note that these experiments only refer to word-document weights, no comparisons were
made with other weighting procedures.
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6.3 Dimension reduction

6.3.1 Information retrieval: the need for dimension reduction

The evolution of digital libraries and the internet has dramatically trans-

formed the processing, storage, and retrieval of information. Getting an

overview of the literature on a certain topic is only a matter of seconds.

Yet, even if there is no shortage of textual materials on a particular topic,

procedures for indexing or extracting the knowledge or conceptual informa-

tion contained in them can be lacking. Irrelevant documents may be shown

or relevant documents may not be retrieved. Search engines such as ‘google’

or ‘yahoo’ certainly suffer from these inconsistencies.

When computers were not invented yet, researchers could only search a

manually developed catalog to find the information necessary. Since the lit-

erature is continuously growing, manual methods of indexing cause difficul-

ties regarding capacity as well as consistency. These problems have induced

the development of information retrieval techniques. Due to the enormous

capacity of computers nowadays, such techniques can be applied to large

databases. These days, if you want to obtain, for example, the title of an ar-

ticle or a book on a given subject, a search engine is consulted. Most of the

libraries have their own search engines. There are also several well-known

search engines on the internet. The documents included in the database of

the search engine are represented by means of some (a priori defined) key-

words, reflecting for example the author’s name, the title, source or subject.

What happens is that the searcher poses a query (a set of keywords related to

the subject the searcher is interested in and wants to collect articles about),

and the search engine tries to match this query with the relevant documents.

Nevertheless, automated information retrieval techniques encounter their

own problems, for example polysemy and synonymy. Language is very rich

and people can use several expressions to phrase the subject under interest,

whereas the author also uses his or her own style and expressions. So, if

information retrieval is only based on keywords occurring in a text, relevant

documents may not be shown or misleading documents may be retrieved.

Other issues, such as the breadth and depth of concept extraction, the index-

ing of the document, and term or phrase weighting may also affect retrieval

performance (Berry et al., 1999). Two frequently used measures for the per-

formance of automated retrieval systems are recall and precision. Recall is

the ratio of the number of relevant documents retrieved to the total number

of relevant documents in the collection. Precision is the ratio of the number
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of relevant documents retrieved to the total number of documents retrieved

(Kaski et al., 1998).

If a searcher poses a query q = (q1, . . . , qT )
′, the similarity of this query

and a document is often measured in terms of the cosine of the angle be-

tween q and the document vector. If the weighted term-by-document matrix

W has columns wj, j = 1, . . . ,D, the similarity between the query and docu-

ment j is measured as

cosθj =
w′
jq

‖wj‖‖q‖
=

∑T
i=1wijqi√∑T

i=1w
2
ij

√∑T
i=1 q

2
i

, (6.3.1)

for j = 1, . . . ,D. Since the document and query vectors are often sparse,

equation (6.3.1) is generally easy to compute. Furthermore, the document

vector norms ‖wj‖ need only be computed once for every term-by-document

matrix. Other similarity measures are discussed in Jones and Furnas (1987).

There are two major problems encountered in this approach. First of all,

the number of words that characterize a document is often large and some

subjective method is required to select the relevant keywords. In order to

make the vector space model work, the dimensionality of the document vec-

tors have to be manageable. In the subsections 6.3.2 and 6.3.3, respectively,

we discuss two popular methods to accomplish a lower dimensional repre-

sentation of the term-by-document matrix. A second problem can be shown

by writing

wj =
T∑
i=1

wijei, (6.3.2)

where ei is the ith T × 1 unit-vector. It follows from (6.3.2) that every docu-

ment vector is represented as a linear combination of orthogonal vectors ei
representing the keywords. In this way, semantic relationships between the

keywords are not taken into account so that, for example, two synonymous

words are treated as being completely unrelated. The methods described in

subsection 6.3.2 and 6.3.3 also address this second problem.

6.3.2 The Singular Value Decomposition

In the matrix representation of a set of documents, redundant information

will often be present, think for example about a database of internet sites

that can contain several mirrors of the same web page. In terms of linear al-

gebra, what we want is to identify the rank of the term-by-document matrix

W . Moreover, just as measurement errors may occur in a normal experiment,
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the coding of documents in a database may lead to uncertainties in the term-

by-document matrix. Indexing of documents is a subjective process, since

people have different experiences and opinions. Since the translation of the

documents into a term-by-document matrix is subject to interpretation, this

matrix might be better represented as W + E, where E is the uncertainty

matrix reflecting missing or incomplete information about documents or

even different opinions about the relevancy of documents to certain subjects

(Berry et al., 1999). Yet, if we accept that the matrix W is only an approxima-

tion of the semantic content of a database (that is, W is only one represen-

tative of a whole family of relatively comparable matrices representing the

database), one may ask if it is reasonable to determine its rank exactly. If, for

example, the rank of W equals rW , but if this rank changes to k < rW when

a small matrix E is added, we may argue that this lower-rank approximation

is a better representation of the database. In this section, we introduce an

approach based on the Singular Value Decomposition (SVD) that simultane-

ously gives a reduced-rank approximation of the column space and the row

space of the term-by-document matrix. This enables comparison between

the documents as well as the terms in a document collection. The SVD has

the additional advantage of giving a rank-k approximation to a matrix W
with minimal change to that matrix for a given value of k. Details about the

SVD can, for example, be found in Golub and Van Loan (1983). We will show

how lowering the rank of W may help to remove extraneous information or

noise from the matrix representation of the database.

The SVD states that the term-by-document matrix W with rank rW can be

decomposed in the following way:

W = UΛV ′, (6.3.3)

where U is the T ×T orthogonal matrix having the left singular vectors of W
as its columns, V is the D × D orthogonal matrix having the right singular

vectors of A as its columns, and Λ is the T ×D diagonal matrix having the

singular values σ1 ≥ σ2 ≥ · · · ≥ σmin(T ,D) of W in order along its diagonal.

This decomposition exists for any matrix W . The rank of W is equal to the

number of nonzero singular values. It follows from the orthogonal invari-

ance of the Frobenius norm that ‖W‖ is defined in terms of those values:

‖W‖ = ‖UΛV ′‖ = ‖Λ‖ =
√√√√√ rW∑
j=1

σ 2
j . (6.3.4)

We can now create Wk, a rank-k approximation to the matrix W by setting
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all but the k largest singular values of W equal to zero. A classic theorem

(Eckart and Young, 1936) states that the distance ||W − W̃k|| between W
and its rank-k approximations W̃k is minimized by the approximation Wk.
The theorem further shows how the norm of that distance is related to the

singular values of W :

‖W −Wk‖ = min
rank(X)≤k

‖W −X‖ =
√
σ 2
k+1 + · · · + σ 2

rW , (6.3.5)

where Wk = UkΛkV ′k,Uk is the T × k matrix whose columns are the first k
columns of U , Vk is the D× k matrix whose columns are the first k columns

of V , and Λk is the k× k diagonal matrix whose diagonal elements are the k
largest singular values of W .

Using (6.3.5), we can determine ‖W −Wk‖ for different values of k and

compute the ratio ‖W −Wk‖/‖W‖ for these values of k. This ratio expresses

the relative change if the matrix W is reduced to a rank-k matrix. The next

step is to choose k such that the relative change in the term-by-document

matrix is deemed acceptable. If the matrix W is then replaced with this ap-

propriate low-rank approximation Wk, it is assumed that the structure of

the database is well represented by Wk. In the literature, this approach is

referred to as Latent Semantic Indexing (LSI) or Latent Semantic Analysis

(LSA). LSA has its origins in psycholinguistics and has been applied in nu-

merous domains, e.g., information retrieval (Berry et al., 1995), modelling

human conceptual knowledge (Landauer et al., 1998), measuring text coher-

ence, and characterizing the quality of essays (Foltz, 1996). LSA is based on

the assumption that the meaning of a word is an ‘average’ (in a pragmatic

rather than a mathematical sense) of the meanings of all the contexts in

which it occurs, and the meaning of a passage is an ‘average’ of the meaning

of the words comprising that passage (Landauer et al., 1998). LSA constructs

a semantic space in which terms and documents that are closely related are

placed near one another.

Well-known problems in the analysis of the written word are synonymy

and polysemy. LSA tries to overcome these problems by assuming that there

is some kind of ‘latent’ structure in the pattern of word usage that under-

lies the document collection. One can interpret this latent structure to rep-

resent the topics touched upon by the documents. Since the latent struc-

ture is somewhat obscured by the variability in the human vocabulary, LSA

estimates this structure and eliminates the ‘noise’. The estimated implicit

higher-order structure is expected to capture relationships in the associa-

tion of terms and documents that are not apparent in the original collection.
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LSA will be extensively discussed in section 6.4.

Going back to the problem of query-matching, we now compare a query

vector q to the columns of the approximation Wk to the term-by-document

matrix W . The jth column of Wk is equal to Wkej , where ej is the jth D × 1

unit-vector. Using (6.3.1), the cosines of the angles between the query vector

and the approximate document vectors are then computed by:

cosθj =
(Wkej)

′q
‖Wkej‖‖q‖

= (UkΛkV ′kej)′q
‖UkΛkV ′kej‖‖q‖ =

e′jVkΛk(U ′kq)
‖ΛkV ′kej‖‖q‖ , (6.3.6)

for j = 1, . . . ,D. If we define sj = ΛkV ′kej , this formula reduces to

cosθj =
s′j(U

′
kq)

‖sj‖‖q‖
, j = 1, . . . , d. (6.3.7)

Note that these cosines can be computed without explicitly forming the T ×
D matrix Wk. The norms ‖sj‖ are computed only once for each term-by-

document matrix and are subsequently used for all queries.

The approach based on the SVD allows for a nice interpretation. The k
elements of the vector sj are the coordinates of the jth columns of Wk in

the basis defined by the columns of Uk
3. In addition, the k elements of the

vector U ′kq are the coordinates in that basis of the projection UkU
′
kq of the

query vector q into the column space of Wk.

6.3.3 The Self-Organizing Map

We already know that one of the main difficulties in the analysis of the writ-

ten word is the size of the vocabulary and its ambiguities. Even in a rela-

tively small collection of documents, the number of unique words may be

quite large, while synonymy contributes to this problem by unnecessarily

increasing the number of unique words. Even if words occurring rarely in

the documents as well as common words that are considered empty in con-

tent are discarded, the number of unique terms to account for will be con-

siderable. Since nowadays the need is felt for guidance among the masses

of available textual information, new methods for making this information

more transparent are developed. These methods aim at visualizing the con-

tent of a collection of documents and its interrelationships. A useful tool

that helps the user to cope with the information flood need not fully under-

stand the messages, nor does it necessarily need to be able to represent the

3Since Wk = UkΛkV ′k, the columns of Wk are linear combinations of the columns of Uk.



6.3. Dimension reduction 207

entire meaning of a document. It is sufficient that the tool serves to direct

the user’s attention towards relevant information, or that it provides easily

comprehensible overviews and visualizations from which the user can make

the final judgement on what to read (Lagus et al., 1999).

As outlined in subsection 6.2.2, a basic method to encode a collection of

documents is the vector space model. In the vector space model, documents

are represented as vectors, where each component corresponds to the fre-

quency of occurrence of a particular word in the document. These docu-

ment vectors have a vast dimensionality and will not account for synonyms.

We also discussed in the previous subsection that Latent Semantic Analy-

sis tries to overcome these problems by reducing the dimensionality of the

documents vectors with the pleasant side-effect that relationships between

documents and synonymy will also partly be modeled. Another relatively

new method in this field is the Self-Organizing Map (SOM). The SOM is a

general unsupervised learning algorithm for analyzing and visualizing high-

dimensional statistical data (Kohonen, 1995). The SOM can be used to rep-

resent, structure, and visualize a set of high-dimensional observations. The

map attempts to represent all the available observations with optimal accu-

racy. One of the key features of the SOM is that the model vectors become

ordered on the map display, so that similar observations become mapped

near each other and dissimilar observations far from each other. By means

of the SOM, documents can be organized on a map display that provides an

overview of the collection and visualizes the relationships between the doc-

uments. Organization of the map causes documents with similar content to

be located close to each other, which facilitates the process of exploration.

This approach to processing text is statistically oriented, computationally

feasible, and scalable (Lagus et al., 1999). For an extensive treatment of the

SOM in the area of text analysis see, for example, Honkela (1996) and Ritter

and Kohonen (1989).

Note that the purpose of the SOM is different from the purpose of LSA.

While LSA aims at creating a good low-dimensional representation of the

term-by-document matrix to facilitate further (numerical) processing (for ex-

ample in information retrieval), the SOM aims at visualizing the document

collection in an orderly way, such that the user is guided in his or her search

for particular information.
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6.3.4 Other methods

Whereas we choose to only discuss LSA and the SOM, there do exist several

other methods which aim at improving the representation of the term-by-

document matrix. Random mapping, for example, was introduced by Kaski

et al. (1998). This dimensionality reduction method does not require reduc-

tion of the vocabulary, and aims at preserving the distances or similarities

between the original document vectors as good as possible. Another dimen-

sion reduction method is the QR factorization (Lancaster and Tismenetsky,

1985). This factorization is more or less a predecessor of the SVD, because

this method identifies the set of basis vectors spanning the column space of

the term-by-document matrix W . The QR factorization also gives a reduced-

rank basis for the column space of W , yet gives no such information about

its row space, as opposed to the SVD. A more advanced procedure based on

the SOM is called the WEBSOM (Kaski et al., 1998, Kohonen and Kaski, 2000).

The WEBSOM is especially designed for interactive exploration of large doc-

ument collections; with the aid of a suitable (www-based) interface, docu-

ments in interesting areas of the map can be browsed. This browsing can be

interactively extended to related topics which appear in nearby areas on the

map (Lagus et al., 1999). Detailed information and a demonstration of the

WEBSOM method can be found at the address websom.hut.fi/websom/.

6.4 Latent Semantic Analysis

Latent Semantic Analysis (LSA) is a technique that models word usage and

enables the comparison of semantic similarity between pieces of textual in-

formation. By applying a singular value decomposition to the matrix of word

frequencies, LSA reflects the latent structure underlying the collection of

textual documents. Although we already explained the technique in subsec-

tion 6.3.2, we shortly go over the details once more in subsection 6.4.1. While

it has been shown that LSA partially overcomes the problem of variability in

human word choice, the interpretability of this method is not straightfor-

ward. We introduce a new approach to LSA in subsection 6.4.3, one that

preserves the main ideas but is more realistic in terms of interpretability4.

In this section, we also illustrate both LSA and the new approach by means

of an easy example. Although our new approach allows for a more straight-

forward interpretation, it suffers from other disadvantages which will be

4We would like to thank H. A. L. Kiers for his useful ideas and comments regarding this
new approach.
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discussed in the final subsection.

6.4.1 The Singular Value Decomposition

As described in subsection 6.3.2, LSA applies a singular value decomposi-

tion to the weighted term-by-document matrix W . The SVD decomposes a

matrix into the product of three matrices which show a breakdown of the

original relationships into linearly independent components or factors. More

formally, the SVD states that the weighted term-by-document matrix W with

rank rW can be decomposed in the following way:

W = UΛV ′, (6.4.1)

where U is a T×T orthogonal matrix, V is aD×D orthogonal matrix, and Λ is

the T×D diagonal matrix having the singular values λ1 ≥ λ2 ≥ · · · ≥ λmin(T ,D)
ofW in order along its main diagonal. This decomposition exists for any ma-

trix W . The rank of W is equal to the number of positive singular values.

We can now createWk, a rank-k approximation to the matrixW by setting

all but the k largest singular values of W equal to zero. A classic theorem

(Eckart and Young, 1936) states that the Euclidean distance between W and

its rank-k approximations is minimized by the approximation Wk. The idea

in LSA is that the approximation Wk ignores minor differences in vocab-

ulary and word count. The low-rank approximation of the weighted term-

by-document matrix captures most of the important underlying (semantic)

structure in the association of words and passages, yet at the same time re-

moves the noise or variability in word usage. Words which occur in similar

documents, for example, will be near each other in the approximation even

if they never co-occur in the same passage. This also means that some docu-

ments which do not share any words in the original matrix may nonetheless

reveal some common usage of the same words in the approximation.

It is important for LSA that the lower-dimensional approximation of the

term-by-document matrix does not reconstruct the original one, because the

original term-by-document matrix contains noise obscuring semantic rela-

tions. Deerwester et al. (1990) conjectured that it is possible to improve

the representation of the relations between terms and documents by fitting

them simultaneously into a lower-dimensional space. As opposed to most

applications of dimensionality reduction techniques, the aim of LSA is not

necessarily to reduce the representation to a very low dimensionality. This

is because the aim is not to give a visual representation of the space or to in-

terpret the dimensions, but to achieve sufficient power and to minimize the



210 Chapter 6. Text Analysis

degree to which the space is distorted (Deerwester et al., 1990). Therefore,

the classical approach of choosing the number of dimensions to obtain the

best parsimonious representation of the variance of the original data does

not apply. LSA aims at accommodating the textual information in a seman-

tic space that represents the latent structure as good as possible, regard-

less of the dimensionality of this space. As mentioned before, LSA performs

best if the original data are not perfectly reconstructed. The choice of di-

mensionality is still an open issue in the literature of LSA. In information

retrieval, a measure of retrieval performance is frequently adopted to de-

termine the appropriate number of dimensions. Several studies concerning,

for example, human knowledge acquisition (Landauer and Dumais, 1997),

and text-comprehension (Foltz, 1996) have experimented with the number

of dimensions. The choice of dimensionality basically remains an empirical

issue.

6.4.2 An illustration

To give a flavor of Latent Semantic Analysis we give a simple example. Con-

sider eight titles of books on statistics5, four on Bayesian inference (D1-

D4) and four on latent variable models (D5-D8), as summarized in table 6.2.

Words appearing in at least two of the eight titles are selected as keywords

Table 6.2. Titles of books on statistics.

D1 An introduction to Bayesian inference in econometrics
D2 Tools for statistical inference: methods for the exploration of

posterior distributions and likelihood functions
D3 Priors, posteriors and Bayes factors for a Bayesian analysis of cointegration
D4 Bayesian inference in statistical analysis
D5 An introduction to latent variable models
D6 Latent variable models and factor analysis
D7 Advances in factor analyses and structural equation models
D8 Structural equations with latent variables

and these terms are italicized6. Function words such as ‘a’, ‘the’, ‘in’, and ‘to’

are left out of consideration, since these words are deemed unimportant for

characterizing the documents. The corresponding term-by-document matrix

5These titles are from existing books. A list of these books can be found in appendix 6.A
at the end of this chapter.

6Note that derivatives of a keyword are replaced by its stem, i.e. Bayesian is replaced by
Bayes, and equations, factors, and models are replaced by their singular form.
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is shown in table 6.3. In the following, we use raw frequencies instead of

Table 6.3. Term-by-document matrix.

D1 D2 D3 D4 D5 D6 D7 D8
analysis 0 0 1 1 0 1 1 0
Bayes 1 0 2 1 0 0 0 0
equation 0 0 0 0 0 0 1 1
factor 0 0 1 0 0 1 1 0
inference 1 1 0 1 0 0 0 0
introduction 1 0 0 0 1 0 0 0
latent 0 0 0 0 1 1 0 1
model 0 0 0 0 1 1 1 0
posterior 0 1 1 0 0 0 0 0
statistical 0 1 0 1 0 0 0 0
structural 0 0 0 0 0 0 1 1
variable 0 0 0 0 1 1 0 1

weighted frequencies for illustration of the technique. Using the singular

value decomposition F = UΛV ′, we construct the two-dimensional approx-

imation of this term-by-document matrix, as shown in table 6.4. This sim-

ply comes down to equating all but the two largest singular values in Λ to

zero. The singular values of F are: λ1 = 3.66, λ2 = 2.97, λ3 = 2.10, λ4 =
1.77, λ5 = 1.50, λ6 = 1.30, λ7 = 1.05, and λ8 = .50. Figure 6.1 shows the

geometric representation for terms and documents in the two-dimensional

LSA-space7. Notice that the documents and terms pertaining to latent vari-

able models are clustered above the x-axes, while terms and documents

concerning Bayesian statistics are clustered below the x-axes.

All the entries in this approximated term-by-document matrix are linear

combinations of values of the two preserved dimensions, which are in turn

linear combinations of the original cell entries. Note therefore that if one cell

entry in the original term-by-document matrix changes, its low-dimensional

approximation might also change. This is how LSA makes inferences and

here we also see the strength of this technique. LSA goes beyond simple

frequencies and co-occurrence counts, but uses the latent structure inherent

to a text to capture the similarity of words and text passages.

This dimension reduction induces words that occurred in certain docu-

ments to appear with greater or lesser weight, while some words that not

appeared originally now do appear, at least partially. Consider, for example,

7There is some disagreement how to visualize the terms and documents in the same space.
We used UΛ and VΛ′ for this purpose, but sometimes, a scaling factor is used. Jolliffe (1986)
discussed the pros and cons of the different visualization methods.
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Table 6.4. Two-dimensional approximation of the term-by-document matrix.

D1 D2 D3 D4 D5 D6 D7 D8
analysis 0.44 0.31 1.06 0.71 0.38 0.75 0.69 0.33
Bayes 0.77 0.64 1.59 1.17 −0.17 0.20 0.30 −0.24
equation −0.04 −0.08 0.06 −0.02 0.43 0.55 0.44 0.43
factor 0.26 0.16 0.70 0.44 0.44 0.72 0.64 0.41
inference 0.40 0.34 0.79 0.60 −0.17 0.00 0.07 −0.21
introduction 0.07 0.04 0.21 0.12 0.17 0.26 0.23 0.16
latent −0.11 −0.16 0.00 −0.11 0.70 0.87 0.70 0.70
model −0.02 −0.10 0.17 0.02 0.68 0.90 0.73 0.68
posterior 0.34 0.28 0.69 0.51 −0.09 0.06 0.11 −0.13
statistical 0.28 0.24 0.56 0.42 −0.12 0.00 0.05 −0.15
structural −0.04 −0.08 0.06 −0.02 0.43 0.55 0.44 0.43
variable −0.11 −0.16 0.00 −0.11 0.70 0.87 0.70 0.70
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Figure 6.1. Two-dimensional representation of terms and documents in LSA-
space.

document D2, a book on Bayesian inference. This title does not explicitly

contain the keyword Bayes, but statisticians will certainly confirm that pos-
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terior in this context directly refers to Bayesian statistics. The zero entry for

Bayes in the original matrix is replaced by 0.64 in the two-dimensional ap-

proximation. Because the third document contains the terms posterior and

Bayes, the weight of the term Bayes increases for a document containing

the term posterior. The value 1 for introduction in document D1 on Bayesian

statistics however, is replaced by 0.07, reflecting the fact that it is not very

likely to appear in this context. Similarly, document D7 is a book about fac-

tor analysis and structural equation models, topics both dealing with latent

variables. This document does not contain the word latent, but since fac-

tor occurs simultaneously with latent in document D6, and with structural

equations in document D8, the weight of the term latent rises to 0.70 for

document D7. LSA infers from the pattern of word usage across the docu-

ments, that the term latent is likely to occur in combination with factor and

structural equations. The term factor is more appropriate for the titles con-

cerning latent variables than those concerning Bayesian statistics, although

factor appears in both contexts. This keyword has a distorting effect on the

topical groupings. We see that in the two-dimensional approximation, factor

has a value of 0.70 in document D3, while this value equals 0.44 in document

D5, and 0.41 in document D8. This implies that factor is more appropriate

for document D3 (the document about Bayesian statistics) than for the other

two documents (the documents concerning latent variable models). Note,

however, that originally, factor has a value of 1 in document D3 and a value

of 0 in both document D5 and D8. The reduced dimension solution does

not represent the usage of the term latent completely correct, but certainly

has improved it: the weight of this term appearing in a Bayesian context has

decreased, while this same weight in a latent variable models context has

increased.

LSA also influences the relations between documents. We use the cosine

measure (6.3.1) to compute the similarities between documents. The similar-

ities between the eight documents computed in this way using the original

term-by-document matrix and its two-dimensional approximation are given

in table 6.5 and table 6.6 respectively.

The similarities between the original titles about Bayesian statistics are

moderate, the cosines vary between 0.22 and 0.58, with an average of 0.45.

The titles about latent variable models are slightly more similar, with cosines

ranging from 0.22 and 0.67, with an average of 0.48. Although each of these

two groups of titles deal with the same topic, this is not well represented

by the similarity measures. In the two-dimensional reconstruction, the topi-
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Table 6.5. Document similarities for original titles.

D1 D2 D3 D4 D5 D6 D7 D8
D1 1.00
D2 0.33 1.00
D3 0.44 0.22 1.00
D4 0.58 0.58 0.57 1.00
D5 0.29 0.00 0.00 0.00 1.00
D6 0.00 0.00 0.34 0.22 0.67 1.00
D7 0.00 0.00 0.34 0.22 0.22 0.60 1.00
D8 0.00 0.00 0.00 0.00 0.50 0.45 0.45 1.00

Table 6.6. Document similarities for titles represented in two-dimensional
space.

D1 D2 D3 D4 D5 D6 D7 D8
D1 1.00
D2 0.98 1.00
D3 0.98 0.93 1.00
D4 1.00 0.97 0.99 1.00
D5 −0.10 −0.27 0.11 −0.03 1.00
D6 0.20 0.03 0.40 0.27 0.95 1.00
D7 0.31 0.14 0.50 0.38 0.91 0.99 1.00
D8 −0.17 −0.34 0.04 −0.10 1.00 0.93 0.88 1.00

cal groupings are much clearer. The average similarity between the Bayesian

titles increases from 0.45 to 0.97. Consider the documents D2 and D3, for

example, which originally only have one term in common, resulting in a co-

sine value of 0.22. In the LSA space, the similarity between D2 and D3 equals

0.93, much better reflecting their topical resemblance. Similarly, the average

similarity between the titles about latent variable models increases from

0.48 to 0.94. LSA recognizes these titles as being topically similar because

of the pattern of co-occurrences of words in these documents.

Analogously, we can also examine what LSA does to the similarities be-

tween keywords. Consider for example the terms posterior, Bayes, and latent,

the first two terms referring to the Bayesian titles, the last term concerning

the titles about latent variable models. In the original titles, posterior and

Bayes co-occur only once, while posterior and latent never co-occur. The co-

sine between posterior and Bayes equals 0.58, for posterior and latent this

similarity measure equals 0.33. Because of the indirect relations between

these words, these similarities are different after applying LSA: posterior and

Bayes are now considered completely equivalent with a cosine of 1.00, while
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posterior and latent are considered less similar, with a cosine of −0.11. Al-

though the terms posterior and Bayes only co-occur once, LSA represents

them as very similar, because they occur in contexts of similar meaning. The

keywords posterior and latent never co-occur, but since they appear in con-

texts of different meaning, LSA represents them as dissimilar. This clearly

shows that much of the information that LSA uses to infer relations among

words and passages is in data about passages in which particular words do

not occur (Landauer et al., 1998).

6.4.3 An alternative approach

One objection to LSA is that Wk, the rank-k approximation to the matrix

of weighted word frequencies, can have negative entries. Since we are deal-

ing with (positively weighted) counts, this is not a desirable property; the

reconstructed term-by-document matrix cannot naturally be interpreted in

terms of frequencies any more. Proponents of LSA could argue that the ma-

trix entries are word weights instead of frequencies so that interpretability

is no longer an issue. Considering the philosophy driving LSA, however, it is

the matrix of word frequencies we are really interested in. Weighting proce-

dures have been introduced, mainly in the area of information retrieval, to

improve retrieval performance. For relatively small document collections, as

illustrated by the example in subsection 6.4.2, word weights are often not

considered. In these cases we would certainly prefer a nonnegative approx-

imation to the term-by-document matrix. Moreover, the available weighting

procedures such as the inverse document frequency weights, the discrimina-

tion value, and entropy-based weights (see subsection 6.2.3) never produce

negative weights. So, even if we claim to reconstruct the weighted term-by-

document matrix instead of the original matrix of word counts, the nonneg-

ativeness property shows up in a very natural way. We therefore introduce

a nonnegative least squares approximation of the term-by-document matrix

as an alternative for the SVD approach.

The SVD is the key element in LSA and it is closely related to Principal

Component Analysis (PCA). An intuitive attractive derivation of PCA that

also facilitates the interpretation of our approach was given by Theil (1971).

Applied to our matrix F of word frequencies the question is: can we describe

each of the D documents by a linear function of a small number of ‘latent’

documents with a high degree of accuracy? This would be trivially true if

all variables moved proportionally, that is, if all documents have the same

structure in terms of word usage. The idea is that a relatively small number
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of these ‘latent documents’ underlie the entire collection, so that each latent

document typifies a particular topic. If all documents behave proportion-

ally, each document fj in our matrix of word frequencies F is equal to some

scalar multiple of a latent document, say, p1. This implies F = p1a
′
1, where

a′1 is the D-element row vector consisting of these scalar multiples, one for

each document. To assure identifiability, we have to impose p′1p1 = 1. Since,

obviously, F = p1a
′
1 will not hold exactly, the aim is to minimize the sum of

squares of all discrepancies collected in the matrix F−p1a
′
1. It can be shown

that to solve this problem we have to set p1 equal to the characteristic vec-

tor of FF ′ corresponding to the largest root λ1 of FF ′, and the coefficient

vector a1 equal to the characteristic vector of the matrix F ′F corresponding

to the largest root. The vector p1 is also known as the first principal com-

ponent of the D documents represented in the matrix of word frequencies.

F is now approximated by p1a
′
1. Since it is plausible that more latent docu-

ments underlie the document collection, the whole process can be repeated

by searching for another matrix of unit rank, p2a
′
2, which describes the dis-

crepancy matrix F −p1a
′
1 as accurate as possible. Besides the condition that

p′2p2 = 1, we now also require that the two latent documents be orthogonal,

that is p′1p2 = 0. These conditions lead to the solution that p2, the second

principal component, equals the characteristic vector of FF ′ corresponding

to the second largest root λ2. In this way we obtain p1a
′
1+p2a

′
2 as an approx-

imation to F . We can go on in this way by deriving r principal components,

where r is the rank of F . The result is that the ith principal component, pi,
is a characteristic vector of FF ′ corresponding to the ith largest root λi. The

principal components are mutually orthogonal and are chosen to have unit

length.

If less than r components are used to reconstruct the term-by-document

matrix, say k components, we get the following approximation for W :

Wk = p1a
′
1 + p2a

′
2 + · · · + pka′k. (6.4.2)

Since we wish to interpret the principal components as latent documents,

their elements representing word frequencies, it is natural to require that

pj ≥ 0, j = 1, . . . , k. A similar argument holds for the coefficient vectors

aj . These coefficients indicate how particular words in the latent documents

contribute to the observed frequencies in the original documents. If a par-

ticular word does not contribute anything, this will be represented by a zero

coefficient. A negative coefficient would imply that a particular word has

a negative contribution to the observed frequency in a document for that

word, something we cannot easily interpret.
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If we require both the pj ’s and the aj ’s to be nonnegative, and adopt the

familiar least squares criterion, the problem comes down to:

min
ptj ,adj

‖F − PA′‖ (6.4.3)

subject to

adj, ptj ≥ 0, d = 1, . . . ,D, t = 1, . . . , T , j = 1, . . . , k,

where the ptj constitute P , the T × k matrix consisting of the ‘latent’ docu-

ment vectors or principal components pj , the adj form A, the D × k matrix

with the coefficient vectors aj as it columns, and k equals the number of

components retained. Note that k should be determined in advance. This

restricted form of PCA can be solved by using a Nonnegative Least-Squares

Algorithm (NNLS). The problem involved in NNLS is as follows. Let E be an

m×n matrix, g an m× 1 vector, and x an n× 1 vector. The NNLS problem

is then defined as:

min
x
‖Ex − g‖ subject to x ≥ 0,

where ‖ · ‖ denotes the standard Euclidean norm. The algorithm to solve

this least squares problem with linear inequality constraints is based on the

Kuhn-Tucker theorem (Fiacco and McCormick, 1968). Details can be found

in Lawson and Hanson (1974). Using this NNLS algorithm iteratively for each

of the rows of A and P , the problem defined by (6.4.3) can be solved8. Since

this technique basically comes down to a nonnegative approach to PCA, this

method is called Nonnegative Principal Component Analysis (NNPCA). Cut-

ler and Breiman (1994) introduced a technique called ‘archetypal analysis’,

which is a slightly more complex version of our model introduced above.

The main disadvantage of this approach is the indeterminacy of the so-

lution, since if {P,A} is a solution of problem (6.4.3), and T is an orthogonal

matrix such that P∗ = PT , A∗ = AT , p∗j , a
∗
j ≥ 0, j = 1, . . . , k, then {P∗, A∗}

is also a solution. This means we can have different solutions for P and A
which give the same optimal value for the least squares criterion in (6.4.3).

There is at least some rotational freedom. Fortunately, we are not particu-

larly interested in P and A. It is the reconstructed term-by-document matrix

we are really interested in, and this matrix is the same, irrespective of the

choice of A and P from all the pairs of solutions from (6.4.3). Although the

numerical outcome of P and A is not one of our main interests, the structure

8This algorithm was developed by H. A. L. Kiers.
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of these matrices is interesting. Especially the matrix of latent documents, P ,

is worth looking at, since the structure of P may uncover the ‘latent topics’.

A logical consequence of this approach is that the latent documents pj are

not orthogonal anymore but are, in most cases, correlated.

6.4.4 The illustration revisited

Consider once more the example introduced in section 6.4.2. The nonneg-

ative two-dimensional approximation obtained by using the algorithm de-

scribed in the previous section is shown in table 6.7.

Table 6.7. Two-dimensional nonnegative approximation of the term-by-
document matrix.

D1 D2 D3 D4 D5 D6 D7 D8
analysis 0.46 0.36 0.96 0.67 0.43 0.60 0.65 0.45
Bayes 0.82 0.64 1.64 1.21 0.00 0.21 0.18 0.00
equation 0.00 0.00 0.05 0.00 0.47 0.52 0.59 0.48
factor 0.27 0.21 0.59 0.39 0.46 0.58 0.65 0.48
inference 0.41 0.32 0.82 0.61 0.00 0.11 0.09 0.00
introduction 0.11 0.08 0.24 0.16 0.19 0.23 0.26 0.19
latent 0.00 0.00 0.05 0.00 0.41 0.46 0.53 0.43
model 0.00 0.00 0.08 0.00 0.69 0.76 0.87 0.71
posterior 0.35 0.28 0.70 0.52 0.00 0.09 0.08 0.00
statistical 0.29 0.22 0.57 0.42 0.00 0.07 0.06 0.00
structural 0.00 0.00 0.05 0.00 0.47 0.52 0.59 0.48
variable 0.00 0.00 0.07 0.00 0.64 0.71 0.81 0.66

If we compare table 6.4, the two-dimensional approximation of the term-

by-document matrix obtained by the SVD, with table 6.7, the nonnegative

two-dimensional approximation, we can see that the differences are rela-

tively small. The negative elements in table 6.3 have turned into zero ele-

ments in table 6.7, while the other corresponding elements of the two ap-

proximations differ only slightly.

Because two topics underlie the document collection in this example

(Bayesian inference and latent variable models), following Theil’s interpre-

tation of PCA given in subsection 6.4.3, it would be interesting to consider

the matrix of latent documents P individually. In this case, this matrix con-

sists of two principal components, p1 and p2, where we expect these com-

ponents to reflect the two topics mentioned above. The latent documents

are expected to deal with Bayesian statistics and latent variable models re-

spectively. As mentioned in the previous subsection, several solutions of P
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and A result in the same (optimal) approximation of the term-by-document

matrix as given in table 6.7. Table 6.8 depicts two arbitrary solutions for P .

Table 6.8. Matrix of principal components or ‘latent documents’.

solution 1 solution 2
p1 p2 p1 p2

analysis 0.82 1.24 1.12 0.97
Bayes 1.48 0.00 1.99 0.00
equation 0.00 1.35 0.00 0.95
factor 0.48 1.33 0.66 1.04
inference 0.74 0.00 0.96 0.00
introduction 0.19 0.53 0.26 0.43
latent 0.00 1.19 0.00 1.54
model 0.00 1.97 0.00 1.56
posterior 0.63 0.00 0.85 0.00
statistical 0.52 0.00 0.69 0.00
structural 0.00 1.35 0.00 0.95
variable 0.00 1.84 0.00 1.54

First of all, note that the two solutions are numerically rather different.

However, the structure of the two matrices, the zero pattern in p1 and p2, is

the same for both solutions. The main terms which refer to Bayesian statis-

tics are Bayes, inference, posterior, and statistical. Note the zero elements for

each of these terms in document p2, and the relatively large elements for

these terms in document p1. Apparently, p1 covers the topic on Bayesian in-

ference. Conversely, p1 has zero elements for equation, latent, model, struc-

tural, and variable, while the corresponding elements in p2 are all larger

than one. Component p2 seems to cover the subject ‘latent variable models’.

6.4.5 Conclusions

LSA is a technique that is partly able to uncover the topical similarities in a

document collection. We have demonstrated how LSA estimates the ‘latent’

structure in the pattern of word usage which is somewhat obscured by the

variability in the human vocabulary. However, we also showed that this tech-

nique lacks a natural interpretation. We introduced an alternative approach,

NNPCA, based on the same ideas as LSA but with some additional restric-

tions for the sake of interpretability. We illustrated this approach by means

of an example which indeed proved its usefulness. We pointed out that there

is some indeterminacy in NNPCA, but also noted that this fortunately does

not harm the usefulness of the technique.



220 Chapter 6. Text Analysis

It remains to be seen, however, how this approach applies to real-life

situations. The number of words and documents is usually in the order of

thousands and special algorithms are probably needed to estimate the un-

derlying structure in the (very sparse) term-by-document matrix9. Updating

methods for including new documents also have to be developed. Zha and

Simon (1999) and Berry et al. (1999), for example, extensively discussed up-

dating methods in LSA. It would also be interesting to take a closer look

at the solution space for NNPCA. Perhaps it is possible to characterize the

different solutions and to relate them in terms of the rotation matrices.

However, we know that the low-rank matrix approximation obtained in

LSA by using the SVD is optimal and it is therefore expected that retrieval

results based on NNPCA will be worse. Although we claimed at the beginning

of this chapter that we do attach importance to the theoretical foundations

and interpretability of a method, we do not think that the importance of this

technique lies in the field of text analysis. After all, LSA has been developed

to improve the representation of information in a collection of documents,

and although a nice interpretation of the technique is desirable, it is not its

main purpose. We showed that there is an alternative for LSA that allows for

a more natural interpretation, but we do not think it is worthwhile to refine

this technique to suit the field of text analysis. The improvement in terms of

interpretability does not imply an improvement in text representation and

retrieval performance. Nonetheless, NNPCA may prove its use in the field of,

for example, psychometrics and chemometrics, where situations can arise

in which positive matrix factorization is preferable (see, e.g., Juvela et al.,

1996).

6.5 Software

Nowadays, there are several user-friendly computer programs available for

the study of qualitative data. WordStat is a content analysis program, en-

abling the user to exclude words from the analysis, categorize words, ap-

ply weighting schemes, obtain word frequency distributions and word co-

occurrence matrices, develop a dictionary, and so on. Statistical procedures

like multidimensional scaling and cluster analysis are also available. Some-

times, additional information regarding the texts is available (e.g., the age,

sex, and income of respondents in free-text format questionnaires) and Word-

Stat then offers the opportunity to make comparisons between subgroups

9Large-scale LSA is extensively discussed by, e.g., Letsche and Berry (1997).
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based on this information. Filtering options to restrict the analysis only to

a particular subsample of the texts are also available. An additional feature

is the capability to compare vocabularies of different texts, to help uncover

differences in word usage between documents or between groups of individ-

uals. This program also offers several forms of graphical output. Key-Word-

In-Context tables can be obtained, to examine the textual context of a word.

VerbaStat and TextQuest are programs developed especially for the coding

of open-ended questions in surveys. Catpac and Neural Connection use neu-

ral networks to analyze textual data, the latter having the disadvantage that

the text has to be coded into a finite number of categories before it can be

analyzed. Other well-known programs are, for example, TEXTPACK, Text-

Analyst, Kwalitan, PCLA and DIMAP. The capabilities of these programs are

comparable to those of WordStat. Table 6.9 gives an overview of a selection

of computer programs available for natural language processing. A detailed

overview of relevant text analysis software and links to these packages can

be found on www.car.ua.edu/ and cms.syr.edu/web/.

Besides these windows-driven, user-friendly programs, several algorithms

that perform preprocessing activities have been written in, for example, C,

C++ and PERL (Practical Extraction and Reporting Language). Especially this

latter programming language is recommended for text analysis, since PERL

was originally developed to deal with text files and can handle strings very

well. Algorithms for the preprocessing of texts have also been written in C,

C++ and PERL. Frakes and Baeza-Yates (1992) discussed the implementation

of a stoplist, stemming algorithms, thesauri and string-matching procedures

in C. On the web, analogous algorithms implemented in PERL can also be

found, for example, on the sites:

theoryx5.uwinnipeg.ca/CPAN/perl/
www.cpan.org

6.6 Conclusions

In this chapter, we gave an overview of the research area of quantitative

text analysis. We started with a discussion on why it is interesting to ana-

lyze textual data using a more quantitative approach. Next, we described the

different preprocessing stages which are necessary in order to make them

suitable for further processing. The analysis of textual data often involves

extremely high-dimensional data. We discussed some popular methods in

text analysis which are used for dimensionality reduction to enable efficient
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further processing. One technique called Latent Semantic Analysis was dis-

cussed in more detail and illustrated by means of an example. We suggested

an alternative approach for this technique which is more realistic and easier

to interpret. Finally, we gave an overview of relevant text analysis software

including links to the websites of these packages.
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Table 6.9. Software for natural language processing.

Name Capabilities

LinguistX Platform language identification
www.inxight.com tokenization

stemming
part-of-speech tagging
noun/phrase extraction

Link Grammar syntactic parser of English
www.link.cs.cmu.edu/link/

NLPserver word type checking
www.markwatson.com part-of-speech tagging

semantic processing

SIL software morphology
www.sil.org/computing syntactic analysis

discourse analysis
lexicon/dictionary

Intelligent Miner for Text language identification
www.ibm.com clustering

categorization

TextQuest generating a vocabulary
www.intext.de/tqe.htm word sequences

word permutations
vocabulary growth

Catpac interactive neural networks
www.thegalileocompany.com word counts

cluster analysis
perceptual maps

TextAnalyst linguistic technologies
www.megaputer.com/ neural networks

distilling meaning of a text
automatic summarization
text navigation
clustering
semantic information retrieval

VisualText text extraction
www.textanalysis.com filtering

categorization
summarization
translation




