
Contributions to Multivariate Analysis

with Applications in Marketing

Frederieke van Perlo-ten Kleij



Publisher: Labyrint Publications

P.O. Box 334

2984 AX Ridderkerk

The Netherlands

Tel: 0180-463962

Printed by: Offsetdrukkerij Ridderprint B.V., Ridderkerk

ISBN 90-5335-040-3

c© 2004, Frederieke van Perlo-ten Kleij

All rights reserved. No part of this publication may be reproduced, stored in a

retrieval system of any nature, or transmitted in any form or by any means,

electronic, mechanical, now known or hereafter invented, including photocopying

or recording, without prior written permission of the publisher.



Rijksuniversiteit Groningen

CONTRIBUTIONS TO MULTIVARIATE ANALYSIS

WITH APPLICATIONS IN MARKETING

Proefschrift

ter verkrijging van het doctoraat in de

Economische Wetenschappen

aan de Rijksuniversiteit Groningen

op gezag van de

Rector Magnificus, dr. F. Zwarts,

in het openbaar te verdedigen op

donderdag 16 december 2004

om 14.45 uur

door

Frederieke van Perlo-ten Kleij

geboren op 1 mei 1977

te Delden



Promotores: Prof. dr. drs. A. G. M. Steerneman
Prof. dr. R. H. Koning

Beoordelingscommissie: Prof. dr. U. Böckenholt
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Chapter 1

Introduction

This thesis is in the area of multivariate analysis. The term ‘multivariate

analysis’ should be interpreted in its broadest sense, since the topics in this

thesis vary from classical problems in multivariate statistics and matrix al-

gebra to linear sum-constrained models and text analysis.

In section 1.1, we give a short overview of this thesis. Instead of giving an

overview of the subsequent chapters ‘chronologically’, it is also illuminating

to explain how these chapters are topically related. Therefore, we explain

in section 1.2 by means of some keywords how the different chapters are

connected. Because of the heterogeneity of topics, we chose to conclude

every chapter with a short summary, instead of giving a summary at the end

of this thesis. There will be a Dutch summary, however.

The final part of chapter 2 (section 2.5) is based upon Steerneman and

Van Perlo-Ten Kleij (forthcoming, b). Chapter 3 is an extended version of

Steerneman and Van Perlo-Ten Kleij (forthcoming, a) and chapter 7 is a

slightly adapted version of Ten Kleij and Musters (2003).

1.1 A longitudinal outline of the thesis

Chapter 2 starts with some well-known and lesser known facts on the mul-

tivariate normal and the Wishart distribution. The normal distribution is

of common usage in statistics and satisfies some very elegant properties

as opposed to most other distributions. We will be particularly interested

in singular multivariate normal distributions, that is, distributions of nor-

mally distributed random m × 1 vectors that take values in an affine sub-

space of Rm. Although the probability density function of the random vec-

tor X ∼ Nm(µ,Σ) with rank(Σ) = r < m does not exist with respect to
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the Lebesgue measure on Rm, it can be defined on an affine subspace. We

shortly introduce the Wishart distribution which describes the distribution

of the sample covariance matrix S corresponding to Nm(µ,Σ). We derive

necessary and sufficient conditions for S to be positive definite with proba-

bility one. In case S > 0 almost surely, we say that the distribution of S is

nonsingular. We also present the main theorem on partitioned Wishart dis-

tributed matrices. Whereas this theorem only applies to nonsingular Wishart

distributions, we will show what happens if we consider singular Wishart

distributions. Although Srivastava and Khatri (1979) remarked that the the-

orem is true for the singular case, it has not been proven completely to our

knowledge. We prove the theorem for the singular case. In this proof, some

subtleties emerge compared to the proof for the central case. As a second

extension of the theorem, which only applies to the central Wishart distribu-

tion, we attempt to generalize it to the noncentral Wishart distribution. We

discuss the problems we encounter and explore the boundaries of what can

and what cannot be done.

In the second part of chapter 2, we originally wanted to explore the op-

portunities to change the normal distribution, which underlies the Wishart

distribution, to a distribution from the class of spherical and elliptical distri-

butions, inspired by exercise 3.8 of Fang and Zhang (1990). However, while

studying the class of spherical and elliptical distributions, we encountered

one of the main theorems in the literature on this topic which we briefly dis-

cuss below. The proof of this theorem was originally given by Schoenberg in

1938 and an alternative proof was given by Kingman in 1972. Both of these

proofs are rather complicated. We found a shorter, more elegant, and less

complicated proof, also see Steerneman and Van Perlo-Ten Kleij (forthcom-

ing, b). After this excursion in the world of spherical distributions, we chose

not to proceed with the original plan to explore the opportunities to find the

analogue of the Wishart distribution in the class of spherical and elliptical

distributions.

Concerning the content of the second part of chapter 2, observe that,

although the normal distribution is the starting point for many statistical

techniques, the class of spherical and elliptical distributions has received

increasing attention over recent years. Whereas normality is a very popular

assumption when modeling or analyzing data, situations arise in which this

assumption is not appropriate. In practice, for example in financial data, it

often happens that there are some outliers in the data, or that the tails of the

distribution are much heavier, so that normality is not realistic anymore. So,
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within the framework of robustness, it is interesting to examine what hap-

pens if heavier-tailed distributions are allowed. This leads us to the class of

spherical and elliptical distributions. These distributions have the property

that the density is constant on spheres, respectively ellipses. A well-known

spherical distribution is the multivariate standard normal distribution. The

density of such a random variable is only determined by its distance from

the origin. Given this distance, the density is constant on spheres with the

origin as the center. Instead of characterizing a distribution by its density

function, it is common in statistics to characterize a distribution by its char-

acteristic function. It turns out that the characteristic functionψ(t), t ∈ Rm,
of an m-dimensional random variable that follows a spherical distribution,

just like the density function, only depends on the distance of t from the

origin, that is, ψ(t) = φ(‖t‖). The class of symmetric characteristic func-

tions φ on R such that φ(‖t‖), t ∈ Rm, is an m-dimensional characteristic

function is denoted by Φm, and if φ ∈ Φk for all k, we say that φ ∈ Φ∞. As

k increases, the class Φk is getting smaller, that is, Φ1 ⊃ Φ2 ⊃ · · · ⊃ Φ∞. An

early, fundamental result by Schoenberg (1938) considers the class Φ∞. He

proved that a characteristic function corresponding to a random variable X
belongs to Φ∞ if and only if the distribution of X is a scale mixture of normal

distributions. The proof of Schoenberg’s result is quite difficult and exten-

sive. Simplifications of Schoenberg’s result have been given, yet all these

proofs are still rather complicated and technical. An alternative proof in the

context of exchangeability was given by Kingman (1972). We propose a new

and shorter proof using elementary techniques from probability theory. Fol-

lowing Kingman, we also point out the relationship between sphericity and

exchangeability.

In chapter 3, we study the matrix V = A−XY∗, where A is a nonsingular

k × k complex matrix, and X and Y are k × p complex matrices. Many of

its properties will be discussed and these properties turn out useful in the

remainder of this thesis. We start with the special case A = Ik, because many

properties of the matrix V can be derived from those of the matrix Q =
Ik−XY∗. In case Y∗X = Ip, we derive the Moore-Penrose inverse ofQ, and we

use this result to derive the Moore-Penrose inverse of V in case Y∗A−1X =
Ip. We also derive some decompositions of Q related to its singular values

and eigenvalues. For the case where V is a real matrix with p = 1, we also

derive the eigenvalues and eigenvectors of V . A very special case of V with

p = 1 is the matrix Ω = diag(d) − (ι′nd)−1dd′, where d ∈ Rn. This matrix

was suggested by De Boer and Harkema (1997) as a specification for the
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covariance matrix corresponding to a sum-constrained linear model. Sum-

constrained models are models in which the dependent variables sum to a

fixed number. The adding-up restrictions causes the vectors of disturbances

to be linearly dependent so that the covariance matrix is singular. Chapter 3

concludes with a discussion of some relevant properties of this matrix Ω,

properties we will exploit in the chapters 4 and 5. Chapter 3 is an extended

version of Steerneman and Van Perlo-Ten Kleij (forthcoming, a).

The covariance matrix Ω = diag(d)− (ι′nd)−1dd′ is also one of the main

topics of chapter 4, which deals with parsimonious specifications of co-

variance matrices. Inspired by the discussion on the specification of sum-

constrained covariance matrices, we consider two aspects of a covariance

matrix, namely its rank and its structure. In particular, we are interested

in rank-reduced covariance matrices, parsimonious specifications of covari-

ance matrices, and a combination of these two. Besides the natural appear-

ance of rank-reduced covariance matrices in the context of sum-constrained

models, reducing the rank of a matrix is also often the purpose of several

techniques in the field of applied statistics and psychometrics. By imposing

a certain structure on the covariance matrix, parsimony can be obtained.

Among other things, parsimony is important for making statistical infer-

ences, for identifiability, and for avoiding overfitting. One particular prob-

lem we discuss is the approximation of a covariance matrix with given diag-

onal elements by a matrix of lower rank, where the generalized variance is a

criterion. In the context of sum-constrained models, we will study an inter-

esting feasibility problem related to the estimation of the above-mentioned

covariance matrix Ω.

Sum-constrained models are discussed in chapter 5. These models natu-

rally occur in various fields of research. In demand analysis the amounts

spent on the categories of consumer goods and services that are distin-

guished add up to total expenditure, in production theory the cost shares

of the various factors of production add up to unity, in marketing analy-

sis the probabilities that a specific brand will be chosen add up to unity, in

international trade the flows of exports from a specific country to different

destinations add up to total exports, and so on (De Boer and Harkema, 1984).

A topic that has received quite some attention in the seventies and eighties

is logical consistency. Loosely defined, a sum-constrained model is logically

consistent if the restrictions on the parameters and explanatory variables

are such that the sum constraint is automatically satisfied. The literature

on logical consistency, however, has not been unambiguous. The main rea-
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son for this is that a rigorous definition of logical consistency has not been

given in the (marketing) literature. Inspired by an extensive discussion by

Koehler and Wildt (1981), we therefore present two closely related defini-

tions of logical consistency. We summarize the results on this topic up until

now, and we clarify some differences and obscurities. By using an elegant

and direct approach, we derive necessary and sufficient conditions for the

sum-constrained linear model to be logically consistent. We also show that

some generally accepted results are not correct. Subsequently, we pay atten-

tion to identifiability of the sum-constrained model, an underexposed topic

in the literature on these models. Finally, we discuss maximum likelihood

estimation of the sum-constrained linear model. Simultaneous estimation of

the response parameters β and the covariance matrix Ω appears to be dif-

ficult. Estimating β given Ω and vice versa, however, is relatively easy. In

this case it is convenient to adopt a zig-zag iterative procedure developed

by Oberhofer and Kmenta (1974). Although we do not elaborate on this al-

gorithm, we do point out to some important subtleties regarding estimation

of the parameters.

From the more theoretical topics of the chapters 2–5, we shift our in-

terest to the somewhat more practical topic of text analysis in the last two

chapters. Chapter 6 gives an overview of this research area. Text analysis

as a technique has become increasingly important over recent years as the

volume of accessible online textual data is increasing at a rate greater than

can be manually analyzed. The extraction of filtered intelligence from such

documentation is increasingly being automated to meet the need for im-

proved environmental scanning activities. Analysis of requirements in this

area leads to the conclusion that text analysis must be focused on both

the analysis of document content and interdocument bibliographic relation-

ships in order to extract the maximum intelligence from the documents

available. Chapter 6 describes some basic procedures and techniques in the

area of (quantitative) text analysis. From preprocessing textual data to make

them suitable for further processing, representing the data in a way such

that quantitative analysis is possible, to the final analysis itself. Some recent

developments and techniques are discussed. We discuss one method called

Latent Semantic Analysis (LSA) in particular, and we illustrate this technique

by means of an example. A shortcoming of LSA is that it lacks natural in-

terpretation. Therefore, we introduce an alternative approach to LSA which

allows a more natural interpretation.

In chapter 7, we present a case study which illustrates many of the as-
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pects described in chapter 6. This chapter is a slightly revised version of Ten

Kleij and Musters (2003), and it embraces a study which exploits computer-

aided text analysis to evaluate the content of open-ended survey responses.

During an in-hall test, different varieties of mayonnaise were evaluated by

165 respondents on a 10-point liking scale, with the option to freely com-

ment on these assessments. An expert panel assessed the main sensory

characteristics of the mayonnaises. Usually, preference mapping is applied

to find out which sensory attributes drive consumer preferences for prod-

ucts. As an alternative, we will use the consumer statements to investigate

this relationship. By counting words and looking at word combinations, we

use correspondence analysis to construct a visualization that is compara-

ble to a preference map. Results from the analysis of the verbal responses

are compared with the results from preference mapping. Some advantages

and disadvantages of analyzing open-ended survey responses are also ad-

dressed.

1.2 A cross-sectional outline of the thesis

In this section, we explain by means of some keywords how the different

chapters are related.

Multivariate analysis

A topic that all chapters have in common is multivariate analysis. Chapter 2

studies this topic in its most fundamental form and deals with theoretical

problems in this field. This chapter discusses the multivariate normal distri-

bution, the Wishart distribution, and related concepts. Furthermore, chap-

ter 2 gives an introduction to the somewhat wider class of spherical dis-

tributions and its basic properties, and discusses an important theorem of

Schoenberg (1938). From these multivariate statistical topics, we then shift

our attention to matrix algebra, which is obviously multivariate. Matrix alge-

bra is also a key element in chapter 4, where we study parsimonious spec-

ifications of covariance matrices. The multivariate sum-constrained linear

model is the topic of chapter 5. In the last two chapters of this thesis, which

deal with text analysis, the multivariate aspects emerge in a completely dif-

ferent manner. To analyze textual data quantitatively, it is necessary to pro-

cess the texts such that they are suitable for statistical or mathematical pro-

cedures. The most common way to represent textual data is by means of
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(high-dimensional) vectors which represent words and documents, respec-

tively.

Matrix algebra

Chapter 3 is entirely devoted to matrix algebra. The matrix A − XY∗ plays

a central role in this chapter and several decompositions and properties of

this matrix will be derived throughout this chapter. In chapter 4, we elab-

orate on a special case of the matrix A − XY∗, that is, the matrix Ω =
diag(d)−(ι′nd)−1dd′, and matrix algebra will still be an important topic. The

mode of analysis in chapter 2 on the multivariate normal and the Wishart

distribution is also matrix-driven. Whereas several authors chose to define

the multivariate normal distribution in terms of the probability density func-

tion, it is more elegant to extend the univariate normal to its multivariate

analogue by means of matrix notation and elementary algebraic properties.

In deriving properties of the normal and the Wishart distribution, the use of

matrix notation also pays off. Rao (1973) and Eaton (1983) are two examples

of authors who very elegantly and successfully exploited matrix algebra to

derive important results in multivariate statistical theory. So called term-by-

document matrices and the analysis of these matrices are of great interest

in both the chapters 6 and 7.

Singularity of a (covariance) matrix and singular distributions

In chapter 2, we study the multivariate normal distribution and the Wishart

distribution, which are both allowed to be singular. This chapter also in-

cludes a well-known theorem on partitioned Wishart distributed matrices,

and we explicitly consider the singular case. Instead of the inverse of the co-

variance matrix that usually appears in a density function, the density func-

tion corresponding to the singular multivariate normal distribution involves

the Moore-Penrose inverse of the covariance matrix. Since chapter 3 exten-

sively discusses the Moore-Penrose inverse of the singular matrix A− XY∗,

we can exploit this chapter for particular types of covariance matrices. A

covariance matrix that appears in sum-constrained models, one of the top-

ics of chapter 4 and 5, is Ω = diag(d) − (ι′nd)−1dd′, where d ∈ Rn. Be-

cause Ωιn = 0, this matrix is obviously singular. Since Ω is of the structure

A − XY∗, we can immediately apply the theory developed in chapter 3 to

compute the Moore-Penrose inverse of Ω.
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Dimension reduction

Dimension reduction is very important in both of the chapters 6 and 7. The

analysis of textual data often involves extremely high-dimensional data, so

that some sort of dimensionality reduction is necessary to enable efficient

further processing. Dimension reduction is also closely related to parsi-

mony, which plays a role in chapter 4 where we are looking for parsimonious

specifications of (sum-constrained) covariance matrices.

Marketing

The last three chapters of this thesis are all related to marketing. The main

topic of chapter 5 is the sum-constrained linear model, that is, a model

where the dependent variables sum to a fixed number. These models oc-

cur naturally in marketing, for example, when modelling probabilities that

a specific brand will be chosen (these probability must add up to unity), or

when modelling market shares of different brands (the sum of all market

shares must be equal to one). The concept of logical consistency of these

models has received a lot of attention in the marketing literature. Although

chapter 6 does not explicitly refer to the field of marketing, text analysis

can obviously play an important part in this research area, as illustrated in

chapter 7. In chapter 7, text analysis of open-ended survey responses is used

to find out which sensory attributes drive consumer preferences for prod-

ucts. Besides analyzing customer comments, text analysis products can also

be used, for example, to respond automatically to e-mails, to build commu-

nities of users with shared interests, to select the best offer for individual

customers, and to gather prospect or competitor data from websites (Raab,

2003).



Chapter 2

Multivariate Statistics

The univariate normal distribution takes a central position in statistics. This

situation is even more apparent in multivariate analysis, because the mul-

tivariate normal distribution is one of the few analytically tractable multi-

variate distributions (Eaton, 1983). Absolutely continuous multivariate dis-

tributions on Rm can be defined by specifying the density function of the

distribution with respect to the Lebesgue measure on Rm. The probability

mass of such distributions cannot be concentrated in a null set. However,

if the random vector takes values in, for example, a proper affine subspace,

then this approach needs some modification. We will call these distributions

singular distributions. Degenerated distributions give all their mass to just

one point. Therefore, we call such distributions singular distributions. To

incorporate singular distributions, it is convenient to define a multivariate

distribution by specifying the distribution of each linear function of the ran-

dom vector (see, e.g., Muirhead, 1982, theorem 1.2.2). We briefly repeat this

discussion in subsection 2.1.1. It is often stated, however, that the density

function of a normally distributed m × 1 vector X with singular covariance

matrix ‘does not exist’. Whereas, indeed, the density does not exist with re-

spect to the Lebesgue measure on Rm, the density function does exist on

an affine subspace, a topic we will discuss in subsection 2.1.2. To be able to

work with the density function of singular normally distributed random vec-

tors in practice, the problem is often redefined on this affine subspace (see,

e.g., definition 3.2.2 of Tong, 1990). One of the contributions of this chapter

is that we stay close to the original problem and do not have to consider

transformations to find the probability density function.

Section 2.5 of this chapter is a revised version of Steerneman and Van Perlo-Ten
Kleij (forthcoming, b).
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In section 2.3 we study the Wishart distribution, the multivariate ana-

logue of the chi-square distribution. The Wishart distribution occurs in a

natural way if one considers the probability distribution of X′X, where X is

an n × k random matrix whose elements are normally distributed. There-

fore, multivariate normally distributed random matrices are the topic of

section 2.2. In this chapter we also consider singular Wishart distributions.

Section 2.3 gives a very short introduction to the Wishart distribution; yet

its main focus will be on a very famous theorem on partitioned Wishart dis-

tributed matrices. We show that this theorem also holds for the singular

case. Although Srivastava and Khatri (1979) remarked this in their paper,

it has not been proven completely to our knowledge. We show what hap-

pens if we allow singularity and replace the usual inverse of a matrix by the

Moore-Penrose inverse. Subsequently, as a second extension of the theorem

which only applies to the central Wishart distribution, we attempt to gener-

alize it to the noncentral Wishart distribution. We discuss the problems we

encounter and explore the boundaries of what can and what cannot be done.

Dropping the normality assumption, but retaining part of its features,

leads to the class of spherical and elliptical distributions, concisely intro-

duced in section 2.4. In section 2.5, we study a famous theorem by Schoen-

berg (1938) in the theory on spherical and elliptical distributions. The class

of spherical and elliptical distributions contains distributions whose den-

sity contours have the same elliptical shape as some normal distributions,

but this class also contains heavier-tailed distributions. The proof of the

above-mentioned theorem was originally given by Schoenberg in 1938, alter-

native proofs were given by Kingman (1972), Donoghue (1969), and Berg et

al. (1984). These proofs are rather complicated. We found a shorter, more

elegant, and less complicated proof. The normal distribution discussed in

the first part of this chapter takes a central position in this theorem. We

also include Kingman’s proof of Schoenberg’s theorem, which exploits the

property of exchangeability of a sequence of random variables. After a brief

introduction to the concept of exchangeability and Kingman’s proof, we con-

clude this chapter with some remarks regarding the relationship between

sphericity and exchangeability.

Sections 2.1–2.3 are partly based on Steerneman (1998), who was inspired

by Ferguson (1967) and Eaton (1972).
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2.1 The multivariate normal distribution

2.1.1 Definition

Consider a random variable X that has a normal distribution with mean µ
and variance σ 2, that is X ∼N (µ,σ 2) with characteristic function

ϕX(t) = eitµ−
1
2 t

2σ2
.

It is usually assumed that σ 2 > 0. However, we shall allow σ 2 = 0, which im-

plies that X equals µ with probability one. If X is anm-dimensional random

vector, its distribution is uniquely determined by the distributions of linear

functions α′X, where α ∈ Rm. This is sometimes called ‘Cramér’s device’

(theorem 1.2.2 from Muirhead, 1982). To see this, note that the characteris-

tic function (c.f.) of α′X equals

ϕα′X(t) = E eitα
′X,

so that

ϕα′X(1) = E eiα
′X,

which is the c.f. of X if considered as a function of α. Since we know that

a distribution is uniquely determined by its c.f. the result follows. Encour-

aged by this fact, an elegant and well-known way to define the multivariate

normal distribution is by means of linear combinations of univariate normal

distributions.

Definition 2.1.1. The random vector X ∈ Rm has an m-variate normal dis-

tribution if, for all α ∈ Rm, the distribution of α′X is univariate normal.

From this definition it immediately results that Xi follows a univariate

normal distribution, say N (µi, σii), for i = 1, . . . ,m. This also implies that

Cov(Xi,Xj) = σij is defined. If we take µ = (µ1, . . . , µm)
′ and Σ = (σij), then

it follows that EX = µ and VarX = Σ. For any α ∈ Rm we have Eα′X = α′µ
and Var(α′X) = α′Σα. We obtain the c.f. of X by observing

ϕX(t) = E eit
′X =ϕt′X(1) = eit

′µ− 1
2 t
′Σt, (2.1.1)

since t′X ∼N (t′µ, t′Σt). Therefore, it makes sense to use the notation X ∼
Nm(µ,Σ). An immediate consequence of definition 2.1.1 is the following

proposition.

Proposition 2.1.1. If X has an m-variate normal distribution, then for any

n ×m matrix A and b ∈ Rn, the random vector Y = AX + b follows an

n-variate normal distribution.
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As a consequence, we have for Y as given in proposition 2.1.1 that

EY = Aµ + b
Var(Y) = AΣA′.

Note, however, that we have not proved the existence of the multivariate

normal distribution yet. To do this, we have to show that ϕX(t) is indeed

a c.f. of a random vector. Suppose that Z1, . . . , Zk are independently dis-

tributed as N (0,1), and Σ is anm×m positive semi-definite matrix of rank

k. The c.f. of Z = (Z1, . . . , Zk)
′ then equals

ϕZ(t) = E eit
′Z =

k∏
j=1

E eitjZj =
k∏
j=1

e−
1
2 t

2
j = e− 1

2 t
′t. (2.1.2)

Define X = µ+AZ , where A is anm×k matrix of rank k such that Σ = AA′.
Then we have

ϕX(t) = E eit
′(µ+AZ) = eit′µϕZ(A′t) = eit

′µ− 1
2 t
′Σt,

which is the c.f. as given in (2.1.1).

In definition 2.1.1 we do not restrict ourselves to the situation where Σ
is positive definite, but also allow for singularity of the covariance matrix

(we require Σ to be positive semi-definite). If Σ is not positive definite, then

there exists a vector α ∈ Rm,α �= 0, such that Var(α′X) = α′Σα = 0, so

that α′X = c with probability one, where c = α′E (X). Thus, the components

Xi of X are linearly related, which means that X lies in an affine subspace.

In the above notation, the distribution of X is singular if k < m. Although

the density of X with respect to the Lebesgue measure on Rm does not exist

in this case, it is important to be able to work with such a singular normal

distribution, since situations in which the covariance matrix is singular can

arise naturally, as illustrated by the following examples. We will show in the

next subsection that the density does exist on an affine subspace.

Example 2.1.1. Consider the case where X ∈ Rk has a multinomial distribu-

tion with parameters n and π = (π1, . . . , πk)
′. The Central Limit Theorem

tells us that, asymptotically,

√
n(π̂ −π) ∼N k(0,diag(π)−ππ ′),

where π̂ = 1
nX. Since we know that

∑k
i=1πi = 1, diag(π)−ππ ′ is singular.
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Example 2.1.2. Consider a standard linear regression model y = Xβ+ε, y ∈
Rn, X a nonstochastic n×kmatrix of full column rank, and ε ∼N n(0, σ

2In).
The distribution of the residuals e = y − Xβ̂ = (In − X(X′X)−1X′)ε, where

β̂ = (X′X)−1X′y , is straightforward to derive:

e ∼N n

(
0, σ 2(In −X(X′X)−1X′)

)
,

where the covariance matrix σ 2(In −X(X′X)−1X′) is of rank n− k.

Example 2.1.3. A property of economic data is that there are many log-

ical constraints on the data items, such as the fact that company profits

must equal turnover minus expenses. If, for example, the data vector X =
(X1, . . . , Xk)

′ must satisfy the restriction X1 + · · · + Xk−1 = Xk, then the co-

variance matrix Σ of X will be singular.

Other applications of singular covariance matrices will be discussed in

chapter 4, which explicitly deals with (parsimoniously specified) singular co-

variance matrices.

2.1.2 The probability density function

It is well-known that if X ∼ Nm(µ,Σ), with rank(Σ) = k < m, then the

probability density function of X with respect to the Lebesgue measure on

Rm does not exist. However, the density function exists on a subspace, a

result which is due to Khatri (1968).

Assume that X ∼ Nm(µ,Σ) with rank(Σ) = k ≤ m, so that Σ is allowed

to be singular. In this situation K(Σ), the kernel of Σ, has dimension m− k.

The random vector X will have outcomes in an affine subspace of Rm.

Proposition 2.1.2. If X ∼ Nm(µ,Σ), with rank(Σ) = k ≤ m, then X takes

values in V = µ +K(Σ)⊥ with probability one.

Clearly V is an affine subspace of Rm of dimension k. Before we give

the proof, a couple of definitions will be given. Let Σ = CΛC′ be a spectral

decomposition of Σ, where

Λ = diag(λ1, . . . , λk,0, . . . ,0) =
(Λ1 0

0 0

)
, (2.1.3)

Λ1 = diag(λ1, . . . , λk), λ1 ≥ · · · ≥ λk > 0, and C is an orthogonal m ×m
matrix. Moreover, let

C = (C1, C2),
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where C1 is an m× k matrix

C1 = (c1, . . . , ck)

C2 = (ck+1, . . . , cm).

Therefore, {c1, . . . , cm} is an orthonormal basis for Rm such that {c1, . . . , ck}
is an orthonormal basis for K(Σ)⊥ and {ck+1, . . . , cm} is an orthonormal

basis for K(Σ). Furthermore, note that R(Σ) =K(Σ)⊥, where R(Σ) denotes

the columns space of Σ. This follows from the fact that R(Σ) = K(Σ)⊥ �
R(Σ)⊥ = K(Σ); now x ∈ R(Σ)⊥ � x′y = 0 for all y ∈ R(Σ)� x′Σz = 0

for all z ∈ Rk� Σx = 0 � x ∈K(Σ).
Proof of proposition 2.1.2. We observe that

P{X ∈ V} = P{X − µ ∈K(Σ)⊥}
= P{y ′(X − µ) = 0 for all y ∈K(Σ)}
= P{y ′(X − µ) = 0 for all y with Σy = 0}
= P{c′j(X − µ) = 0 for j = k+ 1, . . . ,m}.

Now we have for j = k+ 1, . . . ,m

c′j(X − µ) ∼N (0, c′jΣcj) = δ{0}.
Therefore,

P{X ∉ V} = P{c′j(X − µ) �= 0 for some j = k+ 1, . . . ,m}

≤
m∑

j=k+1

P{c′j(X − µ) �= 0}

= 0.

Hence P{X ∈ V} = 1.

Now we want to derive the probability density function of X on V with

respect to the Lebesgue measure λV on V . Consider the affine transformation

T : Rk → V defined by

x = T(y) =
k∑
i=1

yici + µ = C1y + µ.

Note that y = T−1(x) = C′1(x − µ). Let λk denote the Lebesgue measure on

Rk. The following properties hold for T :
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(i) T is onto and one-to-one;
(ii) T is bicontinuous;

(iii) λV = λkT−1.

Property (iii) holds in fact for all choices c1, . . . , ck and µ such that µ ∈ V and

c1, . . . , ck is an orthonormal basis for V −µ. Before we derive the probability

density function of X, we first introduce the definition

detr A = lim
α↓0

det(A+αIn)
αn−r

for an n×n symmetric matrix A of rank r . It is well-known that

detr A =
r∏
i=1

λi(A),

that is, detr A equals the product of the nonzero eigenvalues of A (see, e.g.,

Neudecker, 1995).

Theorem 2.1.1. If X ∼ Nm(µ,Σ) with rank(Σ) = k ≤m, then X has proba-

bility density function

f(x) = (2π)− 1
2k[detk Σ]− 1

2 exp
(
−1

2
(x − µ)′Σ+(x − µ)) (2.1.4)

for x ∈ V = µ+K(Σ)⊥ with respect to the Lebesgue measure λV on V , where

detk Σ denotes the product of the positive eigenvalues of Σ.

Proof. Let Y = C′1(X − µ), where Y ∼ N k(0,Λ1). From the characteristic

function of Y , we know that Y1, . . . , Yk are independently distributed with

Yi ∼ N (0, λi) for i = 1, . . . , k. This implies that Y has probability density

function

h(y) =
k∏
i=1

(2π)−
1
2λ

− 1
2

i exp
(
−1

2
y2
i /λi

)

= (2π)−
1
2k[detΛ1]

− 1
2 exp

(
−1

2
y ′Λ−1

1 y
)

with respect to the Lebesgue measure λk on Rk. We have Y = T−1(X). Let B
be any Lebesgue measurable set in V , then

P{X ∈ B} = P
{
T−1(X) ∈ T−1(B)

}
= P

{
Y ∈ T−1(B)

}
=

∫
T−1(B)

hdλk

=
∫
T−1(B)

hdλVT

=
∫
B
h(T−1(x))dλV(x).



16 Chapter 2. Multivariate Statistics

Hence

f(x) = h(T−1(x))

= (2π)−
1
2k[detΛ1]

− 1
2 exp

(
−1

2
(x − µ)′C1Λ−1

1 C
′
1(x − µ)

)
= (2π)−

1
2k[detk Σ]− 1

2 exp
(
−1

2
(x − µ)′Σ+(x − µ))

is a density function of X on V with respect to λV .

Note that, if we take k =m in theorem 2.1.1, equation (2.1.4) reduces to

f(x) = (2π)− 1
2m|Σ|− 1

2 exp
(
−1

2
(x − µ)′Σ−1(x − µ)

)
,

that is, the well-known expression for the probability density function of a

nonsingular multivariate normal distribution with respect tot the Lebesgue

measure on Rm.

2.1.3 Some well-known properties of the multivariate normal
distribution

In this subsection, we summarize some well-known results on the multivari-

ate normal distribution. There is a huge amount of literature on the normal

distribution (e.g., Anderson, 1984, Muirhead, 1982, Eaton, 1983, Tong, 1990),

and therefore most of the results here will be stated without a proof. This

subsection is certainly not intended to be exhaustive. The results stated in

this subsection will be used further on in this chapter.

From proposition 2.1.1 and the characteristic function of the normal dis-

tribution, we can easily derive the following proposition.

Proposition 2.1.3. Let X ∼ Nm(µ,Σ), b ∈ Rm, and A be an n ×m matrix,

then L (AX + b) =N n(Aµ + b,AΣA′).
It follows from proposition 2.1.3 that the marginal distribution of any

subset of p components of X is p-variate normal (p < m). Note, however,

that the converse is not true in general (e.g., Muirhead, 1982), that is, if

each component of a random vector is normal, this does not imply that the

vector has a multivariate normal distribution, as illustrated by the following

example1.

1The converse is true if all components of X are independent and normal.
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Example 2.1.4. Consider the case where U1, U2, and U3 are i.i.d. N (0,1) and

Z is an arbitrary random variable. Define

X1 =
U1 + ZU3√

1+ Z2
and X2 =

U2 + ZU3√
1+ Z2

.

It is easy to show that in this case L (X1|Z = z) = L (X2|Z = z) = N (0,1)
which implies that L (X1) = L (X2) = N (0,1). Conditional on Z , the joint

distribution of X1 and X2 is also normal,(
X1
X2

)∣∣∣∣Z ∼N 2

((
0
0

)
,

1
1+ Z2

(
1+ Z2 Z2

Z2 1+ Z2

))
.

Obviously, the unconditional distribution of X1 and X2 need not be bivariate

normal.

To study partitioned random vectors, define

X =
(
X1
X2

)
, µ =

(
µ1
µ2

)
, Σ = (Σ11 Σ12Σ21 Σ22

)
,

where X1, µ1 ∈ Rp and Σ11 is p × p, p < m. Let Σ11.2 = Σ11 − Σ12Σ+22Σ21,
the so-called generalized Schur-complement of Σ22 in Σ. These (generalized)

Schur-complements appear, for example, in expressions for the inverse of

a partitioned matrix, in conditional distributions and partial correlation co-

efficients (Ouellette, 1981). A famous theorem on Wishart distributed parti-

tioned matrices, which will be discussed in section 2.3, also exploits Schur-

complements.

Proposition 2.1.4. X1 and X2 are independently distributed if and only ifΣ12 = 0.

This proposition follows immediately by considering the characteristic

function of X1 and X2.

Proposition 2.1.5.

L
((
X1 − Σ12Σ+22X2

X2

))
=Nm

((
µ1 − Σ12Σ+22µ2

µ2

)
,
(Σ11.2 0

0 Σ22

))
.

Proof. Define the matrix

A =
(
Ip −Σ12Σ+22
0 Im−p

)
,
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then the proposition follows by considering L (AX). Note that Σ12 = Σ12Σ+22Σ22.

This can be established as follows. Consider L (BX), where

B =
(
Ip 0
0 Im−p − Σ+22Σ22

)
.

Then

Var(BX) =
( Σ11 Σ12 − Σ12Σ+22Σ22Σ21 − Σ+22Σ22Σ21 0

)
,

and hence Σ12 − Σ12Σ+22Σ22 = 0.

As a consequence of proposition 2.1.5 we have

Proposition 2.1.6. The conditional distribution of X1 given X2 is given by

L (X1|X2) =N p(µ1 + Σ12Σ+22(X2 − µ2),Σ11.2).

Proof. Since X1−Σ12Σ+22Σ22X2 and X2 are independently distributed accord-

ing to proposition 2.1.5, we have

L (X1 − Σ12Σ+22Σ22X2|X2) =N p(µ1 − Σ12Σ+22Σ22µ2,Σ11.2),

and hence

L (X1|X2) = L (X1 − Σ12Σ+22Σ22X2 + Σ12Σ+22Σ22X2|X2)

= N p(µ1 + Σ12Σ+22Σ22(X2 − µ2),Σ11.2).

The entropy of a probability distribution is a measure for the informa-

tion content of this distribution. The concept of entropy originates from the

area of information theory and was introduced by Shannon (1948). A high

entropy value indicates that a large amount of uncertainty or randomness is

associated with the random variable. It is commonly accepted that if one is

asked to select a distribution satisfying some constraints, and if these con-

straints do not determine a unique distribution, then one is best off picking

the distribution having maximum entropy. The idea is that this distribution

incorporates the least possible information. We will exploit this idea in chap-

ter 4.

Proposition 2.1.7. The entropy of Nm(µ,Σ) with respect to λV , with V =
µ +K(Σ)⊥ and rank(Σ) = k ≤m, equals

H = 1
2
k(1+ log 2π)+ 1

2
log(detk Σ). (2.1.5)
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Proof.

H ≡ −
∫
V
f logf dλV

= E
[

1
2
k log 2π + 1

2
log[detk Σ]+ 1

2
(X − µ)′Σ+(X − µ)]

= 1
2
k(1+ log 2π)+ 1

2
log(detk Σ).

In the last step we used

E (X − µ)′Σ+(X − µ) = E trΣ+(X − µ)(X − µ)′ = trΣ+Σ = rank(Σ+Σ) = k.

If we take k =m in proposition 2.1.7, then we obtain the well-known expres-

sion

H = 1
2
m(1+ log 2π)+ 1

2
log |Σ|, (2.1.6)

for the entropy value of Nm(µ,Σ) with Σ nonsingular.

For the univariate case, Kagan et al. (1973) gave a general characteriza-

tion of distributions with maximum entropy in their theorem 13.2.1. Their

result can be extended to the multivariate case, and an important multivari-

ate application is the following (theorem 13.2.2 of Kagan et al., 1973).

Theorem 2.1.2. Let X be anm-variate random vector with expectation vector

µ and covariance matrix Σ. The maximum entropy distribution of X with

respect to λV is the m-variate normal Nm(µ,Σ), where V = µ +K(Σ)⊥.

2.2 Multivariate normally distributed random ma-
trices

Just as we generalized a random variable to a random vector, we now gen-

eralize a random vector to a random matrix. In section 2.3, where we study

the Wishart distribution, it turns out that notational convenience is provided

by using random matrices whose elements are multivariate normally dis-

tributed.

Definition 2.2.1. Let X be an n× k matrix of random elements, such that

vecX′ ∼ N nk(vecM′,Ω),
where M = EX is an n× k matrix and Ω is the nk×nk covariance matrix of

vecX′. It is then written

X ∼N n×k(M,Ω).
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As a special case, we now consider the situation in which the rows of X
are identically distributed.

Proposition 2.2.1. If X = (X1, . . . , Xn)
′ is a random n × k matrix such that

X1, . . . , Xn are independently distributed as N k(µi,Σ), then

X ∼N n×k(M, In ⊗ Σ),
where M = (µ1, . . . , µn)

′. For the special case that the rows of X are indepen-

dently and identically distributed as N k(µ,Σ),
X ∼N n×k(ιnµ

′, In ⊗ Σ).
Proof.

L (vecX′) = L


X1
...
Xn

 =N nk



µ1
...
µn

 ,


Σ · · · 0
...

. . .
...

0 · · · Σ



= N nk

(
vec (µ1, . . . , µn), In ⊗ Σ)

= N nk

(
vecM′, In ⊗ Σ)

,

and the result follows from definition 2.2.1. If µ1 = . . . = µn = µ, then

M = ιnµ′.

A similar result also holds in case the columns of X are independently

and identically normally distributed.

Proposition 2.2.2. If X = (X1, . . . , Xk) is a random n × k matrix such that

X1, . . . , Xk are independently distributed as N n(µi,Σ), then

X ∼N n×k(M,Σ⊗ Ik),
where M = (µ1, . . . , µk). Furthermore, if the columns of X are independent

and identically distributed as N n(µ,Σ), then

X ∼N n×k(µι
′
k,Σ⊗ Ik).

Proof. Let Kmn denote the mn ×mn commutation matrix which, for arbi-

trarym×nmatrices A, transforms vecA into vecA′ (Magnus and Neudecker,

1979). Then we have

L (vecX′) = L (KnkvecX) = N kn

(
Knkvec (µ1, . . . , µk),Knk(Ik ⊗ Σ)K′nk)

= N kn

(
KnkvecM,Knk(Ik ⊗ Σ)K′nk) .
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Since KnkvecM = vecM′ and Knk(Ik ⊗ Σ)K′nk = Knk(Ik ⊗ Σ)Kkn = Σ⊗ Ik,
L (vecX′) =N nk(vecM′,Σ⊗ Ik),

and the desired result follows. If µ1 = . . . = µk = µ, then M = µι′k.
Analogous to what we did for multivariate normally distributed vectors,

we are now interested in the distribution of a linear transformation of a

normally distributed matrix.

Proposition 2.2.3. If X ∼N n×k(M,Ω),A is anm×nmatrix, and B is a k×h
matrix, then

AXB ∼Nm×h
(
AMB, (A⊗ B′)Ω(A′ ⊗ B)) .

Proof. It is straightforward to derive that

L (
vec (AXB)′

) = L (vecB′X′A′)

= L (
(A⊗ B′)vecX′

)
= Nmh

(
(A⊗ B′)vecM′, (A⊗ B′)Ω(A⊗ B′)′)

= Nmh
(
vec (AMB)′, (A⊗ B′)Ω(A′ ⊗ B)) .

It frequently occurs that we have n independent k-variate normal obser-

vations assembled in a matrix X, which means that X ∼ N n×k(M, In ⊗ Σ).
Note once more that we do not restrict ourselves to the situation that Σ is

nonsingular, so that it is possible that the observations lie in a hyperplane.

If the rank of Σ is known, we may wonder whether we are able to say some-

thing about the rank of X. The answer is given in the following theorem.

The proof of this theorem is quite long. For continuity of this chapter, we

therefore include the proof in appendix 2.A.

Theorem 2.2.1. If X ∼N n×k(M, In ⊗ Σ), then

rank(X) = min
(
n, rank(Σ+M′M)

)
with probability one.

2.3 The central and noncentral Wishart distribution

2.3.1 Definition and some properties

The Wishart distribution is the multivariate analogue of the chi-square distri-

bution. We know that, if Z1, . . . , Zn are independent with L (Zi) = N (µi,1),
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then
∑n
i=1 Z

2
i has a noncentral chi-square distribution with n degrees of free-

dom and noncentrality parameter λ = ∑n
i=1 µ

2
i . If λ = 0, or equivalently,

µ1 = . . . = µn = 0, then it has the chi-square distribution. If the Zi are in-

dependent k-dimensional random vectors with L (Zi) = N k(0,Σ), then the

Wishart distribution arises from the distribution of the k× k positive semi-

definite matrix S = ∑
i ZiZ

′
i . We know from proposition 2.2.1 that if Z has

rows Z′1, . . . , Z
′
n, then L (Z) = N n×k(0, In ⊗ Σ). This is how we arrive at the

following definition of the Wishart distribution.

Definition 2.3.1. Let Z ∼ N n×k(M, In ⊗ Σ), then S = Z′Z has the noncen-

tral Wishart distribution of dimension k, degrees of freedom n, covariance

matrix Σ and noncentrality matrix Λ = M′M . This distribution is denoted

by W ′
k(n,Σ;Λ). If M = 0, then S has the Wishart distribution, denoted by

Wk(n,Σ).
Note that, as with the definition of the multivariate normal distribution,

definition 2.3.1 of the Wishart distribution is not in terms of a density func-

tion, and therefore also allows for singularity of this distribution. According

to Eaton (1983, page 317), if L (S) = W ′
k(n,Σ;Λ), then S is positive definite

with probability one if and only if n ≥ k and Σ > 0. If Λ = 0, so that S
follows a central Wishart distribution, then this result is true. For the case

of the noncentral Wishart distribution, however, the rank-condition on Σ is

more subtle, as we show in the following theorem.

Theorem 2.3.1. Let S ∼ W ′
k(n,Σ;Λ), then S is positive definite with probabil-

ity one if and only if n ≥ k and Σ+Λ > 0.

Proof. Let S = Z′Z according to definition 2.3.1. On account of theorem 2.2.1,

it follows that

1 = P
{
x′Sx > 0 for all 0 �= x ∈ Rk

}
= P

{
Zx �= 0 for all 0 �= x ∈ Rk

}
= P {rank(Z) = k}

if and only if n ≥ k and Σ+M′M = Σ+Λ > 0.

We call the distribution of S ∼ W ′
k(n,Σ;Λ) singular if n < k and/or Σ+Λ

is not positive definite.

In the remainder of this subsection, we summarize some well-known

properties of the Wishart distribution. Once more, we do not intend to be ex-

haustive, yet we state some properties we need in subsection 2.3.2 to prove
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an important theorem on partitioned Wishart distributed matrices. For the

basic properties such as ES,Var(S),ES−1, and the characteristic function

of S, we refer to Muirhead (1982). A proof of the following lemma for the

central case was given by Eaton (1983). This proof is easily generalized to

the noncentral case. Whenever possible, we generalize known results for the

case of the central Wishart distribution to the noncentral Wishart distribu-

tion.

Proposition 2.3.1. Let S ∼ W ′
k(n,Σ;Λ) and A be a p × k matrix, then

ASA′ ∼ W ′
p(n,AΣA′;AΛA′).

Proof. From definition 2.3.1, we know that L (S) = W ′
k(n,Σ;Λ) = L (Z′Z),

where Z ∼ N n×k(M, In ⊗ Σ) and Λ = M′M . Proposition 2.2.3 then tells us

that

ZA′ ∼ N n×p(MA
′, (In ⊗A)(In ⊗ Σ)(In ⊗A′))

= N n×p(MA
′, In ⊗AΣA′).

Therefore, L (ASA′) = L (ZA′)(ZA′)′ = Wp(n,AΣA′;AΛA′).
A consequence of this lemma is that a Wishart distribution W ′

k(n,Σ;Λ)
can be generated from the W ′

k(n, Ik;Ω) distribution and k× k matrices. An-

other consequence is that the marginal distribution of any principal square

submatrix of S is also Wishart.

Proposition 2.3.2. If S is W ′
k(n,Σ;Λ) and S, Σ and Λ are partitioned as

S =
(
S11 S12
S21 S22

)
, Σ = (Σ11 0

0 Σ22

)
,and Λ = (Λ11 Λ12Λ21 Λ22

)
where S11 and Σ11 are p×p matrices, then S11 and S22 are independent and

their distributions are, respectively, W ′
p(n,Σ11;Λ11) and W ′

k−p(n,Σ22;Λ22).

Proof. Let S = X′X, where X ∼ N n×k(M, In ⊗ Σ) and Λ = M′M . Define

X = (X1, X2), where X1 is an n × p matrix. Partition M accordingly as M =
(M1,M2). Because Σ12 = 0, we know that X1 and X2 are independent. But

this implies that S11 = X′1X1 and S22 = X′2X2 are also independent. The fact

that S11 ∼ W ′
p(n,Σ11;Λ11) and S22 ∼ W ′

k−p(n,Σ22;Λ22) follows immediately

from proposition 2.3.1.

Proposition 2.3.3. If S1, . . . , Sk are independent with L (Si) = W ′
p(ni,Σ;Λi)

for i = 1, . . . , k, then

L
 k∑
i=1

Si

 = W ′
p

 k∑
i=1

ni,Σ;
k∑
i=1

Λi
 .
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Proof. Let Z1, . . . , Zk be independent, with L (Zi) = N ni×p(Mi, Ini ⊗ Σ) andΛi = M′
iMi. Define

Z =


Z1
...
Zk

 , and M =


M1
...
Mk


so that L (Z) = Nn×p(M, In ⊗ Σ), where n =

k∑
i=1

ni. Since
k∑
i=1

Λi = M′M , the

result easily follows by observing that L
 k∑
i=1

Si

 = L (Z′Z).
Proposition 2.3.4. Let X ∼N n×k(M, P ⊗ Σ), where P is an idempotent, sym-

metric n×n matrix of rank m > 0, then

L (X′X −M′(In − P)M) = W ′
k(m,Σ;M′PM).

Proof. Since P is an idempotent, symmetric matrix of rank m, we know that

there exists a matrix C ∈ O(n), such that

CPC′ =
(
Im 0
0 0

)
.

On account of proposition 2.2.3,

Y = CX ∼N n×k

(
CM,

(
Im 0
0 0

)
⊗ Σ)

.

Partition

Y =
(
Y1
Y2

)
and C =

(
C1
C2

)
,

where Y1 is a random m× k matrix and C is an m×n matrix. Note that

L (Y1) =Nm×k(C1M, Im ⊗ Σ),
and that P{Y2 = C2M} = 1. Because P = C′1C1 and In − P = C′2C2, it follows

that

X′X = X′PX +X′(In − P)X
= X′C′1C

′
1X +X′C2C

′
2X

= Y ′1Y1 + Y ′2Y2.

Thus L (X′X) = L (Y ′1Y1 +M′C′2C2M). From the definition of a Wishart dis-

tribution, we know that L (Y ′1Y1) = W ′
k(m,Σ;M′PM), so that the result im-

mediately follows.
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Proposition 2.3.5. Let X ∼ N n×k(M, In ⊗ Σ), and P be an idempotent, sym-

metric n×n matrix of rank m > 0, then

L (X′PX) = W ′
k(m,Σ;M′PM).

Proof. According to proposition 2.2.3, PX ∼N n×k(PM, P⊗Σ). Since X′PX =
X′P ′PX, it follows from proposition 2.3.4 that

L (X′PX −M′P(In − P)PM) = W ′
k(m,Σ;M′PM).

Since P(In − P) = 0, the proof is accomplished.

2.3.2 Partitioned Wishart distributed matrices

In this subsection, we study partitioned Wishart distributed matrices. We de-

rive a well-known theorem for the case of the central Wishart distribution,

a theorem which is one of the most useful results for deriving the distri-

bution of functions of Wishart matrices (Eaton, 1983). The distributions of

many statistics, such as Hotelling’s T 2 and the generalized variance |S|, fol-

low from it. The theorem can also be applied to obtain the expectation of

the inverse of a Wishart distributed matrix, after some invariance consid-

erations. A proof for the case of the central Wishart distribution with non-

singular covariance matrix Σ can be found in, for example, Muirhead (1982)

and Eaton (1983). Whereas this theorem deals with the central Wishart dis-

tribution, we will try to obtain similar results for the noncentral Wishart

distribution. In fact, in deriving the theorem, we start with the most gen-

eral case of the noncentral Wishart distribution. These derivations very well

show the complications that occur when considering the noncentral case. We

show that parts of the theorem can be generalized to the noncentral case,

and parts of the theorem cannot. As a second extension of the theorem, we

will also allow the Wishart distribution to be singular. Although Srivastava

and Khatri (1979) stated that the theorem is true if Σ is singular, they did

not actually prove so. To our knowledge, no such extension of the proof has

been given yet. We show what happens if we allow singularity and replace

the usual inverse of a matrix by the Moore-Penrose inverse.

Consider S ∼ W ′
k(n,Σ;Λ) and partition S and Σ:

S =
(
S11 S12
S21 S22

)
, and Σ = (Σ11 Σ12Σ21 Σ22

)
,

where S11 and Σ11 are p × p matrices, p < k. Let S = X′X, where X ∼
N n×k(M, In ⊗ Σ), and M = (µ1, . . . , µn)

′. From proposition 2.2.1, we know
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that this implies that the rows of the matrix X are independently distributed

asN k(µi,Σ). Partition X = (X1, X2), where X1 is a random n×p matrix, and

partition M accordingly as M = (M1,M2). Let r = rank(Σ22 + M′
2M2) < n.

Since

L (X2) =N n×(k−p)(M2, In ⊗ Σ22), (2.3.1)

we observe that

L (S22) = L (X′2X2) = W ′
k−p(n,Σ22;M′

2M2). (2.3.2)

According to proposition 2.1.6 and proposition 2.2.1,

L (X1|X2) =N n×p(M1 + (X2 −M2)Σ+22Σ21, In ⊗ Σ11.2).

Define P = X2(X
′
2X2)

+X′2 and Q = In − P . These projection matrices are

symmetric and idempotent n × n matrices with PQ = 0. Furthermore, we

have that PX2 = X2,QX2 = 0, and X′1QX1 = S11.2. From proposition 2.2.3 we

derive that(
PX1
QX1

)∣∣∣∣X2 ∼N 2n×p

((
PM1 + (X2 − PM2)Σ+22Σ21
Q(M1 −M2Σ+22Σ21)

)
,
(
P 0
0 Q

)
⊗ Σ11.2

)
.

(2.3.3)

From (2.3.3) we see that

L (PX1|X2) =N n×p(PM1 + (X2 − PM2)Σ+22Σ21, P ⊗ Σ11.2),

implying that

L (X′2X1|X2) = L (X′2PX1|X2)

= N (k−p)×p
(
X′2PM1 +X′2(X2 − PM2)Σ+22Σ21,

(X′2PX2)⊗ Σ11.2

)
= N (k−p)×p(X

′
2M1 + {S22 −X′2M2}Σ+22Σ21, S22 ⊗ Σ11.2)

= N (k−p)×p(X
′
2(M1 −M2Σ+22Σ21)+ S22Σ+22Σ21, S22 ⊗ Σ11.2).

(2.3.4)

From (2.3.3) we also see that

L (QX1|X2) =N n×p(Q(M1 −M2Σ+22Σ21),Q⊗ Σ11.2).

Since rank(Σ22 +M′
2M2) = r < n, it follows from (2.3.1) and theorem 2.2.1

that P{rank(X2) = r} = 1. Let B denote the set of all n× (k−p) matrices of
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rank r , then P{X2 ∈ B} = 1. If N ∈ B, then L (X′1QX1|X2 = N) follows from

proposition 2.3.5, by noting that in this case the rank of Q equals n− r ,

L (X′1QX1|X2 = N) = W ′
p

(
n− r ,Σ11.2,

(M1 −M2Σ+22Σ21)
′Q(M1 −M2Σ+22Σ21)

)
.(2.3.5)

Note that we restrict ourselves to matrices N ∈ B to assure that the degrees

of freedom corresponding to the distribution in (2.3.5) equals n − r . After

all, if rank(N) = q < r , then L (X′1QX1|X2 = N) would be as in (2.3.5), yet

with degrees of freedom equal to n − q. Let W be a random p × p matrix,

independent of X, with

W ∼ W ′
p

(
n− r ,Σ11.2, (M1 −M2Σ+22Σ21)

′Q(M1 −M2Σ+22Σ21)
)
. (2.3.6)

This matrix W turns out to be useful further on. We can now prove the

following theorem.

Theorem 2.3.2. Consider S ∼ Wk(n,Σ) and partition S and Σ:

S =
(
S11 S12
S21 S22

)
,and Σ = (Σ11 Σ12Σ21 Σ22

)
,

where S11 and Σ11 are p × p matrices. Let r = rank(Σ22) < n and p < k. We

then have

(i) S11.2 and (S21, S22) are independently distributed,
(ii) L (S11.2) = Wp(n− r ,Σ11.2),
(iii) L (S22) = Wk−p(n,Σ22),
(iv) L (S21|S22) =N (k−p)×p(S22Σ+22Σ21, S22 ⊗ Σ11.2).

Proof. Because we now consider the central Wishart distribution, it follows

from (2.3.2) with M = 0 that L (S22) = L (X′2X2) = Wk−p(n,Σ22), thereby

proving part (iii) of the theorem. Equation (2.3.4) shows that

L (X′2X1|X2) =N (k−p)×p(S22Σ+22Σ21, S22 ⊗ Σ11.2),

so that the distribution of X′2X1|X2 depends on X2 only through S22. Conse-

quently,

L (S21|S22) = L (X′2X1|X2)

= N (k−p)×p(S22Σ+22Σ21, S22 ⊗ Σ11.2),

proving the last assertion of the theorem. The matrix W as defined in (2.3.6)

now follows a central Wishart distribution, that is, W ∼ Wp(n−r ,Σ11.2), and

equation (2.3.5) gives

L (X′1QX1|X2 = N) = Wp(n− r ,Σ11.2). (2.3.7)
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Let S̄+p denote the set of all symmetric positive semi-definite p×p matrices.

Then, for any measurable set A of S̄+p , we have

P{X′1QX1 ∈ A} = E P{X′1QX1 ∈ A|X2}
= E P{X′1QX1 ∈ A|X2}IB(X2)

= E P{W ∈ A}IB(X2)

= P{W ∈ A}P{X2 ∈ B}
= P{W ∈ A}.

Thus, L (X′1QX1) = LW = Wp(n − r ,Σ11.2), and since X′1QX1 = S11.2, we

also proved (ii) of the theorem. Finally, to establish the first statement, let

A be any measurable subset of S̄+p and F be any measurable subset of the

set of all n × k matrices. From (2.3.3) and proposition 2.1.4 we know that

PX1 and QX1 are conditionally independent given X2, so X′1QX1 and PX1

are conditionally independent given X2. Furthermore, we have just seen that

the distribution of X′1QX1 is Wp(n − r ,Σ11.2), independently distributed of

X2. Therefore,

P{X′1QX1 ∈ A, (PX1, X2) ∈ F} = E P{X′1QX1 ∈ A, (PX1, X2) ∈ F|X2}
= E P{X′1QX1 ∈ A|X2} ×

×P{(PX1, X2) ∈ F|X2}IB(X2)

= P{W ∈ A}E P{(PX1, X2) ∈ F|X2}IB(X2)

= P{X′1QX1 ∈ A}P{(PX1, X2) ∈ F},

showing that X′1QX1 and (PX1, X2) are independently distributed. But then

we are finished, since this implies that S11.2 and (X′2PX1, X
′
2X2) = (S21, S22)

are independent.

The above proof is similar to the proof of Eaton (1983), yet contains

some subtleties because of the possibility of singularity of the covariance

matrix. By considering the proof of theorem 2.3.2 step by step, it is easy

to show where things go wrong if we consider the noncentral Wishart dis-

tribution. Equation (2.3.2) is a straightforward generalization of part (iii) of

theorem 2.3.2. As for part (iv) of the theorem, it is clear from (2.3.4) that,

as opposed to the case of the central Wishart distribution, L (X′2X1|X2) de-

pends both on X2 and X′2X2. Therefore, it is not straightforward to say some-

thing about the conditional distribution of S21 given S22. Finally, it follows

from (2.3.5) that the distribution of S11.2 does depend on X2 via Q, again in

contrast with the central case, complicating the generalization of (i) and (ii)
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of theorem 2.3.2. These arguments show that we are not able to give a com-

plete generalization of theorem 2.3.2 to the noncentral case. In the following,

we will consider a special case where this is possible.

Suppose that S ∼ W ′
k(n,Σ;Λ), where Λ = M′M with M = (M1,M2) and

M1 = M2Σ+22Σ21. That is, M1 is equal to its regression on M2. Moreover, since

the regression function of X1 on X2 is given by

E (X1|X2) = M1 + (X2 −M2)Σ+22Σ21,

which equals X2Σ+22Σ21 if M1 = M2Σ+22Σ21, this relationship between M1 and

M2 means that the regression of X1 on X2 contains no intercept term. Let

r = rank(Σ22 +M′
2M2). Equation (2.3.2) shows that

L (S22) = W ′
k−p(n,Σ22;M′

2M2).

It follows from equation (2.3.4) that

L (X′2X1|X2) =N (k−p)×p(S22Σ+22Σ21, S22 ⊗ Σ11.2),

so that L (X′2X1|X2) depends on X2 only through S22 = X′2X2, and there-

fore L (S21|S22) = L (X′2X1|X2). As for the distribution of S11.2, we know

from (2.3.5) that

L (X′1QX1|X2 = N) = Wp(n− r ,Σ11.2).

Analogous to the proof of theorem 2.3.2, we can show that the unconditional

distribution of X′1QX1 is also Wp(n − r ,Σ11.2). The independence of S11.2
and (S21, S22) follows in the same way as in the proof of theorem 2.3.2. This

proves the following theorem.

Theorem 2.3.3. Consider S ∼ W ′
k(n,Σ;Λ) where Λ = M′M withM = (M1,M2)

and M1 = M2Σ+22Σ21. Partition S and Σ:

S =
(
S11 S12
S21 S22

)
,and Σ = (Σ11 Σ12Σ21 Σ22

)
,

where S11 and Σ11 are p × p matrices. Let r = rank(Σ22 +M′
2M2) < n and

p < k. We then have

(i) S11.2 and (S21, S22) are independently distributed,
(ii) L (S11.2) = Wp(n− r ,Σ11.2),
(iii) L (S22) = W ′

k−p(n,Σ22;M′
2M2),

(iv) L (S21|S22) =N (k−p)×p(S22Σ+22Σ21, S22 ⊗ Σ11.2).
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We now give two examples of the case described by theorem 2.3.3.

Example 2.3.1. A special case of the noncentral Wishart distribution which

is known in the literature is the case where Λ is of rank one (e.g., exer-

cise 10.11 of Muirhead, 1982, p. 519). Consider the random matrix X ∼
N n×k(M, In ⊗ Ik), where M = (0,0, . . . ,m), so that S = X′X ∼ W ′

k(n, Ik;Λ),
with Λ = diag(0, . . . ,0,m′m). Partition S as

S =
(
S11 S12
S21 s22

)
,

where s22 �= 0 is real-valued, S12 = S′21 is a random (k−1)×1 vector, and S11

is a random (k−1)×(k−1)matrix. Put S11.2 = S11−S12s
−1
22 S21. It immediately

follows from theorem 2.3.3 that

• S11.2 ∼ Wk−1(n− 1, Ik−1) and S11.2 is independent of S21 and s22,
• L (S21|s22) =N k−1(0, s22Ik−1),
• L (s22) = W ′

1(n,1,m
′m) = χ2

n(δ), with δ =m′m.

Example 2.3.2. Consider X ∼ N n×k(M, In ⊗ Σ), where M = (M1,M2) =
(0,M2),M2 is an n×(k−p)matrix, and Σ21 = Σ′12 = 0, so that S ∼ W ′

k(n,Σ;Λ),
with

Σ = (Σ11 0
0 Σ22

)
and Λ = (

0 0
0 M′

2M2

)
.

Let r = rank(Σ22 +M′
2M2). This case is slightly more general than the rank-

one case of example 2.3.1. If we apply theorem 2.3.3, then (i) and (iii) hold

for this case, while (ii) and (iv) simplify to

L (S11.2) = Wp(n− r ,Σ11)

respectively

L (S21|S22) =N (k−p)×p(0, S22 ⊗ Σ11).

2.4 Towards the next section

Up to now, we have been mainly concerned with the normal distribution.

Whereas normality is a very popular assumption when modeling or analyz-

ing data, situations arise in which this is not appropriate. In financial data,

for example, it often happens that there are some outliers in the data, or

that the tails of the distribution are much heavier, so that normality is not

realistic anymore. So, within the framework of robustness, it is interesting to
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examine what happens if heavier-tailed distributions are allowed. The nor-

mality assumption is rather strong. In statistical applications with data that

appear to have heavier tails, a researcher may look for a distribution that

reflects certain characteristics of the normal distribution, but has heavier

tails. Therefore, distributions that have elliptically shaped contours like a

normal distribution are of interest. This leads to studying the class of spher-

ical and elliptical distributions, see, for example, the textbooks by Fang and

Zhang (1990) and Fang et al. (1990), and the survey by Chmielewski (1981).

A spherical distribution is an extension of the multivariate normal distri-

bution with zero mean and identity covariance matrix, Nm(0, Im), whereas

an elliptical distribution is an extension of the multivariate normal distribu-

tion with arbitrary mean and covariance matrix, Nm(µ,Σ). Many properties

of the multivariate normal distribution are generated by those ofNm(0, In).
Similarly, characteristics of elliptical distributions can be derived from the

properties of spherical distributions. Therefore, we only study the class of

spherical distributions in the next section. In section 2.5, we first discuss

some elementary concepts and findings in the theory of spherical distri-

butions. We became especially interested in the work by Schoenberg (1938)

who gave some fundamental results in the theory on spherical distributions.

This theorem is our main focus in section 2.5. A new and shorter proof of his

main theorem in this field will be given using elementary techniques from

probability theory. The normal distribution occupies an important place in

this theorem.

2.5 Schoenberg (1938) revisited

The central topic of this section is the work by Schoenberg (1938) on the

class of spherical distributions. Subsection 2.5.1 gives some well-known pre-

liminaries about the uniform distribution on the unit sphere in Rm. This

distribution plays an essential role in the analysis of spherical distributions.

We focus on the characteristic function of such a distribution, because it

is useful in subsection 2.5.2. Subsection 2.5.2 considers the class of spher-

ical distributions. A well-known result is that every spherical random vec-

tor can be decomposed into the product of two independent components:

a random vector uniformly distributed on the unit sphere, and the length

of this random vector. We consider this stochastic representation as a by-

product of the characterization of the class of characteristic functions be-

longing to spherical distributions. Subsection 2.5.2 concludes with a very
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important theorem by Schoenberg (1938), which is of major importance in

the literature on spherical distributions. In subsection 2.5.3, we give an alter-

native proof of this theorem we think is more elegant and less complicated.

The subsections 2.5.1–2.5.3 are based upon Steerneman and Van Perlo-Ten

Kleij (forthcoming, b).

Although exchangeability and sphericity are topics that can be studied

individually, they are also naturally related. Subsection 2.5.4 gives a brief

introduction to the concept of exchangeability, followed by an alternative

proof of Schoenberg’s famous theorem in the context of exchangeability in

subsection 2.5.5. This alternative proof given by Kingman (1972) suggests

that there is some sort of relation between exchangeability and sphericity.

This relationship will be addressed in subsection 2.5.6.

2.5.1 Uniform distribution on the unit sphere

In this subsection, our main interest is to characterize spherical distribu-

tions by means of their characteristic functions (c.f.). We first present some

well-known results which will prove their usefulness in subsection 2.5.2, see,

e.g., Müller (1966).

Suppose f is integrable on Rm and we want to calculate
∫
Rm f(x)dx. It

is sometimes convenient to make a transformation to polar coordinates:

x = ru, r > 0, u ∈ Sm−1 = {u ∈ Rm ∣∣‖u‖ = 1},
u1 = sinθ1 sinθ2 · · · sinθm−2 sinθm−1,

u2 = sinθ1 sinθ2 · · · sinθm−2 cosθm−1,

u3 = sinθ1 sinθ2 · · · cosθm−2,
...

um−1 = sinθ1 cosθ2,

um = cosθ1,

where 0 < θi ≤ π, i = 1, . . . ,m− 2 and 0 < θm−1 ≤ 2π . The Jacobian of this

transformation is

dx = rm−1 sinm−2 θ1 sinm−3 θ2 · · · sinθm−2dr dθ1 · · ·dθm−1.

Let ω denote the unique measure on Sm−1 which is invariant under orthog-

onal transformations, such that ω(Sm−1) equals the area of Sm−1 (see, e.g.,



2.5. Schoenberg (1938) revisited 33

Muirhead, 1982). Then

dx = rm−1dr dω(u),

dω(u) = sinm−2 θ1 sinm−3 θ2 · · · sinθm−2 dθ1 · · ·dθm−1.

The area of Sm−1 is

ωm = ω(Sm−1)

=
∫
Sm−1

dω(u)

=
∫ π

0
· · ·

∫ π
0

∫ 2π

0
sinm−2 θ1 · · · sinθm−2 dθ1 · · ·dθm−1

= 2π
m−2∏
k=1

[∫ π
0

sink θ dθ
]
. (2.5.1)

Define Ik =
∫ π

0
sink θ dθ. Substitution of t = sinθ gives

Ik = 2
∫ 1

0
tk(1− t2)−1/2dt

and setting t2 = x we find

Ik =
∫ 1

0
x(k−1)/2(1− x)−1/2dx

=
√
π Γ (

k+1
2

)
Γ (

k+2
2

) .

Equation (2.5.1) now gives

ωm = 2πm/2
m−2∏
k=1

Γ (
k+1

2

)
Γ (

k+2
2

) = 2πm/2Γ (
m
2

) . (2.5.2)

Let U be uniformly distributed on the m-dimensional unit sphere Sm−1,

which we will denote by U ∼ U(Sm−1). Suppose f is integrable on Sm−1

with respect to ω, then we have

Ef(U) = 1
ωm

∫
Sm−1

f(u)dω(u).

We will now derive the characteristic function of U . Because the distribution

of U is invariant under orthogonal transformations, we know that E eit
′U =

E eit
′CU for all C ∈ O(m), t ∈ Rm. Therefore, this c.f. is invariant under the
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action of the group of all orthogonal m×m matrices, and hence it depends

on t through ‖t‖, where ‖·‖ denotes the usual Euclidean norm. This implies

that the c.f. of U must be a function of ‖t‖, so that we can write E eit
′U =Ωm(‖t‖) (see, e.g., Fang and Zhang, 1990). Moreover,

Ωm(‖t‖) = 1
ωm

∫
Sm−1

eit
′udω(u)

= 1
ωm

∫
Sm−1

ei‖t‖umdω(u),

where we have used the fact that Ωm(‖t‖) = Ωm(‖C′t‖) for all C ∈ O(m)
and in particular for C = (c1, c2, . . . , cm−1,‖t‖−1t), where the columns of this

matrix are chosen to be mutually orthogonal and have unit length. Deriving

the characteristic function of U therefore comes down to calculating

Ωm(r) = 1
ωm

∫
Sm−1

eirumdω(u)

= 1
ωm

∫ π
0
· · ·

∫ π
0

∫ 2π

0
eir cosθ1 sinm−2 θ1 · · · sinθm−2

dθ1 · · ·dθm−2 dθm−1

=

∫ π
0
eir cosθ1 sinm−2 θ1dθ1∫ π

0
sinm−2 θ1dθ1

(2.5.3)

=

∫ π
0

cos(r cosθ) sinm−2 θ dθ
√
π Γ (

m−1
2

)
/Γ (

m
2

) . (2.5.4)

The Bessel function of the first kind is defined by (see, e.g., Abramowitz and

Stegun, 1972)

Jν(z) =
(z/2)ν√
π Γ (

ν + 1
2

) ∫ π
0

cos(z cosθ) sin2ν θ dθ.

Furthermore,

Jν(z) =
(z/2)νΓ(ν + 1)0F1[ν + 1,−z2/4],

where the function 0F1(α,x) is defined as follows:

0F1(α,x) =
∞∑
j=0

1
(α)j

xj

j!
(α �= 0,−1,−2, . . .),

with (α)j = α(α+ 1) · · · (α+ j − 1). This yields the following expression:

∫ π
0

cos(z cosθ) sin2ν θ dθ =
√
π Γ (

ν + 1
2

)
Γ(ν + 1) 0F1(ν + 1,−z2/4).
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The characteristic function of U can now be expressed as

Ωm(r) = 0F1(m/2,−r 2/4) (m ≥ 1).

So in the end, we obtain the following relatively easy expression for Ωm:

Ωm(r) = 1− r 2

2m
+ r 4

2 · 4 ·m(m+ 2)
− r 6

2 · 4 · 6 ·m(m+ 2)(m+ 4)
+ · · ·
(2.5.5)

for m ≥ 1. With regard to the history of the expression of Ωm in terms

of Bessel functions, we refer to footnote 5 of Hartman and Wintner (1940).

Schoenberg (1938) also obtained these results. For an alternative derivation

we also refer to Fang et al. (1990).

2.5.2 Spherical distributions and Schoenberg’s theorem

If X ∼Nm(0, Im), then the density function of X is constant on unit spheres

with the origin as the center. The distribution of X is invariant under the

action of the orthogonal group: L (X) = L (CX) for all C ∈ O(m). Inspired

by this notion, we give the following definition of a spherical distribution2.

In the literature, these distributions are also called spherically symmetric or

spherically contoured.

Definition 2.5.1. The set of spherically contoured probability distributions on

Rm consists of those probability distributions that are invariant under orthog-

onal transformations and is denoted by SCm.

Assume that L (X) ∈ SCm and let ψ denote the characteristic function

of X. Note that

L (X) ∈ SCm � L (X) = L (CX) for allC ∈ O(m)
� E eit

′X = E eit
′CX for allC ∈ O(m), t ∈ Rm

� ψ(t) = ψ(C′t) for allC ∈ O(m), t ∈ Rm.

So X has a spherical probability distribution if and only if its characteristic

function is invariant under orthogonal transformations. If m = 1, for exam-

ple, then we have ψ(t) = E eitX = E e−itX , hence ψ(t) = ψ(−t) = E cos(tX)
and L (X) = L (−X). Note that, because of invariance, we can write ψ(t) =
φ(‖t‖), that is, the c.f. of X depends on t only through ‖t‖ and the function

φ is a function of a scalar variable. By taking φ(−s) = φ(s) for s ≥ 0 we see

2The class of spherical distributions can be defined in a number of equivalent ways, see,
for example, the discussion in Fang et al. (1990).
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that ψ defines a characteristic function for a probability distribution on R.

The converse will not be true in general: if φ is a characteristic function on

R, then we do not necessarily have that ψ(t) = φ(‖t‖) for t ∈ Rm is a c.f. on

Rm. However, if ψ is the characteristic function of a spherically distributed

random variable on Rm+k, then ψ(t,0) with t ∈ Rm is the characteristic

function of a spherically distributed random variable on Rm.

Definition 2.5.2. Let φ be a symmetric characteristic function on R such that

φ(‖t‖) for t ∈ Rm is the characteristic function of an SCm distribution, then

we say that φ ∈ Φm.

Obviously, φ ∈ Φm+1 implies φ ∈ Φm. If φ ∈ Φk for all k, we say that φ ∈Φ∞. Therefore, Φ1 ⊃ Φ2 ⊃ · · · ⊃ Φ∞. Schoenberg (1938) gave the following

representation for characteristic functions in Φm.

Theorem 2.5.1. The randomm×1 vector X has a spherical distribution with

c.f. ψ(t) = φ(‖t‖) if and only if

φ(‖t‖) =
∫∞

0
Ωm(‖t‖y)dQ(y) (2.5.6)

for some probability measure Q on [0,∞) (Q is in fact the probability distri-

bution of ‖X‖).
Proof. Assume L (X) ∈ SCm with c.f. ψ(t) = φ(‖t‖). Let U be uniformly

distributed on the unit sphere Sm−1, independent of X. First note that

φ(‖t‖) = ψ(t) = Eψ(‖t‖U)
= E E ei‖t‖U

′X

= EΩm(‖t‖‖X‖)
=

∫∞
0

Ωm(‖t‖y)dQ(y),
where we have used the fact that ψ(t) is constant on unit spheres, that is

ψ(t) = ψ(‖t‖u) for all u with ‖u‖ = 1.

Conversely, the right-hand side of (2.5.6) is the c.f. of an SCm distribu-

tion. This is easily seen if we define X = RU where R ≥ 0 has probability

distribution Q and U ∼ U(Sm−1) is independent of R, because∫∞
0

Ωm(‖t‖y)dQ(y) = EΩm(‖t‖R) = E E eiRt
′U = E eit

′(RU),

which is the c.f. of X = RU . Its distribution is obviously invariant under

orthogonal transformations.
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This theorem completely characterizes the family of spherical distribu-

tions on Rm. Moreover, the theorem shows that L (X) ∈ SCm if and only if

L (X) = L (RU), where U ∼ U(Sm−1) and R is a random variable on [0,∞)
independent of U .

Example 2.5.1. If X ∼Nm(0, Im), then it can be shown that L (X) = L (RU),
where U ∼ U(Sm−1), and L (R) = L (‖X‖) = χn (the chi-distribution with n
degrees of freedom is the distribution followed by the square root of a chi-

squared random variable).

The following theorem is also due to Schoenberg (1938) and shows that

the c.f. φ of X belongs to Φ∞ if and only if L (X) ∈ SCm is a scale mixture

of normal distributions. An alternative proof in the context of exchangeabil-

ity has been given by Kingman (1972) and a slightly adapted version of this

proof can be found in Fang et al. (1990), also see subsection 2.5.5. We give

an alternative proof of this theorem in subsection 2.5.3 we think is more

elegant and less complicated. Donoghue (1969, page 201-206) already pre-

sented a simplified proof of the required global convergence, but it is still

rather complicated and technical. Chapter 5 of Berg et al. (1984) is dedicated

to an abstract form of Schoenberg’s theorem and generalizations. They used

the concept of a Schoenberg triple. Their approach also leads to a simplifi-

cation.

Theorem 2.5.2 (Schoenberg, 1938). The elements φ : R→ [−1,1] of Φ∞ can

be represented as

φ(t) =
∫∞

0
e−t

2y2/2dQ(y) (2.5.7)

where Q is a probability measure on [0,∞).

2.5.3 An alternative proof of Schoenberg’s theorem

An important element in Schoenberg’s proof of theorem 2.5.2 is the behav-

ior of Ωm(r√m) as m → ∞. Pointwise convergence of Ωm(r√m) has been

pointed out to Schoenberg by J. von Neumann (see footnote 12 of Schoen-

berg , 1938):

lim
m→∞Ωm(r√m) = e−r2/2. (2.5.8)

Hartman and Wintner (1940) attributed this result to Laplace, see their foot-

note 13. However, global uniform convergence of Ωm(r√m) is needed, that

is, (2.5.8) must hold uniformly for all real values of r . This global uniform

convergence is a key element in the proof, yet it is not easy to establish.
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Schoenberg’s proof is quite complex and is organized in the form of three

lemmas (Schoenberg, 1938, lemma 1 – lemma 3). Our proof of the theorem

uses the basic ideas of Schoenberg, however, the crucial step of global uni-

form convergence of Ωm(r√m) is proved by applying more modern proba-

bilistic tools. While it took Schoenberg quite some effort to establish global

uniform convergence of Ωm(r√m), our argument is relatively short and, as

we think, more transparent.

Proof of theorem 2.5.2. First, we will show that the c.f. φ ∈ Φm for all m.

Let X1, . . . , Xm|Y be independently distributed with Xi|Y ∼ N (0, Y 2) for

i = 1, . . . ,m, and L (Y) = Q. Define X = (X1, . . . , Xm)
′, then L (X) ∈ SCm

and for its c.f. ψ we obtain, letting t ∈ Rm,

ψ(t) = E eit
′X = E E (eit

′X|Y)
= E e−‖t‖

2Y 2/2 =
∫∞

0
e−‖t‖

2y2/2dQ(y)

= φ(‖t‖).
Hence, φ ∈ Φm for all m.

Second, we have to prove that we can find such a representation for any

φ ∈ Φ∞. Suppose φ ∈ Φm for all m, then we can write

φ(t) =
∫∞

0
Ωm(ty√m)dFm(y) (2.5.9)

for some probability distribution function Fm on [0,∞). Now, if we let m →
∞ in (2.5.9), it is tempting to exploit (2.5.8) to arrive at the representa-

tion (2.5.7). However, to apply Helly’s convergence theorem for distribu-

tion functions (e.g., Ash, 1972, theorem 8.2.1), pointwise convergence ofΩm(r√m) is not sufficient. Because the interval of integration in (2.5.9) is

infinite, we need global uniform convergence of Ωm(r√m). As mentioned

above, Schoenberg (1938) proved that Ωm(r√m) → e−r
2/2 uniformly on R

as m →∞. We shall give an alternative proof for this fact. We use the repre-

sentation (2.5.3) for Ωm, that is

Ωm(r) =
∫ π

0
eir cosθ sinm−2 θ dθ∫ π

0
sinm−2 θ dθ

.

On substituting t = cosθ we obtain

Ωm(r) = Γ (
m
2

)
√
π Γ (

m−1
2

) ∫ 1

−1
eirt(1− t2)(m−3)/2dt.
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By making the transformation t = x/√m, it is easy to see that Ωm(r√m) as

a function of r is the c.f. corresponding to the probability density function

fm(x) =
Γ (

m
2

)
√
πm Γ (

m−1
2

) (
1− x

2

m

)(m−3)/2

I(−√m,√m)(x).

On account of Stirling’s formula we know that

lim
m→∞

Γ (
m
2

)
Γ (

m−1
2

)√
m
2

= 1.

Moreover,

lim
m→∞

(
1− x

2

m

)(m−3)/2

= e−x2/2 for allx.

Therefore, fm(x) → f∞(x) = (2π)−1/2e−x
2/2 for all x, as m → ∞, where

we immediately recognize the standard normal distribution. From Scheffé’s

lemma, see, e.g., Billingsley (1968, page224), it now follows that

lim
m→∞

∫
|fm(x)− f∞(x)|dx = 0.

However, convergence in L1 of a sequence of probability density functions

implies global uniform convergence of the corresponding sequence of char-

acteristic functions. To see this, consider probability density functions g,

g1, g2, . . . with respect to a certain σ -finite measure µ, and let ϕ,ϕ1,ϕ2, . . .
denote the associated c.f.’s. Let gn → g a.e. [µ]. Then

|ϕn(t)−ϕ(t)| =
∣∣∣∣∫
eitx{gn(x)− g(x)}dµ(x)

∣∣∣∣
≤

∫ ∣∣∣gn(x)− g(x)∣∣∣dµ(x).

Thus, if we define Ω∞(r) = e−r
2/2, the c.f. corresponding to f∞(x), then we

have

|Ωm(r√m)−Ω∞(r)| ≤
∫ ∣∣∣fm(x)− f∞(x)∣∣∣dx. (2.5.10)

It now follows that Ωm(r√m) → Ω∞(r) uniformly in r . Following the same

reasoning as Schoenberg (1938), we know from Helly’s theorem that there

exists a subsequence Fmk
of Fm such that Fmk

→ F weakly, where F is a

probability distribution function. Now we write

φ(t) =
∫∞

0

(Ωm(ty√m)− e−t2y2/2
)

dFm(y)+
∫∞

0
e−t

2y2/2dFm(y).
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As m →∞, we obtain from (2.5.10) that∣∣∣∣∫∞
0

(Ωm(ty√m)− e−t2y2/2
)

dFm(y)
∣∣∣∣ ≤ ∫∞

−∞

∣∣∣fm(x)− f∞(x)∣∣∣dx → 0,

and, from Fmk
→ F weakly, that∫∞

0
e−t

2y2/2dFmk
(y)→

∫∞
0
e−t

2y2/2dF(y).

Putting things together, we find

φ(t) =
∫∞

0
e−t

2y2/2dF(y).

Theorem 2.5.2 implies that a random vector X has a c.f. ∈ Φ∞ if and only

if X has the same distribution as RZ , where Z ∼N n(0, In) is independent of

R having outcomes in [0,∞), that is, the distribution of X is a scale mixture

of normal distributions. Theorem 2.5.2 therefore also shows that a c.f.φ of a

scalar variable defines a spherically contoured probability distribution for a

random vector in every dimension if and only if this probability distribution

is a scale mixture of normal distributions. Therefore, distributions with a c.f.

in Φ∞ inherit properties from the multivariate normal distribution so that

results in Φ∞ are more easily obtained than in Φm,m < ∞. Once more, we

experience the exceptional position of the normal distribution in the class

of probability distributions.

2.5.4 Exchangeability

As already noticed, an alternative proof of theorem 2.5.2 has been given by

Kingman (1972). The concept of exchangeability is essential in this proof. In

this subsection, we give a short introduction to this topic. In subsection 2.5.5

we repeat Kingman’s proof of theorem 2.5.2 in somewhat more detail. This

proof points out to the relationship between exchangeability and sphericity,

a relationship we elaborate on in subsection 2.5.6.

One of the properties of a random vector X = (X1, . . . , Xm)
′ which follows

a spherical distribution is that it is permutation-symmetric, that is,

L (X1, . . . , Xm)
′ = L (Xπ1

, . . . , Xπm)
′ (2.5.11)

for each permutation (π1, . . . , πm) of (1, . . . ,m) (Fang et al., 1990). Whereas

property (2.5.11) deals with a finite sequence of random variables, exchange-

ability explicitly deals with an infinite sequence of random variables. From

Tong (1990) we take the following definitions:



2.5. Schoenberg (1938) revisited 41

Definition 2.5.3. Let {Yi}∞i=1 be an infinite sequence of univariate random

variables. It is said to be a sequence of exchangeable random variables if,

for every finite n and every permutation π = (π1, . . . , πn) of (1, . . . , n), the

distribution of (Yπ1
, . . . , Yπn)

′ does not depend on π .

Definition 2.5.4. X1, . . . , Xm are said to be exchangeable random variables if

there exists a sequence of exchangeable random variables {X∗i }∞i=1 such that

(X1, . . . , Xm)
′ and (X∗1 , . . . , X

∗
m)

′ have the same distribution.

From definition 2.5.4, we observe that a finite sequence of random vari-

ables is exchangeable if it can be considered as a subset of an infinite se-

quence of exchangeable random variables. Exchangeability implies that the

joint probability distribution function of any subset m of the random vari-

ables does not depend upon the subscript but only upon the number m
(Loève, 1963). A random vector satisfying (2.5.11) is sometimes referred to

as being finitely exchangeable, but to prevent confusion, we will avoid this

term. Sphericity of the distribution of a random vector X requires that X is

permutation-symmetric; exchangeability is a more restrictive requirement.

We will show in the next subsection that sphericity does not necessarily im-

ply exchangeability.

Whereas the joint density function and distribution function of exchange-

able random variables must be permutation-symmetric, this argument can-

not be reversed. To illustrate this, we take a very clear example from King-

man (1978), which is originally from Kendall (1967).

Example 2.5.2. If the distribution of a random vector X = (X1, . . . , Xn)
′ is

permutation-symmetric, then Var(Xi) =σ 2 and Cov(Xi,Xj) = ρσ 2 for 1 ≤
i < j ≤ n, so that the covariance matrix of X equals Σ = (1 − ρ)σ 2In +
ρσ 2ιnι

′
n. If X1, . . . , Xn were exchangeable, there exists an infinite sequence

{X∗i }∞i=1 such that (X∗1 , . . . , X
∗
n)

′ and (X1, . . . Xn)
′ are identically distributed.

The covariance matrix of X∗ is the same as that of X. The eigenvalue of Σ
corresponding to the eigenvector ιn equals σ 2[ρ(n−1)+1] which is negative

if ρ < −1/(1−n). We see that Σ cannot be a covariance matrix if ρ < 0, sinceΣ must define a covariance matrix for all n. Therefore, X1, . . . , Xn cannot be

exchangeable if ρ < 0.

A natural question that arises is the following. If a random vector X =
(X1, . . . , Xm)

′ is permutation-symmetric, when are X1, . . . , Xm exchangeable?

The answer to this question is given by de Finetti’s theorem (see, e.g., Feller,

1971, or Loève, 1963).
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Theorem 2.5.3. If the distribution of X = (X1, . . . , Xm)
′ is permutation-sym-

metric, then the random variables X1, . . . , Xm are exchangeable if and only if

X1, . . . , Xm are conditionally independent and identically distributed random

variables (i.e., there is a σ -algebra conditional on which the Xi are indepen-

dently and identically distributed).

An interesting motivation for exchangeability originates from a Bayesian

perspective (Tong, 1990). In the Bayesian approach, it is often assumed that

the model for a population variable is one of a family of probability density

functions, {f(x|θ)}, where θ is the vector of parameters of interest. Prior

beliefs about θ are expressed by means of the prior density p(θ). Thus, if

an independent sample X1, . . . , Xm is drawn from this population, it follows

that, for given θ, X1, . . . , Xm are independent and identically distributed and

therefore exchangeable. We see that exchangeability emerges naturally in

Bayesian inference.

Olshen (1974) on the other hand, remarked that de Finetti’s theorem can

also be interpreted conversely. That is, an infinite, exchangeable sequence

of random variables is distributed as if a probability distribution on the

shape and range of the data were chosen at random, and then independent,

identically distributed data subsequently were generated according to the

chosen probability distribution. More practical applications of exchangeable

variables can be found in Tong (1990). A nice exposition on the uses of

exchangeability is Kingman (1978).

2.5.5 A proof of Schoenberg’s theorem in the context of ex-
changeability

In a compact paper by Kingman (1972), theorem 2.5.2 was proved in an

alternative way. The theorem was also phrased somewhat differently:

Theorem 2.5.2 (Schoenberg, 1938, rephrased). Let X1, X2, . . . be an infinite

sequence of real random variables with the property that, for any n, the

distribution of the random vector (X1, . . . , Xn)
′ has spherical symmetry. Then

there is a random variable V , real and nonnegative, such that, conditional on

V , the Xi are independent and normally distributed, with zero mean and

variance V .

For the sake of completeness, we include this proof in somewhat more

detail.
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Proof. The proof given by Kingman is as follows. If (π1, . . . , πn) is any per-

mutation of (1, . . . , n), then the distribution of X = (X1, . . . , Xn)
′ is the same

as the distribution of (Xπ1
, . . . , Xπn)

′ for all n, because of spherical symme-

try. According to definition 2.5.4, this implies that the sequence {Xi}∞i=1 is

exchangeable, and de Finetti’s theorem (theorem 2.5.3) shows there exists

a σ -field F , conditional upon which the Xj are independent and have the

same distribution function F , say. Let

Φ(t) = ∫∞
−∞
eitxdF(x) = E (eitXj |F), (2.5.12)

so that Φ is a random, F -measurable, continuous function and

Φ(−t) = Φ(t), |Φ(t)| ≤ 1, Φ(0) = 1. (2.5.13)

Let ψ(t), t ∈ Rn, denote the c.f. of X. Because the X1, . . . , Xn are condition-

ally independent,

E {ψ(t)|F} = E

exp

i n∑
j=1

tjXj

∣∣∣F
 =

n∏
j=1

Φ(tj), (2.5.14)

for all real t1, . . . , tn. Therefore,

ψ(t) = E

exp

i n∑
j=1

tjXj

 = E


n∏
j=1

Φ(tj)
 . (2.5.15)

Spherical symmetry of X implies that ψ(t) = φ(‖t‖), so that the left-hand

side of (2.5.15), and therefore also the right-hand side, only depends on

t21 + · · · + t2n. Consider the case n = 2. For any real u and v , write t =√
u2 + v2, and use (2.5.13) and (2.5.15) to compute

E |Φ(t)− Φ(u)Φ(v)|2 = E {Φ(t)− Φ(u)Φ(v)}{Φ(−t)− Φ(−u)Φ(−v}
= EΦ(t)Φ(−t)− EΦ(t)Φ(−u)Φ(−v)+

−EΦ(u)Φ(v)Φ(−t)+ EΦ(u)Φ(v)Φ(−u)Φ(−v).
The four terms in this last expression are all of the form of the right-hand

side of (2.5.15), so that

EΦ(t)Φ(−t) = φ(2t2)

EΦ(t)Φ(−u)Φ(−v) = φ(t2 +u2 + v2) = φ(2t2)
EΦ(u)Φ(v)Φ(−t) = φ(u2 + v2 + t2) = φ(2t2)

EΦ(u)Φ(v)Φ(−u)Φ(−v) = φ(2u2 + 2v2) = φ(2t2).
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Therefore,

E |Φ(t)− Φ(u)Φ(v)|2 = 0

or

P{Φ(t) = Φ(u)Φ(v)} = 1

So the function Φ satisfies, with probability one, for each pair (u,v) the

functional equation Φ(√
u2 + v2

)
= Φ(u)Φ(v). (2.5.16)

However, we cannot directly conclude that this functional equation holds

with probability one for all u and v , because the union of the null spaces on

which this equality does not hold may have nonzero measure. To be more

explicit, remember that the random variables Xj are measurable functions

defined on a measure space (Ω,F ,P), and thus depend on ω ∈ Ω. We know

that

P
{Φ (√

u2 + v2
)
= Φ(u)Φ(v)} = 1, (2.5.17)

where we have to keep in mind that in fact Φ(u) = Φ(u,ω). Define

Nu,v =
{
ω

∣∣Φ (√
u2 + v2

)
�= Φ(u)Φ(v)} .

Because of (2.5.17), P(Nu,v) = 0 for all pairs (u,v), so in particular for all

pairs (u,v) ∈ Q. Define

N =
⋃

u,v∈Q
Nu,v,

then

P(N) ≤
∑

u,v∈Q
P(Nu,v) = 0,

because the union of countably many null sets is also a null set. Therefore,

P
{Φ (√

u2 + v2
)
= Φ(u)Φ(v),∀u,v ∈ Q}

= 1.

Now suppose that ω ∉ N. Then, with probability one,

Φ(√
u2 + v2,ω

)
= Φ(u,ω)Φ(v,ω)

for all u,v ∈ Q, and hence by continuity for all real u and v . Now we can

finally conclude that (2.5.16) holds for all u and v , except possibly on a set

with measure zero. From Feller (1971, Chapter III) we can conclude that

Φ(t) = e− 1
2Vt

2
(2.5.18)
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for some complex V , and (2.5.13) shows that V is real and nonnegative. Since

V = −2 logΦ(1), V is an F -measurable random variable, so that

E (Z|V) = E
{
E (Z|F)|V}

for any random variable Z . Setting

Z = exp

i n∑
j=1

tjXj


and using (2.5.14), we obtain

E

exp

i n∑
j=1

tjXj

∣∣∣V
 = E

 n∏
j=1

e−
1
2Vt

2
j
∣∣∣V


=

n∏
j=1

e−
1
2Vt

2
j .

Hence, conditional on V , the Xj are independent, with distribution N (0, V),
and the proof is complete.

2.5.6 Sphericity and exchangeability

Although sphericity and exchangeability can be studied individually, we now

pay attention to the relationship between these two concepts. Kingman’s

proof of theorem 2.5.2, explained in subsection 2.5.5, already touches upon

this relationship. In this subsection, some questions will be answered con-

cerning which conclusions can and which conclusions cannot be drawn re-

garding the link between exchangeability and sphericity.

We know from theorem 2.5.2 that a c.f. φ corresponding to a spherically

distributed random vector X ∈ Rm belongs to the class Φ∞, if and only if it

is the c.f. corresponding to a scale mixture of normal distributions, that is,

if and only if

φ(t) =
∫∞

0
e−t

2y2/2dQ(y)

for some probability measure Q on [0,∞). In the proof of this theorem

we saw that this is equivalent to saying that, given a random variable Y ,

the X1, . . . , Xm are independently distributed, with Xi|Y ∼ N (0, Y 2), i =
1, . . . ,m and L (Y) = Q. Thus, it immediately follows from theorem 2.5.3

that if X has a c.f. φ which belongs to Φ∞, then X1, . . . , Xm are exchange-

able. This statement can obviously not be reversed. A trivial example is

X ∼ Nm(µιm,Σ) with µ ∈ R and Σ = (1 − ρ)σ 2Im + ρσ 2ιmι
′
m. It is easy
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to show that if ρ > 0, then X1, . . . , Xm are exchangeable (e.g., Tong, 1990).

The distribution of X for ρ > 0 is elliptical, however, not spherical.

Subsection 2.5.5 contains Kingman’s proof of the famous result on Φ∞ by

Schoenberg in the context of exchangeability. Although Schoenberg did not

mention exchangeability, we just showed that if a c.f. φ of X belongs to Φ∞,

then in fact the X1, . . . , Xm are exchangeable. Kingman, however, started with

an infinite sequence of random variables with the property that, for any m,

the distribution of (X1, . . . Xm)
′ has spherical symmetry. This implies that

X1, . . . , Xm are exchangeable, and this feature is crucial in the proof. As a

remark in his proof, Kingman stated that:

‘A curious feature of the proof is that, once exchangeability of the

sequence has been established, the spherical symmetry is only

used again for n = 4.’

We have to bear in mind, however, that spherical symmetry is needed for

arbitrary n to establish exchangeability. Spherical symmetry for n = 4 is

therefore only sufficient if exchangeability holds. Moreover, Kingman re-

ferred to Wachter, who noticed that circular symmetry of the distribution

of (Xn,Xm),n �= m, in combination with exchangeability, is already suffi-

cient to ensure spherical symmetry for n = 4. This immediately follows if

we observe that the assumption of exchangeability together with the pair-

wise circular symmetry is characterized by equation (2.5.16).

Therefore, even though Schoenberg and Kingman basically proved the

same thing, their approaches are fundamentally different. Whereas Kingman

started with an infinite sequence of exchangeable random variables, Schoen-

berg considered a finite-dimensional random vector X = (X1, . . . , Xm)
′, and

established a representation theorem for arbitrarym andm = ∞. In Schoen-

berg’s proof, exchangeability is a natural consequence and is not used explic-

itly.

Having showed that a random vector X, with L (X) ∈ SCm and φ ∈ Φ∞,

implies exchangeability of X1, . . . , Xm, we will now consider the more general

case where L (X) ∈ SCm, and φ ∈ Φm \ Φ∞. If L (X) ∈ SCm, we know from

theorem 2.5.1 that the corresponding c.f. φ ∈ Φm can be written as

φ(t) =
∫∞

0
Ωm(ty)dQ(y)

for some probability measure Q on [0,∞), where Ωm is the characteristic

function of the random vector U which is uniformly distributed on the m-

dimensional unit sphere Sm−1. Equivalently, we can say that L (X) = L (RU),
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where R is a random variable on [0,∞) independent of U . The distribu-

tion of X given R is now uniformly distributed on the sphere of radius R,

and although this implies that the distribution of Xi|R is the same for all

i = 1, . . . ,m, the random variables Xi|R, i = 1, . . . ,m need not be indepen-

dent. Therefore, we cannot ensure exchangeability on the basis of Φm, as

we did for Φ∞. A simple example which shows that sphericity of the distri-

bution of X does not in general imply exchangeability of X1, . . . , Xm is the

uniform distribution on the uniform sphere. That is, if U ∼ U(Sm−1), then

the random variables U1, . . . , Um are not independent and their marginal dis-

tributions depend on m. Therefore, U1, . . . , Um cannot be exchangeable.

2.6 Conclusions

In the first part of this chapter, we discussed the normal and the Wishart

distribution. We started with the well-known definition of the normal dis-

tribution and some of its properties. Our main contribution with respect

to the normal distribution is the derivation of the density function of the

m-dimensional random vector X ∼ Nm(µ,Σ), where rank(Σ) = r < m. Al-

though the probability density function of this random vector does not exist

with respect to the Lebesgue measure on Rm, we showed that it does exist

on an affine subspace. We introduced the Wishart distribution and the main

theorem on partitioned Wishart distributed matrices. Whereas this theorem

is known to be true for the nonsingular Wishart distribution, we proved

that the theorem is also true for the singular case. As a second extension

of the theorem, which only applies to the central Wishart distribution, we

attempted to generalize it to the noncentral Wishart distribution. We dis-

cussed the problems we encountered and explored the boundaries of what

can and what cannot be done.

In the second part of this chapter, we studied a famous theorem by

Schoenberg (1938) in the theory on spherical distributions. The normal dis-

tribution plays an important part in this theorem. The proof of this theorem

was originally given by Schoenberg in 1938, an alternative proof was given

by Kingman in 1972. Both of these proofs are rather complicated. Other sim-

plifications of Schoenberg’s result have been given, yet these proofs are also

quite complicated and technical. We proposed a new and shorter proof using

elementary techniques from probability theory. We also included Kingman’s

proof which exploits the property of exchangeability of a sequence of ran-

dom variables. Finally, we pointed out to the relationship between sphericity



48 Chapter 2. Multivariate Statistics

and exchangeability.

2.A Proof of theorem 2.2.1

We prove theorem 2.2.1 by means of a couple of lemmas. We use the no-

tation X′ = (X1, . . . , Xn),M
′ = (µ1, . . . , µn). We have that X1, . . . , Xn are in-

dependently distributed with Xi ∼ N k(µi,Σ). We first consider the case

rank(Σ) = k.

Lemma 2.A.1. If X ∼ N n×k(M, In ⊗ Σ), where rank(Σ) = k, then rank(X) =
min(n, k) with probability one.

Proof. We consider two situations, namely, n ≤ k and n > k.

(i) Let n ≤ k, then

P (rank(X) < n) ≤
n∑
i=1

P(Xi ∈ lh{X1, . . . , Xi−1, Xi+1, . . . , Xn})

=
n∑
i=1

E P(Xi ∈ lh{X1, . . . , Xi−1, Xi+1, . . . , Xn}
∣∣

X1, . . . , Xi−1, Xi+1, . . . , Xn)

= 0

because dim lh{X1, . . . , Xi−1, Xi+1, . . . , Xn} ≤ n−1 < k.Hence rank(X) =
n with probability one.

(ii) Let n > k. Define the random k× k matrix Y by Y ′ = (X1, . . . , Xk), then

Y ∼ N k×k(N, Ik ⊗ Σ), with N′ = (µ1, . . . , µk). According to part (i) of

this proof, rank(Y) = k with probability one. Since {rank(Y) = k} ⊂
{rank(X) = k}, we conclude rank(X) = k with probability one.

Lemma 2.A.2. Let Y ∼ N n×r (M1, In ⊗ Ω) with rank(Ω) = r , let M2 be an

n × s matrix of rank s, and let X = (Y ,M2). Then rank(X) = min(n, r + s)
with probability one.

Proof. Note that the case s = 0 is covered by lemma 2.A.1. So, we may as-

sume s > 0. Obviously s ≤ n.

(i) Assume n ≤ r . According to lemma 2.A.1 we have

1 = P {rank(Y) = n}
= P

{
rank(Y ,M2) = n

}
= P {rank(X) = n} .
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(ii) Assume r < n ≤ r + s. Let M2 = (mr+1, . . . ,mr+s). Define Z = XA,

where the (r + s)× (r + s) matrix

A =
(Ω− 1

2 0
0 Is

)

is of rank r + s. We partition Z as follows:

Z = (YΩ− 1
2 ,M2) = (Z1,M2),

where Z1 = YΩ− 1
2 ∼ N n×r (M1Ω− 1

2 , In ⊗ Ir ). Let Z1 = (Z11, . . . , Z1r ),
then by construction Z11, . . . , Z1r are independently distributed with

Z1j ∼N n(λj, In), j = 1, . . . , r

and

M1Ω− 1
2 = (λ1, . . . , λn).

Subsequently, consider the n × n submatrix Z̃ of Z defined by Z̃ =
(Z1,mr+1, . . . ,mn), then

P
(
rank(Z̃) < n

)
≤

r∑
j=1

P
(
Z1j ∈ lh{Z11, . . . , Z1,j−1, Z1,j+1, . . . , Z1r ,mr+1, . . . ,mn}

)
= 0.

This implies that

P (rank(X) = n) = P (rank(Z) = n) ≥ P
(
rank(Z̃) = n

)
= 1.

(iii) Assume that n > r + s. Let M′
2 = (m1, . . . ,mn). Select mi1 , . . . ,mir+s

such that the (r + s) × s matrix M3 defined by M′
3 = (mi1 , . . . ,mir+s )

is of rank s. Let Y ′ = (Y1, . . . , Yn) and define Z′ = (Yi1 , . . . , Yir+s ). Now

we consider the (r + s)× (r + s) random matrix (Z,M3). According to

part (ii) we have

P
{
rank(Z,M3) = r + s

}
= 1.

Since X is obtained from (Z,M3) by adding rows we now may conclude

that rank(X) = r + s with probability one.

As an immediate extension we have
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Lemma 2.A.3. Let Y ∼N n×r (M1, In ⊗Ω) with rank(Ω) = r and let M2 be an

n×(k−r)matrix of rank s. Define X = (Y ,M2), then rank(X) = min(n, r+s)
with probability one.

Proof. Apply lemma 2.A.2 to X after deleting k−r−s columns ofM2 in such

a way the remaining part is of the full column rank s ≤ n.

Proof of theorem 2.2.1. Let Σ = CDC′ be a spectral decomposition with D =
diag(λ1, . . . , λr ,0, . . . ,0), such that λ1 ≥ . . . ≥ λr > 0 and let C be a k × k
orthogonal matrix that is partitioned as C = (C1, C2), where C1 is of or-

der k × r . Now we have XC ∼ N n×k(MC, In ⊗ D). Let Y = XC1,M2 =
MC2,Ω = diag(λ1, . . . , λr ), then XC = (Y ,M2) with probability one, and

Y ∼ N n×r (MC1, In ⊗ Ω). If rank(MC2) is denoted by s, then according to

lemma 2.A.3 we have

P {rank(X) = min(n, r + s)} = P {rank(XC) = min(n, r + s)} = 1.

Because

rank(MC2) = rank(MC2C
′
2M

′) = rank(MC2C
′
2C2C

′
2M) = rank(MC2C

′
2),

it follows that

s = rank(MC2)

= rank(MC2C
′
2)

= rank
(
M(Ik − C1C

′
1)

)
= rank

(
M(Ik − Σ+Σ)) ,

where we used the fact that Σ+ = C1Ω−1C′1. For ease of notation define

Ξ = (Ik − ΣΣ+)M′M(Ik − Σ+Σ),
then rank(Ξ) = s. Note that Σ+Σ = ΣΣ+. Suppose that x ∈ R(Σ)∩R(Ξ), then

we can write for some y,z ∈ Rk that

x = Σy = Ξz.
Hence

‖x‖2 = y ′ΣΞz = 0,

which implies x = 0. Now it follows that

rank(Σ+ Ξ) = rank(Σ)+ rank(Ξ) = r + s,



2.A. Proof of theorem 2.2.1 51

see, for example, theorem 3.19 of Magnus and Neudecker (1988) , or Marsaglia

and Styan (1972). In order to show that rank(Σ+M′M) = r + s, it suffices to

show that the kernel of Σ+M′M and the kernel of Σ+ Ξ are equal. BecauseΣ+ Ξ ≥ 0, it can be derived that

(Σ+ Ξ)x = 0 � x′Σx = 0 and M(Ik − Σ+Σ)x = 0

� Σx = 0 and Mx = 0

� (Σ+M′M)x = 0.





Chapter 3

Properties of the Matrix
A−XY∗

3.1 Introduction

In statistics, econometrics, and linear algebra, we often encounter a matrix

of the type V = A−XY∗, where A is some nonsingular k×k complex matrix

and X,Y are k×p complex matrices of full column rank. Of special interest

is the case p = 1. Well-known is the centering operator with the matrix H =
Ik − k−1ιkι

′
k, where ιk is a k× 1 vector of ones. This operator maps a vector

(x1, . . . , xk)
′ to (x1 − x̄, . . . , xk − x̄)′, where x̄ denotes the mean of the xi.

The matrix H is idempotent being the orthogonal projector on the subspace

orthogonal to the vector ιk. Another well-known example is R = Π − ππ ′,
where π = (π1, . . . , πk)

′ with πi > 0, ι′kπ = 1, and Π = diag(π). Note that

nR is the covariance matrix of the multinomial distribution with parameters

n and π . A third example is V = diag(e)+aι′k, where e,a ∈ Rk have positive

elements. This matrix was originally studied by Vermeulen (1967), because

of a physical investigation on the electronic properties of particle-counting

diamonds.

The matrix V , with A symmetric and p = 1, was studied in its most

general form by Trenkler (2000). Trenkler generalized results previously

obtained by Vermeulen (1967), Klamkin (1970), Tanabe and Sagae (1992),

Neudecker (1995), and Watson (1996). We continue this line of research by,

for example, dropping the assumption of symmetry of A and allowing p > 1.

We also consider the more special case V = D−ab′, where D = diag(d) and

This chapter is based on Steerneman and Van Perlo-Ten Kleij (forthcoming, a).



54 Chapter 3. Properties of the Matrix A−XY∗

a,b,d ∈ Rk.
Vermeulen (1967) showed that the eigenvalues of D − aι′k, where D =

diag(d),d1, . . . , dk > 0 and a1, . . . , ak < 0 are real. Klamkin (1970) gave a

more elementary derivation. Moreover, he gave simple bounds for the eigen-

values. He derived the characteristic polynomial

|λIk − (D − aι′k)| =
1+

k∑
j=1

aj
λ− dj


k∏
i=1

(λ− dj). (3.1.1)

From this result, he observed that if 0 < d1 < d2 < · · · < dk, then the

eigenvalues λ1, . . . , λk are obtained by solving

1+
k∑
j=1

aj
λ− dj

= 0, (3.1.2)

and if some of the di coincide, then there will be eigenvalues equal to the

di that coincide. Trenkler (2000) generalized this to D − ab′. In section 3.8,

we return to these results of Trenkler (2000) and give alternative proofs that

exploit the original ideas of Vermeulen (1967) and Klamkin (1970). Moreover,

we also derive the eigenvectors using some ideas of Watson (1996).

De Boer and Harkema (1984) were interested in the maximum likelihood

estimation of sum-constrained linear models: Y ∼ N k(µ,Ω), ι′kY = c, so

that Ωιk = 0, where a certain structure will be imposed on µ. Such models

are of interest, for example, in modelling demand systems and brand choice,

and these models will be discussed in more detail in chapter 5. In case of

relatively small samples, the model has to be parsimonious, especially with

regard to the parameterization of Ω. De Boer and Harkema (1984) suggested

the specification

Ω = D − 1
ι′kd
dd′, (3.1.3)

whereD = diag(d) and d ∈ Rk, di �= 0, i = 1, . . . , k. Because of the constraint,

they deleted one component of Y and the (k−1)× (k−1) covariance matrix

obtained became nonsingular. Wansbeek (1985) assumed d1 < · · · < dk and

obtained the following results. One eigenvalue of Ω is equal to zero, the

other eigenvalues λ satisfy

k∑
i=1

di
λ− di

= 0. (3.1.4)

This follows from the characteristic equation he derived in the following



3.1. Introduction 55

way:

0 = |λIk −Ω| = |λIk −D|
(

1+ 1
ι′kd
d′(λIk −D)−1d

)

= 1
ι′kd

|λIk −D|
(
ι′k(λIk −D)(λIk −D)−1d+ d′(λIk −D)−1d

)
= |λIk −D|

{ λ
ι′kd
ι′k(λIk −D)−1d

}
.

Wansbeek (1985) observed from (3.1.4) that if di and di+1 are of the same

sign, then there lies an eigenvalue between them. We use the same method

in section 3.8 to obtain the characteristic polynomial of D − ab′. Wans-

beek (1985) also derived the Moore-Penrose inverse of Ω, namely Ω+ =
HD−1H. Because the matrix Ω is symmetric and should be positive semi-

definite, he concluded that 0 < d2 < · · · < dk is a necessary condition. In

case d1 < 0 < d2 < · · · < dk he used the Moore-Penrose inverse to establish

that for Ω to be positive semi-definite, it is necessary that
∑k
i=1 di < 0. This

can, however, more easily be shown by observing that it is necessary that

the (1,1) element of Ω is nonnegative. This amounts to

d1 −
1
ι′kd
d2

1 > 0,

and hence d1 < 0 implies that ι′kd < 0. In section 3.9, we examine some

properties of the matrix as defined in (3.1.3). This matrix plays a central role

in chapter 4.

A matrix that is very similar to Ω is the matrix R we already discussed,

since the covariance matrix of the multinomial distribution is based upon

R = diag(π) − ππ ′, where π1, . . . , πk > 0 and ι′kπ ≤ 1. If there are k + 1

possible categories, then one may wish to count only the number of out-

comes in the first k categories, because the number of outcomes in category

k+ 1 uniquely follows from the total number of outcomes in the remaining

categories. In this case ι′kπ < 1. The matrix R has been studied under the

condition ι′kπ ≤ 1 by Tanabe and Sagae (1992). They obtained, among other

things, the square-root free Cholesky decomposition, the Moore-Penrose in-

verse in case ι′kπ = 1, namely R+ = HP−1H, and the inverse in case ι′kπ < 1,

that is, R−1 = Π−1 + (1− ι′kπ)−1ιkι
′
k. Neudecker (1995) offered more elegant

proofs and presented some new results. Watson (1996) assumed ι′kπ = 1 and

showed how the eigenvalues and eigenvectors can be obtained. He showed
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that an eigenvalue not equal to any of the πi satisfies

k∑
i=1

π2
i

πi − λ
= 1. (3.1.5)

This equation is very similar to (3.1.2) and (3.1.4). One eigenvalue is equal to

zero and the other eigenvalues λ1, . . . , λk−1 satisfy

π1 ≤ λ1 ≤ π2 ≤ λ2 ≤ π3 ≤ · · · ≤ λk−1 ≤ πk
with strict inequalities if the π ′i s are all distinct. Similar observations are

due to Klamkin (1970) and Wansbeek (1985). Watson furthermore derived

how to obtain the eigenvectors. The product of the nonzero eigenvalues of

R was obtained by Tanabe and Sagae (1992) and Neudecker (1995).

Dol (1991), and Dol et al. (1996) studied the Horvitz-Thompson estima-

tor. Consider a finite population Y1, . . . , YN . A fixed effective sample design

of size n can be interpreted as a probability distribution on the set of all

subsets of n elements from the labels {1, . . . , N}. Let S denote the random

set of n labels that occur in the sample. The indicators E1, . . . , EN are defined

by Ei = 1 if i ∈ S, and Ei = 0 if i ∉ S. The first order inclusion probability

is πi = P(S � i) for i = 1, . . . , N. It is assumed that πi = EEi is positive. The

Horvitz-Thompson estimator ȲHT for the population mean Ȳ is

ȲHT =
1
N

∑
i∈S

Yi
πi
= 1
N

N∑
i=1

Ei
Yi
πi
.

This is a famous unbiased estimator. In order to give the variance, the second

order inclusion probabilities are needed: πij = P(S � i, j) = EEiEj , for i, j =
1, . . . , N. Note that πii = πi. We define π = (π1, . . . , πN)

′,Π = diag(π) andΠ2 = (πij). It is easy to see that π ′ιN = n and Π2ιN = nπ . The well-known

expression for the variance of the Horvitz-Thompson estimator is

Var ȲHT = N−2Y ′Π−1(Π2 −ππ ′)Π−1Y ,

where Y = (Y1, . . . , YN)
′. The matrix Π2 − ππ ′ looks similar to R, but it is

more complicated. In order to derive bounds for this variance, Dol (1991),

and Dol et al. (1996) obtained the following Moore-Penrose inverse:

(Π2 −ππ ′)+ = HΠ−1
2 H.

The above examples show that matrices of the type V = A − XY∗ arise

in various fields of research. One particular aspect we are interested in is
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the inverse of this matrix. Inspired by Trenkler (2000), we will derive the

(Moore-Penrose) inverse of

V = A−XY∗, (3.1.6)

where A is a nonsingular k × k complex matrix and X and Y are complex

k×p matrices of full column rank. Thus, we generalize Trenkler’s results in

two ways. First, the matrix A is only restricted to be nonsingular, symmetry

is not necessary. Second, the vectors a and b in the matrix A−ab′ examined

by Trenkler can be replaced by matrices of full column rank. Because |V | =
|A| |Ip−Y∗A−1X| (see, e.g., Henderson and Searle, 1981), an interesting case

is Y∗A−1X = Ip, so that V is singular. We call this the singular case and it

will be discussed in section 3.5. Note that the assumption that Y∗A−1X = Ip
implies that both X and Y are of full-column rank. If |Ip − Y∗A−1X| �= 0,

then V is invertible, and we refer to this as the nonsingular case. It will

be discussed in section 3.4. We will not consider the mixture case where

Y∗A−1X �= Ip and |Ip − Y∗A−1X| = 0.

It is worthwhile to first consider a special case of (3.1.6), namely A = Ik,
because properties of the matrix V can be derived from those of the matrix

Q = Ik − XY∗. If Y∗X = Ip, then the matrix Q is idempotent, since Q2 = Q,

hence

rank(Q) = tr(Q) = k− tr(XY ′) = k− tr(Y ′X) = k− p.
In particular, if V = A−XY∗ with Y∗A−1X = Ip, it is not difficult to see that

the rank of V also equals k − p, since V = A − XY∗ = A(Ik − A−1XY∗), so

that rank(V) = rank(Ik −A−1XY∗) = k− p as we showed above.

In the literature, considerable attention has been paid to the (general-

ized) inverse of a sum of matrices. Henderson and Searle (1981) reviewed

and derived expressions for the (generalized) inverse of matrices of the

form A + UBV , where A is nonsingular and U,B, and V may be rectangu-

lar. Riedel (1992) considered the matrix A + (V1 + W1)G(V2 + W2)
∗ with

A square and singular, G nonsingular, and Vi and Wi possibly rectangu-

lar, i = 1,2. Under the conditions R(V1) ⊆ R(A),R(W1)⊥R(A),R(V2) ⊆
R(A∗),R(W2)⊥R(A∗),W1 is of full rank, W2 is of full rank, and R(W1) =
R(W2), they were able to find an explicit expression for (A+(V1+W1)G(V2+
W2)

∗)+ in terms of A+, G, V1, V2,W1, and W2. Fill and Fishkind (2000) ex-

ploited this result to find a neat relationship between the Moore-Penrose

inverse of A + B and the Moore-Penrose inverse of the individual terms A
and B, provided that rank(A+ B) = rank(A)+ rank(B). Moreover, they also

showed that this rank-additivity hypothesis cannot be avoided in any proof

that uses the result by Riedel, since rank additivity is shown to be implied by



58 Chapter 3. Properties of the Matrix A−XY∗

the hypotheses of Riedel’s theorem. Because rank(A − XY∗) = k − p while

rank(A) + rank(XY∗) ≥ k, the result of Fill and Fishkind does not apply

to our situation, and consequently, neither does the result of Riedel. Kala

and Klaczyński (1994) established the representation of various generalized

inverses of the sum of two (i) rectangular matrices of the form A + BDC∗,

and (ii) Hermitian positive semi-definite matrices of the form A + BDB∗,

where A and D are Hermitian positive semi-definite matrices, thereby ex-

tending the results of Riedel. However, by checking the conditions Kala and

Klaczyński impose on the matrix A + BDC∗, it follows that their results

are also not applicable to obtain the Moore-Penrose inverse of our matrix

A−XY∗. For results on generalized inverses of a sum of two weakly bicom-

plementary matrices, we refer to Werner (1986) and Jain et al. (1996).

In section 3.2 we present basic notation on generalized inverses and in

section 3.3 some general results on idempotent matrices. Subsequently, we

shortly address the case where V is nonsingular in section 3.4. Section 3.5

deals with the singular case, where we first consider the specific situation

where A = Ik. The general case then easily follows. In section 3.6 we obtain

a kind of singular value decomposition for Q if Y∗X = Ip. An examination

of the eigenvalues of Q in section 3.7 leads to a decomposition that resem-

bles an eigenvalue decomposition. Here we do not immediately impose that

Y∗X = Ip. Section 3.8 focuses on the eigenvalues and eigenvectors of the

real matrix D−xy ′ with D diagonal. Finally, in section 3.9, we pay attention

to the matrix as defined in (3.1.3). This so-called sum-constrained covariance

matrix will be one of the main topics of chapter 4.

3.2 The Moore-Penrose inverse: some preliminaries

Let A be a k × p matrix and consider a p × k matrix X which satisfies one

ore more of the following properties:

(1) AXA = A,
(2) XAX = X,
(3) XA is Hermitian,
(4) AX is Hermitian.

If X satisfies (1), then X is called a generalized inverse of A, denoted by

X = A−. If X satisfies both (1) and (2), then X is called a reflexive generalized

inverse of A, which is denoted by X = A−r . If X satisfies the properties (1), (2),

and (3), then we call X a left pseudoinverse of A, denoted by A−L , whereas we
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call X a right pseudoinverse of A, denoted by A−R , if it satisfies the proper-

ties (1), (2), and (4). Finally, if X satisfies all four properties, then X is called

the Moore-Penrose inverse of A which we denote by A+. The Moore-Penrose

inverse of a matrix is uniquely defined by (1)–(4). For textbooks on general-

ized inverses we refer to, for example, Bouillion and Odell (1971) and Rao

and Mitra (1971). In some cases, a left and right pseudoinverse of a ma-

trix are easy to find, whereas the Moore-Penrose inverse of this matrix is

not straightforward to derive. In this case, the following lemma can be very

useful.

Lemma 3.2.1. The matrix A−LAA
−
R is the Moore-Penrose inverse of A.

This lemma is easily proved by checking the four conditions the Moore-

Penrose inverse has to satisfy (Bouillion and Odell, 1971, chapter 1). We use

this lemma in section 3.4 to find the Moore-Penrose inverse of A−XY∗.

3.3 Properties of idempotent matrices

As already mentioned in section 3.1, the matrix Q = Ik−XY∗ is idempotent

if Y∗X = Ip. A typical example is Y∗ = X+ = (X∗X)−1X∗. In this case

Q = Ik − XX+ = Ik − X(X∗X)−1X∗ is the familiar Hermitian, idempotent

matrix to be denoted by QX : the orthogonal projector on the orthogonal

complement of the column space of X. To give another example in which

this type of matrix appears, but now as an orthogonal projector with respect

to another inner product, consider the standard linear regression model

y = Xβ+ ε,

where ε ∼ N k(0, σ
2Σ), and Σ is known. According to the method of Gen-

eralized Least Squares (GLS), we have to minimize (y − Xβ)′Σ−1(y − Xβ).
Here, the underlying inner product is (a, b) = a′Σ−1b. The solution is β̂ =
(X′Σ−1X)−1X′Σ−1y , the Aitken estimator, so the GLS approximation to y
is X(X′Σ−1X)−1X′Σ−1y . This is the orthogonal projection of y on {Xβ|β ∈
Rp} with respect to Σ−1. The vector of residuals is

e =
(
Ik −X(X′Σ−1X)−1X′Σ−1

)
y.

This leads to

Q = Ik −X(X′Σ−1X)−1X′Σ−1

= Ik −XY ′,
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where Y = Σ−1X(X′Σ−1X)−1 and Y ′X = Ip. Conversely, such a matrix Q can

be interpreted as an orthogonal projector. GivenQ = Ik−XY ′ with Y ′X = Ip,

we take, for example, Σ−1 = YY ′+QX . This matrix is symmetric and positive

definite. To establish this last property, note that x′Σ−1x = 0 is equivalent

to Y ′x = 0 and x = Xβ for some β ∈ Rp. So, 0 = Y ′x = Y ′Xβ = β⇒ x = 0.

Since we also use the properties of idempotent matrices, we mention the

most important facts. A k×kmatrix Q is idempotent if Q2 = Q. In statistics

and econometrics, Q will often also be symmetric, but this is not necessary

as we have remarked. If Q is idempotent, then Ik−Q is also idempotent and

Q(Ik−Q) = (Ik−Q)Q = 0. For idempotent matrices the rank is equal to the

trace.

An important idempotent matrix in this chapter is the matrix QU = Ik −
U(U∗U)−1U∗ = Ik−UU+, where U is a k×p matrix of full column rank. The

matrixQU is in fact the orthogonal projector on the orthogonal complement

of the column space of U , so that QUU = 0 and (Ik − QU)U = U . If V is

another k × p matrix with columns orthogonal to the columns of U , then

QUV = V . Moreover, in this case the corresponding projection matrices of

U and V commute, that is, if U∗V = 0, then

QUQV = QVQU = Q(U V). (3.3.1)

Because the matrix Q = Ik − XY∗ plays a key role, we now discuss some

properties of this matrix which facilitates derivations further on. We assume

that the k× p matrices X and Y are of rank p and that Y∗X = Ip. Let R(A)
denote the linear subspace spanned by the columns of the matrix A. We can

distinguish three cases:

(i) the columns of X and Y span different spaces, that is, R(X)∩R(Y) =
{0}, so that rank(X, Y) = 2p,

(ii) rank(X, Y) = p, which means that X and Y span the same space,
(iii) p < rank(X, Y) < 2p, so that there is partial overlap between the col-

umn spaces of X and Y .

The first case will be discussed extensively in the sections 3.6 and 3.7.

If X and Y span the same space, case (ii), then there exists a nonsingular

k × k matrix B such that X = YB. Therefore, Y∗X = Y∗YB = Ip, so that

B = (Y∗Y)−1 and Q = Ik − Y(Y∗Y)−1Y∗ = QY . So, since R(X) = R(Y),Q =
QX = QY is symmetric and idempotent. It immediately follows that Q+ =
QX = QY .

If there is overlap between the column spaces of X and Y , case (iii), then

we assume that X = (X1, X2), Y = (Y1, Y2), where X1, Y1 are k × q matrices
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and X2, Y2 are k×r matrices with q+r = p. The following lemma shows that

in this case the special structure of the matrixQ forces the column spaces of

X1 and Y1 to correspond, that is, R(X1) = R(Y1) and R(X2)∩R(Y2) = {0}.
Moreover, the lemma also shows thatQ can be written as the product of two

idempotent matrices that commute.

Lemma 3.3.1. Let Q = Ik − XY∗, with Y∗X = Ip. Partition X = (X1, X2),
Y = (Y1, Y2), with X1 and Y1 k × q matrices, X2 and Y2 k × r matrices, and

q + r = p. Define Q2 = Ik − X2Y
′
2. Then R(X1) = R(Y1), R(X2) ∩R(Y2) =

{0}, and Q can be written as the product of two idempotent matrices that

commute:

Q = QX1
Q2 = Q2QX1

. (3.3.2)

Proof. First, note that we can write Q as Q = Ik − X1Y
∗
1 − X2Y

∗
2 . Let X =

(X1, X2) and Y = (Y1, Y2) be such that R(X1) = R(Y1) and R(X2)∩R(Y2) =
{0}. Now suppose that the columns of the matrices X and Y are mixed up, so

that R(X1) �= R(Y1) anymore. That is, we now consider the matrix Q = Ik −
X̃Ỹ∗, with Ỹ∗X̃ = Ip, where X̃ = XPX, Ỹ = YPY , and PX, PY are permutation

matrices. BecauseQ = Ik−X̃Ỹ∗ = Ik−XPXP ′YY∗ = Ik−XP ′Y∗ with P = PYP ′X ,

we can consider, without loss of generality, the matrix Q = Ik − XỸ∗ with

Ỹ = YP and Ỹ∗X = Ip. Let xi and ỹi denote the ith column of X, resp.

Ỹ , i = 1, . . . , q + r . Define

I1 =
{
i|ỹi is a column ofY1

}
,

I2 =
{
i|ỹi is a column ofY2

}
,

and let

L = lh
{
xi|i = 1, . . . , q

}
= lh

{
ỹi|i ∈ I1

}
.

Note that I1 contains q elements and I2 contains r elements. It now follows

from the equality Ỹ∗X = Ip that if i ∈ {q + 1, . . . , q + r}, then y∗i xj = 0

for all j = 1, . . . , q, which implies that ỹi ∉ L. But this means that i ∉ I1, or

equivalently, i ∈ I2. Therefore {q + 1, . . . , q + r} ⊂ I2. Because I2 contains r
elements, it thus follows that I2 = {q+1, . . . , q+r}. We see that the equality

Y∗X = Ip forces the column spaces of X1 and Y1 to correspond. To proceed,

observe that we obtain the following properties from the identity Y∗X = Ip:

Y∗1 X1 = Iq, Y∗2 X2 = Ir
Y∗1 X2 = 0, Y∗2 X1 = 0
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Because X1 and Y1 span the same space, the same argument as for case (ii)

above applies, so that we can write Y1 = X1(X
∗
1 X1)

−1 and X1 = Y1(Y
∗
1 Y1)

−1.

Because Y∗1 X2 = (X∗1 X1)
−1X∗1 X2 = 0, it follows that X∗1 X2 = 0, and we see

that the columns of X1 are mutually orthogonal to those of X2. Analogously,

it can be shown that Y∗2 Y1 = 0. To establish (3.3.2), observe that

QX1
Q2 = QX1

−QX1
X2Y

∗
2 = QX1

−X2Y
∗
2 = Q

Q2QX1
= Q2 −Q2X1Y

∗
1 = Q2 −X1Y

∗
1 +X2Y

∗
2 X1Y

∗
1 = Q.

3.4 The nonsingular case

Let A be a nonsingular complex k×k matrix and X and Y be k×p matrices.

It is well-known that the matrix

S =
(
A X
Y∗ Ip

)
can be written as

S =
(

Ik 0
Y∗A−1 Ip

)(
A 0
0 Ip − Y∗A−1X

)(
Ik A−1X
0 Ip

)
. (3.4.1)

This representation is very instructive, since it immediately follows that S
is nonsingular if and only if Ip − Y∗A−1X is nonsingular. Moreover, equa-

tion (3.4.1) also shows that |S| = |A| |Ip − Y∗A−1X|. If S is nonsingular, we

know from the standard results on inverses of partitioned matrices that S11,

the upper left-hand block of S−1, can be written in two ways:

S11 = A−1 +A−1X(Ip − Y∗A−1X)−1Y∗A−1 (3.4.2)

= (A−XY∗)−1, (3.4.3)

and we have a well-known expression for (A − XY∗)−1, also known as the

Sherman-Morrison-Woodbury formula. Henderson and Searle (1981) gave an

excellent review of the Sherman-Morrison-Woodbury formula and related

formulas. If S is singular, it is tempting to replace the inverses by Moore-

Penrose inverses. According to corollary 4.4 from Ouellette (1981), we have

the following result.

Theorem 3.4.1. If A is a k × k complex matrix, X and Y are k × p complex

matrices with k ≥ p, and if

rank

(
A
Y∗

)
= rank(A,X) = rank(A) = rank(A−XY∗)
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and

rank(Ip − Y∗A+X) = p,
then

(A−XY∗)+ = A+ +A+X(Ip − Y∗A+X)−1Y∗A+. (3.4.4)

On account of theorem 4.6 from Ouellette (1981), which originates from

Marsaglia and Styan (1974), page 439, we know that we need Ip − Y∗A+X
to be nonsingular in order to have results similar to (3.4.2) and (3.4.4). How-

ever, in the sequel, we focus on the case that Ip = Y∗A+X. In particular, we

already assumed that A is nonsingular. Note that theorem 3.4.1 also does

not apply to the mixture case where Y∗A−1X �= Ip and |Ip − Y∗A−1X| = 0,

as mentioned in section 3.1.

3.5 The singular case

In this section we are interested in obtaining the Moore-Penrose inverse of

V = A − XY∗, where the k × k complex matrix A is nonsingular and the

k × p complex matrices X and Y satisfy the condition Y∗A−1X = Ip. As we

observed earlier, this implies that X and Y are of full column rank p < k.

We first derive the Moore-Penrose inverse in the special case that A = Ik and

then derive the more general result in a constructive way.

Let Q = Ik−XY∗ where X and Y are k×p matrices with Y∗X = Ip. Some

useful properties are:

QX = 0, Y ′Q = 0 (3.5.1)

QQX = Q, QYQ = Q (3.5.2)

QXQ = QX, QQY = QY (3.5.3)

QY = −QYXY∗Y X∗Q = −X∗XY∗QX (3.5.4)

QQ = Q (3.5.5)

From (3.5.5) we see that Q is idempotent, but not necessarily symmetric.

In section 3.6, we give a decomposition of Q that is very similar to a sin-

gular value decomposition. From this result Q+ can be derived in a con-

structive way. Checking the four conditions, however, is easier. Obviously,

we have from (3.5.2) and (3.5.5) that QQXQYQ = QQ = Q, so that QXQY
is a generalized inverse of Q. Next, we observe that QYQQX = Q. Hence

QXQYQQXQY = QXQQY = QXQY . Moreover, QXQYQ = QXQ = QX and

QQXQY = QY are Hermitian matrices. These observations prove the follow-

ing theorem.
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Theorem 3.5.1. LetQ = Ik−XY∗, where X and Y are k×p complex matrices

with Y∗X = Ip. Then

Q+ = QXQY .

We can now use theorem 3.5.1 and lemma 3.2.1 to prove our main result

as given in the following theorem.

Theorem 3.5.2. Let V = A − XY∗, where A is a nonsingular k × k complex

matrix, and X and Y are k × p complex matrices with Y∗A−1X = Ip. Define

K = A−1X and L = (A−1)∗Y , then

V+ = QKA−1QL

is the Moore-Penrose inverse of V .

Proof. We derive the Moore-Penrose inverse by using a left and right pseu-

doinverse of V , see lemma 3.2.1. Note that

A−XY∗ = A(Ik −A−1XY∗)

= (Ik −XY∗A−1)A.

This suggests to consider (Ik − A−1XY∗)+A−1 and A−1(Ik − XY∗A−1)+, to

be denoted by V−L and V−R respectively. Obviously, V−L is indeed a left pseu-

doinverse of V and V−R is a right pseudoinverse of V . Lemma 3.2.1 states

that the Moore-Penrose of V can now be computed as V+ = V−L VV−R . From

theorem 3.5.1 we know that (Ik−A−1XY∗)+ = QKQY and (Ik−XY∗A−1)+ =
QXQL. On account of (3.5.2), it follows that

V+ = QKQYA
−1(A−XY∗)A−1QXQL

= QKQY(Ik −KY∗)A−1QXQL
= QK(Ik −KY∗)A−1QXQL
= QKA

−1(Ik −XL∗)QXQL
= QKA

−1(Ik −XL∗)QL
= QKA

−1QL.

Taking X = a and Y = −b, we have the result derived in Trenkler (2000).

If we compare the expression of Trenkler for the Moore-Penrose inverse of

A + ab′ with V+, then we see that our result is a straightforward general-

ization. We therefore could have guessed this solution and verify the four
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conditions the Moore-Penrose inverse has to satisfy, just as we did in the

proof of theorem 3.5.1. Anyway, the basic properties (3.5.1)–(3.5.5) of idem-

potent matrices like Q are needed. We think, however, that the proof as

given above is more constructive.

In section 3.3, we distinguished three cases with respect to the spaces

spanned by the columns of X and Y . Although the Moore-Penrose inverse

of Q is given by QXQY , regardless of the relation between R(X) and R(Y),
it can also be found by exploiting the specific structure of Q in these three

cases. Case (i), where R(X) ∩ R(Y) = {0}, so that rank(X, Y) = 2p, will

be discussed extensively in section 3.6 where we derive a decomposition of

Q from which the Moore-Penrose inverse immediately follows. If R(X) =
R(Y), case (ii), we observed that Q = QX = QY , so that Q+ = QX = QY .

For case (iii), where p < rank(X, Y) < 2p, we know from lemma 3.3.1 that

we may restrict ourselves to the case where R(X1) = R(Y1) and R(X2) ∩
R(Y2) = {0}, and that the matrix Q can be written as Q = QX1

Q2 = Q2QX1
.

A natural guess for the Moore-Penrose inverse of Q is now:

Q+ = QX1
Q+2 = Q+2QX1

. (3.5.6)

BecauseR(X2)∩R(Y2) = {0}, case (i) as described above, the Moore-Penrose

inverse of Q2 can be derived from the decomposition discussed in sec-

tion 3.6, and will of course equals QX2
QY2

. From (3.3.1) and section 3.3 we

know that QX1
= QY1

and that QX1
and QX2

respectively QY1
and QY2

com-

mute. From theorem 3.5.1 we know that

Q+ = QX1
QX2

QY1
QY2

= QX1
QX2

QX1
QY2

= QX1
QX2

QY2
= QX1

Q+2 .

On the other hand, we have

QX1
Q+2 = QX1

QX2
QY2

= QX2
QY2

QX1
= Q+2QX1

,

which proves (3.5.6).

3.6 A blockwise singular value decomposition

In this section we present a decomposition of Q = Ik − XY ′ which is quite

similar to a singular value decomposition. Although the results derived in

this section also hold for complex Q, we only consider real matrices for

notational convenience. It is assumed that X and Y are k × p matrices of

rank p and Y ′X = Ip. We only consider the case where the columns of X and
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Y span different spaces, that is,R(X)∩R(Y) = {0}, so that rank(X, Y) = 2p.

Analogous to a singular value decomposition, we are looking for orthogonal

matrices S and T and a matrix Λ such that Q = SΛT ′. As opposed to the

singular value decomposition, however, we do not restrict Λ to be strictly

diagonal, although an easy structure is indeed convenient. We take Λ to be

block-diagonal. This decomposition provides us an alternative method to

find the Moore-Penrose inverse of Q, because it can be easily checked that

in this case Q+ = TΛ+S′ also holds.

Because QX = 0 and Q′Y = 0, we know that the columns of X and Y are

right and left singular vectors of Q with singular value 0. Moreover, if the

k × 1 vector a is orthogonal to the columns of X and Y , then Qa = a and

Q′a = a. So a is both a left and a right singular vector of Q with singular

value 1. Since the columns of X and Y constitute an independent system

of 2p vectors in Rk, we can find vectors w1, . . . ,wk−2p that are mutually

orthogonal, have unit length and are orthogonal to the columns of X and Y .

If W = (w1, . . . ,wk−2p), then QW = W and Q′W = W .

We are looking for a decomposition Q = SΛT ′ where S and T are orthog-

onal k×kmatrices. We would like that S is composed mainly of left singular

vectors and T of right singular vectors. Let S = (S1, S2, S3), T = (T1, T2, T3)
and

Λ =
Λ1 0 0

0 Λ2 0
0 0 Λ3

 ,
then obviously we can take S3 = T3 = W and Λ3 = Ik−2p. We observe that

S1 should then be build up from columns of Y , T1 should accordingly be

constructed from X, and we take Λ1 = 0p. This leads to the choice S1 =
Y(Y ′Y)−

1
2 ≡ Ỹ and T1 = X(X′X)−

1
2 ≡ X̃, because then S′1S1 = T ′1T1 = Ip,

S′1S3 = 0 and T ′1T3 = 0. The columns of S2 should be orthogonal to S1 and

S3, and have to be constructed from X̃, because the columns of X̃, Ỹ and W
provide a basis in Rk. This leads to the choice of QYX̃ and the orthonormal

version is

S2 = QYX̃(X̃′QYX̃)−
1
2 = QYX̃H

− 1
2

XY

with HXY ≡ X̃′QYX̃. Analogously, we use

T2 = −QXỸ(Ỹ ′QXỸ)−
1
2 = −QXỸH

− 1
2

YX

with HYX ≡ Ỹ ′QXỸ . It turned out that we need a minus sign for T2. In order
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to obtain Λ2 we solve QT2 = S2Λ2 using (3.5.4):

QT2 = −QQXỸH
− 1

2
YX

= −QỸH−
1
2

YX

= QYX(Y
′Y)

1
2H

− 1
2

YX

= S2Λ2,

where

Λ2 = H
1
2
XY (X

′X)
1
2 (Y ′Y)

1
2H

− 1
2

YX

= H
1
2
XY (Ỹ

′X̃)−1H
− 1

2
YX . (3.6.1)

Theorem 3.6.1. Let X, Y be k × p matrices of rank p, such that Y ′X =
Ip,R(X)∩R(Y) = {0}. Define X̃ = X(X′X)− 1

2 , Ỹ = Y(Y ′Y)− 1
2 ,HXY = X̃QY X̃

and HYX = ỸQXỸ . Then Q = Ik − XY ′ can be decomposed as Q = SΛT ′,
where

Λ = diag
(

0p,H
1
2
XY (Ỹ

′X̃)−1H
− 1

2
YX , Ik−2p

)
S =

(
Ỹ ,QY X̃H

− 1
2

XY ,W
)

T =
(
X̃,−QXỸH

− 1
2

YX ,W
)
,

such that S and T are orthogonal matrices. The k × (k − 2p) matrix W has

the property that W ′W = Ik−2p and Y ′W = X′W = 0.

The following properties are easily derived and will be useful in further

derivations.

X̃′X̃ = Ip Ỹ ′Ỹ = Ip (3.6.2)

X̃′Ỹ = (X′X)− 1
2 (Y ′Y)−

1
2 Ỹ ′X̃ = (Y ′Y)− 1

2 (X′X)−
1
2 (3.6.3)

QX = Ik − X̃X̃′ QY = Ik − Ỹ Ỹ ′ (3.6.4)

HXY = Ik − X̃′Ỹ Ỹ ′X̃ HYX = Ik − Ỹ ′X̃X̃′Ỹ (3.6.5)

If p = 1, the equations (3.6.3) and (3.6.5) have the following interpretation:

X̃′Ỹ = Ỹ ′X̃ = cosθ

HXY = HYX = sin2 θ,



68 Chapter 3. Properties of the Matrix A−XY∗

where θ denotes the angle between X and Y . From (3.6.2)–(3.6.5) it follows

that

Ỹ ′X̃HXY = HYXỸ ′X̃,
so that

Ỹ ′X̃H−1
XY = H−1

YXỸ
′X̃. (3.6.6)

Now we can compute the Moore-Penrose inverse of Q as Q+ = TΛ+S′ =
T2Λ−1

2 S
′
2 +WW ′, where

Λ−1
2 = H

1
2
YXỸ

′X̃H
− 1

2
XY ,

and WW ′ = QX −QXỸH−1
YXỸ

′QX , because TT ′ = T1T
′
1 + T2T

′
2 +WW ′ = Ik.

Using (3.6.2)–(3.6.6), we obtain

Q+ = −QXỸ(Ỹ ′X̃)H−1
XY X̃

′QY +QX −QXỸH−1
YXỸ

′QX
= QX

[
Ik − ỸH−1

YXỸ
′QX − ỸH−1

YXỸ
′X̃X̃′QY

]
= QX

[
Ik − ỸH−1

YXỸ
′(QX + X̃X̃′QY)

]
= QX

[
Ik − ỸH−1

YXỸ
′(Ik − X̃X̃′Ỹ Ỹ ′)

]
= QX

[
Ik − ỸH−1

YXHYXỸ
′]

= QXQY .

If p = 1, the decomposition Q = SΛT ′ is a singular value decomposition

of Q. In this case we know that Q has one singular value which equals 0,

k− 2 singular values which equal 1, and a singular value which immediately

follows from (3.6.1):

λ2 = ‖x‖‖y‖.
Since x′y = 1, obviously, ‖x‖‖y‖ ≥ 1 and the equality sign holds if and

only if Q is symmetric (so Q = QX ). To summarize, we have the following

result.

Corollary 3.6.1. Let x, y be k×1 vectors, such that y ′x = 1 and rank(x,y) =
2. If we define rxy = (x′y)/(‖x‖‖y‖) = ‖x‖−1‖y‖−1, then a singular value

decomposition of Q is SΛT ′, where

Λ = diag(0,‖x‖‖y‖,1, . . . ,1)
S =

(
‖y‖−1y,‖x‖−1(1− r 2

xy)
− 1

2 (x − ‖y‖−2y),w1, . . . ,wk−2

)
T =

(
‖x‖−1x,−‖y‖−1(1− r 2

xy)
− 1

2 (y − ‖x‖−2x),w1, . . . ,wk−2

)
,

such that S and T are orthogonal matrices. The vectors w1, . . . ,wk−2 have

unit length, are mutually orthogonal and are also orthogonal to x and y .
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Observe Gram-Schmidt orthogonalization in this corollary: in the space

Lx,y = {αx + βy|α,β ∈ R} find the vector orthogonal to y , respectively x.

3.7 A semi-eigenvalue decomposition

In this section, we derive a decomposition for the matrix Q which is some-

what similar to an eigenvalue decomposition. As in the previous section, we

only consider real matricesQ. As opposed to the previous section, the equal-

ity Y ′X = Ip we assumed throughout need not hold. It turns out that, under

particular conditions, we can write

Q = UDU−1, (3.7.1)

where D is a block-diagonal matrix. Equation (3.7.1) shows that Q is similar

to a block-diagonal matrix. Although the matrix D has a simple structure, it

does not give us the eigenvalues of Q, like the spectral decomposition does.

Moreover, the matrix U need not be orthogonal. We will show, however, that

in some specific situations equation (3.7.1) gives an eigenvalue decomposi-

tion of Q. We only discuss the case where X and Y span different spaces.

Section 3.7.1 deals with the general case, whereas section 3.7.2 focuses on

the case p = 1.

3.7.1 X and Y span different spaces

Consider the matrix Q = Ik −XY ′, where X and Y are k× p matrices of full

column rank, R(X) ∩ R(Y) = {0}. Note once more that we do not restrict

ourselves to the case Y ′X = Ip. The aim is to find a decomposition QU =
UD, where U is nonsingular and D has a simple structure. Because QX =
X(Ip − Y ′X), the matrix X is a natural candidate to be part of U . We prefer

to normalize the columns of U , which, in the notation of section 3.6, leads

to

QX̃ = X̃
(
Ip − (X′X)

1
2Y ′X̃

)
= X̃

(
Ip − (X′X)

1
2 (Y ′Y)

1
2 Ỹ ′X̃

)
. (3.7.2)

On the other hand, Qa = a for all a ∈ Rk with Y ′a = 0, and we see that

all vectors orthogonal to the columns of Y are eigenvectors of Q with eigen-

value 1.
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Now we can construct the decomposition QU = UD as follows. Let U =
(U1, U2, U3) and D = diag(D1,D2,D3), then (3.7.2) suggests to take U1 = X̃
and D1 = Ip − (X′X)

1
2 (Y ′Y)

1
2 Ỹ ′X̃. If we consider the space spanned by

the columns of X̃ and Ỹ , we are now looking for vectors orthogonal to

the columns of Y , which leads us to the choice U2 = QYX̃(X̃′QYX̃)−
1
2 =

QYX̃H
− 1

2
XY , because then

QU2 = QQYX̃H
− 1

2
XY = QYX̃H

− 1
2

XY = U2, (3.7.3)

and U ′2U2 = Ip. The columns of U2 are eigenvectors of Q with eigenvalue 1,

so thatD2 = Ip. It is not immediately apparent that the columns of U1 and U2

span different spaces, that is rank(U1, U2) = 2p, which is a necessary condi-

tion for U to be nonsingular. Because rank(U1, U2) = rank(U1, U2)
′(U1, U2),

we can also consider the matrix

(U1, U2)
′(U1, U2) =

 Ip H
1
2
XY

H
1
2
XY Ip

 . (3.7.4)

From (3.7.4) we see that

|(U1, U2)
′(U1, U2)| = |Ip −HXY |

= |X̃′Ỹ Ỹ ′X̃|
= |(X′X)− 1

2X′Y(Y ′Y)−1Y ′X(X′X)−
1
2 |,

so that |(U1, U2)
′(U1, U2)| = 0 if and only if |X′Y | �= 0, which means that X′Y

must be nonsingular. Thus, if X′Y is nonsingular, then (U1, U2)
′(U1, U2) is of

full rank, and therefore, so is (U1, U2). We see that in this case the columns

of U1 and U2 constitute an independent system of 2p vectors in Rk. Now

we can find vectors c1, . . . , ck−2p that are mutually orthogonal, have unit

length, and are perpendicular to the columns of X and Y and therefore also

orthogonal to the columns of U1 and U2. If we define C = (c1, . . . , ck−2p),
then QC = C , which means that the columns of C are eigenvectors of Q
with eigenvalue 1. With U3 = C and D3 = Ik−2p, our matrix decomposition

QU = UD is completed. Note that the matrix V consists of vectors of unit

length which are mutually orthogonal, except for the vectors in U1 and U2.

To determine U−1, note from (3.7.1) that

Q′
(
U−1

)′ = (
U−1

)′
D′,

so that finding a similarity representation for Q′ leads to interchanging the

role of X and Y . This leads to the guess(
U−1

)′ = (
ỸΛ,QXỸ Γ , C)

,
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where Λ and Γ are p × p matrices. Now V−1V = Ik implies Λ′Ỹ ′Γ ′Ỹ ′QX
C′

(
X̃ QY X̃H

− 1
2

XY C
)
= Ik.

The off-diagonal blocks are indeed equal to zero, whereas Λ and Γ must

satisfy the equations Λ′Ỹ ′X̃ = Ip, (3.7.5)

and

Γ ′Ỹ ′QXQY X̃H− 1
2

XY = Γ ′Ỹ ′(Ik − X̃X̃′ − Ỹ Ỹ ′ + X̃X̃′Ỹ Ỹ ′)X̃H− 1
2

XY

= −Γ ′(Ỹ ′X̃ − Ỹ ′X̃X̃′Ỹ Ỹ ′X̃)H− 1
2

XY

= −Γ ′Ỹ ′X̃H 1
2
XY . (3.7.6)

From (3.7.5), respectively (3.7.6), we see that

Λ = (X̃′Ỹ )−1

Γ = −(X̃′Ỹ )−1H
− 1

2
XY .

Therefore,

(U−1)′ =
(
Ỹ (X̃′Ỹ )−1,−QXỸ(X̃′Ỹ )−

1
2H

− 1
2

XY , C
)
. (3.7.7)

We summarize the results in the following theorem.

Theorem 3.7.1. Let X, Y be k×pmatrices of rank p, such thatR(X)∩R(Y) =
{0}, and X′Y is nonsingular. Define X̃ = X(X′X)− 1

2 , Ỹ = Y(Y ′Y)− 1
2 ,HXY =

X̃QY X̃ and HYX = ỸQXỸ . Then Q = Ik −XY ′ can be written as Q = UDU−1,

where

D = diag
(
Ip − (X′X)

1
2 (Y ′Y)

1
2 Ỹ ′X̃, Ip, Ik−2p

)
U =

(
X̃,QY X̃H

− 1
2

XY , C
)

(
U−1

)′ =
(
Ỹ (X̃′Ỹ )−1,−QXỸ(X̃′Ỹ )−

1
2H

− 1
2

XY , C
)
,

such that the k × (k − 2p) matrix C has the property that C′C = Ik−2p and

Y ′C = X′C = 0.

If Y ′X = Ip, theorem 3.7.1 gives us an eigenvalue decomposition of Q:
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Corollary 3.7.1. Let X, Y be k × p matrices of rank p, such that Y ′X = Ip,

R(X) ∩ R(Y) = {0}. Define X̃ = X(X′X)− 1
2 , Ỹ = Y(Y ′Y)− 1

2 ,HXY = X̃QY X̃
and HYX = ỸQXỸ . Then QU = UD is an eigenvalue decomposition of Q =
Ik −XY ′, where

D = diag(0p, Ip, Ik−2p)

U =
(
X̃,QY X̃H

− 1
2

XY , C
)

(
U−1

)′ =
(
Y(X′X)

1
2 ,−QXY(X′X)

1
2H

− 1
2

XY , C
)
,

such that the k × (k − 2p) matrix C has the property that C′C = Ik−2p and

Y ′C = X′C = 0.

Corollary 3.7.1 shows thatQ has p eigenvalues equal to 0, and k−p eigen-

values equal to 1. Moreover, corollary 3.7.1 also gives us the corresponding

eigenvectors.

3.7.2 The case p = 1

Consider the matrix Q = Ik − xy ′, where x and y are k × 1 vectors. Some

interesting observations are:

(a) Qx = (1−y ′x)x;
(b) Qa = a, for all a with y ′a = 0;
(c) Qa = 0 for some a �= 0 if and only if x′y = 1;
(d) rank(Q) = k for x′y �= 1 and rank(Q) = k− 1 if x′y = 1;
(e) Q is symmetric if and only if y = λx for some λ �= 0 (and hence

x′y �= 0);
(f) Q2 = Ik + (x′y − 2)xy ′, hence Q is idempotent if and only if x′y = 1.

Proof of (c) and (e).

(c) Qa = 0 for some a �= 0 if and only if Q is singular. Because |Q| =
|Ik − xy ′| = 1−y ′x, this holds if and only if x′y = 1.

(e) If y = λx, then obviously Q is symmetric. Conversely, if Q is sym-

metric, then Qx = Q′x so that (y ′x)x = (x′x)y where y ′x �= 0, and

y = (y ′x)(x′x)−1x.

With regard to the eigenvalues of Q we now have to distinguish two cases:
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(i) x′y �= 0: From (a) it is obvious that Q has an eigenvector x with eigen-

value 1− x′y �= 1 with multiplicity 1. From (b) we see Q has an eigen-

value 1 with multiplicity k − 1. The eigenspace corresponding to this

eigenvalue is L⊥y = {a ∈ Rk|a′y = 0}. Because x is not perpendicu-

lar to y , there are k independent eigenvectors. So, Q is similar to a

diagonal matrix.
(ii) x′y = 0: Because

|λIk −Q| = |(λ− 1)Ik + xy ′| = (λ− 1)k
∣∣∣∣Ik + 1

1− λxy
′
∣∣∣∣ = (λ− 1)k

in case y ′x = 0, it follows that Q has one eigenvalue equal to 1 with

multiplicity k. We know from (b) that all vectors c with c′y = 0 are

eigenvectors of Q with eigenvalue 1. Suppose that αy +βc is an eigen-

vector with c′y = 0 and α,β ∈ R. Then αy + βc = Q(αy + βc) =
αy + βc − αy ′yx so that α = 0. Therefore, all eigenvectors of Q are

orthogonal to y and the eigenspace ofQ is L⊥y and has dimension k−1.

In this case, Q is not similar to a diagonal matrix.

Just like the case p = 1 in section 3.6 gave us the singular values of Q,

the case p = 1 now gives us the eigenvalues.

Corollary 3.7.2. Let x, y be k×1 vectors, such that x′y �= 0 and rank(x,y) =
2. If we define rxy = (x′y)/(‖x‖‖y‖) = ‖x‖−1‖y‖−1, then Q = UDU−1,

where D is a diagonal matrix with the eigenvalues of Q along its diagonal

D = diag(1− x′y,1,1, . . . ,1)

U =
(
‖x‖−1x,‖x‖−1(1− r 2

xy)
− 1

2 (x − x
′y
y ′y

y), c1, . . . , ck−2

)
,

(
U−1

)′ =
(
r−1
xy‖y‖−1y,−r−1

xy(1− r 2
xy)

− 1
2 ‖y‖−1(y − x

′y
x′x

x), c1, . . . , ck−2

)
,

where c1, . . . , ck−2 are mutually orthogonal, have unit length and are also

perpendicular to x and y .

The second vector of U is chosen such that it is in the space Lx,y =
{αx + βy|α,β ∈ R} and perpendicular to y . Here we used Gram-Schmidt

orthogonalization. Note once more that the matrix U consists of vectors

of unit length which are mutually orthogonal except for the first and the

second vector. If these vectors were also orthogonal, we would have U−1 =
U ′ and hence Q = Q′, which is not the case. However, if Q is symmetric,

then the vectors x and y span the same space, so that U is orthogonal and

corollary 3.7.2 gives the spectral decomposition of Q.
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3.8 Eigenvalues and eigenvectors of D − xy ′

Throughout this section, we only deal with real matrices and vectors. We

study the eigenvalues and eigenvectors of the matrix D − xy ′, where D =
diag(d) is a nonsingular diagonal matrix and d,x, and y are k × 1 vectors.

Similar problems have been studied by Vermeulen (1967), Klamkin (1970),

Wansbeek (1985), Watson (1996), and Trenkler (2000). Trenkler noted that

we need not restrict ourselves to diagonal matricesD. If we look at the eigen-

values of A − xy ′, where A is a nonsingular symmetric matrix, then there

exists an orthogonal matrix C , such that A = CΛC′, where Λ is a nonsin-

gular diagonal matrix with the eigenvalues of A along its diagonal. Since

A−xy ′ and Λ−C′xy ′C have the same eigenvalues, we might as well study

the matrix Λ − C′xy ′C . The condition of symmetry can be replaced by the

requirement that A is similar to a diagonal matrix Λ, that is, A = UΛU−1 for

some k× k matrix U . In this case, the eigenvalues of A− xy ′ coincide with

those of Λ−U−1xy ′U .

3.8.1 Eigenvalues

Consider the matrix D − xy ′, where D = diag(d) is a nonsingular diagonal

matrix and d,x, and y are k×1 vectors. We are interested in the eigenvalues

of this matrix. Inspired by Vermeulen (1967), we now present the following

theorem.

Theorem 3.8.1. If D = diag(d) is a nonsingular diagonal k× k matrix and x
and y are k× 1 vectors with xiyi �= 0, i = 1, . . . , k, then

|D − xy ′| = (−1)s(x,y)|Dxy − vv′|,

where

Sx = diag(sgnx1, . . . , sgnxk)

Sy = diag(sgny1, . . . , sgnyk)

Dxy = DSxSy

v =
(
|x1y1|

1
2 , . . . , |xkyk|

1
2

)′
s(x,y) = #{i = 1, . . . , k |xiyi < 0}.

Proof. Let Dx = diag
(
|x1|

1
2 , . . . , |xk|

1
2

)
and Dy = diag

(
|y1|

1
2 , . . . , |yk|

1
2

)
.
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Then

|D − xy ′| = |Dx| |D−1
x DD

−1
y −D−1

x xy
′D−1
y | |Dy |

= |DyD−1
x DD

−1
y Dx −DyD−1

x xy
′D−1
y Dx|

= |D − Sxvv′Sy |
= |Sx| |SxDSy − vv′| |Sy |
= (−1)s(x,y)|Dxy − vv′|.

If, for some index j, we have xjyj = 0, then we can expand |D − xy ′|
along its jth row or column:

|D − xy ′| = dj|Djj − (xy ′)jj|,

where Djj and (xy ′)jj denote the matrices obtained by deleting the jth row

and the jth column of D, respectively xy ′. We can continue this process

until none of the xiyi = 0 and then apply theorem 3.8.1 to the remaining

part of the matrix D − xy ′.
From theorem 3.8.1, we see that |D − xy ′| is the same as |Dxy − vv′|,

except possibly for a difference in sign. Likewise,

|λIk − (D − xy ′)| = (−1)s(x,y)|(λIk −D)SxSy + vv′| (3.8.1)

with Sx, Sy , and v as defined in theorem 3.8.1. Equation (3.8.1) implies that

if SxSy = Ik, that is if xiyi > 0 for i = 1, . . . , k, then the roots of the charac-

teristic equation of D −xy ′ and those of the symmetric matrix D − vv′ are

the same. If, on the other hand SxSy = −Ik, that is if xiyi < 0 for i = 1, . . . , k,

then the roots of the characteristic equation D − xy ′ and those of the sym-

metric matrix D+vv′ are the same. Because the roots of a symmetric matrix

are always real, we have shown that if all xiyi have the same sign, then the

eigenvalues of D − xy ′ are real.

Theorem 3.8.2. If D = diag(d) is a nonsingular diagonal k × k matrix and

x,y are k × 1 vectors such that xiyi < 0 for i = 1, . . . , k or xiyi > 0 for

i = 1, . . . , k, then Q = D − xy ′ has real eigenvalues.

Vermeulen (1967) showed that the roots of the determinantal equation

|λIk + diag(e)+ aι′k| (3.8.2)
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with ai and ei strictly positive are real. By constructing a difference equation

for the determinantal equation, he also showed that these roots are negative.

These results immediately follow from theorem 3.8.1, because

|λIk + diag(e)+ aι′k| = |λIk + diag(e)+ vv′|,
with v = (√a1, . . . ,

√ak)′, so that the eigenvalues of diag(e) + aι′k are the

same as the eigenvalues of the symmetric matrix diag(e)+vv′. These eigen-

values are positive, because diag(e) + vv′ is positive definite. This implies

that the roots of the determinantal equation (3.8.2) are real and negative.

Trenkler (2000) remarked in his paper that the matrix T = A+ ab′, with

A being symmetric and nonsingular, always has real eigenvalues. The condi-

tion of theorem 3.8.2 that all aibi should have the same sign is vital more

or less, as can be seen from the following example.

Example 3.8.1. Consider the matrixD−xy ′ withD = diag(1,2), x = (−1,−1)′

and y = (1,−3)′. It is easily derived that in this case |λI2 − (D − xy ′)| =
λ2 − λ+ 1, so that both eigenvalues are complex.

The eigenvalues of D−xy ′, with D nonsingular, can be determined from

the characteristic equation

0 = |λIk − (D − xy ′)|
=

∣∣∣(λIk −D)(Ik + (λIk −D)−1xy ′)
∣∣∣

= |λIk −D|
(
1+y ′(λIk −D)−1x

)
=

 k∏
i=1

(λ− di)
1+

k∑
i=1

xiyi
λ− di


=

k∏
i=1

(λ− di)+
k∑
i=1

xiyi
∏
j �=i
(λ− dj), (3.8.3)

a result which was also given by Graybill (1983) in theorem 8.5.2. The fol-

lowing theorem immediately follows from (3.8.3). It covers the theorems 2,

3, and 4 of Trenkler (2000).

Theorem 3.8.3. Consider D−xy ′, where D = diag(d) is a nonsingular diag-

onal matrix and x and y are k× 1 vectors.

(i) If all di are different and all xiyi �= 0, then none of the di is an eigen-

value of D − xy ′. In this case, λ is an eigenvalue if and only if

1+
k∑
i=1

xiyi
λ− di

= 0. (3.8.4)
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(ii) If xjyj = 0, then dj is an eigenvalue of D − xy ′.
(iii) If some of the di’s coincide, then di is an eigenvalue of D − xy ′.

Note that we can find all eigenvalues of D − xy ′ by combining the dif-

ferent cases considered in this theorem. Suppose dj has multiplicity kj ≤ 1.

Without loss of generality we assume that D is partitioned as follows

D = diag(d1Ik1
, d2Ik2

, . . . , dr Ikr ) (3.8.5)

where
∑r
j=1 kj = k. We partition x and y accordingly:

x = (x′k1
, x′k2

, . . . , x′kr )
′

y = (y ′k1
, y ′k2

, . . . , y ′kr )
′. (3.8.6)

Equation (3.8.3) gives

|λIk − (D − xy ′)| =
r∏
j=1

(λ− dj)kj +
r∑
j=1

(x′kjykj )(λ− dj)kj−1
∏
h�=j
(λ− dh)kh

=
 r∏
j=1

(λ− dj)kj−1

 r∏
j=1

(λ− dj) +

+
r∑
j=1

(x′kjykj )
∏
h�=j
(λ− dh)

 (3.8.7)

From (3.8.7) we observe that in this case λ = dj has at least multiplicity

kj − 1. Moreover, the remaining eigenvalues can be found by putting the

second factor on the right-hand side of (3.8.7) equal to zero. The equation to

be solved is then exactly of the type (3.8.3), so that the remaining eigenvalues

can be determined from (3.8.4). Note that λ = dj can have multiplicity kj if

and only if x′kjykj = 0.

If all di coincide, that is, if D = dIk with d ∈ R, then equation (3.8.3)

gives

|λIk − (D − xy ′)| = (λ− d)k−1

(λ− d)+ k∑
i=1

xiyi

 = 0,

so that λ = d is an eigenvalue with multiplicity k − 1. The remaining eigen-

value equals d− y ′x, which is equal to d if y ′x = 0, and in this case λ = d
has multiplicity k.

In the situation that all di are different and all xiyi �= 0, case (i) of the-

orem 3.8.3, the eigenvalues of D − xy ′ can be determined by solving equa-

tion (3.8.4). Note that in this case, λ = 0 is a solution of (3.8.4) if and only
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if y ′D−1x = 1, that is, D − xy ′ is singular. Moreover, if y ′D−1x = 1, equa-

tion (3.8.3) simplifies to

0 = |λIk − (D − xy ′)|
= |λIk −D|

(
1+y ′(λIk −D)−1x

)
= |λIk −D|

(
y ′D−1(λIk −D)(λIk −D)−1x +y ′(λIk −D)−1x

)
= |λIk −D|

(
y ′(λD−1 − Ik)(λIk −D)−1x +y ′(λIk −D)−1x

)
= |λIk −D|λy ′D−1(λIk −D)−1x.

Thus, apart from equation (3.8.4), the eigenvalues different from zero also

satisfy
k∑
i=1

xiyi
di(λ− di)

= 0.

Let us assume that d1 > d2 > · · · > dk. Just as Klamkin (1970), Wans-

beek (1985), and Trenkler (2000), we want to pay attention to the location of

the eigenvalues for this special case. We restrict ourselves to the situation

in which all xiyi have the same sign, because then the eigenvalues are real.

So, we are dealing with case (i) of theorem 3.8.3. In line with Klamkin (1970),

consider the graph of

f(λ) = 1+ x1y1

λ− d1
+ x2y2

λ− d2
+ · · · + xnyn

λ− dk
. (3.8.8)

This graph is continuous except at the points λ = d1, d2, . . . , dk, which cor-

respond to vertical asymptotes. It follows by continuity that there are k
real roots such that an eigenvalue lies between every two successive di. If

xiyi > 0 for i = 1, . . . , n, this implies that

d1 > λ1 > d2 > · · · > λk−1 > dk > λk. (3.8.9)

If xiyi < 0 for i = 1, . . . , n, then, by using a similar argument, we observe

that

λ1 > d1 > λ2 > · · · > dk−1 > λk > dk. (3.8.10)

A typical graph for k = 3 is shown in figure 3.1.

Now we assume d1 ≥ d2 ≥ · · · ≥ dk. In case of situation (ii) or (iii) of

theorem 3.8.3, where some of the dj coincide or xjyj = 0, we know that dj
is an eigenvalue of D − xy ′. The other eigenvalues are located as before, so

that, if all xiyi are nonnegative, then

d1 ≥ λ1 ≥ d2 ≥ · · · ≥ λk−1 ≥ dk ≥ λk. (3.8.11)
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ƒ(λ)

ƒ(λ)=1

λ

λ=d3 λ=d2 λ=d1

Figure 3.1. Example of the roots of the characteristic equation |λI − (D −
xy ′)| = 0 for k = 3 and xiyi > 0, i = 1,2,3.

If all xiyi are nonpositive, we obtain the inequality

λ1 ≥ d1 ≥ λ2 ≥ · · · ≥ dk−1 ≥ λk ≥ dk. (3.8.12)

To show that we cannot locate the eigenvalues among the di as easily as

in equation (3.8.11) and (3.8.12) if we do not impose any restrictions on the

sign of the xiyi, consider the following example.

Example 3.8.2. We continue with example 3.8.1 and consider the graph of

equation (3.8.8), that is, the graph of

f(λ) = 1− 1
λ− 1

+ 3
λ− 2

.

We know that there are no real roots, so that the graph never intersects the

x-axis. The corresponding graph is shown in figure 3.2.

Finally, we can also derive an expression for the product of the nonzero

eigenvalues of Q = D − xy ′ in case y ′D−1x = 1, so that Q is singular and

has rank n−1. We use the same approach as Tanabe and Sagae (1992). These
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λ

ƒ(λ)

ƒ(λ)=1

λ

λ=1 λ=2

Figure 3.2. Graph corresponding to example 3.8.2.

authors defined the subdeterminant det(A) of an n × n matrix A of rank r
by

det(A) = lim
α↓0

{ |A+αIn|
αn−r

}
.

This subdeterminant coincides with the product of the r nonzero eigenval-

ues of A, also known as µ(A) (Magnus and Nedecker, 1988). We introduced

the notation detrA for this quantity in chapter 2. Let D = diag(d), then,

since

Q+αIn = D +αIn − xy ′
= D

(
In +αD−1 −D−1xy ′

)
= D

(
In +αD−1

)[
In −

(
In +αD−1

)−1
D−1xy ′

]
,
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we can compute

|Q+αIn| = |D|
∣∣∣In +αD−1

∣∣∣ ∣∣∣∣In − (
In +αD−1

)−1
D−1xy ′

∣∣∣∣
= |D|

∣∣∣In +αD−1
∣∣∣ [

1−y ′
(
In +αD−1

)−1
D−1x

]

= α|D|
∣∣∣In +αD−1

∣∣∣ n∑
i=1

xiyi
di(di +α)

.

Therefore,

detn−1Ω = lim
α↓0
α−1|Q+αIn|

= lim
α↓0
α−1α|D|

∣∣∣In +αD−1
∣∣∣ n∑
i=1

xiyi
di(di +α)

= lim
α↓0

|D|
n∏
i=1

α+ di
di

n∑
i=1

xiyi
di(di +α)

=
n∏
i=1

di
n∑
i=1

xiyi
d2
i
. (3.8.13)

3.8.2 Eigenvectors

Watson (1996) considered the eigenvectors of the matrix Π−ππ ′, with Π =
diag(π) and

∑
πi = 1. Somewhat more general, we consider in this section

the eigenvectors of D − xy ′.
We begin with the case where all di are different and all xiyi �= 0, case (i)

of theorem 3.8.3. The elements of the eigenvector vj = (v1j, . . . , vkj)
′ of

D − xy ′ corresponding to λj must satisfy

divij − (y ′vj)xi = λjvij, i = 1, . . . , k,

so that

vij = (y ′vj)
xi

di − λj
. (3.8.14)

Note that λj �= di. In order to have a proper eigenvector, we must have

y ′vj �= 0. If we choose

vij =
xi

di − λj
�= 0, (3.8.15)

then

y ′vj =
k∑
i=1

xiyi
di − λj

= 1,
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because λj satisfies (3.8.4). This shows that we can indeed find the elements

of the eigenvector vj by means of equation (3.8.15). Note that we only need

the vector y to determine the eigenvectors of D−xy ′ via the eigenvalues of

D − xy ′.
Again, we assume that all di are different. If xjyj = 0, the second case

of theorem 3.8.3, then dj is an eigenvalue of D − xy ′. First, consider the

situation that yj = 0 and xj is arbitrary. It is straightforward to show that

in this case ej , the jth unit vector, is an eigenvector corresponding to dj . If,

on the other hand xj = 0 and yj �= 0, then the elements of the eigenvector

v = (v1, . . . , vk)
′ corresponding to dj must satisfy

divi − (y ′v)xi = djvi, i = 1, . . . , k. (3.8.16)

For i �= j this leads to

vi =
(y ′v)xi
di − dj

,

so that

y ′v = yjvj + (y ′v)
∑
i �=j

xiyi
di − dj

,

and vj follows:

vj =
y ′v
yj

1−
∑
i �=j

xiyi
di − dj

 .
Because y ′v is a constant factor, this shows that we can choose v such that

vi = xi
di − dj

for i �= j,

vj = 1
yj

1−
∑
i �=j

xiyi
di − dj

 .
Note that y ′v = 1 with this choice of v .

In case (iii) of theorem 3.8.3, where some of the di coincide, partition

D,x and y as in (3.8.5) and (3.8.6). We know from theorem 3.8.3 that if

kj > 1, then dj is an eigenvalue of D − xy ′. We partition an eigenvec-

tor v corresponding to dj in a similar fashion as in (3.8.6). Assume that

xkj ,ykj �= 0. It is easy to show that in this case, v = (vk1
, vk2

, . . . , vkr )
′

consists of zeros, except for the subvector vkj . This subvector must satisfy

y ′kjvkj = 0. This implies that in this case, dj has kj − 1 eigenvectors of the

form (0, . . . ,0, v′kj ,0 . . . ,0)
′, where the vkj are orthogonal to ykj and are also

mutually orthogonal. If xkj = 0 or ykj = 0, then dj has multiplicity kj and

we can take for vkj the kj × 1 unit vectors e1, . . . , ekj .
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3.9 The matrix Ω = diag(d)− (ι′nd)−1dd′

In chapter 4 we will extensively discuss the matrix

Ω = diag(d)− (ι′nd)−1dd′, (3.9.1)

where d ∈ Rn. This matrix can be used to parsimoniously parameterize

the covariance matrix corresponding to a sum-constrained model. We will

show in chapter 4 that such a type of covariance matrix satisfies the sum

constraint Ωιn = 0, just as the one in equation (3.9.1). We examine the posi-

tive semi-definiteness of this matrix in subsection 3.9.2. Inspired by Tanabe

and Sagae (1992), we also derive the Cholesky decomposition of Ω in sec-

tion 3.9.3. We start, however, with some observations on the eigenvalues ofΩ.

3.9.1 Eigenvalues

The eigenvalues of Ω as defined in (3.9.1) can be found as outlined in theo-

rem 3.8.3. It immediately follows from equation (3.8.13) that the product of

nonzero the eigenvalues of Ω equals

detn−1Ω = n
n∏
i=1

di
/ n∑
i=1

di.

With the theory developed in subsection 3.8.1, we can also say something

about the location of the eigenvalues of Ω. Let d[1] ≥ · · · ≥ d[n] denote the

components of d in decreasing order. If ι′nd > 0, then d2
i /ι

′
nd > 0 for all i,

so that according to equation (3.8.11)

d[1] ≥ λ1 ≥ d[2] ≥ · · · ≥ λn−1 ≥ d[n] > λn = 0, (3.9.2)

where the λi, i = 1, . . . , n denote the eigenvalues of Ωn−1. If ι′nd < 0, then

d2
i /ι

′
nd < 0 for all i and, so that according to (3.8.12)

λ1 ≥ d[1] ≥ λ2 ≥ · · · ≥ d[n−1] ≥ λn = 0 > d[n]. (3.9.3)

3.9.2 Positive semi-definiteness

We first give necessary and sufficient conditions for the reduced covariance

matrix Ωn−1 to be positive definite. It turns out that we can use this result to

give necessary and sufficient conditions for Ω to be positive semi-definite.
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One way to handle the problem of singularity of the covariance matrix in

sum-constrained models is to simply delete one arbitrary category. Without

loss of generality, the last category is usually deleted. This approach makes

it interesting to consider the reduced covariance matrix Ωn−1, obtained by

deleting the last row and column of Ω. De Boer and Harkema (1997) proved

the following result.

Lemma 3.9.1. The matrix Ωn−1 = diag(δn−1) − (ι′nd)−1δn−1δ
′
n−1, with d ∈

Rn and δn−1 = (d1, . . . , dn−1)
′, is positive definite if and only if all di’s are

positive or at most one di is negative with
∑n
i=1 di being negative as well.

As opposed to our proof of this lemma, De Boer and Harkema’s proof

uses an induction argument. The following proof is therefore, as we think,

somewhat more elegant. The ‘sufficiency’ part of the proof is taken from De

Boer and Harkema, but the ‘necessity’ part is new.

Proof. Without loss of generality, we assume that d1 ≥ · · · ≥ dn. Define δi =
(d1, . . . , di)

′, i = 1, . . . , n− 1, and consider the reduced covariance matrix

Ωn−1 = diag(δn−1)−
1
ι′nd

δn−1δ
′
n−1.

The r th principal minor Mr of Ωn−1 is given by

Mr =
∣∣∣∣∣diag(δr )−

1
ι′nd

δrδ
′
r

∣∣∣∣∣
= |diag(δr )|

1−
δ′r

[
diag(δr )

]−1
δr

ι′nd



=

n∑
i=r+1

di

ι′nd

r∏
i=1

di, (3.9.4)

for r = 1, . . . , n − 1. Since a matrix is positive definite if and only if all its

principal minors are positive, a sufficient condition for Ωn−1 to be positive

definite is that either all di’s are positive or at most one di is negative with

ι′nd being negative as well. To prove that this condition is also necessary,

recall that Ωn−1 is positive definite if and only if all its eigenvalues are posi-

tive. Analogous to the equations (3.9.2) and (3.9.3), it follows that if ι′nd > 0,

then d2
i /ι

′
nd > 0 for i = 1, . . . , n− 1, so that according to (3.8.11)

d1 ≥ λ1 ≥ d2 ≥ · · · ≥ λn−2 ≥ dn−1 ≥ λn−1, (3.9.5)
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where the λ1 ≥ · · · ≥ λn−1 denote the eigenvalues of Ωn−1. If ι′nd < 0, then

d2
i /ι

′
nd < 0 for i = 1, . . . , n− 1, so that according to (3.8.12)

λ1 ≥ d1 ≥ λ2 ≥ · · · ≥ dn−2 ≥ λn−1 ≥ dn−1. (3.9.6)

In case ι′nd > 0, we see from equation (3.9.5) that d1, . . . , dn−1 should all

be positive for λ1, . . . , λn−1 to be positive. Equation (3.9.4) shows that dn
must then also be positive, because Mn−1 = |Ωn−1| must be positive. In

case ι′nd < 0, equation (3.9.6) shows that for λ1, . . . , λn−1 to be positive,

d1, . . . , dn−2 must be positive, only dn−1 is allowed to be negative. But if

dn−1 is negative, then so is dn, because we assumed that d1 ≥ · · · ≥ dn.

In this case, equation (3.9.4) shows that Mn−1 = |Ωn−1| < 0, so that Ωn−1

cannot be positive-definite. Therefore, dn−1 must be positive, and because

ι′nd < 0, dn must be negative with |dn| >
∑n−1
i=1 di. This argument proves the

necessity of the condition.

We now prove the following theorem.

Theorem 3.9.1. The matrix Ω = diag(d)−(ι′nd)−1dd′ with d ∈ Rn is positive

semi-definite if and only if all di’s are positive or at most one di is negative

with
∑n
i=1 di being negative as well.

Proof. Consider the matrix

Ω = diag(d)− 1
ι′nd

dd′

=
( Ωn−1 −Ωn−1ιn−1
−ι′nΩn−1 ι′n−1Ωn−1ιn−1

)

=
(
In−1 0
−ι′n−1 1

)(Ωn−1 0
0 0

)(
In−1 −ιn−1

0 1

)
, (3.9.7)

where Ωn−1 = diag(δn−1) − (ι′nd)−1δn−1δ
′
n−1 and δn−1 = (d1, . . . , dn−1)

′. It

follows immediately from (3.9.7) that Ω is semi-positive definite if and only

if Ωn−1 is positive definite, and we know from lemma 3.9.1 that this is the

case if and only if either all di’s are positive or at most one di is negative

with ι′nd being negative as well.

In case n = 2, figure 3.3 shows the feasible region of d1 and d2 in order

for Ω to be positive semi-definite.
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d1

d2

Figure 3.3. For n = 2, the shaded area corresponds to those d1 and d2 such
that Ω ≥ 0.

3.9.3 Cholesky decomposition

Inspired by Tanabe and Sagae (1992), we derive the square-root-free sym-

bolic Cholesky decomposition of Ω = diag(d)− (ι′nd)−1dd′ ≥ 0. That is, we

will show that Ω can be decomposed as

Ω = LΛL′, (3.9.8)

where L is an n×n lower triangular matrix with unit diagonal elements andΛ is an n×n diagonal matrix. Note that the usual Cholesky decomposition

Ω = UU ′,

where U is an n×n lower triangular matrix, can be obtained from (3.9.8) by

taking U = LΛ 1
2 .

Theorem 3.9.2. Let the non-negative quantities qi be defined by

qi = ι′nd−
i∑
k=1

dk ≥ 0 i = 1, . . . , n,

so that di = qi−1−qi, where we put q0 = ι′nd. The Cholesky decomposition of

Ω = diag(d)− (ι′nd)−1dd′ ≥ 0
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then equals Ω = LΛL′, where

li,j =

−di/qj if i > j

1 if i = j
0 if i < j

(3.9.9)

and λi = diqi/qi−1, i = 1, . . . , n. Moreover, λi = Mi/Mi−1, where

Mi = (d1d2 · · ·di)qi/q0

are the ith principal minors.

Before proving this theorem, note that the quantities qi and λi as defined

in this theorem are indeed nonnegative, so that Λ is positive semi-definite.

This follows from the fact that we imposed the restriction Ω ≥ 0 which,

according to theorem 3.9.1, implies that all di’s are positive or at most one

di is negative with ι′nd being negative as well. If all di’s are positive, then it is

obvious that the qi and λi are nonnegative. If (without loss of generalization)

d1 < 0 and d2, . . . , dn > 0 such that ι′nd < 0, then

q1 = ι′nd− d1 = d2 + · · · + dn > 0

and

qi =
n∑

k=i+1

dk > 0, i = 2, . . . , n.

Moreover,

λ1 = d1q1/q0 > 0

because both d1 and q0 = ι′nd are negative, and

λi = diqi/qi−1 > 0 i = 2, . . . , n.

Proof. We follow exactly the same line of reasoning as Tanabe and Sagae.

First, we show that the inverse of the matrix L is given by

L−1 =



1
h2 1
h3 h3 1
...
hn hn hn . . . hn 1

 (3.9.10)

where hi is defined by

hi = di/qi−1 = −li,i−1 i = 1, . . . , n.
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Since L and L−1 as defined in (3.9.9) and (3.9.10) are both lower triangular

matrices with unit diagonal elements, so is their product. Because li,jlj,j−1 =
li,j−1 − li,j , it is easily verified that for i > j, the (i, j)th element of LL−1 is

given by

li,j + li,j+1hj+1 + · · · + li,i−1hi−1 + hi
= li,j − li,j+1lj+1,j − li,j+2lj+2,j+1 − · · · − li,i−1li−1,i−2 − li,i−1

= li,j − (li,j − li,j+1)− (li,j+1 − li,j+2)− · · · − (li,i−2 − li,i−1)− li,i−1

= 0.

Second, we show that the equality d = (ι′nd)Lh holds, with h = (h1, . . . , hn)
′.

This follows because

di = hiqi−1 = hi
ι′nd− i−1∑

k=1

dk

 i = 1, . . . , n,

hence

di + hi
i−1∑
k=1

dk = (ι′nd)hi,

which implies L−1d = (ι′nd)h. Finally, consider

L−1

(
diag(d)− 1

ι′nd
dd′

)(
L′

)−1 = L−1diag(d)
(
L′

)−1 − (ι′nd)hh′.

Its ith diagonal element equals

h2
i

i−1∑
k=1

dk + di − (ι′nd)h2
i = di − h2

i

ι′nd− i−1∑
k=1

dk


= di − h2

i qi−1 = diqi/qi−1 = λi.
If i > j, then the (i, j)th element of this matrix is

hihj
j−1∑
k=1

dk + hidj − (ι′nd)hihj = hidj − hidj
ι′nd− j−1∑

k=1

dk


= hi(dj − hjqj−1) = 0.

we know from (3.9.4) that the ith principal minor Mi of Ω is given by

Mi = (d1d2 · · ·di)
ι′nd−

i∑
k=1

dk

ι′nd

= (d1d2 · · ·di)
qi
q0
. (3.9.11)

Now, Mi/Mi−1 = diqi/qi−1 = λi, and the proof is finished.
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3.10 Conclusions

In this chapter, we extensively discussed the matrix V = A − XY∗, where

A is a nonsingular k × k complex matrix, and X and Y are k × p complex

matrices. We started with the special case A = Ik, because many properties

of the matrix V can be derived from those of the matrix Q = Ik − XY∗. In

case Y∗X = Ik, we derived the Moore-Penrose inverse of Q, and we used

this result to derive the Moore-Penrose inverse of V in case Y∗A−1X = Ip.

We also derived some decompositions of Q related to its singular values

and eigenvalues. For the case where V is a real matrix with p = 1, we de-

rived the eigenvalues and eigenvectors of V . The last section of this chap-

ter concentrated on a special case of V with p = 1, namely the matrixΩ = diag(d) − (ι′nd)−1dd′, where d ∈ Rn. This matrix was suggested by

De Boer and Harkema (1997) as a specification for the covariance matrix

corresponding to a sum-constrained model, and it is one of the main topics

of the next chapter. We derived necessary and sufficient conditions for Ω to

be positive semi-definite, and we also derived the Cholesky decomposition

of this matrix.





Chapter 4

Parsimoniously Specified
Covariance Matrices

4.1 Introduction

In this chapter, we consider two aspects of a covariance matrix, namely its

rank and its structure. In particular, we are interested in rank-reduced co-

variance matrices, parsimonious specifications of covariance matrices, and

a combination of these two.

In section 4.2 we start with considering n×n covariance matrices Ω ≥ 0

with rank(Ω) < n. We already paid some attention to singular covariance

matrices in chapter 2, where we studied the singular multivariate normal and

the singular Wishart distribution. Covariance matrices with a rank deficit are

interesting for several reasons. First, there is the objective of reducing the

rank of the covariance matrix, a topic we discuss in section 4.2. Besides a

brief overview of the literature, we will approximate a covariance matrix with

given diagonal elements by a matrix of lower rank, where the generalized

variance will be a criterion. Second, we show that matrices with a rank deficit

appear naturally in the context of so-called sum-constrained models, a topic

we will postpone until section 4.4.

In section 4.3, we briefly discuss parsimonious specifications of a covari-

ance matrix, where parsimony is obtained by imposing a certain structure.

Among other things, parsimony is important for making statistical infer-

ences, for identifiability, and for avoiding the curse of dimensionality (over-

fitting).

We emphasize that the sections 4.2 and 4.3 are not intended to be ex-

haustive. The techniques and methods mentioned are just a selection from
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the huge amount of literature on these topics, and we chose them either

because they are well-known, or because we use them in one of the later

chapters.

In the remainder of this chapter, we focus on the specification of the

covariance matrix in sum-constrained models. Section 4.4 explains which

constraints on these covariance matrices are implied by the model. Subse-

quently, we study an interesting feasibility problem related to estimation of

the covariance matrix. In section 4.5 and 4.6 we discuss a particular parame-

terization of the sum-constrained covariance matrix that has been suggested

by De Boer and Harkema (1997). Here, the goals of rank reduction and par-

simony are combined. Some motivations for this parameterization will be

given and we derive necessary and sufficient conditions for this parameteri-

zation to be equivalent with another one. Finally, in section 4.7, we suggest

and briefly discuss a more general specification of the covariance matrix

corresponding to a sum-constrained model.

4.2 Rank reduction

In this section, we are concerned with reducing the rank of an n×n covari-

ance matrix Ω. Subsection 4.2.1 briefly discusses some well-known methods

which aim at reducing the rank of a matrix. Often, these methods have the

objective to reduce the dimensionality of a problem. In subsection 4.2.2, we

introduce a new approach to reduce the rank of a covariance matrix with

given diagonal elements, which involves entropy maximization.

4.2.1 Some well-known methods

A well-known method related to rank reduction is called Principal Compo-

nent Analysis (PCA). PCA was developed by Hotelling (1933) and aims to dis-

cover or to reduce the dimensionality of a data set or to identify new mean-

ingful underlying variables. PCA involves a mathematical procedure that lin-

early transforms a number of (possibly) correlated variables into a (smaller)

number of uncorrelated variables called principal components. Tradition-

ally, principal component analysis is performed on a covariance matrix in a

sample or in a population. The principal components are given by the eigen-

vectors of the dispersion matrix, and if not all principal components are

retained, this dispersion matrix is approximated by a matrix of lower rank.

Details about PCA can, for example, be found in Rao (1973).
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An application closely related to PCA is the approximation of a matrix Ω
by another matrix of lower rank, say Ω̃k, such that the distance ||Ω − Ω̃k||
is minimized. Whereas we can consider any matrix norm to analyze this

problem, the application of the Frobenius norm in this context has become

famous by Eckart and Young (1936). These authors showed that if this least-

squares criterion of approximation is adopted, the problem of finding a ma-

trix Ω̃k of rank k which most closely approximates a given matrix Ω of higher

rank follows from the singular value decomposition of Ω by setting all but

the k largest singular values of Ω equal to zero and retaining the singular

vectors. An application of this method in the area of text analysis can be

found in chapter 6. By applying a singular value decomposition to the so-

called term-by-document matrix, we create a low-rank approximation of this

matrix which is expected to better represent the interdependencies between

the documents.

In the field of applied statistics and psychometrics, matrix factorization

often serves the purpose of reducing the rank of a matrix. Matrix factoriza-

tion is then used to represent, possibly spatially, the structure that may be

inherent in a given data matrix obtained on a collection of objects observed

over a set of variables. A historical appraisal of this purpose of matrix factor-

ization, together with the purpose of facilitating numerical linear algebraic

problems, can be found in Hubert et al. (2000).

4.2.2 Entropy maximization with given diagonal elements

We now address a somewhat different problem which, however, still aims at

reducing the rank of a matrix. Suppose we have an n×n covariance matrixΩ ≥ 0 of rank n with given diagonal elements τ1 ≥ · · · ≥ τn, and we want to

approximate this matrix by a matrix Ω̃k ≥ 0 of lower rank, say k, where Ω̃k
has the same diagonal elements as Ω. The fact that the diagonal elements ofΩ are given is an assumption we will encounter more often in this chapter,

especially in the sections 4.4, 4.5, and 4.6 on sum-constrained covariance

matrices.

We assume that Ω is the covariance matrix of some multivariate normally

distributed random vector. In general, little is known about the specification

of the error distribution in a model. Therefore, the aim usually is to impose

a minimum of structure on the error process, which encompasses only a

small number of parameters. Inspired by Don (1986), we therefore apply

the entropy of a probability distribution as a measure for its information

content. A high entropy value implies that a large amount of uncertainty or
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randomness is associated with the probability distribution (see, e.g., Theil,

1971). Our aim is to approximate Ω by a matrix Ω̃k of rank k such that the

entropy of N k(µ, Ω̃k) is maximized. We know from (2.1.5) that this implies

that we have to maximize

1
2
k(1+ log 2π)+ 1

2
log(detk Ω̃k),

which in turn comes down to maximizing the product of the nonzero eigen-

values of Ω̃k. We are interested in the structure of Ω̃k which results from

maximizing the product of the nonzero eigenvalues of this rank-reduced

covariance matrix. The reason to reduce the rank of Ω may again be dimen-

sionality reduction, as outlined in subsection 4.2.1. It is possible that some

components of the random vector X are in some way linearly related. Al-

though we do not know the eigenvalues of Ω̃k in advance, we can use the

following theorem which gives a result on a majorization ordering of the

eigenvalues and diagonal elements of a real symmetric matrix. The proof of

this theorem can be found in Marshall and Olkin (1979). In the following, we

use the basic notation and terminology introduced on page v–vii.

Theorem 4.2.1 (Schur, 1923). IfH is an n×n Hermitian matrix with diagonal

elements τ1, . . . , τn and characteristic roots λ1, . . . , λn, then

τ ≺ λ on Rn.

The following theorem is more or less the converse of theorem 4.2.1.

Theorem 4.2.2 (Horn, 1954, Mirsky, 1958). If τ1 ≥ · · · ≥ τn and λ1 ≥ · · · ≥
λn are 2n numbers satisfying τ ≺ λ on Rn, then there exists a real sym-

metric matrix H with diagonal elements τ1, . . . , τn and characteristic roots

λ1, . . . , λn.

To see how we can exploit these results, we assume, without loss of gen-

erality, that the diagonal elements of Ω are ordered such that τ1 ≥ · · · ≥
τn > 0. Define τ = (τ1, . . . , τn)

′ and let λ = (λ1, . . . , λn)
′ with τ ≺ λ. Ac-

cording to theorem 4.2.2, there exists a real symmetric matrix Ω with diag-

onal elements τ1, . . . , τn and characteristic roots λ1, . . . , λn. This is how we

become interested in the following problem:

max
λ

k∏
i=1

λi, (4.2.1)
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subject to
τ ≺ λ
λ1 ≥ λ2 ≥ · · · ≥ λk > 0

λk+1 = · · · = λn = 0

 (4.2.2)

The problem defined by (4.2.1) and (4.2.2) is a special case of a more gen-

eral optimization problem as stated in the following theorem. The idea to

study this more general problem is, however, completely driven by the prob-

lem outlined above. The proof of this theorem can be found in appendix 4.A.

Theorem 4.2.3. Let ϕ : Rd → R be Schur-concave. Consider the optimization

problem

max
x
ϕ(x)

subject to
h ≺ x
x1 ≥ x2 ≥ · · · ≥ xk > 0

xk+1 = · · · = xd = 0,

where h1 ≥ · · · ≥ hd > 0. Define

h̄j =
1

k− j + 1
(hj + · · · + hd),

I = {j = 1, . . . , k− 1|hj ≤ h̄j+1},
and m = min I in case I �= ∅ and m = k otherwise. The maximum of ϕ(x)
is then achieved in x∗ ∈ Rd, where x∗ equals

x∗i = hi i = 1, . . . ,m− 1

x∗i = h̄m i =m, . . . , k
x∗i = 0 i = k+ 1, . . . , d.

This solution is unique if ϕ is strictly Schur-concave.

Because the function
∏k
i=1 xi is Schur-concave, the answer to the problem

defined in (4.2.1) and (4.2.2) follows immediately from theorem 4.2.3 with

d = n and ϕ(x) =∏k
i=1 xi.

Corollary 4.2.1. The solution λ∗ of the problem defined by in (4.2.1) and (4.2.2)

is given by

λ∗i = τi i = 1, . . . ,m− 1

λ∗i = τ̄m i =m, . . . , k
λ∗i = 0 i = k+ 1. . . . , n,
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where m = min I in case I �= ∅ and m = k otherwise,

I = {j = 1, . . . , k− 1|τj ≤ τ̄j+1}

and

τ̄j =
1

k− j + 1
(τj + · · · + τn).

We demonstrate by means of the following two examples how to ex-

ploit corollary 4.2.1 to find the answer of the problem described in (4.2.1)

and (4.2.2).

Example 4.2.1. With n = 5, k = 4 and τ = (7,5,4,3,1)′, we first compute

τ̄2 = (5 + 4 + 3 + 1)/3 = 41
3 , so that τ1 > τ̄2, which implies m > 1. Sub-

sequently, τ̄3 = (4 + 3 + 1)/2 = 4, so that τ2 > τ̄3 and m > 2. Because

τ3 ≤ τ̄4 = (3 + 1)/1 = 4, it follows that m = 3. Therefore, we find that

λ∗1 = τ1 = 7, λ∗2 = τ2 = 5, λ∗3 = λ∗4 = 4, and λ∗5 = 0.

Example 4.2.2. With n = 5, k = 3 and τ = (6,5,5,5,4)′, we again compute

τ̄2 = (5 + 5 + 5 + 4)/3 = 61
3 . Because τ1 < τ̄2, it immediately follows that

m = 1, so that λ∗1 = · · · = λ∗3 = τ̄1 = (6 + 5 + 5 + 5 + 4)/4 = 61
4 and

λ∗4 = λ∗5 = 0.

If we return to the original problem of approximating the n×n matrix Ω
by a matrix Ω̃k of rank k such that the diagonal elements of Ω and Ω̃k are the

same, and such that the product of the nonzero eigenvalues of Ω̃k is maxi-

mal, then corollary 4.2.1 gives us the eigenvalues of Ω̃k. Note, however, that

we have not found the matrix Ω̃k yet. If Λ∗ = (λ∗1 , . . . , λ∗k ,0, . . . ,0) denotes

the n × n matrix with the optimal eigenvalues from corollary 4.2.1 on its

diagonal, then we still have to find an orthogonal n × n matrix C such that

(CΛC′)ii = τi for i = 1, . . . , n. An inductive procedure to find this matrix C
was given by Marshall and Olkin (1979) in their proof of theorem 4.2.2.

4.3 Parsimony

In many statistical applications, it is common to model the n×n covariance

matrix Ω as a function of a parameter vector θ, that is, Ω = Ω(θ). Because of

identifiability issues, the dimension of θ is usually smaller than n(n+ 1)/2,

the number of parameters in Ω. In the standard linear regression model, for

example, where y = Xβ + ε,y ∈ Rn, and X is a fixed n × k matrix of full

column rank, it is assumed that ε ∼ N (0, σ 2In). If the assumption of ho-

moscedasticity is violated, but if it is still expected that the disturbances are
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uncorrelated, then the covariance matrix of these disturbances is modelled

as Ω = diag(σ 2
1 , . . . , σ

2
n), where additional restrictions on the σ 2

i are nec-

essary in order to assure identifiability. Parsimony of a model refers to an

economical parameterization of the model. Too many parameters in a model

may not only lead to estimation and identifiability problems, but also ques-

tions the usefulness of the model. A certain amount of degrees of freedom

is necessary to make valid inferences.

An example of a technique where an explicit structure on the covariance

matrix is assumed is factor analysis (see, e.g., Lawley and Maxwell, 1963).

Factor analysis is a statistical approach that can be used to analyze interre-

lationships among a large number of variables and to explain these variables

in terms of their common underlying dimensions (factors) with a minimum

loss of information. The covariance matrix in the factor model equals

Ω = ΛΦΛ′ + Ψ ,
where Λ is the matrix of factor loadings, Φ is the factor correlation matrix

and Ψ is the diagonal covariance matrix of the error term. Exploratory fac-

tor analysis does not use subject matter theory to restrict the parameters.

Confirmatory factor analysis, by contrast, takes subject matter theory as its

point of departure and assumes prior knowledge incorporated by restric-

tions on Λ and Ω (Wansbeek and Meijer, 2000).

Structural equation models have been used in many substantive prob-

lems in the social and behavioral sciences, and are used to specify the phe-

nomenon under study in terms of tentative cause and effect variables and

various causal effects (Joreskög and Sörbom, 1982). Joreskög formulated the

general LISREL model for systems of structural equations. The LISREL model

consists of two parts. The measurement model specifies how the latent vari-

ables are measured in terms of the observed variables, and it describes the

measurement properties of the observed variables. The structural equation

model specifies the causal relationships among the latent variables and de-

scribes the causal effects and the amount of unexplained variance. The (com-

plex) covariance matrix corresponding to the LISREL model contains a lot of

parameters. For the LISREL model to be identifiable, the number of parame-

ters in the model is restricted. A necessary condition for identifiability was

given by Joreskög and Sörbom (1982). Prior knowledge or prior belief is used

to determine upfront which parameters will be fixed, constrained, or free.

To combine the ideas of rank reduction and parsimony, the covariance
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matrix can also be modelled as

Ω = ∆−XX′, (4.3.1)

where ∆ is an n×n diagonal matrix and X is an n×p matrix of rank p� n,

in such a way that Ω has a rank lower than n. The matrix Ω as defined

in (4.3.1) is a special type of the matrix A − XY∗, which was the central

theme of chapter 3. For p = 1, equation (4.3.1) becomes

Ω = ∆− xx′,
a structure we will study in detail in the sections 4.5 and 4.6. If the ma-

trix ∆ = diag((ι′nx)x), then Ωιn = 0, so that the covariance matrix is sum-

constrained. Sum-constrained covariance matrices are the topic of the re-

mainder of this chapter. The use of (4.3.1) for the covariance matrix corre-

sponding to a sum-constrained model with p > 1 will be further discussed

in section 4.7, where some suggestions for further research are done.

4.4 Sum-constrained covariance matrices

As already mentioned in section 4.1, singular covariance matrices naturally

appear in the context of sum-constrained models. In sum-constrained mod-

els, the dependent variables add up to a fixed number. Such models occur

in many fields of economic research. In production theory the cost shares

of the various factors of production add up to unity, in marketing analysis

the market shares of all brands add up to unity, in demand analysis the

amount spent on the categories of consumer goods and services that are

distinguished add up to total expenditure, and so on (De Boer and Harkema,

1997). These so-called sum-constrained linear models may generally be rep-

resented by the following system of linear equations

yi = Ziβi +ui i = 1, . . . , n, (4.4.1)

where yi denotes a T × 1 vector of observations on the ith dependent vari-

able, Zi denotes a T × ki matrix of observations on a set of ki explanatory

variables which are specific for the ith dependent variable, βi is a ki × 1

vector of parameters, ui is a T ×1 vector of disturbances, and n is the num-

ber of categories that are distinguished. This notation follows De Boer and

Harkema (1997). The adding-up restrictions imply that

n∑
i=1

yi =m, (4.4.2)
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where m denotes a T × 1 vector of fixed numbers. If we sum (4.4.1) over i
and take expectations, it follows from (4.4.2) that

n∑
i=1

Ziβi =m (4.4.3)

and therefore
n∑
i=1

ui = 0. (4.4.4)

Equation (4.4.4) reflects the well-known fact that the vectors of disturbances

in sum-constrained linear models are linearly dependent. The disturbances

are assumed to be normally distributed and uncorrelated over time. If we

denote the covariance matrix of contemporaneous disturbances by Ω, then

u′ = (u′1, . . . , u′n) ∼N (0,Ω⊗ IT ).
Equality (4.4.4) implies that Ωιn = 0, (4.4.5)

that is, the covariance matrix Ω is singular. The sum-constrained linear

model will be discussed in detail in chapter 5.

In the following subsections, we develop somewhat more intuition about

the covariance matrix corresponding to a sum-constrained model. In sub-

section 4.4.1, we assume that the diagonal elements of Ω are given, and we

study the existence of Ω ≥ 0 such that Ωιn = 0. We translate this existence

question into two equivalent approaches. The first one is intuitively most

easy to grasp, but is only useful for n = 2 and n = 3, see subsection 4.4.2,

respectively 4.4.3. The second approach can also be used to find necessary

conditions for the existence of Ω ≥ 0 with Ωιn = 0 for general n.

4.4.1 A feasibility problem

Suppose that the diagonal elements of Ω ≥ 0 are given so that we become

interested in the following class of n×n matrices:{Ω|Ω ≥ 0,Ωιn = 0, rank(Ω) = n− 1, (ω11, . . . ,ωnn)
′ = (τ1, . . . , τn)

′} .
(4.4.6)

We assume throughout that τ1, . . . , τn > 0. Note that, if we drop the restric-

tion Ωιn = 0, we can take Ω = diag(τ1, . . . , τn)
′. The sum constraint makes

the problem more complicated, but also more interesting. The first problem

we are therefore interested in is
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Problem 4.4.1. Under which conditions is the class of matrices as defined

in (4.4.6) non-empty?

Because the rank of Ω equals n− 1, we know that we can write Ω = AA′,
where the n×(n−1)matrix A satisfies A′ιn = 0. By writing Ω = AA′, we deal

with symmetry and nonnegative definiteness at the same time. The class of

matrices (4.4.6) is therefore equivalent with the class{
A|A : n× (n− 1), rank(A) = n− 1, A′ιn = 0, (AA′)ii = τi, i = 1, . . . , n

}
.

(4.4.7)

If we define A′ = (A1, . . . , An), where the A′i are the rows of A, then A must

satisfy the restrictions

0 = A′ιn = A1 + · · · +An
and

τi = e′iAA′ei = A′iAi, i = 1, . . . , n.

With Ai =
√τibi, we can redefine this problem as finding vectors b1, . . . , bn ∈

Rn−1 such that
√τ1b1 + · · · +

√τnbn = 0 with ||b1|| = · · · = ||bn|| = 1.

Moreover, because the rank of A must equal n − 1, the vectors b1, . . . , bn
must contain a basis for Rn−1. A different, but equivalent formulation of

problem 4.4.1 is therefore

Problem 4.4.2. Under which conditions can we find vectors b1, . . . , bn ∈ Rn−1

with ||b1|| = · · · = ||bn|| = 1 such that b1, . . . , bn contains a basis for Rn−1

and
√τ1b1 + · · · +

√τnbn = 0?

We discuss the problems 4.4.1 and 4.4.2 in the subsections 4.4.2 and 4.4.3

for n = 2 and n = 3, respectively. We will show in section 4.4.4 that by study-

ing problem 4.4.2 for general n, we are able to find a necessary condition on

the diagonal elements of Ω for the class of matrices as defined in (4.4.6) to

be non-empty.

4.4.2 Feasibility for n = 2

First, consider the case n = 2. To solve problem 4.4.1, the matrix

Ω =
(
ω11 ω12
ω12 ω22

)

must satisfy

ω11 +ω12 = 0

ω21 +ω22 = 0,
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so that ω11 = −ω12 = −ω21 =ω22. Because the diagonal elements of Ω are

fixed, that is, ω11 = τ1 and ω22 = τ2, we must have τ1 = τ2 ≡ τ , so that

Ω =
(
τ −τ
−τ τ

)
. (4.4.8)

Because

x′Ωx = τ (
x2

1 + x2
2 − 2x1x2

)
= τ(x1 − x2)

2 ≥ 0

for all x ∈ R2, it follows that Ω ≥ 0. Note that we can write

Ω = τ
(

1 −1
−1 1

)
= τ

(
2I2 − ι2ι′2

)
.

For problem 4.4.2, we are looking for b1, b2 ∈ R such that
√τ1b1 +√τ2b2 = 0 and |b1| = |b2| = 1. It immediately follows that τ1 = τ2 and

b1 = −b2, so that

A =
( √

τ
−√τ

)
and

Ω = AA′ =
(
τ −τ
−τ τ

)
,

the same expression as (4.4.8).

In case n = 2, τ1 = τ2 is a necessary and sufficient condition for the

existence of the required Ω, and in this case Ω is unique, namely as given

by (4.4.8).

4.4.3 Feasibility for n = 3

To solve problem 4.4.1 for n = 3, we have to consider

Ω =
ω11 ω12 ω13
ω12 ω22 ω23
ω13 ω23 ω33


such that ωii = τi, i = 1,2,3, where τ1, τ2, τ3 > 0. Moreover, from Ωι3 = 0

we obtain

τ1 = −ω12 −ω13

τ2 = −ω12 −ω23

τ3 = −ω13 −ω23.
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This implies τ1+τ2+τ3 = −2(ω12+ω13+ω23), so thatω12+ω13+ω23 =
−(τ1 + τ2 + τ3)/2, and

ω12 = 1
2
(−τ1 − τ2 + τ3)

ω13 = 1
2
(−τ1 + τ2 − τ3)

ω23 = 1
2
(τ1 − τ2 − τ3).

Therefore, we find that

Ω =
 τ1

1
2(−τ1 − τ2 + τ3)

1
2(−τ1 + τ2 − τ3)

1
2(−τ1 − τ2 + τ3) τ2

1
2(τ1 − τ2 − τ3)

1
2(−τ1 + τ2 − τ3)

1
2(τ1 − τ2 − τ3) τ3



= 1
2
(τ1 + τ2 − τ3)

 1 −1 0
−1 1 0

0 0 0

+
+1

2
(τ1 − τ2 + τ3)

 1 0 −1
0 0 0

−1 0 1

+
+1

2
(−τ1 + τ2 + τ3)

 0 0 0
0 1 −1
0 −1 1

 . (4.4.9)

Sufficient conditions for S to be positive semi-definite clearly are

τ1 + τ2 − τ3 ≥ 0

τ1 − τ2 + τ3 ≥ 0

−τ1 + τ2 + τ3 ≥ 0,

however, are these conditions also necessary? Because τ1, τ2, τ3 > 0 and

|Ω| = 0, we only need to check that the 2× 2 principal minors are nonnega-

tive. The first 2× 2 principal minor equals∣∣∣∣∣ τ1
1
2(−τ1 − τ2 + τ3)

1
2(−τ1 − τ2 + τ3) τ2

∣∣∣∣∣ = τ1τ2 −
1
4
(τ1 + τ2 − τ3)

2

= −1
4

(
τ2

1 + τ2
2 + τ2

3 − 2τ1τ2+
− 2τ1τ3 − 2τ2τ3

)
,

and we find the same result for the other two minors. Therefore, Ω is positive

semi-definite if and only if

(
τ1 τ2 τ3

) 1 −1 −1
−1 1 −1
−1 −1 1


τ1
τ2
τ3

 ≤ 0, (4.4.10)
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because the matrix 2I3−ι3ι′3 is invertible and τ1, τ2, τ3 > 0. Note that (4.4.10)

is equivalent with

(
τ1 τ2 τ3

)
(2I3 − ι3ι′3)

τ1
τ2
τ3

 ≤ 0. (4.4.11)

In terms of problem 4.4.2, we are looking for b1, b2, b3 ∈ R2 such that√τ1b1 +√τ2b2 +
√τ3b3 = 0 with ||b1|| = ||b2|| = ||b3|| = 1. In other words,

b1, b2, and b3 should satisfy

b3 = −
√
τ1

τ3
b1 −

√
τ2

τ3
b2

and

1 = ||b3||2 =
τ1

τ3
+ τ2

τ3
+ 2

√
τ1

τ3

√
τ2

τ3
b′1b2. (4.4.12)

Because |b′1b2| ≤ 1, equation (4.4.12) is equivalent with

τ3 = τ1 + τ2 + 2
√
τ1

√
τ2 cos(b1, b2).

However, because b1 and b2 should constitute a basis for R2, the case b1 =
λb2 is not permitted so that −1 < cos(b1, b2) < 1. Therefore, we see that

for n = 3, the diagonal elements
√τ1,

√τ2 and
√τ3 must be the lengths of

sides of a triangle, as illustrated by figure 4.1. For all different i, j, and k, the

√τ2

√τ1

√τ3

b2

b1

√τ3√τ1

√τ2

Figure 4.1.
√τ1,

√τ2, and
√τ3 must constitute the lengths of sides of a tri-

angle.

triangle inequality √
τi +

√
τj >

√
τk (4.4.13)
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must hold. If τ1 ≥ τ2 ≥ τ3, this is equivalent with

√
τ1 <

√
τ2 +

√
τ3.

Note that in this case the necessary condition (4.4.11) we derived above

should be equivalent with the above conditions (4.4.13). It is easy to prove

this, because (4.4.11) is equivalent with

τ2
1 + τ2

2 + τ2
3 − 2τ1τ2 − 2τ1τ3 − 2τ2τ3 < 0

� (τ1 − τ2 − τ3)
2 − 4τ2τ3 < 0

� |τ1 − τ2 − τ3| < 2
√τ2

√τ3

� τ2 + τ3 − 2
√τ2

√τ3 < τ1 < τ2 + τ3 + 2
√τ2

√τ3

�
(√τ2 −

√τ3

)2
< τ1 <

(√τ2 +
√τ3

)2

�
√τ2 −

√τ3 <
√τ1 <

√τ2 +
√τ3

�
√τ1 <

√τ2 +
√τ3,

since we assumed τ1 ≥ τ2 ≥ τ3 > 0. Since (4.4.11) was derived without any

assumption on the order of the τi, we see indeed that generally (4.4.13) must

hold for all different i, j, and k. Just as for the case n = 2, it is possible to

find an expression for the vectors b1, b2, and b3, and for the matrix A, but

these expressions are not nice, and therefore we leave them out.

In case n = 3, if τ1 ≥ τ2 ≥ τ3 > 0, then
√τ1 <

√τ2 +
√τ3 is a necessary

and sufficient condition for the existence of Ω and it can explicitly be given

by (4.4.9). This Ω is again unique.

4.4.4 Feasibility for general n

We showed above that, for n = 2, the answer to both problem 4.4.1 and 4.4.2

is easy to find. For n = 3, however, the analyses already become more

complicated. For n > 4, the derivations become more difficult and we can-

not give an explicit expression for Ω in terms of the τi, such that Ω ≥ 0,

(ω11, . . . ,ωnn)
′ = (τ1, . . . , τn)

′ and Ωιn = 0, that is, we cannot explicitly

solve problem 4.4.1 and 4.4.2. By following the approach to solve prob-

lem 4.4.2 for n = 3 in subsection 4.4.3, however, we are able to derive

a necessary condition for the existence of the sum-constrained covariance

matrix with given diagonal elements.

For general n, we are interested in the question when we can find vectors

b1, . . . , bn ∈ Rn−1 with ||b1|| = · · · = ||bn|| = 1 and
√τ1b1 + · · · +

√τnbn =
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0, such that the vectors b1, . . . , bn contain a basis for Rn−1. To answer this

question, first observe that

bn = −
√
τ1

τn
b1 − · · · −

√
τn−1

τn
bn−1. (4.4.14)

According to the triangle inequality, equation (4.4.14) implies

1 = ||bn|| ≤
√
τ1

τn
||b1|| + · · · +

√
τn−1

τn
||bn−1||

=
√
τ1

τn
+ · · · +

√
τn−1

τn
. (4.4.15)

Equality holds in (4.4.15) if and only if b1 = · · · = bn and
√τn = √τ1 +

· · · + √τn−1, so that the bi’s do not contain a basis for Rn−1, which is not

allowed. Because we did not use the fact that the τi’s are ordered, equa-

tion (4.4.15) must hold for all permutations of the indices {1, . . . , n}. There-

fore, we proved the following theorem.

Theorem 4.4.1. A necessary condition for the existence of a symmetric posi-

tive semi-definite n×n matrix Ω with given diagonal elements τ1 ≥ · · · ≥ τn
such that Ωιn = 0 is √

τ1 <
√
τ2 + · · · +

√
τn. (4.4.16)

We will show in section 4.6 that (4.4.16) is also sufficient. It turns out that

if (4.4.16) holds, there exists a (unique) vector d ∈ Rn such that the matrixΩ as described in this theorem can be written as

Ω = diag(d)− (ι′nd)−1dd′, (4.4.17)

which is one of the reasons why the specification (4.4.17) is not such a bad

idea at all. In the following section, we give some other reasons to specify the

covariance matrix corresponding to a sum-constrained model as in (4.4.17).

4.5 Motivations for Ω = diag(d)− (ι′nd)−1dd′

In this section, we give some motivations to specify the covariance matrix

corresponding to a sum-constrained model as in (4.4.17).

4.5.1 An intuitive motivation

As already mentioned in the introduction of this chapter, estimation of

the covariance matrix in sum-constrained models is not always straightfor-

ward. The method of maximum likelihood estimation often breaks down
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or produces unstable estimates, in particular if the number of observations

is small as compared to the number of categories (De Boer and Harkema,

1997). This is caused by the fact that the estimate of the contemporaneous

covariance matrix of the disturbances becomes singular or almost singular.

In order to solve this problem, it is common in applied research to impose

restrictions on the covariance matrix. McGuire et al. (1968) assumed for ex-

ample that Ω = σ 2(In −n−1ιnι
′
n). The disadvantage of this approach is that

the variances across all categories are assumed to be equal. To elaborate on

this idea, let Ω = diag(q)− 1
ι′nd

dd′. (4.5.1)

with d and q n×1 vectors. This implies that d and q are restricted such that

Ωιn = q − d = 0,

so q = d and the basic structure is

Ω = diag(d)− 1
ι′nd

dd′. (4.5.2)

This is the structure suggested by De Boer and Harkema (1984) and it has

the advantage that variances are allowed to differ across categories. Note

that we immediately choose to include a normalizing term in (4.5.1), similar

to the term n−1 in the specification Ω = σ 2(In − n−1ιnι
′
n). If we think in

terms of specifying Ω as a diagonal matrix minus a matrix of rank one, then

a more natural choice is Ω = diag(q)− dd′,
which leads to q = (ι′nd)d, so that the basic structure becomes

Ω = diag((ι′nd)d)− dd′. (4.5.3)

It may seem that the specifications (4.5.2) and (4.5.3) are equivalent, but this

is not true. Note that in (4.5.3), the matrix Ω is specified as a diagonal matrix

minus a positive semi-definite matrix of rank one. In (4.5.2), Ω is specified

as a diagonal matrix minus a matrix of rank one, and this matrix of rank

one can be positive or negative semi-definite, depending on the sign of ι′nd.

It is easy to show that the specifications (4.5.2) and (4.5.3) are equivalent

if and only if ι′nd > 01. To be more precise, equation (4.5.3) can always

be reparameterized as (4.5.2), but not the other way around. Therefore, the

specification (4.5.2) is richer and is able to cope with more situations than

1This result is a special case of a more general result we will prove in subsection 4.7.1.
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the specification (4.5.3). This fact is confirmed by taking into account that

the matrix Ω needs to be positive semi-definite. We showed in theorem 3.9.1

that Ω as defined in (4.5.2) is positive semi-definite if and only if all di’s
are positive, or if dj < 0 and |dj| >

∑
i �=j di for some j. Using a similar

derivation, we can also show that Ω as in (4.5.3) is positive semi-definite if

and only if all di’s are of the same sign. This result also follows immediately

from lemma 4 of Baksalary and Trenkler (1991). According to this lemma,

the matrix ∆ − dd′ with ∆ = diag((ι′nd)d) is positive semi-definite if and

only if

(i) ∆ ≥ 0;
(ii) d ∈ R(∆);

(iii) d′∆−1d ≤ 1.

Because d = ∆(ι′nd)−1ιn and d′∆−1d = 1, the conditions (ii) and (iii) are al-

ways satisfied. As for condition (i), we see that all di’s should be of the same

sign. The matrix Ω as defined in (4.5.3) is sign-invariant, because this spec-

ification cannot distinguish between the vector d and the vector −d. This

implies that the sign of d is not identified. Since this sign-invariance is not

interesting, we might as well restrict all di’s to be positive. The specifica-

tion (4.5.2) is therefore somewhat more general, because it also allows, e.g.,

d1 < 0, d2, . . . , dn > 0 such that ι′nd < 0.

Because of this, we proceed from now on with the more general spec-

ification (4.5.2) and, without loss of generality, we assume that the di are

different and ordered as |d1| > d2 > · · · > dn. Whereas the case d1 < 0

and |d1| >
∑n
i=2 di may seem unnatural, it does have a clear interpretation

(Harkema and De Boer, 1985). If d1 < 0, di > 0, i = 2, . . . , n and ι′nd < 0, then n∑
i=2

di

2

>
n∑
i=2

d2
i ,

and so

n∑
i=2

di − (ι′nd)−1

 n∑
i=2

di

2

>
n∑
i=2

di − (ι′nd)−1
n∑
i=2

d2
i

=
n∑
i=2

[
di − (ι′nd)−1d2

i

]
.

Substitution of
∑n
i=2 di = ι′nd − d1 in the left-hand side of this inequality

gives

d1 − (ι′nd)−1d2
1 >

n∑
i=2

[
di − (ι′nd)−1d2

i

]
.
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Thus, d1 < 0 implies that the variance of the first category is bigger than

the sum of the variances of the remaining categories. In a similar way , it

can be shown that the case di > 0, i = 1, . . . , n implies that the variance

of each category is smaller than the sum of the variances of the remaining

categories.

4.5.2 Entropy maximization

A less ad hoc derivation of Ω was suggested by Don (1986). In general, lit-

tle is known about the specification of the error distribution in a model.

Don applied the entropy of a probability distribution as a measure for its

information content. Recall that a high entropy value implies that a large

amount of uncertainty or randomness is associated with the probability dis-

tribution (see, e.g. Theil, 1971).

We know from subsection 2.1.3 that the entropy value ofN p(µ,Ω) equals

H = 1
2

log |Ω| + 1
2
p(1+ log 2π), (4.5.4)

so that maximizing the entropy corresponds to maximizing the generalized

variance |Ω|. Linear restrictions on the covariance matrix do not affect this

result (Don, 1986). Since we are dealing with a singular covariance matrix,

Don chose to reformulate the problem on the orthogonal complement of the

implied kernel {ιn} of Ω, where {ιn} denotes the linear space spanned by the

vector ιn. This comes down to computing the entropy of N n(µ,Ω) relative

to the Lebesgue measure defined on the orthogonal complement of {ιn}. It

then follows from (2.1.5) in chapter 2 that we have to maximize

H = 1
2

log

n−1∏
i=1

λi(Ω)
+ 1

2
(n− 1)(1+ log 2π), (4.5.5)

where the λi(Ω) are the n − 1 largest eigenvalues of Ω. We assume that

λ1(Ω) ≥ λ2(Ω) ≥ · · · ≥ λn−1(Ω) > λn(Ω) = 0. Therefore, in our application,

the maximum entropy approach comes down to maximizing the product of

the nonzero eigenvalues of Ω. Because λi(Ω) ≥ 0 for all i, the function H is

strictly log-concave on

S+ιn =
{Ω ≥ 0|rank(Ω) = n− 1,Ωιn = 0

}
.

Moreover, S+ιn is also convex, because if 0 ≤ α ≤ 1 and Ω1,Ω2 ∈S+ιn , thenΩ = αΩ1 + (1 − α)Ω2 ∈ S+ιn . According to theorem 9.G.1 of Marshall and
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Olkin (1979), it now follows that(
λ1(Ω), . . . , λn−1(Ω)) ≺ α

(
λ1(Ω1), . . . , λn−1(Ω1)

)
+

+(1−α)
(
λ1(Ω2), . . . , λn−1(Ω2)

)
.

Because
∏n−1
i=1 λi(Ω) is strictly log-concave, it is also strictly Schur-concave.

This implies that

n−1∏
i=1

λi(Ω) ≥
n−1∏
i=1

[
αλi(Ω1)+ (1−α)λi(Ω2)

]

≥
n−1∏
i=1

λi(Ω1)

α n−1∏
i=1

λi(Ω2)

1−α
. (4.5.6)

Note that the last step in (4.5.6) follows by taking logarithms, using the fact

that the logarithmic function is strictly concave and by taking exponentials

again. Equation (4.5.6) shows that H is strictly concave on the space of co-

variance matrices with fixed kernel {ιn}. Moreover, because the restrictions

on Ω are linear, there exists a unique matrix Ω such that (4.5.5) achieves its

maximum.

If the trace of Ω is given, say tr(Ω) = s, then maximum entropy is attained

by the matrix Ω∗ which has equal eigenvalues, namely

λ1(Ω∗) = · · · = λn−1(Ω∗) = s
n− 1

,

so that Ω∗ = s
n− 1

(
In −n−1ιnι

′
n

)
,

which implies that all the variances are equal. If this is too restrictive, then

we have to make some other assumption about the variances, for example

that they are given. This brings us to the following question: how dow we

find a matrix Ω ≥ 0 with Ωιn = 0 and ωii = τi, i = 1, . . . , n, such that the

product of the nonzero eigenvalues of Ω is maximized?

To answer this question Don advocated the following maximum entropy

approach. Let Ω = AA′

with A of order n× (n− 1) and let A follow from

max
A

1
2

log |A′A| (4.5.7)

subject to
A′ιn = 0

e′iAA
′ei = τi for i = 1, . . . , n.

 (4.5.8)
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Note that maximizing log |A′A| is equivalent with maximizing the entropy

H. As we already saw in subsection 4.4.1, the specification Ω = AA′ has

the advantage of dealing with symmetry and nonnegative definiteness at the

same time. Now suppose that the set

S+ιn(τ1, . . . , τn) =
{Ω ≥ 0|rank(Ω) = n− 1,Ωιn = 0,ωii = τi, i = 1, . . . , n

}
is non-empty, so that this set is convex. Because H is strictly concave on this

set, which is also compact, H attains its maximum (and its minimum) on this

set. A feasibility problem which Don did not consider is the following: when

does a matrix Ω = AA′ exist such that Ωιn = 0 and ωii = τi for all i? That

is, if we disregard the goal of maximizing the entropy, when is it possible

to parameterize Ω as AA′ with A′ιn such that it has the correct diagonal

elements? The answer is given by theorem 4.4.1, that is, if we assume that

τ1 ≥ · · · ≥ τn, then a necessary condition (which will turn out to be suffi-

cient as well, see section 4.6) for the existence of a solution of the problem

defined in (4.5.7) and (4.5.8) is that√
τ1 <

√
τ2 + · · · +

√
τn. (4.5.9)

For the time being, suppose that (4.5.9) is satisfied, so that a solution for the

problem exists. We proceed in a similar way as Don. A Lagrangian for this

problem is

L = 1
2

log |A′A| −α′A′ιn −
1
2

n∑
i=1

λi(e
′
iAA

′ei − τi),

where α is an (n− 1)× 1 vector of Lagrange multipliers and λi, i = 1, . . . , n
are also Lagrange multipliers. Applying the rules of matrix differentials, we

obtain

dL = tr
[
(A′A)−1A′ −αι′n −A′Λ]

(dA)− ι′nA(dα)−
1
2

n∑
i=1

(dλi)(e
′
iAA

′ei−τi),

here Λ = diag(λ). From dL = 0 we derive the first-order conditions

(A′A)−1A′ −αι′n −A′Λ = 0 (4.5.10)

ι′nA = 0 (4.5.11)

e′iAA
′ei − τi = 0. (4.5.12)

Postmultiplication of (4.5.10) by A yields A′ΛA = In−1, so that the condi-

tions (4.5.10) and (4.5.11) are equivalent with(
A′

ι′nΛ−1

)Λ(
A Λ−1ιn

)
=

(
In−1 0

0 ι′nΛ−1ιn

)
. (4.5.13)
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If
(
A Λ−1ιn

)
is nonsingular and we take the inverse on both the right-hand

side and the left-hand side of equation (4.5.13), premultiply with
(
A Λ−1ιn

)
,

postmultiply with
(
A Λ−1ιn

)′
, we obtain

AA′ = Λ−1 − 1
ι′nΛ−1ιn

Λ−1ιnι
′
nΛ−1, (4.5.14)

which, with d ≡ Λ−1ιn, is the basic structure (4.5.2) again. The values of the

Lagrange multipliers follow from the fixed values τi on the diagonal of AA′.
With regard to positive semi-definiteness, write

Ω = Λ−1 − 1
ι′nΛ−1ιn

Λ−1ιnι
′
nΛ−1 = C∆C′,

with C orthogonal and ∆ diagonal and nonnegative, which is equivalent with

Λ−1 =
(
C Λ−1ιn

)(∆ 0
0 1

ι′nΛ−1ιn

)(
C′

ι′nΛ−1

)
. (4.5.15)

From (4.5.15), it follows that Ω ≥ 0 � C∆C′ ≥ 0 � ∆ ≥ 0. According to

Sylvester’s law of inertia2 from 1852 (see, e.g., Marcus and Minc, 1964), this

means that only one element of Λ−1 (read d) can be negative and in this case

ι′nΛ−1ιn < 0. If, on the other hand, only one element of Λ−1 is negative and

ι′nΛ−1ιn < 0, then ∆ ≥ 0 � Ω ≥ 0.

It is interesting to examine whether we can link the theory of this sub-

section to the theory developed in subsection 4.2.2. Recall that in this sub-

section, we derived the eigenvalues of the rank-k matrix Ω̃k with diagonal

elements τ1, . . . , τn, such that the product of its nonzero eigenvalues is max-

imal. If we want to apply this result to the central problem in this subsection,

i.e. finding a matrix Ω ≥ 0 of rank n − 1 with given diagonal elements such

that the product of its nonzero eigenvalues is maximized, we have to drop

the assumption Ωιn = 0 for a moment. Corollary 4.2.1 then tells us that the

product of the nonzero eigenvalues of the matrix Ω ≥ 0 with rank(Ω) = n−1

and (ω11, . . . ,ωnn)
′ = (τ1, . . . , τn)

′ is maximized if the eigenvalues λ∗i of Ω
are given by

λ∗i = τi i = 1, . . . ,m− 1

λ∗i = τ̄m i =m, . . . , n− 1

λ∗i = 0 i = n,
2Sylvester’s law of intertia states that if D = diag(d) and E = diag(e) are congruent matri-

ces with d, e ∈ Rn, then the rank of D equals the rank of E, and the number of positive di is
the same as the number of positive ei.
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where m = min I in case I �= ∅ and m = n− 1 otherwise,

I = {j = 1, . . . , k− 1|τj ≤ τ̄j+1}
and

τ̄j =
1

k− j + 1
(τj + · · · + τn).

Knowing the eigenvalues of Ω is, however, not enough, we are also interested

in the structure of the matrix Ω. Because the eigenvalues of a matrix are

invariant under orthogonal transformations, we are therefore looking for a

matrix C ∈ O(n) such that the diagonal elements of Cdiag(λ∗)C′ are equal

to τ1, . . . , τn. Although we already referred to the proof of theorem 4.2.2 of

Marshall and Olkin (1979) for an iterative procedure to find the matrix C , we

will derive this matrix for this specific case ourselves. Therefore, we write

Cdiag(λ∗)C′ =
m∑
i=1

τicic
′
i +

n−1∑
i=m+1

τ̄m+1cic
′
i

=
(

diag(τ1, . . . , τm) 0
0 0

)
+

(
0 0
0 τ̄m+1In−m

)
− τ̄m+1cnc

′
n,

(4.5.16)

where we choose c1 . . . cm equal to the first m unit vectors in Rn, and used

the fact that
n∑
i=1

cic
′
i = In and

m∑
i=1

cic
′
i =

(
Im 0
0 0

)
.

By our choice of the first m eigenvectors, the first m diagonal elements

of the matrix Cdiag(λ∗)C′ are already equal to τ1, . . . , τm, so we are not

concerned about the upper-left-hand block of this matrix. The interesting

part is the lower-right-hand block. Let cn = (0, . . . ,0, cm+1,n, . . . , cn,n)
′, then

we obtain the following equalities for the diagonal elements of the lower-

right-hand block:

τ̄m+1(1− c2
m+1,n) = τm+1

...

τ̄m+1(1− c2
n,n) = τn.

We can solve for cm+1,n, . . . , cn,n to obtain

c2
m+1,n = 1− τm+1

τ̄m+1

...

c2
n,n = 1− τn

τ̄m+1
.



4.5. Motivations for Ω = diag(d)− (ι′nd)−1dd′ 113

Note that, indeed,

c′ncn =
n∑
i=1

c2
i,n =

n∑
i=m+1

(
1− τi

τ̄m+1

)
= (n−m)− (n−m− 1)τ̄m+1

τ̄m+1
= 1,

and, because τn ≤ τn−1 ≤ · · · ≤ τm+1 ≤ τ̄m+1,

1− τi
τ̄m+1

≥ 0 for i =m+ 1, . . . , n.

To summarize, we showed that, if we take

C =
(
Im 0
0 C̃

)
, (4.5.17)

where C̃ = (c̃1, . . . , c̃n−m) ∈ O(n−m),

c̃n−m =
(√

1− τm+1

τ̄m+1
, . . . ,

√
1− τn

τ̄m+1

)′
, (4.5.18)

and c̃1, . . . , c̃n−m−1 are mutually orthogonal, have unit length, and are per-

pendicular to c̃n−m, then the matrix Ω = Cdiag(λ∗)C′ ≥ 0 is such that the

product of its nonzero eigenvalues is maximized under the restriction that

the diagonal elements of Ω equal τ1, . . . , τn.

If we do want to take the restriction Ωιn = 0 into account, we need that

Cdiag(λ∗)C′ιn =
n−1∑
i=1

λ∗i cic
′
iιn

=
n−1∑
i=1

λ∗i (c
′
iιn)ci

= 0,

and because the ci, i = 1, . . . n − 1 constitute a basis in Rn−1, necessarily

c′iιn = 0 for i = 1, . . . , n − 1. This implies that the ci, i = 1, . . . , n − 1 are

orthogonal to ιn, so that cn must equal (1/
√
n)ιn. However, as can be seen

from (4.5.17) and (4.5.18), the last column of C does not satisfy this restric-

tion. The problem of maximizing the product of the nonzero eigenvalues ofΩ with given diagonals such that Ωιn = 0 can therefore not be solved using

this approach. We did show, however, that the restriction Ωιn = 0 is decisive

in this problem, in the sense that the maximum values of the product of the

nonzero eigenvalues of Ω decreases if this restriction must be satisfied.
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4.5.3 Dirichlet distribution

Yet another derivation of the basic structure follows from the Dirichlet dis-

tribution on the shares (e.g., Fang et al., 1990). Woodland (1979) suggested to

use this multivariate distribution for the shares because it ensures that they

are constrained to lie on the unit simplex. The Dirichlet density function for

y = (y1, . . . , yn)
′ is

f(y ;a) =
Γ

 n∑
i=1

ai

/ n∏
i=1

Γ(ai)
 n∏
i=1

yai−1
i ,

where yn ≡ 1 −∑n−1
i=1 yi, a = (a1, . . . , an)

′ is a vector of parameters such

that ai ≥ 0 and Γ(·) is the gamma function. The variances and covariances

between the n shares are

σii = ai(a0 − ai)
a2

0(a0 + 1)

σij = − aiaj
a2

0(a0 + 1)
, i �= j,

where a0 =
∑n
i=1 ai. Define

di =
ai

a0(a0 + 1)
,

then

ι′nd =
1

a0 + 1
> 0,

and it follows that

σii = di −
d2
i

ι′nd

σij = −didj
ι′nd

, i �= j.

So, here we have the basic structure again. This shows that if we assume

that the shares are distributed according to a Dirichlet distribution, the spe-

cific case where one of the di is negative with ι′nd being negative as well, is

not allowed. Therefore, it would be better to state that the assumption of a

Dirichlet distribution leads to the specification (4.5.3) instead of (4.5.2), see

the discussion in subsection 4.5.1.
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4.6 The equivalence of the two parameterizations

In section 4.4 we examined the existence of the matrix Ω ≥ 0 with Ωιn = 0

and (ω11, . . . ,ωnn)
′ = (τ1, . . . , τn)

′. In this section, we examine when we

can parameterize this matrix as in (4.4.17). We start with the cases n = 2

and n = 3 in subsection 4.6.1, where it is still possible to find an explicit

solution for the d’s in terms of the τ ’s. For n > 4 we have to resort to

another approach. In subsection 4.6.2 we derive necessary and sufficient

conditions for the existence of a vector d such that the matrix as in (4.4.17) is

positive semi-definite and has the correct diagonal elements. We also outline

the procedure for how to compute the d’s.

4.6.1 The cases n = 2 and n = 3

For n = 2 we already showed in subsection 4.4.2 that τ1 = τ2 = τ . Therefore,

we are looking for d1 and d2 such that the diagonal elements of

Ω = diag(d)− 1
ι′nd

dd′

=


d1 −

d2
1

d1 + d2
− d1d2

d1 + d2

− d1d2

d1 + d2
d2 −

d2
2

d1 + d2



=


d1d2

d1 + d2
− d1d2

d1 + d2

− d1d2

d1 + d2

d1d2

d1 + d2


equal τ . We can take, for example, d1 = d2 = 2τ , or d1 = 1 and d2 =
τ/(1 − τ). Anyhow, the equality τ = (d1d2)/(d1 + d2) must hold, and that

is sufficient. This means there are many solutions for d, but Ω is unique.

For n = 3, we would like to find out whether we can find d1, d2 and d3

such that

di −
d2
i

d1 + d2 + d3
= τi i = 1,2,3.
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This is equivalent with finding d1, d2 and d3 such that

d1d2 + d1d3

d1 + d2 + d3
= τ1

d1d2 + d2d3

d1 + d2 + d3
= τ2

d1d3 + d2d3

d1 + d2 + d3
= τ3,

so that

d2d3

d1 + d2 + d3
= 1

2(−τ1 + τ2 + τ3) ≡ λ1

d1d3

d1 + d2 + d3
= 1

2(τ1 − τ2 + τ3) ≡ λ2

d1d2

d1 + d2 + d3
= 1

2(τ1 + τ2 − τ3) ≡ λ3,

which corresponds with the symmetry. We now find

d2

d1
= λ1

λ2
⇒ d2 =

λ1

λ2
d1,

d3

d1
= λ1

λ3
⇒ d3 =

λ1

λ3
d1,

so that we have to solve the following equation for d1:

λ1
λ2
d2

1

d1

(
1+ λ1

λ2
+ λ1
λ3

) = λ3

⇒ d1 = λ2λ3

λ1

(
1+ λ1

λ2
+ λ1

λ3

)

= λ1λ2 + λ1λ3 + λ2λ3

λ1
.

This gives

d1 = λ1λ2 + λ1λ3 + λ2λ3

λ1

d2 = λ1λ2 + λ1λ3 + λ2λ3

λ2

d3 = λ1λ2 + λ1λ3 + λ2λ3

λ3
.
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Moreover, we have

λ1λ2 + λ1λ3 + λ2λ3 = −1
4

(
τ2

1 + τ2
2 + τ2

3 − 2τ1τ2 − 2τ1τ3 − 2τ2τ3

)

= −1
4

(
τ1 τ2 τ3

)
(2I3 − ι3ι′3)

τ1
τ2
τ3

 , (4.6.1)

and

d1 + d2 + d3 =
(λ1λ2 + λ1λ3 + λ2λ3)

2

λ1λ2λ3
.

Now (4.6.1) is nonnegative, because this is exactly condition (4.4.11) for S to

be positive semi-definite. Therefore, if τ1 ≥ τ2 ≥ τ3 > 0 and τ1 > τ2 + τ3,

then λ1 < 0 and λ2, λ3 > 0. Hence d1 + d2 + d3 < 0. In this case, we see

that, indeed, d1 < 0, d2, d3 > 0, and d1 + d2 + d3 < 0. Notice that always

λ1 ≤ λ2 ≤ λ3 and in case τ1 > τ2 + τ3, we have that λ1 < 0 < λ2 ≤ λ3. Also

note that, if τ1 ≥ τ2 ≥ τ3, we still need the assumption
√τ1 <

√τ2 +
√τ3 to

assure that Ω ≥ 0.

What happens if τ1 = τ2 + τ3? In this case, d2d3 = 0 so that d2 = 0 or

d3 = 0. If d2 = 0, then τ1 = τ3−τ2, but this implies that τ2 = 0 which is not

possible. Similarly, if d3 = 0, then τ3 = 0, which also leads to a contradiction.

Thus, there is no solution in terms of diag(d) − dd′/(ι′nd) if τ1 = τ2 + τ3.

However, we have an expression for Ω in this case, namely

Ω =
τ2 + τ3 −τ2 −τ3
−τ2 τ2 0
−τ3 0 τ3


= τ2

 1 −1 0
−1 1 0
0 0 0

+ τ3

 1 0 −1
0 0 0
−1 0 1

 .
4.6.2 The case of general n

In this section we consider positive semi-definite n × n matrices Ω of the

form Ω = diag(d)− 1
ι′nd

dd′ (4.6.2)

for some d ∈ Rn. We start with presenting a theorem on the existence and

uniqueness of a solution d ∈ Rn such that the diagonal elements of Ω are

τ1 ≥ · · · ≥ τn > 0. These are considered to be given. Specification (4.6.2)

of a covariance matrix satisfies the rank constraint Ωιn = 0, and was sug-

gested by De Boer and Harkema (1997) in the context of maximum likeli-

hood estimation of sum-constrained models. Many results and derivations
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in this section are similar to those of De Boer and Harkema (1997). A ma-

jor difference, however, is that De Boer and Harkema derived the maximum

likelihood estimator d̂, a topic we will address in chapter 5. They also ex-

plicitly used the likelihood to derive their results. We focus on the relation

between d1, . . . , dn and τ1, . . . , τn and under which conditions this relation

is one-to-one.

Theorem 4.6.1. Let Ω ≥ 0 be a symmetric positive semi-definite n×n matrix

of the form

Ω = diag(d)− 1
ι′nd

dd′, (4.6.3)

where d = (d1, . . . , dn)
′, di �= 0, i = 1, . . . , n and ι′nd �= 0. Let (ω11, . . . ,ωnn)

′ =
(τ1, . . . , τn)

′ with τ1 ≥ · · · ≥ τn > 0 be given.

• For n = 2, Ω can be parameterized as in (4.6.3) if and only if τ1 = τ2 =
τ ; in this case, d1 and d2 must satisfy

d1d2

d1 + d2
= τ,

so that there are multiple solutions for d.

• For n > 2, Ω can be uniquely parameterized as in (4.6.3) if and only if√
τ1 <

√
τ2 + · · · +

√
τn. (4.6.4)

Moreover,

(i) if τ1 < τ2 + · · · + τn and

(a)
∑n
i=2

√
1− τi

τ1
≤ n − 2, then there exists a unique solution s =∑n

i=1 di ≥ 4τ1 > 0 for the equation

n∑
i=1

√
1− 4τi

s
= n− 2, (4.6.5)

and with this value s,

di =
1
2
s

1−
√

1− 4τi
s

 > 0, i = 1, . . . , n.

(b)
∑n
i=2

√
1− τi

τ1
> n − 2, then there exists a unique solution s =∑n

i=1 di ≥ 4τ1 > 0 for the equation

n∑
i=2

√
1− 4τi

s
−

√
1− 4τ1

s
= n− 2,



4.6. The equivalence of the two parameterizations 119

and with this value s,

d1 = 1
2
s

1+
√

1− 4τ1

s

 > 0,

di = 1
2
s

1−
√

1− 4τi
s

 > 0, i = 2, . . . , n.

(ii) if τ1 > τ2 + · · · + τn, then there exists a unique solution s =∑n
i=1 di < 0 for the equation

n∑
i=2

√
1− 4τi

s
−

√
1− 4τ1

s
= n− 2,

and with this value s,

d1 = 1
2
s

1+
√

1− 4τ1

s

 < 0,

di = 1
2
s

1−
√

1− 4τi
s

 > 0 i = 2, . . . , n.

• For n > 2, if
√τ1 ≥ √τ2 + · · · +

√τn or if τ1 = τ2 + · · · + τn, then Ω
cannot be parameterized as in (4.6.3).

Note the strength of this theorem. Given the diagonal elements of Ω ≥ 0,

this theorem tells us when we can find d1, . . . , dn such that (4.6.2) is satis-

fied. Moreover, for n > 2, theorem 4.6.1 also states that if there is a solu-

tion for d1, . . . , dn, then it is unique. The crucial restriction on the diagonal

elements of Ω is equation (4.6.4). In case τ1 < τ2 + · · · + τn, a solution

for d always exists, and equation (4.6.4) is automatically satisfied. In case

τ1 > τ2 + · · · + τn, a solution for d only exists if (4.6.4) is satisfied. The

necessity of condition (4.6.4) immediately follows from theorem 4.4.1.

As can be seen from this theorem, we have to make a distinction between

a number of situations in case n > 2, depending on the relative size of τ1.

Therefore, the proof of theorem 4.6.1 is also divided into several parts. The

case n = 2 is easy and will be discussed below. The proof of this theorem

for n > 2 can be found in appendix 4.B. We also pay some attention to the

cases in which no solution exists below. First, however, we give some general

derivations that show how we come to the different cases distinguished in

theorem 4.6.1.

Equation (4.6.3) states that for i = 1, . . . , n we must have

di −
1∑n
i=1 di

d2
i = τi.
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This is equivalent with

d2
i − di

n∑
j=1

dj + τi
n∑
j=1

dj = 0. (4.6.6)

Let s =∑n
i=1 di �= 0. From (4.6.6) we obtain

d2
i − sdi + sτi = 0.

So, for i = 1, . . . , n, it must hold that

di =
s ±

√
s2 − 4sτi

2

= 1
2
s − 1

2
δis

√
1− 4τi

s
, δi = ±1, (4.6.7)

and 1 − 4τi/s ≥ 0 for all i. Obviously, we need to solve for s first. If s < 0,

then (4.6.7) is always defined. If, however, s > 0, then we need that s ≥
4 maxτi = 4τ1. If we sum over (4.6.7), we obtain

s =
n∑
i=1

di =
1
2
ns − 1

2
s
n∑
i=1

δi

√
1− 4τi

s

� n− 2 =
n∑
i=1

δi

√
1− 4τi

s
.

This implies that we have to find the signs δ1, . . . , δn and s �= 0 such that

n∑
i=1

δi

√
1− 4τi

s
= n− 2. (4.6.8)

Given s, it follows from (4.6.7) that

di =
1
2
s

1− δi
√

1− 4τi
s

 . (4.6.9)

Now consider the case n = 2. According to (4.6.8) we have to solve

δ1

√
1− 4τ1

s
+ δ2

√
1− 4τ2

s
= 0.

This is solved if s = 4τ1 = 4τ2. Otherwise, we must have δ1 = −δ2 and hence√
1− 4τ1

s
=

√
1− 4τ2

s
.
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So, it follows that τ1 = τ2. As we already showed in subsection 4.4.1, if

n = 2, then both diagonal elements should be equal. So conversely, assume

τ1 = τ2 = τ . With δ1 = +1, equation (4.6.9) gives

d1 =
1
2
s

1−
√

1− 4τ
s

 and d2 =
1
2
s

1+
√

1− 4τ
s

 . (4.6.10)

Of course, if we choose δ1 = −1, then d1 and d2 as defined in (4.6.10) are

reversed. Note that
d1d2

d1 + d2
= sτ
s
= τ,

as we already showed in subsection 4.6.1. Since we have to take s ≥ 4τ , we

could use s = 4τ resulting in d1 = d2 = 2τ . Besides, any solution for d1 and

d2 to this equation satisfies the requirements

(i) di −
d2
i

d1 + d2
= τ > 0 for i = 1,2

(ii)

(
d1 −

d2
1

d1 + d2

)(
d2 −

d2
2

d1 + d2

)
−

(
d1d2

d1 + d2

)2

= 0.

Therefore, the matrix Ω is indeed positive semi-definite. This proves the first

part of theorem 4.6.1. Note that there is no solution d1 < 0 and d2 < 0. In

case d1 < 0 we must have d2 > 0 and d1 + d2 < 0, which implies |d1| > d2.

From now on, we assume that n > 2. We know from theorem 3.9.1 thatΩ as defined in (4.6.3) is positive semi-definite if and only if either all di’s
are positive or at most one di is negative with s being negative as well.

Moreover, if we assume that di < 0 and dj > 0, j �= i, then we need that

s < 0, or equivalently, |di| >
∑
j �=i dj ⇒ |di| > dj for all j �= i. This implies

that for all j �= i
(di − dj)

∑
h�=i,j

dh < 0

⇒ (di − dj)s < (di − dj)(di + dj)

⇒ di − dj >
d2
i − d2

j

s

⇒ di −
d2
i
s
> dj −

d2
j

s
⇒ τi > τj, (4.6.11)

so that i = 1. This means that we can restrict our analysis to those vectors
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d ∈ S = S1 ∪ S2, with

S1 =
{
d ∈ Rn|di > 0, i = 1, . . . , n

}
S2 =

{
d ∈ Rn|di > 0, i = 2, . . . , n; d1 < −

∑n
i=2 di

}
.

It follows from (4.6.6) that

di
∑
j �=i
dj = τis, (4.6.12)

and summing (4.6.12) over i �= 1 and subtracting (4.6.12) for i = 1 gives

2
∑

2≤j<i≤n
djdi = s

 n∑
i=2

τi − τ1

 . (4.6.13)

Because the left-hand side of (4.6.13) is positive for all d ∈ S, it follows that

a solution for d ∈ S1 can only exist if τ1 < τ2+· · ·+τn, while a solution for

d ∈ S2 can only exist if τ1 > τ2 + · · · + τn. So far the preliminary analyses,

the remainder of the proof of theorem 4.6.1 can be found in appendix 4.B.

If τ1 = τ2 + · · · + τn, then the left-hand side of (4.6.13) equals zero,

which implies that d2 = · · · = dn = 0. Because all the di should be positive,

we see that the parameterization (4.6.3) does not exist in this case. We will

discuss this situation below. First, however, we give an example of how to

apply theorem 4.6.1.

Example 4.6.1. Suppose that τ1 = · · · = τn = τ0, with n > 2. In this case τ1 <∑n
i=2 τi and

∑n
i=2

√
1− τi

τ1
= 0 < n− 2, so that situation (i)(a) of theorem 4.6.1

applies. Equation (4.6.5) simplifies to

n

√
1− 4τ0

s
= n− 2,

so that

s = n
2τ0

n− 1
for n > 2.

From (4.6.9), it now follows that d1 = · · · = dn = d0, with

d0 = 1
2

n2τ0

n− 1

(
1− n− 2

n

)
= nτ0

n− 1
.

Theorem 4.6.1 tells us that a necessary and sufficient condition for the

parameterization (4.6.2) to exist is that
√τ1 <

√τ2+· · ·+
√τn. Therefore, if√τ1 ≥ √τ2 + · · · +

√τn, then there exists no d such that (4.6.2) is satisfied.

This is illustrated by the following example.
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Example 4.6.2. Let n = 3, τ = (9,1,1)′. Then
√τ1 >

√τ2 +
√τ3 so that Ω

cannot be parameterized as (4.6.2). For n = 3, it is easy to demonstrate where

‘things go wrong’. From the analyses in subsection 4.6.1 it follows that d1 =
3 3

14 , d2 = d3 = −21
2 , so that indeed d1 − d2

1/(ι
′
nd) = 9 and d2 − d2

2/(ι
′
nd) =

d3 − d2
3/(ι

′
nd) = 1. However, because both d2 and d3 are negative, Ω is not

positive semi-definite.

Equation (4.6.13) shows that the parameterization (4.6.2) also does not

exist if τ1 = τ2+· · ·+τn. To study this situation in more detail, we consider

the case where τ1 approaches τ2+· · ·+τn, as well from below as from above

in appendix 4.C. By using this approach we are able to derive the following

result.

Lemma 4.6.1. Suppose that τ1, . . . , τn are given, with τ1 = τ2+· · ·+τn. The

matrix

Ω =



τ1 −τ2 −τ3 · · · −τn
−τ2 τ2 0 · · · 0

−τ3 0 τ3

...
...

...
. . . 0

−τn 0 · · · 0 τn


(4.6.14)

satisfies the conditions Ω ≥ 0, Ωιn = 0 and has diagonal elements τ1, . . . , τn.

Note that we already suggested the structure (4.6.14) for n = 3 in subsec-

tion 4.6.1. It is important to note, however, that other matrices Ω ≥ 0 exist

that satisfy Ωιn = 0 and (ω11, . . . ,ωnn)
′ = (τ1, . . . , τn)

′, as illustrated by the

following example

Example 4.6.3. Consider the case n = 4, (τ1, τ2, τ3, τ4)
′ = (4,2,1,1), so that

τ1 = τ2 + τ3 + τ4. The matrix

Ω =


4.0 −2.1 −1.1 −0.8
−2.1 2.0 0.2 −0.1
−1.1 0.2 1.0 −0.1
−0.8 −0.1 −0.1 1.0


satisfies the conditions Ω ≥ 0,Ωιn = 0, and has the correct diagonal elements

but is not of the form (4.6.14).

4.7 A more general parameterization of Ω
In the previous sections, we extensively discussed the parameterization

Ω = diag(d)− (ι′nd)−1dd′ (4.7.1)
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for the covariance matrix corresponding to a sum-constrained linear model.

Don (1986) proved that matrices parameterized according to (4.7.1) have

maximum entropy in the collection of matrices Ω with the same diagonal

elements as Ω, such that Ωιn = 0. On the other hand, it is also true that

matrices in (4.7.1) are very restricted. The ‘least informative’ specification of

the distribution of the disturbance term appears to be very informative for

the parameters in the covariance matrix Ω: once we know the diagonal ele-

ments of Ω, we know that there exists at most one vector d such that (4.7.1)

is satisfied. Therefore, instead of specifying Ω as a diagonal matrix minus a

matrix of rank one, we generalize this to a diagonal matrix minus a matrix

of low rank3: Ω = ∆−XX′,
where ∆ = diag(δ), δ ∈ Rn, and X an n × p matrix, with p � n. Note that

we already put forward this idea in section 4.3. The sum constraint implies

0 = Ωιn = δ−XX′ιn.
So the general formulation of the ‘factor-type’ sum-constrained covariance

matrix is Ω = diag(XX′ιn)−XX′. (4.7.2)

4.7.1 A reparameterization of Ω
While (4.7.2) gives the general structure, some insight is gained by consid-

ering a reparametrization. Let a = X′ιn, a p × 1 vector, A = diag(a) =
diag(X′ιn), a p × p diagonal matrix, and D = XA, an n× p matrix. Because

A = diag(X′ιn) = diag(A−1AX′ιn) = diag(A−1D′ιn) = A−1diag(D′ιn),

we know that

A = A−1diag(D′ιn)⇐⇒ A2 = diag(D′ιn).

Furthermore, we haveAιp = diag(a)ιp = a. Now, Ω can be written as follows:

Ω = diag(XX′ιn)−XX′
= diag(Xa)−XAA−2AX′

= diag(XAιp)−XA
{
diag(D′ιn)

}−1
AX′

= diag(Dιp)−D
{
diag(D′ιn)

}−1
D′ (4.7.3)

3The ideas in this section all come from unpublished notes and discussions with T. J.
Wansbeek and P. A. Bekker.
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assuming that all elements of X′ιn are nonzero, hence the inverse exists.

Let the columns of D be denoted by d1, . . . , dp, then a more transparent

formulation of (4.7.2) is

Ω =
p∑
i=1

{
diag(di)−

1
ι′ndi

did
′
i

}
, (4.7.4)

which is the sum of p matrices with the structure as specified in equa-

tion (4.7.1).

It is important to note that the representations (4.7.2) and (4.7.4) are not

equivalent. We showed above that for any matrix Ω = ∆ − XX′, we can find

vectors di, i = 1, . . . , p, such that (4.7.4) is satisfied. This statement cannot

be reversed, that is, given vectors d1, . . . , dp such that (4.7.4) is satisfied,

we cannot always find a matrix X such that Ω = ∆ − XX′. To establish

this, observe that given d1, . . . , dp, we can compute D = (d1, . . . , dp) and

A2 = diag(D′ιn). Now, because XX′ = DA−2D′ is positive semi-definite, the

matrix X in (4.7.2) exists if and only if A2 ≥ 0, or equivalently, if and only

if ι′ndi ≥ 0 for i = 1, . . . , n. In this case X = DA−1, so that aside from some

rotational freedom, X can be determined. In case ι′ndi < 0 for an i = 1, . . . , p,

the parameterization (4.7.2) does not exist. Note that we already discussed

this issue for the case p = 1 in subsection 4.5.1.

A restricted version of the above most general one was suggested by

Keller (1985). It follows from (4.7.3) by imposing D′ιn = σιn, with σ some

scaling parameter. So diag(D′ιn) = σIn. Let D̃ = 1
σ D, then

Ω = diag(Dιp)−D
{
diag(D′ιn)

}−1
D′

= σ
{
diag(D̃ιn)− D̃D̃′

}
.

This is a simple specification, but in general, arguments for the restriction

D′ιn = σιn are lacking.

As is apparent from (4.7.2), Ω depends on X via XX′, so any X is ‘as

good as’ XT , with T some orthogonal matrix. This rotational freedom is

also present in the exploratory factor analysis model and is used there to

pick structured interpretable solutions. This aspect does not seem relevant

in the present context, but for estimation, it would be useful to use the

freedom to let X′X be a diagonal matrix, say X′X = C . Note, however, that

this restriction does not exclude sign-invariance. That is, if X = (x1, . . . , xp)
with xj ∈ Rn, j = 1, . . . , p, is a matrix such that (4.7.2) is satisfied and

X′X = C , then every matrix X∗ = (±x1, . . . ,±xp) also satisfies (4.7.2) and

(X∗)′X∗ = C .
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4.7.2 A reversed argument

At the beginning of this section, we suggested to generalize the idea of spec-

ifying Ω as in (4.7.1), that is, as a diagonal matrix minus a matrix of rank

one, to specifying Ω as a diagonal matrix minus a matrix of low rank, as

in (4.7.2). We also showed that the specification (4.7.2) can be written as the

sum of matrices of the type (4.7.1). We can also argue the other way around

and extend the basic structure instead of Ω as in (4.7.1) and write

Ω =
p∑
j=1

{
diag(dj)−

1
ι′ndj

djd
′
j

}
=

p∑
j=1

Ωj, (4.7.5)

where dj ∈ Rn, j = 1, . . . , p. If we define the n× p matrix X as

X =
(
|ι′nd1|−

1
2d1, . . . , |ι′ndp|−

1
2dp

)
and the p × p matrix P as

P = diag
(
sgn(ι′nd1), . . . , sgn(ι′ndp)

)
so that P is diagonal with elements equal to +1 or −1, then (4.7.5) can be

written as Ω = diag(XPX′ιn)−XPX′. (4.7.6)

To see this, note that

XPX′ =
p∑
j=1

sgn(ι′ndj)|ι′ndj|−1djd
′
j

=
p∑
j=1

(ι′ndj)
−1djd

′
j,

so that (4.7.5) follows. Note that, as opposed to the specification (4.7.2),

equation (4.7.6) with p = 1 results in the well-known specification (4.7.1).

Equation (4.7.6) is very similar to equation (4.7.2), the only difference

is the presence of the matrix P containing the signs of the (ι′ndj)
′s. It is

the presence of this matrix which ensures the equivalence between (4.7.5)

and (4.7.6), this in contrast to the specifications (4.7.2) and (4.7.4) we dis-

cussed in subsection 4.7.1. We showed above that, given the vectors dj, j =
1, . . . , p, such that (4.7.5) is satisfied, we can find unique matrices X and

P such that Ω can also be written as in (4.7.6). Conversely, if we know X
and P , that is we know |ι′ndj|−

1
2dj and sgn(ι′ndj), then we can compute
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ι′n(|ι′ndj|−
1
2dj) = |ι′ndj|

1
2 sgn(dj) for j = 1, . . . , p. This implies that we can

also compute

|ι′ndj|−
1
2 = sgn(dj)

[
ι′n(|ι′ndj|−

1
2dj

]−1

,

so that the dj, j = 1, . . . , p, follow.

Although the specification (4.7.6) does not allow the type of rotational

freedom as was the case for the specification (4.7.2), it is sign-invariant. That

is, if we multiply some or all the columns of the matrix X with −1, then

equation (4.7.6) is still satisfied.

With respect to positive semi-definiteness of Ω we can say the following.

(i) If all Ωj ≥ 0, then Ω ≥ 0. Recall from chapter 3 that Ωj ≥ 0, j = 1, . . . , p,

if and only if dij > 0 for all i and j, or if for each j, at most one of the

dij is negative with ι′ndj being negative as well.
(ii) If the off-diagonal elements of XPX′ are positive (negative), then Ω ≥

0 (Ω ≤ 0).

Statement (i) is trivial. To establish (ii), let α ∈ Rn and define V = XPX′.
Then

α′Ωα = α′{diag(XPX′ιn)−XPX′}α

=
n∑
i=1

n∑
j=1

vijα
2
i −

n∑
i=1

n∑
j=1

vijαiαj

= 1
2

n∑
i=1

n∑
j=1

vijα
2
i +

1
2

n∑
j=1

n∑
i=1

vijα
2
j −

n∑
i=1

n∑
j=1

vijαiαj

=
n∑
i=1

n∑
j=1

{
1
2
α2
i +

1
2
α2
j −αiαk

}
vij

= 1
2

n∑
i=1

n∑
j=1

(αi −αj)2vij. (4.7.7)

Equation (4.7.7) shows that if all off-diagonal elements of XPX′ are positive

(negative), then Ω ≥ 0 (≤ 0).
Rephrasing the condition that diag(XPX′ιn) − XPX′ ≥ 0 is a problem

that resembles another well known problem: the Frisch, or Kalman problem.

Namely, determine the minimum rank of Σ − Φ with Φ diagonal and 0 ≤Φ ≤ Σ. An important sub-problem is determining the vectors γ such that

(Σ−Φ)γ = 0 for some diagonal Φ with 0 ≤ Φ ≤ Σ. Bekker and de Leeuw (1987)

showed that, if λ = Σγ = Φγ and Λ = diag(λ), then

0 ≤ Ψ ≤ Σ� diag(ΛΣ−1Λιn)−ΛΣ−1Λ ≥ 0.
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This last expression gives a characterization of the vectors λ and therefore

of the vectors Σ−1λ = γ. An easy reformulation of diag(XPX′ιn)−XPX′ ≥ 0

would probably, more or less, mean a solution for the old, notoriously dif-

ficult Frisch-Kalman problem. Therefore, we leave it at the above-mentioned

conditions for Ω ≥ 0.

4.7.3 Conclusions

The above ideas and preliminary analyses show that, although the specifi-

cation of Ω as a diagonal matrix minus a matrix of low rank is interesting,

it is also difficult. Semi-positive definiteness of Ω is an interesting, yet dif-

ficult topic, related to the well-known Frisch-Kalman problem. We did not

discuss the issue of identifiability, but it can be expected that problems will

also arise in this area. The question of how to estimate Ω is another open

problem we will not discuss.

4.8 Discussion

In this chapter, we considered two aspects of a covariance matrix, namely its

rank and its structure. We discussed rank-reduced covariance matrices, par-

simonious specifications of covariance matrices, and a combination of these

two. One particular problem we discussed is the approximation of a covari-

ance matrix with given diagonal elements by a matrix of lower rank, where

the generalized variance is a criterion. In the context of sum-constrained

models, the topic of the next chapter, we studied an interesting feasibility

problem related to a covariance matrix with given diagonal elements. In par-

ticular, we studied this problem for the covariance matrix Ω = diag(d) −
(ι′nd)

−1dd′, where d ∈ Rn: under which conditions on the given diagonal

elements of Ω is the parameter d identifiable.

4.A Proof of theorem 4.2.3

Define

D = {x ∈ Rd|x1 ≥ · · · ≥ xd ≥ 0}.
Let h = (h1, . . . , hk,hk+1, . . . , hd)

′ ∈ D be given. We want to spread the

‘mass’ in hk+1, . . . , hd over h1, . . . , hk, which results in

x = (x1, . . . , xk,0, . . . ,0)
′
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with x1 + · · · + xk = h1 + · · · + hd. The case k = 1 is trivial, therefore we

assume k > 1. We want to find an x with h ≺ x and x as small as possible

with respect to majorization. We first give an intuitive argument to find the

solution of this problem that starts ‘at the end’. A formal proof will be given

afterwards. First of all, note that, with x̄ = (x1+· · ·+xk)/k, we always have

that

(x̄, . . . , x̄,0, . . . ,0)′ ≺ (x1, . . . , xk,0, . . . ,0)
′.

Therefore, intuition suggests to take averages in order to find x∗ as defined

in theorem 4.2.3. However, we also have to take the restriction h ≺ x∗ into

account. So, we need a somewhat more subtle argument. The idea is to first

add s = hk+1 + · · · + hd to hk. If hk−1 > hk + s, then we are done and take

x∗i = hi, i = 1, . . . , k− 1

x∗k = hk + s,
x∗i = 0, i = k+ 1, . . . , d.

If, however, hk−1 ≤ hk + s, then we have to spread s over hk−1 and hk. If

hk−2 >
hk−1 + hk + s

2
,

then

x∗i = hi, i = 1, . . . , k− 2

x∗k−1 = x∗k = 1
2
(hk−1 + hk + s),

x∗i = 0, i = k+ 1, . . . , d,

and so on. Note that, indeed, the argument starts ‘at the end’, that is, we first

try to add all the ‘mass’ in hk+1, . . . , hd to hk, if this does not work, we try to

spread this mass over hk−1 and hk, and so on.

We will now formally derive the solution x∗ as suggested by the intuition

outlined above. For j = 1, . . . , k define

h̄j =
1

k− j + 1
(hj + · · · + hd).

This is a kind of average to be equally spread over xj, . . . , xk. Consider the

index set

I = {j = 1, . . . , k− 1|hj ≤ h̄j+1}.
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Let us consider the case that j ∈ I and j < k− 1. It is easy to establish that

in this case j + 1 ∈ I , because

hj+1 ≤ hj ≤ h̄j+1

⇒ (k− j)hj+1 ≤ hj+1 + · · · + hd
⇒ (k− j − 1)hj+1 ≤ hj+2 + · · · + hd
⇒ hj+1 ≤ 1

k−j−1(hj+2 + · · · + hd) = h̄j+2,

so that, indeed, j + 1 ∈ I . Therefore, we have the following result.

Lemma 4.A.1. The index set

I = {j = 1, . . . , k− 1|hj ≤ h̄j+1}

is of the form {m, . . . , k− 1} if I �= ∅.

If m > 1, then hj > h̄j+1 for j = 1, . . . ,m − 1. If I = ∅, then hj > h̄j+1

for j = 1, . . . , k − 1. So, we have m = min I if I �= ∅ and in case I = ∅ we

take m = k. We now define x∗ ∈ Rd in the following way:

x∗i =hi i = 1, . . . ,m− 1

x∗i =h̄m i =m, . . . , k
x∗i =0 i = k+ 1. . . . , d.

 (4.A.1)

Obviously, if m = 1, then x∗1 = · · · = x∗k = h̄1 = (h1 + · · · + hd)/k.

Define

Dh = {x ∈ Rd|x ∈ D, xk+1 = · · · = xk = 0 and h ≺ x}.

Lemma 4.A.2. x∗ as defined by (4.A.1) is the minimal element in Dh with

respect to ≺.

Proof. We first show that x∗ ∈ Dh. From the definition of h, note that x∗1 ≥
· · · ≥ x∗m−1. By the definition of I and m it follows that

x∗m−1 = hm−1 > h̄m = x∗m = · · · = x∗k ≥ 0.

Hence, indeed x∗ ∈ Dh. Suppose x ∈ Dh. Now we show that x∗ ≺ x. For

any x ∈ Dh, we have
∑k
i=1 xi =

∑d
i=1 hi and xk+1 = · · · = xd = 0. So, we

only have to show that
j∑
i=1

x∗i ≤
j∑
i=1

xi
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for j = 1, . . . , k− 1. If m > 1, then we have x∗i = hi for i = 1, . . . ,m− 1, and

since h ≺ x, it follows that
j∑
i=1

x∗i ≤
j∑
i=1

xi

for j = 1, . . . ,m− 1. Let m = 1, . . . , k− 1. Note that always

(x̄, . . . , x̄)′ ≺ (xm, . . . , xk)′

where

x̄ = 1
k−m− 1

(xm + · · · + xk)
is the mean of xm, . . . , xk. From this result it follows, for j = m, . . . , k − 1

that
j∑
i=1

xi =
m−1∑
i=1

xi +
j∑
i=m

xi

≥
m−1∑
i=1

xi + (j −m+ 1)x̄

=
m−1∑
i=1

xi +
j −m+ 1
k−m+ 1

 d∑
i=1

hi −
m−1∑
i=1

xi


= k− j

k−m+ 1

m−1∑
i=1

xi +
j −m+ 1
k−m+ 1

d∑
i=1

hi

≥ k− j
k−m+ 1

m−1∑
i=1

hi +
j −m+ 1
k−m+ 1

d∑
i=1

hi

=
m−1∑
i=1

hi + (j −m+ 1)h̄m

=
j∑
i=1

x∗i .

Lemma 4.A.2 is the key for the proof of theorem 4.2.3. Recall that a func-

tion φ is Schur-concave on a set A⊂ Rn if

x ≺ y on A⇒ φ(x) ≥ φ(y).
Moreover, φ is strictly Schur-concave on A if strict inequality φ(x) > φ(y)
holds when x is not a permutation of y (Marshall and Olkin, 1979). There-

fore, a Schur-concave function, constrained on a particular subsetA, is max-

imized by the minimal element in A with respect to ≺. This proves theo-

rem 4.2.3



132 Chapter 4. Parsimoniously Specified Covariance Matrices

4.B Proof of theorem 4.6.1

4.B.1 The case τ1 < τ2 + · · · + τn
If a solution for d exists, then d ∈ S1 and s ≥ 4τ1 > 0. Because

√
1− 4τi

s < 1

for all i and such s, equation (4.6.8) shows that at least n− 1 of the δi must

equal +1. Moreover, in case δi = −1 and δj = +1 for j �= i, suppose that

i ∈ {2, . . . , n}. Then we have

∑
j �=i

√
1− 4τj

s
−

√
1− 4τi

s
=

∑
j �=i−1,i

√
1− 4τj

s
+

+
√

1− 4τi−1

s
−

√
1− 4τi

s

 < n− 2

(4.B.1)

for all s ≥ 4τ1, because the last term between parentheses is nonpositive,

since τi−1 ≥ τi. This is in contradiction with (4.6.8). Hence if δi = −1 for

some i then we must have i = 1. Therefore, we only have to consider the

situation δ1 = ±1 and δ2 = · · · = δn = +1.

Lemma 4.B.1. If τ1 < τ2 + · · · + τn and s∗ is a solution for (4.6.8), then

either δ1 = · · · = δn = +1 or δ1 = −1 and δ2 = · · · = δn = +1. In case

s∗ = 4τ1, δ1 = +1 or δ1 = −1 are both feasible and lead to the same solution

for d1, . . . , dn, with d1 = s∗/2 = 2τ1.

Proof. Suppose s∗ is a solution for (4.6.8). In case all the δi equal +1, s∗

satisfies
n∑
i=1

√
1− 4τi

s∗
= n− 2, (4.B.2)

while, if δ1 = −1 and δ2 = · · · = δn = +1, s∗ satisfies

n∑
i=2

√
1− 4τi

s∗
−

√
1− 4τ1

s∗
= n− 2. (4.B.3)

Equations (4.B.2) and (4.B.3) both hold if and only if s∗ = 4τ1 and then

δ1 = +1 and δ1 = −1 are both feasible.

We now consider these two cases separately.

Case (i): δ1 = · · · = δn = +1. Consider the function

f1(s) =
n∑
i=1

√
1− 4τi

s
. (4.B.4)
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If

f1(4τ1) =
n∑
i=2

√
1− τi

τ1
≤ n− 2,

then it follows from the continuity and the increasingness of f1(s) and the

fact that f1(s) → n as s → ∞ that there exists a unique s∗ ≥ 4τ1 such that

f1(s
∗) = n− 2. The di follow from (4.6.9):

di =
1
2
s∗

1−
√

1− 4τi
s∗

 > 0, i = 1, . . . , n.

Case (ii): δ1 = −1, δ2 = · · · = δn = +1. According to (4.6.8) we have to solve

n∑
i=2

√
1− 4τi

s
−

√
1− 4τ1

s
= n− 2. (4.B.5)

Now we substitute x = 1/s. We are looking for a solution 0 < x ≤ 1
4τ1

of the

equation
n∑
i=2

√
1− 4τix −

√
1− 4τ1x = n− 2

�
n∑
i=2

(√
1− 4τix − 1

)
−

(√
1− 4τ1x − 1

)
= 0

�
(√

1− 4τ1x − 1
) n∑

i=2

√
1− 4τix − 1√
1− 4τ1x − 1

− 1

 = 0

�
(√

1− 4τ1x − 1
) n∑

i=2

τi
τ1

√
1− 4τ1x + 1√
1− 4τix + 1

− 1

 = 0. (4.B.6)

The last step follows from multiplication of both the numerator and de-

nominator by
√

1− 4τix + 1 and
√

1− 4τ1x + 1. Equation (4.B.6) shows that

equality holds for some x �= 0 if and only if

n∑
i=2

τi
τ1

√
1− 4τ1x + 1√
1− 4τix + 1

= 1.

If we consider the function

gi(x) =
√

1− 4τ1x + 1√
1− 4τix + 1

0 < x ≤ 1
4τ1

,
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then equality holds in (4.B.6) if and only if

f2(x) =
n∑
i=2

τi
τ1
gi(x) = 1. (4.B.7)

It is easily verified that, if τi �= τ1, the function gi(x) is decreasing in x,

while if τi = τ1, gi(x) = 1. If τ1 = · · · = τn we have f2(x) = n− 1 �= 1 and

no solution exists. In this situation f1(4τ1) = 0 < n− 2 and we have to take

δ1 = · · · = δn = +1. Therefore, not all τi will be equal to τ1, so that f2(x)
is also decreasing in x. This in turn implies that

lim
x↓0
f2(x) =

n∑
i=2

τi
τ1

is the supremum of f2(x), while f2(x) attains its minimum in x = 1
4τ1

:

f2

(
1

4τ1

)
=

n∑
i=2

τi
τ1

1√
1− τi

τ1
+ 1

= −
n∑
i=2

√
1− τi

τ1
+ (n− 1).

Because f2(x) is continuous, a necessary and sufficient condition for the

existence of a solution of (4.B.7) is therefore

−
n∑
i=2

√
1− τi

τ1
+ (n− 1) ≤ 1 <

n∑
i=2

τi
τ1
. (4.B.8)

We recognize the strict inequality on the right-hand side of (4.B.8) as the

one that guarantees that, if a solution for d exists, then d ∈ S1, which is the

starting-point of this subappendix. Rewriting the left-hand side inequality

of (4.B.8) gives
n∑
i=2

√
1− τi

τ1
≥ n− 2. (4.B.9)

Therefore, equation (4.B.7) has a solution for x ∈ (0, 1
4τ1
] if (4.B.9) is satisfied

and this implies that (4.B.5) has a solution for s ∈ [4τ1,∞). Solving (4.B.5)

for s, equation (4.6.9) then gives

d1 = 1
2
s

1+
√

1− 4τ1

s

 > 0,

di = 1
2
s

1−
√

1− 4τi
s

 > 0 i = 2, . . . , n.
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Note that the condition stated in (4.B.9) can also be written as f1(4τ1) ≥
n− 2, with f1(s) as defined in (4.B.4), so that the cases δ1 = · · · = δn = +1

and δ1 = −1, δ2 = · · · = δn = +1 are mutually exclusive as we already

showed in lemma 4.B.1. In case equality holds in (4.B.9), we can choose either

of the two cases, resulting in the same solution for d:

d1 = 2τ1 and di = 2τ1

(
1−

√
1− τi

τ1

)
for i = 2, . . . , n.

4.B.2 The case τ1 > τ2 + · · · + τn
If τ1 >

∑n
i=2 τi we showed that, if a solution for d exists, then d ∈ S2, which

means that s < 0, d1 < 0 and d2, . . . , dn > 0. Moreover, we proved by means

of (4.6.11) that we now have to choose δ1 = −1 and δ2 = · · · = δn = +1,

and we also know that the first diagonal element τ1 must be strictly larger

than the remaining diagonal elements. According to (4.6.8), we have to solve

the equation
n∑
i=2

√
1− 4τi

s
−

√
1− 4τ1

s
= n− 2. (4.B.10)

With x = 1/|s| > 0, we are therefore looking for a solution of the equation

n∑
i=2

(√
1+ 4τix

)
−

√
1+ 4τ1x = n− 2. (4.B.11)

Using a similar derivation as in (4.B.6), we can show that (4.B.11) is equivalent

with (√
1+ 4τ1x − 1

) n∑
i=2

τi
τ1

√
1+ 4τ1x + 1√
1+ 4τix + 1

− 1

 = 0. (4.B.12)

Equation (4.B.12) shows that equality holds if and only if

n∑
i=2

τi
τ1

√
1+ 4τ1x + 1√
1+ 4τix + 1

= 1.

If we consider the function

ki(x) =
√

1+ 4τ1x + 1√
1+ 4τix + 1

x > 0,

then equality holds in (4.B.11) if and only if

f3(x) =
n∑
i=2

τi
τ1
ki(x) = 1. (4.B.13)
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It is easy to show that all the functions ki(x) are increasing in x, which in

turn implies that f3(x) is increasing in x. Therefore,

lim
x↓0
f3(x) =

n∑
i=2

τi
τ1

is the infimum of f3(x), while

lim
x→∞f3(x) =

n∑
i=2

√
τi
τ1

is its supremum. Because f3(x) is continuous, a necessary and sufficient

condition for the existence of a solution for d ∈ S2 is therefore

n∑
i=2

τi
τ1
< 1 <

n∑
i=2

√
τi
τ1
. (4.B.14)

We recognize the strict inequality on the left-hand side of (4.B.14) as the one

that guarantees that, if a solution for d exists, then d ∈ S2, which is the

starting-point of this subsection. Therefore, equation (4.B.10) has a solution

for s ∈ (−∞,0) if the right-hand side strict inequality of (4.B.14) is satisfied.

Equation (4.B.14) shows that τ1 should be relatively large compared to the

remaining diagonal elements, because τ1 > τ2 + · · · + τn. However, τ1 can-

not be too large, because otherwise the inequality
√τ1 <

√τ2 + · · · +
√τn

will not be satisfied. Note that the condition τi �= τ1, i = 2, . . . , n we imposed

previously follows immediately from (4.B.14), so that we do not need to im-

pose this explicitly. Thus, if (4.B.14) is met, then we can solve (4.B.10) for s
and we obtain

d1 = 1
2
s

1+
√

1− 4τ1

s

 < 0,

di = 1
2
s

1−
√

1− 4τi
s

 > 0 i = 2, . . . , n.

4.C Proof of lemma 4.6.1

First, suppose that τ1 = τ2 + · · · + τn − ε, where ε > 0. This implies τ1 <
τ2 + · · · + τn. According to theorem 4.6.1, the size of

∑n
i=2

√
1− τi

τ1
now

determines d. Therefore, we consider the function

g1(ε) =
n∑
i=2

√
1− τi

τ2 + · · · + τn − ε
for ε > 0.
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The function g1(ε) is decreasing in ε so that

g1(ε) <
n∑
i=2

√
1− τi

τ2 + · · · + τn
.

Moreover, because 0 < τi/(τ2 + · · · + τn) < 1 for i = 2, . . . , n,

n∑
i=2

√
1− τi

τ2 + · · · + τn
>

n∑
i=2

(
1− τi

τ2 + · · · + τn

)
= n− 2.

The supremum of g1(ε) equals

lim
ε↓0
g1(ε) =

n∑
i=2

(√
1− τi

τ2 + · · · + τn

)
> n− 2,

and because g1(ε) is decreasing and continuous, there exists an ε1 such that

g1(ε1) > n− 2. This implies that for an ε1 close to zero,

n∑
i=2

√
1− τi

τ2 + · · · + τn − ε1
> n− 2,

so that d follows from case (i), part (b) of theorem 4.6.1. First, however, we

have to solve (4.B.5) for s, which is equivalent to solving (4.B.7) for x = 1/s.
We showed that f2(x) as defined in (4.B.7) is decreasing in x and that the

supremum of f2(x), with τ1 = τ2 + · · · + τn − ε1, equals

n∑
i=2

τi
τ1
= τ1 + ε1

τn
↓ 1 as ε1 ↓ 0.

This implies that, if ε1 ↓ 0, then f2(x) → 1 if and only if x → 0, which is

equivalent to s →∞. Thus, if τ1 ↑ τ2 + · · · + τn, then s =∑n
i=1 di →∞ and

d1 = 1
2
s

1+
√

1− 4τ1

s

→∞,

di = 1
2
s

1−
√

1− 4τi
s

→ τi i = 2, . . . , n.

Secondly, assume that τ1 = τ2 + · · ·+τn + ε, where ε > 0, which implies

τ1 > τ2 + · · · + τn. According to theorem 4.6.1, a solution for d only exists

if
∑n
i=2

√τi > √τ1. Therefore, we consider the function

g2(ε) =
n∑
i=2

√
τi

τ2 + · · · + τn + ε
for ε > 0.
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The function g2(ε) is decreasing in ε so that

g2(ε) <
n∑
i=2

√
τi

τ2 + · · · + τn
.

Moreover, because 0 < τi/(τ2 + · · · + τn) < 1 for i = 2, . . . , n,

n∑
i=2

√
τi

τ2 + · · · + τn
>

n∑
i=2

τi
τ2 + · · · + τn

= 1.

Thus, because g2(ε) is decreasing and continuous, and the supremum of

g2(ε) equals

lim
ε↓0
g(ε) =

n∑
i=2

√
τi

τ2 + · · · + τn
> 1

there exists an ε2 > 0 such that g(ε2) > 1. So, if we take ε2 close enough to

zero, then
n∑
i=2

√
τi

τ2 + · · · + τn + ε2
> 1

and d follows from case (ii) of theorem 4.6.1. Once more, we first have to

solve (4.B.10) for s, which is equivalent with solving (4.B.13) for x = 1/|s|.
We showed that f3(x) as defined in (4.B.13) is increasing in x and that the

infimum of f3(x), with τ1 = τ2 + · · · + τn + ε2, equals

n∑
i=2

τi
τ1
= τ1 − ε2

τ1
↑ 1 as ε2 ↓ 0.

This implies that, if ε2 ↓ 0, then f3(x) → 1 if and only if x → 0, which is

equivalent with s → −∞. Therefore, if τ1 ↓ τ2 + · · · + τn, then s → −∞ and

d1 = 1
2
s

1+
√

1− 4τ1

s

→ −∞,

di = 1
2
s

1−
√

1− 4τi
s

→ τi i = 2, . . . , n.

The above shows that whether we approach τ1 by τ2 + · · · + τn from

below or from above, we have

limd1/s = 1,

limdi = τi, i = 2, . . . , n.
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Hence, in the limiting case τ1 = τ2 + · · · + τn, the elements ωij of Ω are

given by

ωi1 = lim−d1dj/s = −τi (i = 2, . . . , n)

ωij = lim−didj/s = 0 (i, j = 2, . . . , n, i �= j)

and ωii = τi for i = 1, . . . , n by construction.





Chapter 5

Sum-constrained Linear Models

In this chapter we study sum-constrained linear models. We focus on three

aspects in particular, namely, logical consistency, identifiability, and estima-

tion. In section 5.1 we give some examples of sum-constrained linear mod-

els. Section 5.2 introduces the concept of logical consistency of a model and

gives an extensive treatment of this topic. In section 5.3 we derive necessary

and sufficient conditions for identifiability, and in section 5.4 we discuss

maximum likelihood estimation of the model.

5.1 Some motivating examples

Recall from section 4.4 that the general sum-constrained linear model is

defined by the following system of equations

yti =
ki∑
j=1

ztijβij +uti (t = 1, . . . , T ; i = 1, . . . , n) (5.1.1)

subject to
n∑
i=1

yti =mt (t = 1, . . . , T ), (5.1.2)

where yti denotes the tth observation on the dependent variable in the ith
category, ztij represents the tth observation on the jth element of a set of

ki explanatory variables which are supposed to be specific for the ith depen-

dent variable, βij is an unknown parameter to be estimated, uti represents

a zero-mean disturbance, and n denotes the number of categories distin-

guished. Two examples of such sum-constrained models are the following.
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De Boer and Martinez (1999) investigated the consequences of Spain’s

accession to the European Union on its import of manufactures by means of

the ‘Almost Ideal Demand System’:

wti = αi + βi log(Mt/Pt)+
n−1∑
j=1

γij log(ptj/ptn)+uti, (5.1.3)

where wti equals the share of import from country i at time t, Mt equals

the total supplies, ptj is the price of imports from country j, ptn is the

domestic price, lnPt ≡
∑n
i=1wti lnpti, the so-called Stone index, and uti is

a disturbance term. Since shares add up to unity, equation (5.1.3) should

satisfy the additivity constraint
∑
i wti = 1 which, according to De Boer and

Martinez, implies that

n∑
i=1

αi = 1,
n∑
i=1

βi = 0

n∑
i=1

γij = 0 for j = 1, . . . , n− 1.


(5.1.4)

A second example is the following. To estimate market shares, Beck-

with (1972) formulated the following market share response function

MSi,t = λiMSi,t−1 + γiASi,t + εi,t,

where MSi,t is the market share of brand i = 1, . . . , n at time t = 1, . . . , T ,

which is a function of lagged market share MSi,t−1 and advertising share

ASi,t . The constraint on the dependent variable is

n∑
i=1

MSi,t = 1 (5.1.5)

and the explanatory variables are also sum-constrained, that is,

n∑
i=1

MSi,t−1 = 1 and
n∑
i=1

ASi,t = 1. (5.1.6)

Naert and Bultez (1973) concluded that (5.1.5) together with regressors sat-

isfying the restrictions (5.1.6) implies

λi = λ, i = 1, . . . , n

γi = γ, i = 1, . . . , n

λ+ γ = 1.

 (5.1.7)
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The restrictions (5.1.4) and (5.1.7) originate from the requirement of log-

ical consistency, which is discussed in the next section. The idea of logi-

cal consistency is that parameters and regressors in a model with a sum-

constrained dependent variable cannot move freely, but are in some way re-

stricted, such that the sum constraint is automatically satisfied. Apparently,

the requirement of logical consistency leads to restrictions on the param-

eters. Also note that the restrictions (5.1.4) and (5.1.7) are quite different.

In the first example, response parameters should add to zero across equa-

tions, while the constant terms should sum to one. In the second example,

response parameters should be homogeneous across equations. Therefore,

it seems that the types of restrictions depend on the types of regressors.

This relationship between constraints on parameters and explanatory vari-

ables is the topic of the next section.

5.2 Logical consistency

The topic of this section is the concept of logical consistency. Before we

give an outline of this section, we first discuss notation. Whereas the sum-

constrained linear model in its most general form is usually defined by the

equations (5.1.1) and (5.1.2), it turns out that for logical consistency it is

more convenient to model the constant term explicitly. In this section (and

only in this section) we therefore use the following notation for the sum-

constrained linear model:

yti = αi +
li∑
j=1

ztijβij +uti (t = 1, . . . , T ; i = 1, . . . , n) (5.2.1)

subject to
n∑
i=1

yti =mt (t = 1, . . . , T ), (5.2.2)

The difference with equation (5.1.1) is that the intercept is denoted sepa-

rately by αi.
We start in subsection 5.2.1 with a short historical overview of logical

consistency. Whereas several authors have contributed to the discussion, a

comprehensive examination and rigorous definition of logical consistency

has not been given in the marketing literature. Inspired by an extensive dis-

cussion by Koehler and Wildt (1981), we present two closely related defi-

nitions of logical consistency in subsection 5.2.2. We elaborate on the dif-

ferences in interpretation and we illustrate these differences by means of
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some examples. In subsection 5.2.3, necessary and sufficient conditions will

be given for the model defined by (5.2.1) and (5.2.2) to be ‘logically consis-

tent’. These results are based on an underexposed article by Weverbergh et

al. (1981). Although the results of Weverbergh et al. encompassed all the

preceding results on logical consistency, these authors only considered the

case where the number of observations (T ) exceeds the number of explana-

tory variables plus one (
∑
i li + 1), an assumption which may not be realistic

in practical applications. Besides making the definitions of logical consis-

tency operational in an elegant and direct way, our main contribution in

this section is to generalize the results to the case where T ≤ ∑
i li + 1.

Subsection 5.2.4 puts some well-known results of, for example, Naert and

Bultez (1973) and McGuire and Weiss (1976) in perspective, by showing how

they relate to the results of subsection 5.2.2 and 5.2.3. In subsection 5.2.5

we provide several examples to illustrate the usefulness of our approach.

One of the examples extends the results of McGuire and Weiss.

5.2.1 A short historical overview

In their 1968 article, McGuire et al. examined the restrictions on the param-

eters and explanatory variables implied by a sum-constrained model, such

that the sum constraint is automatically satisfied. This article formed the

basis for the concept ‘logical consistency’, a term that originates from the

marketing literature on linear sum-constrained models. According to Wever-

bergh et al. (1981), logically consistent models are models specified in such a

way that logical constraints defining the range of variation of the dependent

variable are automatically satisfied by the values predicted by the model.

Naert and Bultez (1973) stated that a logically consistent market share model

should predict market shares between zero and one which sum to one. In

many discussions on logical consistency, the condition that the expected

market shares lie between zero and one is ignored, since this requires non-

normality assumptions on the disturbance term or a nonlinear model speci-

fication. Naert and Bultez came up with necessary and sufficient conditions

for a linear model to predict sum-constrained dependent variables. McGuire

and Weiss (1976) observed that there was an error of omission in the proof

of Naert and Bultez, because these authors overlooked the possibility of so-

called homogeneous regressors. McGuire and Weiss therefore corrected this

error, yet also came to the conclusion that the sum constraint on the pre-

dicted market shares induces constraints on both parameters and explana-

tory variables. Although the results of McGuire and Weiss apply to the most
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common types of sum-constrained models, their results are not as com-

plete as they claim, a fact already recognized by Weverbergh et al. (1981).

From the discussions of Naert and Bultez and of McGuire and Weiss, We-

verbergh et al. (1981) concluded that there must be a relation between the

number of constraints on the parameters and the number of constraints on

the explanatory variables when dealing with sum-constrained linear models.

Weverbergh et al. (1981) derived necessary and sufficient conditions for a

sum-constrained linear model to predict sum-constrained dependent vari-

ables for the case T >
∑
i li + 1.

According to Koehler and Wildt (1981), this particular relationship be-

tween constraints on variables on the one hand and constraints on model

parameters on the other hand had been largely ignored. This was appar-

ent from the fact that a comprehensive examination and rigorous definition

of logical consistency had not been provided in the marketing literature.

Koehler and Wildt provided a definitional framework for the concept of log-

ical consistency and gave an extensive discussion on this topic. These au-

thors introduced six definitions of logical consistency; some of them have

been used implicitly in the marketing literature. In order to give a thorough

discussion on the concept of logical consistency, we will start in the next

subsection with two (closely related) definitions of logical consistency. These

definitions are a mixture between some of the definitions of Koehler and

Wildt, and we will make them operational on the basis of our most general

model defined by (5.2.1) and (5.2.2).

5.2.2 Two definitions of logical consistency

According to Koehler and Wildt (1981), logical consistency is a concept that

can apply equally to a process, a model of a process, and the estimated

parameters of a model. In the various definitions given by these authors, a

distinction is made between the true underlying process (which is usually

unknown) and an assumed specific functional form, including a distribution

of the disturbance vector. We will not make this distinction, we just accept

the model defined by (5.1.1) and (5.1.2) as the ‘true’ data-generating process.

In our definition of logical consistency, we stay close to the original model,

and we combine the definitions 1, 5, and 6 from Koehler and Wildt.

Consider the general sum-constrained model defined by (5.2.1) and (5.2.2).

In the notation of Koehler and Wildt, we define yt = (yt1, . . . , ytn)′, z′ti =
(zti1, . . . , ztili),ut = (ut1, . . . , utn)

′, α = (α1, . . . , αn)
′, βi = (βi1, . . . , βili)

′,
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and β = (β′1, . . . , β′n)′. Then this model can also be written as

yt = α+Xtβ+ut (5.2.3)

subject to

ι′nyt =mt, (5.2.4)

where

Xt =


z′t1 0 · · · 0
0 z′t2 · · · 0
...

. . .
...

0 0 · · · z′tn


so that Xt is n× l with l =∑n

i=1 li. We assume that the disturbance terms ut
are independently and identically distributed asN n(0,Ω). By summing (5.2.3)

over i and taking expectations, it follows that

ι′n(α+Xtβ) =mt for t = 1, . . . , T , (5.2.5)

and therefore

ι′nut = 0. (5.2.6)

Two important observations are the following.

(i) The regressors Xt and the parameters α and β must obviously be re-

stricted in some way in order to satisfy equation (5.2.5) for all t.
(ii) Because the ut are i.i.d. N n(0,Ω), it follows from equation (5.2.6) that

the covariance matrix Ω of the disturbances must be sum-constrained,

that is, Ωιn = 0 (also see section 4.4).

As far as observation (ii) is concerned, we refer to chapter 4 and section 5.4.

Observation (i) is related to what has been referred to as ‘logical consis-

tency’ in the literature. In our definition of logical consistency, we are only

concerned with the restrictions on the explanatory variables and the restric-

tions on the parameters which are necessary to guarantee that the sum

constraint (5.2.4) is automatically satisfied. In market share models, equa-

tion (5.2.4) must hold with mt = 1 for all t. Besides these equality restric-

tions, the market shares yti are also between zero and one. We will not take

such inequality restrictions into account, and in the context of market share

models, we will only focus on the condition that market shares must sum to

one. Because of (5.2.6), we therefore do not consider the disturbance term.

It is also desirable that equation (5.2.4) holds for the estimated and the

predicted values of the dependent variable. In fact, this is how logical con-

sistency has been implicitly defined most often in the marketing literature,
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see, for example, the two definitions by Weverbergh et al. (1981) and Naert

and Bultez (1973) given in subsection 5.2.1. It is not clear from the litera-

ture whether the estimated or the predicted values of the dependent vari-

able are to be sum-constrained. In subsection 5.2.3, we find necessary and

sufficient conditions for the sum-constrained model to be ‘logically consis-

tent’, and in section 5.4 we discuss maximum likelihood estimation of the

sum-constrained linear model. Following De Boer and Harkema (1997), we

will apply standard restricted least squares theory to obtain parameter esti-

mates, that is, we minimize the sum of the squared residuals under the re-

striction Rβ = r to ensure logical consistency. This restriction obviously in-

volves the restrictions (5.2.5), a topic we further address in subsection 5.2.3.

Obviously, the estimated values of the dependent variable will then also

be sum-constrained. In case of sum-constrained predictions, given a set of

new observations {XT+1, XT+2, . . .}, the aim is to predict dependent variables

which satisfy the sum constraint (5.2.4). This difference in interpretation (es-

timated versus predicted) is one of the reasons why we choose to introduce

two different definitions of logical consistency.

Definition A (Logical data-consistency). The sum-constrained model defined

by (5.2.3) and (5.2.4) is logically data-consistent if, for a given set of values of

the explanatory variables Xt, t = 1, . . . , T , the parameters α and β are such

that the sum constraint (5.2.4) is automatically satisfied.

Definition B (Logical predictor-consistency). The sum-constrained model

defined by (5.2.3) and (5.2.4) is logically predictor-consistent if the parame-

ters α and β and all possible values of the explanatory variables Xt are such

that the sum constraint (5.2.4) is automatically satisfied.

If a model is logically predictor-consistent, it is also logically data-con-

sistent. The converse is not always true. The main difference between the

two definitions is that in definition A, we only consider the observed regres-

sors Xt contained in the data used to estimate the model, rather than the

larger set of all admissible values of Xt . Definition B allows for unobserved

or future information, whereas definition A only takes observed informa-

tion into account. If the only objective of the sum-constrained model is to

explain the linear relationship between the regressors and the dependent

variable for a given set of observations, then definition A can be used. In

practice, however, a model is often used to make predictions, so that the

model should also hold for future observations. Indeed, otherwise extrapo-

lation would not make any sense. In that case, definition B should be used.
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In our opinion, definition B is therefore also the most relevant of the two.

An exception is the case where the matrix of regressors is fixed, for example

in designed experiments or in replications studies. In this case, the matrix

of regressors is constant over time, and there is no difference in adopting

definition A or B.

Definition B implies that the restrictions on α and β are not allowed to

depend on T , an idea which was already suggested by McGuire et al. (1968).

This also means that if the model holds for t = 1, . . . , T , then the parameters

are not allowed to change if we add another observation t = T + 1. The sig-

nificance of this assumption comes to the fore, for example, in prediction or

replication studies. Naert and Bultez (1973) explicitly used this aspect in the

proof of their theorem on logical consistency. According to definition A, the

restrictions on α and β may depend on T . The sum constraint (5.2.4) must

be satisfied for the observed data Xt , replication or prediction is not consid-

ered relevant in this entirely data-driven definition of logical consistency.

In subsection 5.2.3, we come back to this difference in interpretation of

logical consistency. If T > l + 1, we will show that the two definitions will

often not lead to different conditions for logical consistency. If T ≤ l + 1,

however, there will be a difference, a relevant detail that has been neglected

in the literature on logical consistency.

5.2.3 Necessary and sufficient conditions

In this subsection, we derive necessary and sufficient conditions for the sum-

constrained linear model to be logically data-consistent, by using a similar

approach as Weverbergh et al. (1981). The work of these authors was in turn

based on earlier work of Weverbergh (1976). They explicitly assumed that

T > l+1. We show that the main results still hold if T ≤ l+1. We also derive

necessary and sufficient conditions for the sum-constrained linear model

to be logically predictor-consistent, a somewhat more difficult situation. In

practice, the two definitions often lead to the same conditions if T > l +
1. If T ≤ l + 1, some subtleties emerge, and we show that the necessary

and sufficient conditions for a model to be logically data-consistent are not

sufficient for the model to be logically predictor-consistent.

Although in practice two types of regressors occur most frequently (the

so-called homogeneous and sum-constrained regressors to be discussed in

subsection 5.2.4), we do not claim that these are the only regressors pos-

sible, as opposed to some earlier results by McGuire and Weiss (1976), see

example 3 in subsection 5.2.5.
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In vector notation, the sum-constrained linear model defined by (5.2.1)

and (5.2.2) is represented by the following system of linear equations

yi = αiιT + Ziβi +ui (i = 1, . . . , n) (5.2.7)

and
n∑
i=1

yi =m, (5.2.8)

where yi,ui, and m denote T × 1 vectors with elements yti,uti, and mt
respectively, Zi denotes a T × li matrix of observations on a set of li ex-

planatory variables which are specific for the dependent variable in the ith
category, and βi denotes a li×1 vector of parameters βij . Although the case

mt = 1 for all t is the most important case encountered in practice, the case

of varying mt is also interesting, for example, in macro-economic systems,

where consumption plus savings must be equal to income, which varies over

time (Weverbergh et al., 1981). According to Weverbergh (1976), the case of

constant mt can be easily generalized to the case of variable mt by normal-

izing the equations. That is, divide (5.2.1) bymt , so that the constant term is

replaced by the regressor 1/mt with parameter αi, and the dependent vari-

ables sum to one again. However, this normalization causes heterogeneity

of the disturbance term which in turn causes other difficulties. We therefore

start with the most general case of non-constant mt and we will show how

the results simplify in case the mt are constant.

As already discussed in section 4.4 and subsection 5.2.2, by summing

equation (5.2.8) over i and taking expectations, it follows that

n∑
i=1

(αiιT + Ziβi) =m (5.2.9)

and
n∑
i=1

ui = 0.

Here, we assumed that the regressors are nonstochastic, or at least indepen-

dent of the disturbances. If we define the T × (l+ 1) matrix Z by

Z =
(
Z1 Z2 · · · Zn ιT

)
(5.2.10)

and the (l + 1) × 1 vector β∗ = (β′1, . . . , β′n, ι′nα)′ , where α = (α1, . . . , αn)
′,

then (5.2.9) can also be written as

Zβ∗ =m. (5.2.11)
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Equation (5.2.11) is the basis for all our results on logical consistency. We can

interpret (5.2.11) in two ways. Given a set of regressors Z , the vector of pa-

rameters β∗ must satisfy particular constraints in order to satisfy (5.2.11).

On the other hand, given a set of parameters, the regressors Z must be

constrained to make sure that equation (5.2.11) holds. In practice, the data

will often be given, and the question is how the parameters should be con-

strained such that (5.2.11) will be satisfied. However, in the data collection

process, it is probably taken into account that particular attention has to

be paid to the choice of independent variables. In the context of ‘logical

consistency’, we are looking for (necessary and sufficient) conditions on

both the regressors and the parameters simultaneously to guarantee that

the dependent variables are sum-constrained. The interaction between the

number of constraints on regressors and parameters is apparent from equa-

tion (5.2.11). If there are many restrictions on the parameters, then the re-

gressors have somewhat more freedom to move in order to satisfy (5.2.11),

and vice versa. In the following, we will make a distinction between logi-

cal data-consistency and logical predictor-consistency, as defined in subsec-

tion 5.2.2.

Logical data-consistency

Let Z = (Z1, . . . , ZT )
′, where the (l + 1) × 1 vectors Zt, t = 1, . . . , T denote

the rows of the matrix Z . Note the slight abuse of notation with respect to

Zi and Zt , where the former denotes the T × li matrix of regressors and the

latter denotes the tth row of Z . We assume that the index (category versus

time) clarifies the meaning of the notation. According to equation (5.2.11),

logical data-consistency requires Z′tβ
∗ =mt for t = 1, . . . , T .

If the rank of Z equals l + 1, then β∗ is uniquely determined, so that

equation (5.2.11) has a nontrivial solution if and only if rank(Z) < l + 1.

Moreover, equation (5.2.11) has a solution if and only if

rank(Z) = rank(Z,m), (5.2.12)

or, in other words, m must be part of the column space of Z . Summarizing,

we proved the following theorem.

Theorem 5.2.1. Necessary and sufficient conditions relating constraints on

parameters and on explanatory variables, such that the sum-constrained lin-

ear model defined by (5.2.7) and (5.2.8) is logically data-consistent, are given

by

Zβ∗ =m, (5.2.13)



5.2. Logical consistency 151

and

rank(Z) = rank(Z,m), (5.2.14)

with Z as defined in (5.2.10), and β∗ = (β′1, . . . , β′n, ι′nα)′.

If T > l+ 1, then the rank of Z is smaller than or equal to the number of

columns of Z . Equation (5.2.13) shows that in this case, the rank of Z must

be smaller than l+1, for if Z is of full (column) rank, that is rank(Z) = l+1,

then β∗ is uniquely determined according to theorem 5.2.1. Therefore, for

the sum-constrained model to be meaningful in this case, regressors should

be dependent, for example because they are sum-constrained across equa-

tions (regressors of type (iv) to be described in section 5.2.4), or because they

are the same across equations (the homogeneous type (iii) regressors to be

described in section 5.2.4). It is important to note that theorem 5.2.1 does

not exclude regressors other than type (iii) or (iv) beforehand. This is in con-

trast to the results of McGuire and Weiss, who claimed that regressors must

be either sum-constrained or homogeneous. In subsection 5.2.5, we will give

an example of a logically (data- or predictor-) consistent sum-constrained

model with a regressor that is neither homogeneous, nor sum-constrained.

Condition (5.2.13) implies linear restrictions on the parameters of the

model. These restrictions can be imposed when estimating the model to

ensure logical consistency. Suppose that there are p independent rows in Z ,

so that rank(Z) = p < l + 1. These independent rows can be collected in a

p × l matrix R so that the restrictions take the familiar form Rβ = r . Note

that, although (5.2.13) implies that there are T restrictions Z′tβ
∗ =mt , some

of these restrictions will be redundant, so that effectively there will only be

p restrictions.

Now consider the case T ≤ l+1, then rank(Z) ≤ T ≤ l+1. Theorem 5.2.1

still applies, however, so again the regressors and the parameters must be

such that the equations (5.2.13) and (5.2.14) are satisfied. The restrictions

Rβ = r to be imposed when estimating the model follow directly from equa-

tion (5.2.13). If we assume that the rank of Z equals p, then, effectively,

there will be p restrictions Z′tβ
∗ = mt , so that the matrix R will have p

rows, p ≤ T ≤ l+ 1.

In most applications, m = ιT , that is, the dependent variables sum to

one. In the somewhat more general case where m = cιT , it is easy to prove

the following corollary.

Corollary 5.2.1. Necessary and sufficient conditions relating constraints on

parameters and on explanatory variables, such that the sum-constrained lin-
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ear model defined by (5.2.7) and (5.2.8), with m = cιT , is logically data-

consistent, are given by

β∗ = Λλ, (5.2.15)

where β∗ = (β′1, . . . , β′n, ι′nα − c)′,Λ is an (l+ 1) × ν matrix, whose columns

form a basis for the null space of Z as defined in (5.2.10), and where λ is a

ν × 1 vector of proportionality factors.

Proof. With β∗ = (β′1, . . . , β′n, ι′nα − c)′, equation (5.2.9) can also be written

as

Zβ∗ = 0. (5.2.16)

Therefore, the vector β∗ must be a solution to the system of homogeneous

linear equations

Za = 0, (5.2.17)

where a is a vector of dimension (l+1)×1. If β∗ = Λλ is a linear combination

of vectors satisfying (5.2.17), then β∗ also satisfies (5.2.16), which proves

the sufficiency of the conditions. To prove necessity, suppose there exists

a solution β∗. Because β∗ is a solution of (5.2.16), it must belong to the

null space of Z . Therefore, β∗ can be written as a linear combination of the

columns of Λ.

Corollary 5.2.1 resembles the main result of Weverbergh et al. (1981).

Whereas these authors stated that this result only holds if T > l + 1, we

emphasize that corollary 5.2.1 also applies T ≤ l+ 1.

We will now show that we can derive the number of parameter restric-

tions from the rank of the matrix Z . Let T : V → W be a linear transforma-

tion, where V andW are vector spaces, and letK(T) denote the kernel or the

null space of T , andR(T) the range or image of T . If V is finite-dimensional,

then it is well known that

dimK (T)+ dimR (T) = dimV,

see, e.g., Friedberg et al. (1992). Applied to corollary 5.2.1, it follows that for

the linear transformation Z : Rl+1 → RT , the equality

ν + rank(Z) = l+ 1 (5.2.18)

must hold. If we define p = rank(Z), then it follows from corollary 5.2.1

that there is one sum restriction on the constant terms, and that there are

p−1 restrictions on the l parameters βij . The number of degrees of freedom

on the vector β∗ is therefore equal to ν (e.g., Weverbergh, 1976). Note that
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these results are consistent with the above result that the matrix R, which is

used for the parameter restrictions Rβ = r in the estimation process, has p
rows.

Logical predictor-consistency

We showed above that a model is logically data-consistent if and only if the T
restrictions Z′tβ

∗ =mt are satisfied for t = 1, . . . , T . This does not guarantee,

however, that Z′T+1β
∗ = mT+1 will also hold if we add an observation for

t = T + 1 (irrespective of T ≤ l + 1 or T > l + 1). Therefore, the model

need not be logically predictor-consistent. However, we can derive a result

analogous to theorem 5.2.1. Define

Z =
(
Zobs
Zpred

)
, (5.2.19)

where the T × (l+1) matrix Zobs = (Z1, . . . , ZT )
′ contains the observed data,

and the s × (l+ 1) matrix Zpred = (ZT+1, . . . , ZT+s)
′ contains the unobserved

data, used for prediction. Moreover, Zobs and Zpred are defined in a similar

way as in (5.2.10). The number of unobserved observations s can be arbitrar-

ily large, the unobserved part of the matrix of regressors Zpred is supposed

to capture all possible values of the regressors. Similarly, define

m =
(
mobs
mpred

)
. (5.2.20)

For logical predictor-consistency, equation (5.2.11) must hold for both Zobs

(so that the model is logically data-consistent) and for Zpred, so that the sum

constraint is also satisfied for predicted values of the dependent variable.

Moreover, the restrictions on β∗ which guarantee that Z′tβ
∗ = mt for the

observed data t = 1, . . . , T are not allowed to change if we add the restric-

tions Z′tβ
∗ = mt for t = T + 1, . . . , T + s for the unobserved data. This

means that the rows ZT+1, . . . , ZT+s must be linear combinations of the rows

Z1, . . . , ZT . We have now proven the following theorem.

Theorem 5.2.2. Necessary and sufficient conditions relating constraints on

parameters and on explanatory variables, such that the sum-constrained lin-

ear model defined by (5.2.7) and (5.2.8) is logically predictor-consistent, are

given by (
Zobs
Zpred

)
β∗ =

(
mobs
mpred

)
, (5.2.21)
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and

rank(Z) = rank(Zobs) = rank(Zobs,mobs) = rank(Z,m), (5.2.22)

with Z andm as defined in (5.2.19), resp. (5.2.20), and β∗ = (β′1, . . . , β′n, ι′nα)′.

The discussion whether T ≤ l + 1 or T > l + 1 is not relevant in this

context, because the matrix Z does not only capture the values of the ob-

served regressors, but also all possible future observations. Therefore, we

can always assume that the number of rows of Z exceeds the number of

columns.

An interesting question is when the conditions implied by theorem 5.2.2

differ from those implied by theorem 5.2.1. As long as values of the un-

observed regressors ZT+1, . . . , ZT+s and the constants mT+1, . . . ,mT+s are a

linear combination of the observations Z1, . . . , ZT resp. the constant terms

m1, . . . ,mT , the restrictions on the parameters implied by theorem 5.2.2 will

be the same as the conditions that follow from theorem 5.2.1. If T > l+1, we

will show in subsection 5.2.5 that in most situations adding a row to the ma-

trix Z will not change its rank. In this case, logical data-consistency and log-

ical predictor-consistency lead to the same conditions. Note, however, that

even if T > l+ 1, it is possible that adding a row to the matrix Z changes its

rank. In case T < l + 1, it becomes more likely that adding an observation

to the matrix Z leads to an additional restriction on the parameters, so that

theorem 5.2.1 will give conditions different from theorem 5.2.2.

In case m = cιT , we can derive a result analogous to corollary 5.2.1. The

proof of corollary 5.2.2 is similar to the proof of corollary 5.2.1.

Corollary 5.2.2. Necessary and sufficient conditions relating constraints on

parameters and on explanatory variables, such that the sum-constrained lin-

ear model defined by (5.2.7) and (5.2.8), with m = cιT , is logically predictor-

consistent, are given by

β∗ = Λλ, (5.2.23)

where β∗ = (β′1, . . . , β′n, ι′nα − c)′,Λ is an (l+ 1) × ν matrix, whose columns

form a basis for the null space of Z as defined in (5.2.19), and where λ is a

ν × 1 vector of proportionality factors.

As long as the values of the unobserved regressors ZT+1, . . . , ZT+s are a

linear combination of the observations Z1, . . . , ZT , corollary 5.2.2 leads to the

same conditions on the parameters as corollary 5.2.1, or, stated differently,

as long as the rank of Z as defined in (5.2.10) does not change if we add
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additional observations. In this case, the null space of Z will remain the

same, so that β∗ as defined in (5.2.23) will not change either.

In many applications of sum-constrained models, the null space of the

matrix Z is apparent, and corollary 5.2.1 or corollary 5.2.2 can be used to

find the conditions on the parameters to ensure logical data-consistency and

logical predictor-consistency respectively. In subsection 5.2.5, we give a few

examples to demonstrate how to exploit these corollaries. The corollaries

are particularly illustrative if T > l + 1, since in this case, we can explicitly

derive the conditions on β∗. For the case T ≤ l + 1, we discuss the difficul-

ties, and the distinction between the two definitions of logical consistency as

discussed above will then also become clear. To be able to compare our re-

sults with earlier results, we first summarize the results of Naert and Bultez

and the results of McGuire and Weiss in subsection 5.2.4. In subsection 5.2.5

we show by means of some examples that indeed, our results are consistent

with the earlier results.

5.2.4 Relation to the existing literature

In our notation with li = k for all i, Naert and Bultez (1973) stated the

following conditions for the linear model defined by (5.2.7) and (5.2.8) to

predict sum-constrained dependent variables as necessary and sufficient:

n∑
i=1

ztij = cjt for all j and t; (5.2.24)

βij = βj for all i and j; (5.2.25)

n∑
i=1

αi +
k∑
j=1

βjcjt =mt for all t. (5.2.26)

It is important to note that the cjt as defined in (5.2.24) cannot take on any

arbitrary values, yet should satisfy the constraint (5.2.26). That is, the regres-

sors and the parameters must simultaneously satisfy (5.2.26). It is easy to

check that these conditions are indeed sufficient, however, equation (5.2.24)

is not necessary at all. Naert and Bultez only allowed for sum-constrained

regressors as described by (5.2.24), and failed to recognize other regressors,

for example so-called homogeneous regressors described below.

McGuire and Weiss (1976) were the first authors who explicitly distin-

guished different types of explanatory variables. Consider the model as de-

fined by (5.2.1) and (5.2.2) with mt = 1 for all t. In our notation, McGuire

and Weiss assumed that each regressor must be one of the following four
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types:

(i) Constant. There may be one constant term, which implies that every

equation has the same intercept.
(ii) Equation dummies. Equation dummies are variables which allow an

equation for a certain category to have its own intercept.
(iii) Homogeneous variables. A homogeneous variable has the property

that the ratio of this variable in any pair of equations is constant across

all observations, although the value of this ratio is identical for differ-

ent pairs of equation.
(iv) Other variables. This category of explanatory variables includes all

variables which do not belong to one of the foregoing three classifi-

cations.

The variables of type (i) are not very interesting, and usually, they are com-

bined with the variables of type (ii). In our notation, the term αi, i = 1, . . . , n,
captures the variables of both type (i) and type (ii). Homogeneous variables,

variables of type (iii), occur very frequently, and according to McGuire and

Weiss, this type of variable had been overlooked by Naert and Bultez. This

type of variable was also overlooked by McGuire et al. (1968) themselves.

Homogeneous variables ztij can be written in the form

ztij = aijwjt,

for i = 1, . . . , n and t = 1, . . . , T , so that each homogeneous variable is ex-

pressed as the product of an equation-specific factor (aij) and an obser-

vation-specific factor (wjt). Homogeneous variables have the property that

the ratio of this variable in any pair of equations is constant across all ob-

servations, although the value of this ratio may vary for different pairs of

equations (McGuire and Weiss, 1976):

ztij
ztkj

= aij
akj
,

independent of time. In many applications, aij = 1 for all i and j, so that

ztij = wjt for all i, which means that this regressor is the same in every

equation but it varies over time. McGuire and Weiss now derived the fol-

lowing necessary and sufficient conditions for the model defined by (5.2.1)

and (5.2.2), with mt = 1 for all t, to predict sum-constrained dependent

variables:
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• if variable j is a homogeneous variable of type (iii), that is, ztij =
aijwjt, for i = 1, . . . , n and t = 1, . . . , T , then

a1jβ1j + a2jβ2j + · · · + anjβnj = 0. (5.2.27)

• if variable j is of type (iv), then it is sum-constrained, that is
∑n
i=1 ztij =

1 for all t, and the corresponding response parameters are homoge-

neous across equations, that is,

βij = βj for all i, with
∑
j
βj = 1−

n∑
i=1

αi. (5.2.28)

Whereas it is easy to check that these conditions are sufficient, it is not clear

they are necessary. McGuire and Weiss did not give a full proof of their re-

sults and they also assumed that ‘each explanatory variable must be one of

the four types described or some linear combination of a set of variables

of the same dimensionality each of which is one of these four types’. Note

that, although the definition of the type (iv) variable by McGuire and Weiss

covers ‘all other variables’, they claimed that these variables must be sum-

constrained for the model to predict sum-constrained dependent variables.

Thus, McGuire and Weiss only allowed homogeneous and sum-constrained

regressors. Although in practice the explanatory variables will often be of

one of these two types, it is important to observe that this is not a conse-

quence of the fact that the model must be sum-constrained. By means of an

example (example 3), we will show in the next subsection that it is possible

that an explanatory variable is of another type. So, McGuire and Weiss did

recognize the fact that logical consistency imposes a restriction on both pa-

rameters and explanatory variables, yet they only considered two extremes:

a regressor is either the same in each equation (except for a constant), so that

the corresponding response parameters are sum-constrained, or a regressor

is sum-constrained, which implies that the corresponding response param-

eters are equal across equations. We showed in theorem 5.2.1 and 5.2.2 that

this dual relation between constraints on parameters and on explanatory

variables is somewhat more sophisticated.

5.2.5 Some examples

In this subsection, we give some examples that illustrate the use of corol-

lary 5.2.1 to determine the relations between the constraints on parameters

and explanatory variables implied by logical data-consistency. We address
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the differences between T ≤ l+ 1 and T > l+ 1. Subsequently, we consider

what happens if we want to adopt definition B of logical consistency, so that

we need to use corollary 5.2.2. We show when differences in interpretation

of logical consistency may arise. Moreover, we also show how our results

compare to those of McGuire and Weiss, as described in subsection 5.2.4.

The first two examples are derived from Weverbergh et al. (1981) and are

intended to demonstrate the most common situations of homogeneous and

sum-constrained regressors. The third example shows that it is possible to

consider other types of regressors, and this is therefore a counterexample

to the results of McGuire and Weiss. Finally, we go back to the examples of

section 5.1, and we examine how they fit into our framework.

Example 1

A well-known application of a sum-constrained model is the market share re-

sponse function (also see the first example of section 5.1), where the market

share is a function of lagged market share and advertising share (Beckwith,

1972, Leeflang and Reuyl, 1982). Consider three brands whose market shares

yti are affected by two variables ztij , i = 1,2,3, j = 1,2, and t = 1, . . . , T .

Let zti1 denote the advertising share of brand i in the market at time t, and

let zti2 denote lagged market share mt−1,i, i = 1,2,3. Let Zij denote the jth
column of Zi, i = 1,2,3, j = 1,2. Then we can write

yi = αiιT + Zi1βi1 + Zi2βi2 +ui
for i = 1,2,3 with

3∑
i=1

yi = ιT ,

because market shares should sum to one. The regressors satisfy the restric-

tions
3∑
i=1

Zi1 =
3∑
i=1

Zi2 = ιT . (5.2.29)

Therefore, our matrix Z becomes

Z =
(
Z11 Z12 Z21 Z22 Z31 Z32 ιT

)
. (5.2.30)

Because of the sum constraints (5.2.29), the rank of Z equals at most five.

In most cases, the rank of Z will indeed equal five as long as the number of

rows (T ) exceeds the number of columns (l+1). We will assume that the rank



5.2. Logical consistency 159

of Z is equal to five. According to corollary 5.2.1, a necessary and sufficient

condition for the model to be logically data-consistent is that the vector

β∗ =
(
β11, β12, β21, β22, β31, β32, (α1 +α2 +α3 − 1)

)′
is of the form β∗ = Λλ, where Λ is an 7 × ν matrix, whose columns form a

basis for the null space of Z , and where λ is a ν×1 vector of proportionality

factors. We know from (5.2.18) that ν = 7 − 5 = 2, and it is easy to check

that the columns of the matrix

Λ =



1 0
0 1
1 0
0 1
1 0
0 1

−1 −1


(5.2.31)

form a basis for the null space of Z , because

ZΛ = ( 3∑
i=1

Zi1 − ιT ,
3∑
i=1

Zi2 − ιT ) = (0,0).

Therefore,

β∗ = Λλ =



λ1
λ2
λ1
λ2
λ1
λ2

−λ1 − λ2


, (5.2.32)

so that we have the following restrictions on the parameters:

β1j = β2j = β3j = λj
for j = 1,2, and

3∑
i=1

αi + λ1 + λ2 − 1 = 0.

Note that the number of restrictions on the βij equals rank(Z)− 1 = 4, and

that there is one restriction on the sum of the constant terms, as mentioned

in subsection 5.2.3.

The above results are the same as the results obtained by McGuire and

Weiss (1973) as described in subsection 5.2.4. Because both Zi1 and Zi2 are
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sum-constrained, we are dealing with regressors of type (iv), which in turn

implies that βij = βj for all i and j, with
∑2
j=1 βj = 1−∑3

i=1αi.
If the rank of Z is smaller than five because T < 5, similar arguments

can be used to derive necessary and sufficient conditions for logical data-

consistency. That is, find the vectors spanning the null space of Z , and use

a linear combination of these vectors to find the restrictions on the vector

of parameters. If, for example, T = 3, so that Z only has three rows (which

we assume to be independent), then the dimension of the null space equals

7 − 3 = 4 according to (5.2.18). The matrix Λ then contains four columns.

The first two columns are equal to the columns of the matrix Λ as defined

in (5.2.31), yet there will be two additional columns. The parameter vector β∗

now is a linear combination of four vectors (the vectors spanning the null

space of Z) and will therefore be less restricted than the vector we found

in (5.2.32), which is a combination of two vectors.

To derive necessary and sufficient conditions for the model to be logi-

cally predictor-consistent, observe that future observations of the regressors

ztij will also be sum-constrained, i.e.,
∑
i ztij = 1, i = 1, . . . , n, j = 1,2, and

t = T + 1, . . . , T + s. Adding rows to the matrix Z as defined in (5.2.30) will

therefore not change the rank of Z in case T > 5. Therefore, the null space

of the matrix Z will stay the same, so that the matrix Λ found in (5.2.31)

can also be used in corollary 5.2.2. Therefore, the restrictions on the pa-

rameters will be the same as for logical data-consistency. In case T < 5, we

showed above that the necessary and sufficient conditions for logical data-

consistency will become less stringent. These conditions will then be neither

sufficient nor necessary for logical predictor-consistency.

Example 2

Now consider a variation of example 1 with the second explanatory variable

(lagged market share) replaced by another variable which is the same for

each brand, that is, Zi2 = Z∗2, i = 1,2,3. The variable Z∗2 is a so-called

homogeneous variable, as described in section 5.2.4. The matrix Z is now

equal to

Z =
(
Z11 Z∗2 Z21 Z∗2 Z31 Z∗2 ιT

)
, (5.2.33)

so that Z now has a rank of at most four. If we assume that the rank of Z is

exactly equal to four (so that T ≥ 4), then it is easy to see that the columns
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of the matrix

Λ =



1 0 0
0 1 1
1 0 0
0 −1 0
1 0 0
0 0 −1
−1 0 0


form a basis for the null space of Z , for

ZΛ = ( 3∑
i=1

Zi1 − ιT , Z∗2 − Z∗2, Z∗2 − Z∗2) = (0,0,0).

There will be one restriction on the sum of the constant terms, and rank(Z)−
1 = 3 restrictions on the βij . Because

β∗ = Λλ =



λ1
λ2 + λ3
λ1
−λ2
λ1
−λ3
−λ1


, (5.2.34)

it follows that the parameters are restricted as follows:

β11 = β21 = β31 = λ1

β12 + β22 + β32 = 0,

and
3∑
i=1

αi + λ1 − 1 = 0.

Note once more that these results are in accordance with the results of

McGuire and Weiss. In the notation of subsection 5.2.4, the homogenous

variable Z∗2 has elements zti2 = ai2wt2 = wt2, for i = 1,2,3, and t =
1, . . . , T , that is, a12 = a22 = a32 = 1. Therefore, β12 + β22 + β32 = 0. For the

sum-constrained variable Zi1, a similar argument holds as in example 1, so

that βi1 = β1 for all i, with β1 = 1−∑3
i=1αi.

As in example 1, if T < 4, then the rank of Z will also be smaller than

four, and β∗ will become less restricted. If, for example, T = 2 such that

rank(Z) = 2, then the dimension of the null space equals ν = 7 − 2 = 5, so

that the matrix Λ will have two additional columns. The parameter vector

β∗ now is a linear combination of five vectors and will therefore be less
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restricted than the vector we found in (5.2.34), which is a combination of

three vectors.

As far as logical predictor-consistency is concerned, a similar situation

as in example 1 occurs. For additional observations ztij, t = T + 1, . . . , T + s,
the first regressor will still be sum-constrained, i.e.

∑n
i=1 zti1 = 1, and the

second regressor will also be homogeneous, i.e. zti2 = zt∗2 for all i. It is

easy to check that in this case, the rank of Z as defined in (5.2.33) will not

change if we add these future observations. Therefore, the necessary and

sufficient conditions found for logical data-consistency in case T > 4 are also

necessary and sufficient for logical predictor-consistency. In case T < 4, the

conditions for logical data-consistency will again differ from the conditions

for logical predictor-consistency.

Example 3

Consider the model of example 2, yet with advertising share replaced by the

expenditures on advertising, so that we do not have the restriction Z11+Z21+
Z31 = ιT anymore. That is, we have two regressors, the first one is allowed

to move freely, the second one is homogeneous. The matrix Z is the same as

in example 2, yet the matrix Λ is different. Because the first regressor is not

sum-constrained anymore, the rank of Z will be at most five. If we assume

that it equals five, then the dimension of the null space of Z equals two, and

we must delete the first column of Λ as in example 3. We can see that in this

case

β∗ = Λλ =



0 0
1 1
0 0

−1 0
0 0
0 −1
0 0


(
λ1
λ2

)
=



0
λ1 + λ2

0
−λ1

0
−λ2

0


,

so that βi1 = 0 for i = 1,2,3, which implies that advertising share cannot

be a part of the model in this way. This example therefore shows that the

conditions from corollary 5.2.1 sometimes indicate which regressors are not

possible.

The above shows that the first regressor should also be restricted in some

way. Therefore, suppose that the advertising share of the third brand is al-

ways equal to the sum of the advertising shares of the first two brands, that

is,

Z11 + Z21 = Z31. (5.2.35)



5.2. Logical consistency 163

The matrix Z is again the same as in example 2, yet with the new restric-

tions (5.2.35) on the regressors, the rank of Z will now be equal to four at

most. If we assume that the rank equals four, the the dimension of the null

space of Z equals three, and it is easy to see that the columns of the matrix

Λ =



1 0 0
0 1 1
1 0 0
0 −1 0
−1 0 0

0 0 −1
0 0 0


form a basis for the null space of Z . Therefore,

β∗ = Λλ =



λ1
λ2 + λ3
λ1
−λ2
−λ1
−λ3

0


, (5.2.36)

it follows that the parameters are restricted as follows:

β11 = β21 = −β31 = λ1

β12 + β22 + β32 = 0,

and
3∑
i=1

αi − 1 = 0.

The advertising share restricted as in (5.2.35) is a regressor that is neither

homogeneous nor sum-constrained, according to the definitions of subsec-

tion 5.2.2. Therefore, this example clearly illustrates the fact that for a model

to be logically data-consistent or logically predictor-consistent, the regressor

need not be homogeneous or sum-constrained (as defined by McGuire and

Weiss, see section 5.2.4). The discussion regarding the difference between

logical data-consistency and logical predictor-consistency is analogous to

the discussions in example 1 and example 2.

The examples of section 5.1

We now go back to the examples given in section 5.1. In the first example

of the demand system as defined in (5.1.3), it is clear that all regressors are
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homogeneous. Every equation contains a constant term and n regressors,

which are the same across equations. If we assume that the regressors are

independent, then the rank of Z as defined in (5.2.10) equals n+1. Using sim-

ilar arguments as above in example 2, it can be shown that if T > n+ 1, the

restrictions (5.1.4) indeed follow from corollary 5.2.1. These restrictions are

necessary and sufficient for the model to be logically data-consistent. This

also conforms to the result on homogeneous regressors, as stated in sec-

tion 5.2.4. If T ≤ n+ 1, a situation that is not unlikely, the conditions (5.1.4)

are sufficient, but not necessary in all cases. In the model of De Boer and

Martinez, n = 11 and T = 13, so that T > n + 1 = 12. If we assume that

the 11 homogeneous regressors are independent, then the rank of Z equals

12, so that the rows of Z must be dependent. The restrictions (5.1.4) on the

parameters will be necessary and sufficient for logical data-consistency (and

also for logical predictor-consistency). Note that the number of parameter

restrictions equals rank(Z) = 12. If T would have been equal to 10, for exam-

ple, then the rank of Z would have been equal to 10. The restrictions (5.1.4)

would then be sufficient for logical data-consistency, but not necessary. Ac-

cording to corollary 5.2.1, there would now be rank(Z) = 10 restrictions on

the parameters, so that if only logical data-consistency is considered, the

parameters would have somewhat more freedom as compared to (5.1.4).

In the second example of the market share model, each equation contains

two regressors, and both regressors are sum-constrained. If both regressors

are independent, the rank of Z as defined in (5.2.10) will equal 2n− 1 (note

that there is no constant term). Therefore, if T > 2n − 1, the response pa-

rameters should be homogeneous across equations just as in example 1,

as stated in (5.1.7). In this application, n = 5 and T = 35, so that indeed,

T > 2n− 1 = 9. The restrictions (5.1.7) on the parameters will be necessary

and sufficient for logical data-consistency (and also for logical predictor-

consistency). Note that the number of restrictions on the parameters equals

rank(Z) = 9. Again, if T would have been equal to 5, for example, then the

rank of Z would have been equal to 5. The restrictions (5.1.7) would then be

sufficient for logical data-consistency, but not necessary. According to corol-

lary 5.2.1, there would now be rank(Z) = 5 restrictions on the parameters,

so that if only logical data-consistency is considered, the parameters would

have somewhat more freedom as compared to (5.1.7).
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5.2.6 Conclusions

In this section, we presented two (related) definitions of logical consistency,

namely, logical data-consistency and logical predictor-consistency. We de-

rived necessary and sufficient conditions corresponding to each of the two

definitions and showed where and when differences may occur. Weverbergh

et al. (1986) derived comparable results, yet only considered the case T >
l + 1. We showed that the results also hold in case T ≤ l + 1, but that in

this case some caution is needed concerning the interpretation of logical

consistency. We also presented the conditions of McGuire and Weiss (1976),

which, as from that moment, were generally accepted to be necessary and

sufficient for ‘logical consistency’. In both of our definitions of logical con-

sistency, the conditions of McGuire and Weiss are sufficient, yet not always

necessary. Moreover, we presented an example that clearly shows that the

conditions of McGuire and Weiss are not necessary at all. We also demon-

strated by means of an example that the conditions for logical consistency

sometimes can be used to show that a particular regressor cannot be a part

of the model. As far as the difference between logical data-consistency and

logical predictor-consistency is concerned, we showed that in most cases,

the conditions will be the same if T > l + 1. In case T ≤ l + 1, the condi-

tions for logical predictor-consistent are often more restrictive than those

for logical data-consistency.

5.3 Identifiability

An underexposed subject in the literature on sum-constrained linear models

is identifiability. Identifiability of a parameter θ ∈ Θ means that distinct val-

ues of θ correspond to distinct probability distributions, so that knowledge

about the unknown θ can be inferred from knowledge of the probability dis-

tribution which is estimable. Formally, identifiability requires that for any

two distinct elements θ1 and θ2 in Θ, there exists at least one measurable

set B in the sample space such that

Pθ1
(Y ∈ B) �= Pθ2

(Y ∈ B).
With respect to the sum-constrained model defined by (5.1.1) and (5.1.2), we

are interested in identifiability of the parameter vector β and the covariance

matrix of the disturbances Ω.

We adopt the notation for the general sum-constrained linear model as

presented in section 5.1. In matrix notation, the model can be represented
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by the following system of linear equations

yi = Ziβi +ui (i = 1, . . . , n) (5.3.1)

and
n∑
i=1

yi =m, (5.3.2)

where yi,ui and m denote T × 1 vectors with elements yti,uti, and mt
respectively, Zi denotes a T × ki matrix of observations on a set of ki ex-

planatory variables which are specific for the dependent variable in the ith
category, and βi denotes a ki×1 vector of parameters βij . We emphasize that

this section uses standard notation which differs from the notation used in

section 5.2. In the above notation, the constant term is included in the ma-

trix of regressors, that is, the first column of the matrix Zi is a column of

ones. The matrices Zi and the vectors βi in this section are therefore not the

same as those in section 5.2. Intrinsically, the models (5.2.7) and (5.3.1) are

the same, with ki = li+1. In order to avoid cumbersome notation, we define

the k× 1 vector β as

β =
(
β′1 . . . β′n

)′
and the T × k matrix Xi as

Xi =
(
0 . . . 0 Zi 0 . . . 0

)
, (5.3.3)

where k = ∑n
i=1 ki and the T × kj zero blocks correspond to the subvectors

βj with j �= i, so that (5.3.1) can be written as

yi = Xiβ+ui (i = 1, . . . , n).

Define u′ = (u′1, . . . , u′n), then we assume that u ∼N nT (0,Ω⊗ IT ), with

Ω = diag(d)− 1
ι′nd

dd′, (5.3.4)

where d ∈ Rn, also see the discussion in chapter 4.

First, we focus on identifiability of the vector of parameters β. We assume

that the restrictions (5.3.2) are accommodated by imposing the constraints

R1β = r1 on the vector of parameters β, where R1 denotes a p × k matrix

of full row rank and r1 represents a p-dimensional vector. Recall that the

dependent variables yi and the regressors Xi are also restricted in some

way, see section 5.2. Furthermore, additional restrictions may be available,
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which take the form R2β = r2, where we assume that R2 is a (q − p) × k
matrix. We only consider linear parameter restrictions. If we define

R =
(
R1
R2

)
and r =

(
r1
r2

)
, (5.3.5)

then we can combine all the parameter constraints in the equation Rβ = r .

We assume that the q×kmatrix R is of full row rank. Because we require log-

ical consistency of the model, we have to take the restrictions R1β = r1 into

account, and possibly these restrictions are extended by other restrictions

R2β = r2.

Theorem 5.3.1. The parameter vector β in the sum-constrained model de-

fined by (5.3.1) and (5.3.2) subject to Rβ = r is identified if and only if

rank


X1
...
Xn
R

 = k. (5.3.6)

Proof. Let y = (y ′1, . . . , y ′n)′ and X = (X′1, . . . , X′n)′, then y ∼ N nT (Xβ,Ω ⊗
IT ). Let β1, β2 ∈ Rk. Identifiability of β subject to Rβ1 = Rβ2 = r requires

that

µ = E


y1
...
yn

 =

X1
...
Xn

β1 =


X1
...
Xn

β2, (5.3.7)

implies β1 = β2. If we combine the parameter restrictions with (5.3.7) then

β is identified if and only if 
X1
...
Xn
R

β1 =


X1
...
Xn
R

β2 (5.3.8)

implies β1 = β2. Therefore, it follows that β is identified if and only if

rank(X′1, . . . , , X
′
n,R

′)′ = k.

It follows from theorem 5.3.1 that a necessary condition for identifiability

is that nT + q ≥ k. Recall that Xi = (0, . . . ,0, Zi,0, . . . ,0), so that if all Zi are

of full column rank (an assumption that is usually made), then (5.3.6) will be

satisfied, so that β is identified. However, this rank condition on Z1, . . . , Zn
is too strong. If one or more of the Zi are not of full-column rank, then the

additional restrictions Rβ = r may still identify β. Note the analogy with
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the requirement of logical consistency of the sum-constrained linear model

which induces constraints on both parameters and regressors, as discussed

in section 5.2.

As far as the covariance matrix Ω is concerned, suppose that n > 2 and

that the (nonzero) diagonal elements of Ω are given. Then we know from

theorem 4.6.1 that if there exists a solution for d such that the parameteri-

zation (5.3.4) exists, then it is unique. Therefore, if n > 2 and

Ω = diag(d1)−
1
ι′nd1

d1d
′
1 = diag(d2)−

1
ι′nd2

d2d
′
2,

then d1 = d2, so that the vector of parameters d is identified. This proves

the following theorem.

Theorem 5.3.2. The parameter vector d parameterizing the covariance ma-

trix (5.3.4) corresponding to the sum-constrained model defined by (5.3.1)

and (5.3.2) is identified for n > 2.

If n = 2, theorem 4.6.1 shows that d is not identified. Fortunately, the

case n = 2 is not very interesting in practice. Moreover, the matrix Ω =
diag(d)−(d1+d2)

−1dd′ is identified, and this is what we are really interested

in.

5.4 Maximum likelihood estimation

As already noted in section 4.5, one of the major difficulties in estimating

sum-constrained linear models is caused by the fact that the method of max-

imum likelihood is very demanding with respect to the number of obser-

vations that is required (De Boer and Harkema, 1984). Maximum likelihood

procedures fail or produce unstable estimates if the number of observations

is too small, even when only a few categories are considered. This problem

is often solved by imposing constraints on the contemporaneous covariance

matrix of disturbances Ω. A well-known example is Ω = σ 2(In − n−1ιnι
′
n)

(e.g., McGuire et al., 1968). A disadvantage of this specification is that all the

variances in the different categories are assumed to be equal, which is not

very plausible in many situations. The more flexible specification

Ω = diag(d)− 1
ι′nd

dd′, d ∈ Rn, (5.4.1)

suggested by De Boer and Harkema allows for n parameters to be estimated

freely and has the pleasant property that it is not very demanding with re-

spect to the number of observations (De Boer and Harkema, 1997).
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In this section, we derive the maximum likelihood estimators for β and

d. It appears to be difficult to maximize the likelihood as a function of β
and d simultaneously, but relatively easy to maximize the likelihood as a

function of β given d (subsection 5.4.2) and as a function of d given β (sub-

section 5.4.3). In this case it is convenient to adopt a zig-zag iterative proce-

dure as suggested in subsection 5.4.4. We start, however, with some prelim-

inary analyses in the next subsection. In this section, we only consider log-

ically consistent sum-constrained linear models which are identified, since

we think that estimation only makes sense if the sum-constrained linear

model is both logically consistent and identified.

5.4.1 Some preliminary analyses

In this subsection, we use the same notation as in section 5.3. We emphasize

once more that this subsection uses standard notation which differs from

the notation used in section 5.2. To estimate the sum-constrained linear

model, De Boer and Harkema chose to delete one arbitrary category, and

without loss of generality, they chose to delete the last one. Let Ωn−1 denote

the reduced covariance matrix obtained by deleting the last row and column

of Ω. De Boer and Harkema showed that the likelihood function

L(β,Ωn−1) = (2π)−T(n−1)/2|Ωn−1|−T/2 ×
× exp

{
− 1

2
[(y1 −X1β)

′ · · · (yn−1 −Xn−1β)
′]×

×[Ω−1
n−1 ⊗ IT ][(y1 −X1β)

′ · · · (yn−1 −Xn−1β)
′]′

}
(5.4.2)

can also be written as

L(β,Ωn−1) = (2π)−T(n−1)/2

(ι′nd)−1
n∏
i=1

di

−T/2 ×
× exp

−1
2

n∑
i=1

[d−1
i (yi −Xiβ)′(yi −Xiβ)]

 , (5.4.3)

so that it is indeed invariant with respect to the category that is deleted,

a result which is due to Barten (1969). Recall from theorem 3.9.1 that Ω
as defined in (5.4.1) is positive semi-definite if and only if all di’s are pos-

itive or at most one di is negative with
∑n
i=1 di being negative as well. The

vector of dependent variables yi satisfies (5.3.2), and we know from sec-

tion 5.2 that this implies that the Xi are also restricted. Together with the
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parameter constraints Rβ = r , we can then ensure logical consistency and

identifiability of the parameter β. Note that the constraints Rβ = r may

also include other prior knowledge about the parameters. According to De

Boer and Harkema (1997), given d1, . . . , dn, we can apply standard restricted

maximum likelihood theory to maximize (5.4.3) subject to Rβ = r , leading

to their expression (16) on page 77 for β̂. Note, however, that the quadratic

form in (5.4.3) can be negative because one of the di is allowed to be nega-

tive. The argument for finding β̂ in De Boer and Harkema is therefore more

subtle. Because Ωn−1 > 0, the quadratic form in (5.4.2) is strictly convex in

β, and we can find a unique vector β̂ so that (5.4.2) is maximized. This im-

plies that this is also true for (5.4.3), disregarding the fact that the matrix

D = diag(d) can be indefinite.

It is not necessary to remove one category, though. By taking the ob-

servations for all categories together, that is by considering the model for

each time-point separately, we stay closer to the original problem. Instead

of deleting one category and continuing with the usual analysis, as De Boer

and Harkema did, we analyze all categories together. By arranging the data

this way, we are able to use the theory on normal densities restricted to

affine subspaces developed in chapter 2. Except for the theoretical appeal

of analyzing the full problem, another advantage is that distributions differ-

ent from the normal distribution are more easily incorporated. If normality

of the disturbance terms is not a realistic assumption, for example because

the tails of the distribution are heavier, our generic approach is also effec-

tive as long as we know the probability density function of this distribution

restricted on the suitable affine subspace. Finally, if there are missing obser-

vations among the categories for some of the regressors, then imputation

methods are often used to estimate the model. Imputation is much easier

in the full system than in the system where one of the categories is deleted.

In the former, we only have constraints on the parameters when imputing

the missing data, while in the latter, additional constraints on the data must

be taken into account. Therefore, we adopt similar notation as in subsec-

tion 5.2.2:

yt = Xtβ+ut (5.4.4)

where

Xt =


z′t1 0 · · · 0
0 z′t2 · · · 0
...

. . .
...

0 0 · · · z′tn

 (5.4.5)
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so that Xt is n × k with ι′nXtβ = mt , where k = ∑n
i=1 ki. The only differ-

ence with the notation of subsection 5.2.2 is that the constant term is now

included in the matrix of regressors. Observe the slight abuse of notation.

We use Xi for the matrix defined by (5.3.3) and Xt for the matrix defined

by (5.4.5). We assume that the subscript of X (category versus time) indicates

to which definition we refer. Now we assume that the ut are i.i.d. N n(0,Ω)
with Ωιn = 0 and Ω = diag(d)− 1

ι′nd
dd′.

Define

L = {λιn|λ ∈ R},
so that L⊥ has dimension n−1. Furthermore, yt has outcomes in the hyper-

plane

At = {yt ∈ Rn|ι′nyt =mt}.
Because mt

1
nιn ∈ At , we see that

At =mt
1
n
ιn + L⊥.

As a matter of fact, instead of mt
1
nιn, we can choose every arbitrary vector

at ∈ At as the support vector of At . The nice thing about the vector mt
1
nιn

is that it is orthogonal to L⊥, because this vector lies in L.

We know from chapter 2 that the probability density function of yt with

respect to the Lebesgue measure on At is

ft(yt) = (2π)−
1
2 (n−1)[detn−1 Ω]− 1

2 × exp
(
−1

2
(yt −Xtβ)′Ω+(yt −Xtβ)

)
,

so that the likelihood function equals

L(β,Ω) = (2π)−
1
2T(n−1)

[
detn−1 Ω]− 1

2T ×

× exp

−1
2

T∑
t=1

(yt −Xtβ)′Ω+(yt −Xtβ)
 . (5.4.6)

Note that Xtβ ∈ At because ι′nXtβ =mt , so that yt −Xtβ ∈ L⊥.

If we want to maximize (5.4.6) as a function of β and d, we can first max-

imize this likelihood with respect to d considering β as given. This way, we

obtain d(β), assuming that this function exists. The next step is to maxi-

mize the ‘concentrated likelihood function’ L(β,d(β)) as a function of β.

In general, this solution is difficult to obtain analytically. By examining the

expression (5.4.6) it is clear that L(β,d(β)) is quite complicated, especially
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since the parameterspace of d is disconnected. Moreover, we also have to

take the a priori restrictions Rβ = r into account. Therefore, we will pro-

ceed with an iterative estimation procedure which will be described below.

5.4.2 Estimating β for known d1, . . . , dn

We first concentrate on finding the maximum likelihood estimator for β for

known d1, . . . , dn. We know from subsection 3.9.1 that

detn−1Ω = n
n∏
i=1

di
/ n∑
i=1

di,

so that according to (5.4.6), given d1, . . . , dn, we have to maximize

L(β;d) = (2π)−
1
2T(n−1)

(
n

∏n
i=1 di
ι′nd

)− 1
2T

×

× exp

−1
2

T∑
t=1

(yt −Xtβ)′Ω+(yt −Xtβ)
 ,

which comes down to minimizing

T∑
t=1

(yt −Xtβ)′Ω+(yt −Xtβ) (5.4.7)

subject to Rβ = r . Standard GLS theory suggests to premultiply the model

defined by (5.4.4) with Ω− 1
2 and then to apply OLS, while taking the param-

eter restrictions into account. However, because Ω is singular, this strategy

is not possible so we have to adopt a different approach.

The quadratic form in (5.4.7) is convex, but not strictly convex. To see

this, consider the Hessian matrix
∑T
t=1X

′
tΩ+Xt , and suppose that

T∑
t=1

α′X′tΩ+Xtα = 0

⇒ Xtα ∈K(Ω) for all t

⇒ Xtα = ctιn for all t

⇒ z′tiα = ct for all t, i. (5.4.8)

If there is a constant term in every category, that is z′ti = (1, zti1, . . . , ztiki)′,
then we can take α′i = (1,0, . . . ,0) and ct = 1 for all t, so that equation (5.4.8)
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is satisfied. This implies that in general, (5.4.7) is not strictly convex in-

deed. If we take the restrictions Rβ = r into account, however, we will now

show that (5.4.7) has a unique maximum given the matrix Ω (that is, given

d1, . . . , dn).

Theorem 5.4.1. The quadratic form

Q(β) =
T∑
t=1

(yt −Xtβ)′Ω+(yt −Xtβ) (5.4.9)

is strictly convex in β, where β satisfies the constraint Rβ = r .

Proof. Let Rβ1 = r and Rβ2 = r , with β1 �= β2. Consider λ ∈ (0,1) and

define βλ = λβ1 + (1 − λ)β2. Now Q(β) is strictly convex on Rβ = r if and

only if

λQ(β1)+ (1− λ)Q(β2) > Q(βλ)

� λ(1− λ)(β1 − β2)
′
 T∑
t=1

X′tΩ+Xt

 (β1 − β2) > 0

� β1 − β2 ∉K
 T∑
t=1

X′tΩ+Xt

 .
If β1 − β2 ∈ K

(∑T
t=1X

′
tΩ+Xt

)
, then we would have Xt(β1 − β2) ∈K(Ω) for

all t, and hence Xt(β1−β2) = ctιn for certain constants ct, t = 1, . . . , T . From

the identification of β we know that Rβ1 = Rβ2 = r implies that Xβ1 �= Xβ2.

Hence, for some t, Xtβ1 �= Xtβ2. Thus, we also have ct �= 0 for some t. In

that case, we observe that ι′nXt(β1 − β2) = nct �= 0, but this is impossible

because of logical consistency: ι′nXtβ1 = ι′nXtβ2 = mt for all t. From this

contradiction, it follows that β1 − β2 ∉K
(∑T

t=1X
′
tΩ+Xt

)
.

Theorem 5.4.1 implies that there is a unique minimum of the quadratic

form in (5.4.7) subject to Rβ = r . We can find this minimum using the

Lagrange multipliers technique. With Ω as defined in (5.4.1), the quadratic

form (5.4.7) can also be written as

T∑
t=1

(yt −Xtβ)′D−1(yt −Xtβ). (5.4.10)

By using the same argument as De Boer and Harkema did implicitly, we can

easily find the restricted maximum likelihood estimator of β. That is, be-

cause the quadratic form in (5.4.7) subject to Rβ = r is strictly convex in
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β, so is the quadratic form in (5.4.10), and we can find a unique vector β̂
such that the likelihood function is maximized. To find the maximum likeli-

hood estimator of β for known d1, . . . , dn, we thus have to minimize (5.4.10)

subject to Rβ = r . A Lagrangian for this problem is

L = 1
2

T∑
t=1

(yt −Xtβ)′D−1(yt −Xtβ)+ λ′(Rβ− r),

where λ is a T × 1 vector of Langrange multipliers. Applying the rules of

matrix differentials, we obtain

dL =
 T∑
t=1

β′X′tD
−1Xt −y ′tD−1Xt + λ′R

 (dβ)+ (Rβ− r)′(dλ).
From dL = 0 we derive the first order conditions

T∑
t=1

X′tD
−1Xtβ−

T∑
t=1

X′tD
−1yt + R′λ = 0

Rβ− r = 0.

Writing the system in matrix notation yields
T∑
t=1

X′tD
−1Xt R′

R 0


(
β
λ

)
=


T∑
t=1

X′tD
−1yt

r

 , (5.4.11)

or

Wγ = v, (5.4.12)

which is a system of k+q linear equations in k+q unknowns β and λ. It has

a unique solution if rank(W) = k+q. We emphasize that the solution of this

system of equations defines the restricted least squares estimator, which is

also equal to the restricted maximum likelihood estimator in this case. Note

that

T∑
t=1

X′tD
−1Xt =


d−1

1 Z
′
1Z1 0

. . .

0 d−1
n Z

′
nZn


and

T∑
t=1

X′tD
−1yt =


d−1

1 Z
′
1y1

...
d−1
n Z

′
nyn

 .
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If the matrixM =∑T
t=1X

′
tD

−1Xt is nonsingular, or equivalently, if
∑T
t=1X

′
tXt

is nonsingular, then we can solve (5.4.11) for β using the well-known formula

for the inverse of a partitioned matrix, leading to the familiar expression

β̂ = β̃−M−1R′(RM−1R′)−1(Rβ̃− r), (5.4.13)

where

β̃ = M−1
T∑
t=1

X′tD
−1yt =

 T∑
t=1

X′tXt

−1  T∑
t=1

X′tyt

 . (5.4.14)

Equation (5.4.13) is exactly the expression found by De Boer and Harkema.

Note that β̃ as in (5.4.14) is the unrestricted ordinary least squares, indepen-

dent of d. Obviously, M is nonsingular if and only if the T × ki matrices Zi
are of full column rank, that is, if and only if the ki regressors in category

i are linearly independent. While this full rank assumption is often made,

it is not necessary for the existence of the restricted least estimator. It is

possible that the matrix W in (5.4.12) is nonsingular even though
∑T
t=1X

′
tXt

is singular. In this case, β̂ follows from the direct solution of the first order

conditions

(
β̂
λ̂

)
=


T∑
t=1

X′tD
−1Xt R′

R 0


−1 

T∑
t=1

X′tD
−1yt

r


= W−1v. (5.4.15)

The next theorem shows that the matrix W is nonsingular if and only if β is

identified.

Theorem 5.4.2. The restricted maximum likelihood estimator β̂ which follows

from the first order conditions (5.4.15) exists if and only if β is identified.

Proof. We first observe that

T∑
t=1

X′tD
−1Xt + R′R =

(
X′1 · · · X′T R′

)(
D−1 ⊗ IT 0

0 Iq

)
X1
...
XT
R

 .
Therefore,

rank

 T∑
t=1

X′tD
−1Xt + R′R

 = rank(X′1, · · · , X′T , R′)

= rank(X′1, · · · , X′n,R′), (5.4.16)
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which, according to theorem 5.3.1, is of rank k if and only if β is identified.

It follows from (5.4.11) that (5.4.15) is equivalent with the existence of a

unique solution of

(
Ik R′

0 Iq

)
T∑
t=1

X′tD
−1Xt R′

R 0


(
β
λ

)
=

(
Ik R′

0 Iq

)
T∑
t=1

X′tD
−1yt

r

 ,
or 

T∑
t=1

X′tD
−1Xt + R′R R′

R 0


(
β
λ

)
=


T∑
t=1

X′tD
−1yt + R′r
r

 . (5.4.17)

If β is identified, then it follows from (5.4.16) that the matrix on the left-hand

side of equation (5.4.17) is nonsingular and β is well-defined. On the other

hand, if the matrix on the left-hand side of (5.4.17) is nonsingular, then
T∑
t=1

X′tD
−1Xt + R′R R′

R 0


(
β
λ

)
= 0

implies β = 0 and λ = 0. For β to be identified, we have to prove that

rank

 T∑
t=1

X′tD
−1Xt + R′R

 = k,
according to (5.4.16). Therefore, we must show that T∑

t=1

X′tD
−1Xt + R′R

β = 0 (5.4.18)

implies β = 0. Equation (5.4.18) is equivalent with

(
β′X′1 · · · β′X′T β′R′

)(
D−1 ⊗ IT 0

0 Iq

)
X1β

...
XTβ
Rβ

 = 0,

which means that Xtβ = 0 for t = 1, . . . , T , and Rβ = 0. Therefore, if we

choose λ such that R′λ = 0, then (5.4.18) can also be written as
T∑
t=1

X′tD
−1Xt + R′R R′

R 0


(
β
λ

)
= 0.

Since the matrix on the left-hand side of this equality is nonsingular, it fol-

lows that β = 0 and λ = 0.
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According to theorem 5.4.2, in case
∑T
t=1X

′
tXt is singular but β is iden-

tified, we can derive β̂ from (5.4.17) using the well-known formula for the

inverse of a partitioned matrix. If we define

C =
T∑
t=1

X′tD
−1Xt + R′R,

this leads to the following expression

β̂ = C−1

 T∑
t=1

X′tD
−1yt + R′r

+
−C−1R′

[
RC−1R′

]−1

RC−1

 T∑
t=1

X′tD
−1yt + R′r

− r
 .

We see that it is the combination of the restrictions and the regressors that

is relevant for the estimator to exist (Greene and Seaks, 1991). As for logi-

cal consistency (section 5.2) and for identifiability (section 5.3) of the sum-

constrained linear model, it is the combination of (restrictions on) regressors

and parameters that is of interest.

In practice, the more general approach for finding the restricted least

squares estimator can be very convenient. The simple linear regression model

with dummy variables, for example, can only be estimated if a restriction is

imposed. Usually one dummy variable is omitted, leading to a restriction on

the corresponding parameter αi (i.e. αi = 0). A restriction such as
∑
i αi = 0

is often more easy to interpret. When explicitly taking this restriction into

account in the estimation process, the restricted least squares estimator can

be easily obtained.

5.4.3 Estimating d1, . . . , dn for known β

We will now concentrate on estimating Ω for known β. With ut = yt −
Xtβ, t = 1, . . . , T , the likelihood function (5.4.6) can also be written as

L(d;β) = (2π)−
1
2T(n−1)

[
detn−1 Ω]− 1

2T ×

× exp

−1
2

T∑
t=1

(yt −Xtβ)′Ω+(yt −Xtβ)
 .
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= (2π)−
1
2T(n−1)

[
n

∏n
i=1 di∑n
i=1 di

]− 1
2T

etr

−1
2
D−1

T∑
t=1

utu
′
t


= (2π)−

1
2T(n−1)

[
ndetD

trD

]− 1
2T

etr
(
−1

2
TD−1dg(S)

)
,

(5.4.19)

where

S = 1
T

T∑
t=1

utu
′
t,

so that Sιn = 0, and dg(S) denotes the diagonal matrix containing the diag-

onal elements of S. Note that the last step in (5.4.19) follows from the fact

that tr(D−1 ∑T
t=1utu

′
t) only depends upon the diagonal elements of D and

S. Let (
1
T

∑T
t=1u

2
t1 . . . 1

T
∑T
t=1u

2
tn

)′ ≡ (
s11 . . . snn

)′
.

Assume without loss of generality that s11 ≥ . . . ≥ snn. It follows from (5.4.19)

that the first order conditions with respect to the parameters di can be writ-

ten as

sii = di −
d2
i∑n

i=1 di
,

which leads us to the idea that Ω̂ must satisfy

diag(Ω̂) = diag(S) (5.4.20)

with Ω̂ = D̂ − 1

ι′nd̂
d̂d̂′

and D̂ = diag(d̂). According to theorem 4.6.1, the system of equations (5.4.20)

can be solved for n > 2 if

sii > 0 for all i, (5.4.21)

and

s11 �=
n∑
i=2

sii, (5.4.22)

and √
s11 <

n∑
i=2

√
sii. (5.4.23)

We first focus on (5.4.21). To prevent that

sii =
1
T

T∑
t=1

u2
ti = u′iui = 0,

we must have that ui �= 0 for i = 1, . . . , n.
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Proposition 5.4.1. Let ui = yi − Xiβ denote the residuals corresponding to

the sum-constrained linear model defined by (5.3.1) and (5.3.2). Then ui �= 0

with probability one for i = 1, . . . , n if and only if

rank

(
Xi
R

)
< T + q (5.4.24)

for all i.

Proof. Let i = 1, . . . , n. It is easily seen that ui �= 0 with probability one if

and only if

{Xiβ|Rβ = r} �= RT . (5.4.25)

We can write

β = R+r + (Ik − R+R)γ
for some γ ∈ Rk if Rβ = r . In this situation

Xiβ = XiR+r +Xi(Ik − R+R)γ.

Since

Xi(Ik − R+R) : Rk → RT

we must have

rank[Xi(Ik − R+R)] < T , (5.4.26)

which is equivalent to (5.4.25). Suppose that (5.4.24) holds. The dimension

of the rowspace of (X′i , R
′)′ is smaller than T + q. Hence there exist vectors

ξ ∈ RT , η ∈ Rq such that

ξ′Xi + η′R = 0 (5.4.27)

with ξ �= 0. Note that ξ = 0 implies η = 0, because rank(R) = q. If we

postmultiply (5.4.27) with Ik − R+R, we obtain

ξ′Xi(Ik − R+R) = 0

for some 0 �= ξ ∈ RT . Therefore, equation (5.4.26) follows. Suppose, con-

versely, that (5.4.26) holds. Then there exists a vector ξ ∈ RT with ξ �= 0

such that ξ′Xi(Ik − R+R) = 0. Let η′ = −ξ′XiR+, then ξ′Xi + η′R = 0. Hence

rank(X′i , R
′)′ < T + q .

De Boer and Harkema (1997) stated that T >maxi{ki} is needed in order

to estimate the parameters d. If T > ki for all i, then (5.4.24) is satisfied, yet

this is not necessary according to proposition 5.4.1. Even if T < ki for an i,
the restrictions in the matrix R can assure that the rank condition (5.4.24) is
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satisfied. Once more, it is the combination of the regressors and the param-

eter restrictions that is of importance.

As far as (5.4.23) is concerned, we will now derive an upper bound for s11

by using a similar approach as De Boer and Harkema (1997). It follows from

the inequality of Cauchy-Schwarz that

1
T

T∑
t=1

ut1uti ≥ −s1/2
11 s

1/2
ii , i = 2, . . . , n. (5.4.28)

If we sum (5.4.28) over i = 2, . . . , n and substitute
∑n
i=2uti = −ut1, we obtain

n∑
i=2

√
sii
s11

≥ 1, (5.4.29)

which shows that, except for the equality sign, condition (5.4.23) is satisfied.

Because the cases s11 =
∑n
i=2 sii and

√s11 =
∑n
i=2

√sii occur with probabil-

ity zero, we see that the conditions (5.4.22) and (5.4.23) are satisfied with

probability one. Therefore, the conditions of proposition 5.4.1 are satisfied

with probability one, and theorem 4.6.1 shows that, for n > 2, there exists a

unique vector d̂ such that (5.4.20) is satisfied, which means we can replace

S by Ω̂ in (5.4.19).

For n = 2, we know from theorem 4.6.1 that d̂1 and d̂2 exist if and only

if s11 = s22. Because u1 +u2 = 0,

s11 =
1
T

T∑
t=1

u2
t1 =

1
T

T∑
t=1

(−ut2)2 = s22 ≡ h,

so that we can always find d̂1 and d̂2 such that (5.4.20) is satisfied. However,

theorem 4.6.1 also tells us that d̂ is not unique, that is, all d̂1 and d̂2 such

that
d̂1d̂2

d̂1 + d̂2

= h

satisfy (5.4.20). This non-uniqueness does not alter the following derivations

yet should be kept in mind.

The above shows that we ‘see’ the solution, that is, Ω̂ must satisfy (5.4.20).

We also know that this estimator for Ω exists if the conditions (5.4.21)-

(5.4.23) are satisfied. We still have to show, however, that Ω̂ is also the

maximum likelihood estimator. To show that Ω̂ is the maximum likelihood

estimator, we proceed as follows. It follows from theorem 3.5.2 that

Ω+ =
(
In −

1
n
ιnι

′
n

)
D−1

(
In −

1
n
ιnι

′
n

)
.
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Because λi(Ω+) = 1/λi(Ω) for i = 1, . . . , n− 1, and

tr(D−1Ω̂) = tr
[
D−1Ω̂ (

In −
1
n
ιnι

′
n

)]
= tr

[(
In −

1
n
ιnι

′
n

)
D−1Ω̂]

= tr
[(
In −

1
n
ιnι

′
n

)
D−1

(
In −

1
n
ιnι

′
n

) Ω̂]
= tr(Ω+Ω̂),

maximizing (5.4.19) comes down to maximizing

F(Ω) = log[detn−1 Ω+]− tr(Ω+Ω̂)
on

D =
{Ω|Ω = D − 1

ι′nd
dd′,Ω ≥ 0

}
.

Let

λ1 ≥ λ2 ≥ · · · ≥ λn−1 > λn = 0

denote the eigenvalues of Ω. Note that Ω̂ ∈ D and

F(Ω̂) = − log[detn−1 Ω̂]− (n− 1),

because λi(Ω̂+) = 1/λi(Ω̂) and Ω̂+Ω̂ = In − 1
nιnι

′
n. Furthermore, becauseΩ̂ ≥ 0,

F(Ω) = log

n−1∏
i=1

λi(Ω+)

− tr(Ω̂ 1
2 Ω+Ω̂ 1

2 )

= log

n−1∏
i=1

λi(Ω̂+Ω̂ 1
2 Ω̂ 1

2 Ω+Ω̂ 1
2 Ω̂ 1

2 Ω̂+)

− tr(Ω̂ 1
2 Ω+Ω̂ 1

2 ).

It now follows from theorem H.1.a (p. 247) of Marshall and Olkin (1979) that

F(Ω) ≤ log

n−1∏
i=1

λi(Ω̂+Ω̂ 1
2 )λi(Ω̂ 1

2 Ω+Ω̂ 1
2 )λi(Ω̂ 1

2 Ω̂+)

− tr(Ω̂ 1
2 Ω+Ω̂ 1

2 ). (5.4.30)

Let Ω̂ = U∆U ′ be an eigenvalue decomposition of Ω̂, where the matrix ∆ =
diag(δ1, . . . , δn) is diagonal with the eigenvalues of Ω̂ along its diagonal, and

U = (u1, . . . , un−1,
1√
n
ιn),
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with u′iιn = 0, i = 1, . . . , n − 1, such that U ′U = In . Because Ω̂ιn = 0, we

know that one eigenvalue of Ω̂ equals zero: δn = 0. It is easy to derive that

n−1∏
i=1

λi(Ω̂+Ω̂ 1
2 ) =

n−1∏
i=1

λi(Ω̂ 1
2 Ω̂+) =

n−1∏
i=1

λi(∆+∆ 1
2 ) =

n−1∏
i=1

1√
δi
. (5.4.31)

By substituting (5.4.31) into (5.4.30), we obtain

F(Ω) ≤ log

n−1∏
i=1

λi(Ω̂ 1
2 Ω+Ω̂ 1

2 )

+ log

n−1∏
i=1

1
δi

− tr(Ω̂ 1
2 Ω+Ω̂ 1

2 )

=
n−1∑
i=1

{
log

[
λi(Ω̂ 1

2 Ω+Ω̂ 1
2 )

]
− λi(Ω̂ 1

2 Ω+Ω̂ 1
2 )

}
+

− log

n−1∏
i=1

λi(Ω̂)
 . (5.4.32)

Because

logx − x ≤ −1 for all x > 0,

where equality holds if and only if x = 1, it follows that

F(Ω) ≤ −(n− 1)− log[detn−1 Ω̂] = F(Ω̂).
Thus, equality holds in (5.4.32) if and only if λi(Ω̂ 1

2 Ω+Ω̂ 1
2 ) = 1 for i =

1, . . . , n − 1. Because Ω̂ 1
2 Ω+Ω̂ 1

2 is also symmetric, we know that it is idem-

potent, that is Ω̂ 1
2 Ω+Ω̂Ω+Ω̂ 1

2 = Ω̂ 1
2 Ω+Ω̂ 1

2 . (5.4.33)

Moreover, because Ω̂ 1
2 ιn = U∆ 1

2U ′ιn = 0, the matrix Ω̂ 1
2 Ω+Ω̂ 1

2 is a projection

matrix of rank n− 1 that projects on the space orthogonal to ιn, hence

Ω̂ 1
2 Ω+Ω̂ 1

2 = In −
1
n
ιnι

′
n. (5.4.34)

It now follows from (5.4.34) that

Ω̂Ω+Ω̂ = Ω̂ 1
2

(
In −

1
n
ιnι

′
n

) Ω̂ 1
2 = Ω̂, (5.4.35)

so that Ω̂+Ω̂Ω+Ω̂Ω̂+ = Ω̂+Ω̂Ω̂+ = Ω̂+. (5.4.36)

Because Ω̂+Ω̂ = Ω̂Ω̂+ = In −n−1ιnι
′
n, equation (5.4.36) is equivalent with(

In −
1
n
ιnι

′
n

)Ω+
(
In −

1
n
ιnι

′
n

)
= Ω̂+,
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which implies that Ω+ = Ω̂+. Therefore, it now follows that (5.4.19) is maxi-

mized for Ω = Ω̂.

The above proof is based upon the derivation of the maximum likeli-

hood estimator of the covariance matrix of a normal distribution by Muir-

head (1982). The nice thing about the proof is that it is elementary and

avoids differentiation of the likelihood.

5.4.4 An iterative procedure

We have seen that estimation of β for known d and vice versa is relatively

easy, and that direct maximization with respect to both parameters is diffi-

cult. In this situation, it is common to exploit a zig-zag iterative procedure

suggested by Oberhofer and Kmenta (1974). However, in order to apply this

iterative procedure, some conditions must be satisfied. Although De Boer

and Harkema stated that the procedure of Oberhofer an Kmenta converges

under some ‘very mild conditions’, we have not been able (yet) to show that

all the conditions are met. It is not too difficult to show that the likelihood

function increases at each step. One of the problems, however, is to show

that the likelihood function is bounded. This problem is mainly caused by

the fact that the parameter space of d is disconnected. Whereas Oberhofer

and Kmenta proved that, under certain conditions, their algorithm converges

to a solution of the first-order maximizing conditions, this solution may or

may not correspond to the absolute maximum of the likelihood function.

Therefore, even if the conditions to assure convergence of the algorithm

of Oberhofer and Kmenta are satisfied, we still have to find out whether

we found the maximum of the likelihood function. This last problem is ad-

dressed by Magnus (1978). Based on results by Dhrymes (1970), Magnus

showed that if the estimators for β and Ω are consistent at each step of

the iterative procedure, then the root of the maximum likelihood equations

is consistent and it is the unique maximum likelihood estimator. Magnus

also derived conditions under which the maximum likelihood estimates are

consistent, asymptotically normal, and asymptotically efficient. We do not

further elaborate on these topics.

5.5 Related models

The sum-constrained linear model discussed in this chapter is related to

several other fields of research. In psychometrics, for example, the analysis
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of ipsative data has received ample attention. A set of variables is called ip-

sative when the summed scores for each individual are the same. Ipsative

data may result from forced choice item formats, or they may be obtained

from non-ipsative data by subtracting the individual mean score from all

scores per individual (Ten Berge, 1999). Ten Berge (1999) examined the im-

plications of the use of component analysis of ipsatized variables. Chan and

Bentler (1996) noted a degeneracy problem in maximum likelihood factor

analysis of ipsatized variables, and offered a restricted maximum likelihood

solution to deal with it.

The class of sum-constrained linear models is also linked to so-called

time budget models. Time budgets summarize how the time of objects is

distributed over a number of categories and are usually collected in object

by category matrices with the property that rows of this data matrix add

up to one. Several methods for the analysis of this type of data have been

introduced, for example, correspondence analysis (see, e.g., De Leeuw et al.,

1985) and a latent time-budget model (De Leeuw et al., 1990).

An important step forward in the analysis of time budget data was made

by Aitchison (1986). He studied the analysis of a broader class of data,

namely compositional data, of which time-budget data are a special case (De

Leeuw et al., 1990). Compositions are vectors whose components are the pro-

portions of some whole and therefore subject to a sum constraint. Aitchison

recognized the importance of compositional data and discussed several sta-

tistical methods using examples from, for instance, geology, economics and

industry.

5.6 Conclusions

In the previous sections, we discussed several aspects of sum-constrained

linear models. First of all, we gave two (related) definitions of logical consis-

tency of such a model, which showed that caution is needed when using the

term logical consistency. These definitions also clarified some differences

and obscurities that have been present in the literature on this topic. We de-

rived necessary and sufficient conditions for a sum-constrained linear model

to be logically consistent. Our results showed that some generally accepted

results are not correct. Subsequently, we derived necessary and sufficient

conditions for identifiability of the sum-constrained linear model. Finally,

we paid attention to maximum likelihood estimation of the sum-constrained

linear model. We showed that simultaneous estimation of the response pa-
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rameters β and the covariance matrix Ω is difficult. Estimation of β given Ω
and vice verse, however, is relatively easy. One of the main conclusions of

this chapter is that the interaction between (constraints on) regressors and

parameters is important for logical consistency, for identifiability, and for

estimation of the linear sum-constrained model.





Chapter 6

Text Analysis

6.1 Why text analysis?

It is likely that language originated about one hundred thousand years ago in

Africa and dispersed via the Middle East across the rest of the world (Comrie

et al., 1998). The written word first emerged in a broad swatch from Egypt

to the Indus Valley, apparently as a result of improving an ancient system of

tallies and labels (Fischer, 1999). Recent discoveries have revealed that the

Egyptians used a hieroglyphic script as early as 3400 BC. Literacy, the ability

to read written language, has greatly facilitated social development. In the

last decennia, written language has developed to become the rich medium

of communication we experience nowadays. This form of communication is

probably the most powerful way to convey information to the outside world.

Thanks to the usage of language, we can communicate to other people. From

the moment we wake up until the moment we go to bed we are continuously

occupied with exchanging thoughts and assertions. The spoken and written

word is the basis of everyday life, for instance, newspapers, books, televi-

sion, radio, social life, communication at work, multimedia, internet, and so

on. Because of the evolution of the internet, the possibilities have become

unlimited. The volume of online textual data is increasing at a rate greater

than can be manually analyzed while the opportunities of electronic mail

have a stimulating effect on (international) communication. It is therefore

not surprising that language, and especially written language, is the subject

of analysis in a lot of research areas.

The art of language is very rich and in the past a lot of attempts have

been made to unravel the secret behind this art. Researchers in philosophy,

linguistics, and psychology thought of this secret as some sort of mechanism
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driving the structure and meaning of textual data. An unresolved mystery is

how it is possible that people have much more knowledge than appears to be

present in the information to which they have been exposed (Landauer and

Dumais, 1997). This phenomenon has plagued philosophy and science since

Plato more than 2500 years ago. There seems to be more in the spoken and

written word than words alone, thus giving language this strength. Citing

Plato from Gaarder (1991):

‘Man is a dual creature. We have a body that flows, is insepara-

bly bound to the world of the senses, and is subject to the same

fate as everything else in this world. But we also have an immortal

soul – and this soul is the realm of reason. And not being physi-

cal, the soul can survey the world of ideas. [. . .] The soul existed

before it inhabited the body.’

Plato thus believed that people must come equipped with most of their

knowledge, knowledge they acquire before the soul wakes up in the hu-

man body. People then only need hints and contemplation to complete their

knowledge.

Another mystery is the ability of people to communicate and understand

language. Although a lot of ambiguity exists in word usage, the human brain

is almost always able to extract the meaning of particular words, often by

incorporating contextual knowledge. However, there is more going on, since

people (unconsciously) make inferences from language, which enables them

not only to read or listen to it, but also to really understand it (although mis-

communication is also a phenomenon of everyday life). Through language,

we can convey complex thoughts to somebody else. This is what makes hu-

man beings unique, and although a lot of attempts have been made to imi-

tate the human brain (for example in the field of artificial intelligence), de-

velopments have not reached the level of perfect language comprehension

(yet).

Text analysis receives attention from different fields of research such

as linguistics, psychology, sociology, logic, mathematics, computer science,

and statistics. Since numerous aspects of language can be studied, a lot of

these fields approach textual data in a different way. From a linguistic view-

point, aspects such as phonetics, lexicology, morphology, syntax, and se-

mantics are examined. In computer science and logic, scientists are involved

in research programs in spoken and written word comprehension, i.e. ar-

tificial intelligence. A first attempt to analyze text in a more quantitative
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fashion is content analysis, a research technique for the objective, system-

atic, and quantitative description of the manifest content of communication

(Berelson, 1952). Other quantitative approaches from statistics and math-

ematics look, for instance, at word frequencies, co-occurrences of words,

distances between words and word categories. Once textual data have been

transformed to something quantitative, several (statistical) techniques are

available for analyzing these data, e.g., correspondence analysis, factor anal-

ysis, cluster analysis, and neural networks.

Applications of text analysis can be found everywhere: author recogni-

tion, information retrieval, identification of trends, responses to open-ended

questions, patents databases, theme determination, spelling checkers, ma-

chine translation, and so on. Since information retrieval is an important ap-

plication of (quantitative) text analysis, we will discuss this topic in more

detail in section 6.3.

Whereas some results have been achieved, this research area is far from

being fully developed. Due to the fast development of computer software, a

lot of progress has been made in the automated structuring and exploration

of textual data. In section 6.5 some of these programs will be briefly dis-

cussed. Although these programs facilitate the structuring of texts, the in-

tervention of a human being is often still required. Developments in artificial

intelligence are also ongoing, and programs for natural language process-

ing have become more and more powerful (for example, question-answering

machines). Whether a communication system can be developed that is so

complex, flexible and rich as human language remains to be seen. It is not

inconceivable, however, that in the long run, text analysis program capabili-

ties will resemble those of the human brain.

Some basic issues related to the analysis of textual data will be discussed

in section 6.2. In section 6.3 we briefly discuss several methods to accom-

plish a more efficient representation of a document collection. One of these

techniques called Latent Semantic Analysis is discussed in more detail in

section 6.4. Finally, we give a brief summary of the available text analysis

software in section 6.5.

6.2 Document representation

The availability of textual data is the starting-point in text analysis. These

data can appear in various ways, for instance, in books, journals, open-

ended survey responses, tape recorded spoken language, and web pages.
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Sometimes it is not only the text itself that is interesting, but also formulas,

pictures, tables, colors, graphs or sounds coming with the text, for exam-

ple, internet documents which are embellished with all sorts of technical

tricks. While our focus will be only on the textual data, it is not unthink-

able that these accessory aspects will also become an object of study in the

future. In some situations, the additional information coming with texts, so-

called metadata, may be exploited to uncover aspects of a text that otherwise

would have remained obscured.

When applying statistical methods to textual data, elements have to be

counted which are treated as identical occurrences of the same type or iden-

tical occurrences of a more general form. In practice this means that units

have to be identified which will be the objects of analysis. Most frequently,

words are used as the isolated units in a text, since they are a natural

choice also having an autonomous meaning. However, there are certainly

other possibilities, such as letters, syllables, groups of words, sentences,

and paragraphs. More advanced approaches are also used in unitizing texts,

e.g., semantically based approaches and lexicometric approaches. Different

counts have different degrees of relevance in each particular field of research

(Lebart et al., 1998). In the following, it is assumed that words are the basic

units of a text and that these words are the objects of analysis.

The most obvious way to characterize a text is by a set of keywords.

Assigning keywords to texts can be done by means of assigned or derived

indexing (Paijmans, 1999). When using assigned indexing, keywords are se-

lected from an existing classification system, so that texts are assigned a

place in the classification system. Manual library systems are usually as-

signed indexing systems, since books are classified according to an existing

classification system. The technique of derived indexing identifies all words

occurring in a text and selects the keywords by some more or less heuristic

method. Most of the computerized systems for information retrieval are de-

rived systems, since words are extracted from the documents according to

some weighting scheme.

Another distinction can be made regarding the coordination of words

(Paijmans, 1999). Many concepts that belong to the index language may con-

sist of two words, for instance, ‘computer programming’, or ‘matrix differen-

tiation’. In the older, manual indexing systems, such compound expressions

are recognized and kept together in the indexing system. Such systems are

called precoordinative systems. In postcoordinative indexing, such expres-

sions are separated in their components and only these components are
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stored in the index list. Boolean operators can then be used to reconstruct

such terms.

Before further analyzing textual data, the data have to be preprocessed

to obtain a ‘clean’ and meaningful representation of the text. Spelling mis-

takes have to be removed and rules must be set up for how to deal with, for

example, digits, hyphens, other punctuation marks, and the case of letters.

Not all the words in a text are equally important and some filtering proce-

dure has to be applied to remove relatively meaningless words. Sometimes

stemming procedures are used to group morphologically related words and

a thesaurus is designed to deal with problems such as synonymy and poly-

semy. Each of these stages will be briefly discussed in subsection 6.2.1. The

topic of subsection 6.2.2 is the so-called vector space model. This model can

be used to represent documents in a compact way in order to enable further

processing of large document collections such that it is suitable for further

processing. Subsection 6.2.3 describes methods for determining the relative

importance of words.

6.2.1 Document preprocessing

Lexical analysis

Lexical analysis is the process of converting an input stream of characters

into a stream of words or tokens (Frakes and Baeza-Yates, 1992). Besides let-

ters, the written word generally also contains numbers, hyphens, and other

punctuation marks. It is not always obvious to set up rules for how to handle

these tokens. Numbers may be very interesting in a certain context, but in

another context they may be superfluous. Hyphenated words can be broken

down into their constituents to correct for inconsistent usage, so that, for

example, ‘state-of-the-art’ and ‘state of the art’ will be treated identically.

There are also words, however, where a hyphen may be a part of a name,

such as ‘cooking-salt’ or ‘B-49’. Difficulties also arise from the fact that hy-

phens are used to break down a word at the end of a sentence into its syl-

lables. Other punctuation marks, such as periods and slashes, may appear

as part of a word, for example when using initials, abbreviations, or when

referring to web pages (e.g., www.yahoo.com). The case of letters is usually

not very important so that often all characters are converted to either lower

or upper case. In some instances, however, case does matter, for example in

programming languages. Since nowadays most word processors have their

own spelling checker built in, spelling mistakes should not cause too many
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difficulties.

Stopwords

Irrespective of the type of textual data under consideration, we know in

advance that a lot of words in written language are almost meaningless.

Function words (a, and, for, that, the, etc.) and low-content words (I, you,

can, is, etc.) have important semantic functions in language, but they hardly

contribute any information. Furthermore, these words determine the greater

part of the text, contributing 20 to 30 percent of the tokens in the text (Fran-

cis and Kucera, 1982). So, while noun words (or groups of noun words) are

usually considered relatively important, articles, prepositions, conjunctions,

and so on, are more or less meaningless. Words with low content are called

stopwords and it is customary among text analysts to build a list of these

words prior to analyzing texts. Stopwords will subsequently be filtered out,

thereby removing the noise in the texts. Eliminating stopwords reduces the

vocabulary to be analyzed while not damaging the intrinsic content of the

text. Just as a mathematical model is often used to approximate the ba-

sic structure underlying a data set, the compressed representation of a text

is meant to reflect the basic content of the text. Then, of course, the is-

sue is which words to include in the stoplist. Stoplists of different sizes

are available, for example, a stoplist of 250 words in Van Rijsbergen (1975)

and one of 425 words derived from a specific text corpus in Francis and

Kucera (1982).

Stemming

Stemming or conflation refers to the process of grouping together all the

derivatives of the same word. Nouns may appear in their singular as well as

their plural form (e.g., ‘book’ and ‘books’) and verbs may be conjugated in

different ways (e.g., ‘read’, ‘reads’ and ‘reading’). A stem is the part of a word

after its affixes are removed. ‘Walk’ for example, is the stem of the words

‘walking’, ‘walked’, ‘walker’ and ‘walks’. Stemming has again the effect of

reducing the vocabulary while preserving the content of the text. Stemming

causes a danger of understemming and overstemming. Understemming is

the removal of too little of a term with the result that related terms will not

be conflated. Overstemming on the other hand is the removal of too much

of a term, resulting in the conflation of unrelated terms.

Frakes and Baeza-Yates (1992) discussed several common types of stem-
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ming strategies: table lookup, successor variety, n-grams and affix removal.

Table lookup just means looking for the stem in the table. Although this

method is simple, a categorization of stems for the complete language must

be available, which is not very practicable. Successor variety stemming is

based on work in structural linguistics and attempts to determine mor-

pheme boundaries. This stemming procedure is complex. The method of

n-grams stemming looks at pairs of consecutive letters and is more or less

a term clustering procedure. The most intuitive type of stemming is affix re-

moval, since most variants of a stem arise from the introduction of suffixes

(and prefixes to a certain extent). The stem ‘connect’, for example, can be

transformed to its variants ‘connects’, ‘connecting’ and ‘connection’ by the

introduction of the suffixes ‘s’, ‘ing’ and ‘ion’ respectively. One of the well-

known suffix removal stemming algorithms is that by Porter (1997). This

algorithm is simple but yields results comparable to the more refined algo-

rithms.

Thesauri

A somewhat more advanced preprocessing step is the use of thesauri. A the-

saurus refers to a treasury of words, a list of words including their meaning

and related words. A thesaurus can be used to normalize the vocabulary.

Synonymous words (multiple words having the same meaning), for example,

can be replaced by one word. This can be extremely useful, especially when

comparing different texts. Note that the problem of polysemy (words having

multiple meanings) cannot be solved by the use of thesauri, the meaning of

these words can only be derived from their context. In information retrieval,

the use of thesauri may assist in proper query formulation. Normalizing a

text by means of thesauri has the effect of focusing on concepts rather than

on words. Often, a thesaurus is designed for a specific subject area and is

therefore domain dependent. A general dictionary that is applicable on any

text corpus has been developed by Laffal (1990).

Thesauri can be constructed manually, semi-automatically and fully au-

tomatically. The two main issues when constructing a thesaurus are what

terms to include in the thesaurus and how to group these terms suitably.

Salton and McGill (1983) gave a general procedure for constructing a the-

saurus. The manual construction of a thesaurus is nowadays facilitated by

computer programs. WordStat1 for example, is able to produce an alpha-

betically ordered frequency table of all words occurring in the text. Key-

1www.simstat.com.
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Word-In-Context (KWIC) lists can also be easily obtained, enabling the dis-

ambiguation of words. In section 6.5 some other computer programs will be

discussed in more detail. The automatic construction of thesauri is gener-

ally based on frequency-based similarities between words. Clustering tech-

niques are subsequently used to construct classes of similar terms. Salton

and McGill (1983) elaborated on the automatic construction of thesauri.

6.2.2 Vector space model

At the basis of document management is the representation of the docu-

ments. This should be done in a compact way in order to enable efficient pro-

cessing of large document collections. However, the representation should

also contain all the relevant information in a form suitable for further pro-

cessing.

Assume that we have a collection of D documents or texts, character-

ized by a set of T terms (terms that remain after preprocessing the docu-

ments). The frequency fij is the number of times term i = 1, . . . , T occurs

in document j = 1, . . . ,D. These frequencies can be assembled in a term-by-

document matrix F also called lexical table or inverted file. Each column fj
of the matrix F represents a document. Instead of looking at raw frequen-

cies, we can also consider the relative importance wij of term i in document

j. The value of wij is assumed to be a function of the fij and of the sta-

tistically measured importance of the word. Instead of analyzing the matrix

F , it is often more interesting to analyze the T × D matrix of weighted fre-

quencies W . The elements wij can be obtained in several ways. As will be

discussed in subsection 6.2.3, it is often assumed that wij = lijgi, where

gi is a global weight reflecting the overall value of keyword i (e.g., gi is the

inverse of the number of documents in which the keyword occurs) and lij is

a local weight that reflects the importance of term i within document j (e.g.,

functions involving logarithms of term frequencies).

Define the collection frequency of term i as:

cf i =
D∑
j=1

fij,

and the document frequency of term i, as:

df i =
D∑
j=1

dij,

where dij = 1 if terms i occurs in document j and dij = 0 otherwise.
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By using geometric relationships we are now able to identify similarities

and differences in content and term usage. For example, similarities between

two documents fj and fk, in terms of the raw frequencies, can be measured

as

cosθjk =
f ′jfk

‖fj‖‖fk‖
=

∑T
i=1 fijfik√∑T

i=1 f
2
ij

√∑T
i=1 f

2
ik

. (6.2.1)

Since the document vectors are often sparse, (6.2.1) is generally easy to com-

pute. Note that when multiplying either fj or fk with a constant c, this

constant will drop out of (6.2.1), so that we may scale the document vec-

tors by any value. Other similarity measures are discussed in Jones and

Furnas (1987) and Paijmans (1999). The representation of a collection of

documents in a term-by-document matrix is called the vector space model.

This model is frequently used in information retrieval and will be utilized

extensively in the sections 6.3 and 6.4.

When focusing on documents which cover a lot of subjects (e.g encyclo-

pedia), the number of keywords is usually much greater than the number

of documents. Representing internet documents results in the reverse situ-

ation, in this case the number of documents will be much greater than the

number of keywords. In either case, the term-by-document matrix will con-

tain many zeros. These so-called sparse matrices are typical in the analysis

of textual data.

6.2.3 Measuring term importance

Once the preprocessing of the texts has been done, a natural step is to com-

press the textual information in a more condensed form. Even after the fil-

tering of stopwords, the vocabulary will still be very large and not all the

remaining words will be interesting. One way or the other, the usefulness of

the remaining words has to be determined. Besides, if one has a more quan-

titative approach for the analysis of text in mind, compression is inevitable.

A concise representation of the text will be the point of departure for fur-

ther analysis. Before going into detail about the identification of keywords,

we first give a short impression of where the idea that not all words possess

the same amount of meaning originates from.

The fact that not all words possess the same amount of meaning in writ-

ten language is clearly illustrated by the statement ‘Mary likes to eat an

apple’, where ‘likes’ and ‘apple’ are more interesting than ‘to’ and ‘an’. Ac-

cording to Manning and Schütze (1999), Luhn (1957) was the first person
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who recognized that a lot of frequently occurring words in English do not

contribute to the fundamental meaning of a text. Moreover, these words de-

termine the greater part of the text, contributing 20 to 30 percent of the

tokens in the text (Francis and Kucera, 1982). On the other extreme, almost

half of the words occur only once in a text corpus (Manning and Schütze,

1999). These words are called hapax legomena, Greek for ‘read only once’.

In general, the majority of the words occur very infrequently, that is, ten

times or less. This peculiar behavior of word occurrence is hard to predict.

This is not surprising, since written language is produced by intelligent hu-

man beings who, unconsciously, activate several processes in their brain to

realize the writing process. A famous and early result in the analysis of the

written word that touches upon word frequency behavior is Zipf’s law (Zipf,

1949). Zipf showed that if we list the words occurring in a text in order of

their frequency of occurrence, there is a relationship between the frequency

of a word w and its position in the list, its rank r . Zipfs’ law states that

w ∝ 1
r
,

that is, the product of the frequency and the rank of a word is approximately

constant. Zipfs’ law says that, for example, the 10th most common word

occurs approximately with ten times the frequency of the 100th most com-

mon word. This relationship is of course only an approximation, but seems

to hold fairly well in many cases (e.g., Zipf, 1949, Lebart et al., 1998). Zipf’s

law is a useful description of the frequency distribution of words: there are

a few very common words, more medium frequency words, and many low

frequency words (Manning and Schütze, 1999).

Nowadays, it is generally accepted that particular words are more im-

portant than others. Even after meaningless words (stopwords) have been

removed, there will still be differences in term importance. The primary ob-

jective of the assignment of significance values to words is to reflect their

importance for content description. Especially in the area of information re-

trieval, a lot of methods have been developed to represent the importance

of words by weights, with the aim of improving retrieval effectiveness. The

methods to determine term importance to be discussed below have in com-

mon that they all rely on the idea that good keywords are words that are

good discriminators between documents. Implicit is also the idea that the

documents are more or less related, that is that some documents are similar

to each other (e.g., deal with the same topic).

Most term-weighting methods use the frequency of a word within and/or
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across documents as a measure for the suitability of that word as a keyword.

The most popular weighting methods are word frequency weights, inverse

document frequency weights, combinations of word and document weights,

the discrimination value, and information-theoretic entropy weights. These

methods as well as some probabilistic and more intuitive methods will be

briefly outlined below. We finish this subsection with a short comparison of

the different term-weighting methods.

Word frequency weights

It is often assumed that words that hardly ever occur and words that occur

extremely often are not very important. Therefore, the most straightforward

way to derive keywords from a text is by applying a threshold value for the

word frequencies, i.e.

wij =
0 if fij ≤ fl or fij ≥ fu
fij otherwise,

where fl and fu denote the lower and upper threshold values respectively.

A zero weight for a term is of course the same as deleting it. Term frequency

is usually suppressed by taking the logarithm of this frequency, since more

occurrences of a word indicate higher importance, but not as much relative

importance as the original frequency would suggest (Manning and Shütze,

1999).

Term-weights only based on within document frequency may, however,

be too crude. If high frequency terms are not concentrated in a few particu-

lar documents, but instead appear in the majority of the documents, these

terms are not able to distinguish individual documents from the remainder

of the collection (Salton and Buckley, 1988). More sophisticated methods

also take the frequency of words across documents into account, as will be

discussed below.

Word-document weights

A more elaborate weighting scheme has two components:

wij = lijgi,

where lij is a local weight that reflects the importance of term i within doc-

ument j, and gi is a global weight reflecting the overall value of keyword i
(Berry et al., 1999). Combining these local and global weights leads to the
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so-called tf × idf term weight, where ‘tf’ stands for term frequency, and ‘idf’

for inverse document frequency. In this way, information bearing words in

a document are detected by looking at the frequency of a term within and

across documents. According to the inverse document frequency weight-

ing scheme, a good indexing term (one with a high term-weight) occurs fre-

quently in a specific document, while overall the collection and document

frequencies of the term are low.

The term frequency fij , or its logarithm log(fij + 1), is usually taken

as the local weight, as described above. The most popular global weight

is Inverse Document Frequency (IDF), scaled logarithmically, that is gi =
log(D/df i), giving full weight to words that occur in one document and zero

weight to words occurring in all documents. Salton and McGill (1983), Du-

mais (1991), and Manning and Schütze (1999) discussed some variations on

these local and global weights in detail. Table 6.1 gives a brief overview of

the different weighting methods.

Besides weighting the frequencies, it is sometimes also suggested to nor-

malize the document vectors to impose a penalty on the term weights of

longer documents (Singhal et al., 1995). In this way, we prevent longer docu-

ments from being considered more relevant than shorter documents before-

hand.

Table 6.1. Components of weighting schemes.

Local weight Global weight

Binary wij =
1 if fij ≥ 1

0 if fij = 0
No change 1

Natural fij Global Document Frequency cf i
df i

Logarithm log(fij + 1) Inverse Document Frequency log D
df i

Augmented 0.5+ 0.5
(

fij
maxk fkj

)
Probabilistic Inverse log D−df i

df i

Discrimination value

The discrimination value of a term is the influence that a term has on the

mutual similarity of the documents. The documents are viewed as a cloud,

and ‘good’ keywords representing the documents will influence the density

of the cloud. Good keywords bring similar documents closer together and

farther away from dissimilar documents (Paijmans, 1999). The discrimina-
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tion value Dvi of term i is computed by comparing the average density Q
of the document cloud in which word i is part of the document vector, with

the average density Qi of the cloud without word i:

Dvi = Q−Qi. (6.2.2)

The average density Q can be computed by taking the average of D(D − 1)
pairwise similarity values of all possible document pairs:

Q = 1
D(D − 1)

D∑
j=1

D∑
k = 1
j ≠ k

sim(fj, fk), (6.2.3)

where sim(fj, fk), the similarity between document j and k, can be com-

puted by equation (6.2.1). Let c = (c1, c2, . . . , cT )
′ represent a ‘dummy docu-

ment’ located at the center of the document cloud, where ci equals the mean

frequency of term i across all documents:

ci =
1
D

D∑
j=1

fij, i = 1, . . . , T .

The density of the document-cloud, as given by equation (6.2.3), can then be

computed as the sum of the similarities of each document with the centroid:

Q = 1
D

D∑
j=1

sim(c, fk).

The discrimination value (6.2.2) of a word will be positive when the intro-

duction of this word for indexing purposes decreases the density of the

document-cloud. In this case, that word is a good keyword. Poor indexing

terms that result in a greater similarity between the documents produce a

negative discrimination value. Indifferent discriminators leave the similarity

between documents unchanged when they are removed, resulting in a dis-

crimination value close to zero. The weight of term i in document j can now

be computed as follows:

wij = fijDvi.

Entropy-based weighting

Entropy is based on information theoretic ideas and is a more sophisticated

weighting scheme. The average uncertainty or entropy of a term is given by

D∑
j=1

pij logpij
logD

,
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where pij = fij/cf i. We then take the weight for term i in document j equal

to a constant minus this entropy:

wij = 1−
D∑
j=1

pij logpij
logD

,

so that terms that are equally distributed over documents (pij = 1/D) get

minimum weight, while terms which are concentrated in a few documents

get maximum weight (Dumais, 1991). In this way, the distribution of terms

over the documents is taken into account. Notice, however, that with this

method, a term has the same weight in each of the documents, as opposed

to word-document weights, where a term can have different weights across

documents.

Probabilistic approach

The identification of high-value words based on probability theory is also

an option. Term distribution models can be used to characterize the impor-

tance of a word. The Poisson distribution, hypergeometric distribution, and

nonparametric models are sometimes used to assess whether words appear

unusually often or infrequently (Lebart et al., 1998, Manning and Schütze,

1999). Since the frequency based weights are more or less motivated heuris-

tically, Manning and Schütze (1999) showed that, with some simplifying as-

sumptions, the IDF weight can also be derived by looking at the chance of a

term being relevant. Hiemstra (2000) introduces a probabilistic justification

for using tf × idf term weighting.

Other approaches

Besides these quantitative methods to assess term importance, more intu-

itive and logical approaches also exist. When taking the logical structure of a

document into consideration, important words can be identified. Of course,

not all documents are suitable for this approach, but in articles, for example,

the information-bearing words may appear in the title or abstract. The first-

mention theory states that an author works according to a reasonably fixed

scheme or pattern of first stating the topic of a paragraph, then expanding

on it and finally reaching a conclusion (Kieras, 1985). Signals for term impor-

tance may also be explicitly given by the author himself by using cue-words.

Sentences in which phrases occur such as ‘it is important that . . . ’, or ‘sig-

nificant effects are . . . ’, may contain useful indexing terms. A final approach
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is based on word categories where it is assumed that the interesting infor-

mation is stored in nouns or noun phrases (Paijmans, 1999). Therefore, a

document representation consisting of nouns or noun phrases is expected

to perform better than a document representation based on other categories.

Comparison between the methods

Word-document weights are most popular in information retrieval, whereas

it is known that the discrimination value yields comparable results. Term-

weighting methods based on the frequencies of the words certainly seem to

perform better than the more intuitive approaches. Results of tests based

on the first-mention theory are rather disappointing. Important words have

no tendency to cluster in the first or the last sentences of paragraphs or in

other specific parts of a text. The detection of words with high information

content based on cue-words or on the logical document structure also does

not seem to work (Paijmans, 1999). The conjecture that word categories have

something to say about the importance of a word appears to be justifiable.

Categories consisting of adjectives, verbs or nouns contain in general the

most important words.

The performance of the above-mentioned weighting schemes has been

extensively investigated in the area of information retrieval. Voorhees and

Harman (2000) gave a nice overview of the developments and the perfor-

mance of different term weighting methods during the past century. Term

weighting experiments by Salton and Buckley (1988) favored the natural fre-

quency of a term as the local weight, the IDF weight as the global weight,

and they also showed that normalization of the document vectors is ex-

tremely useful in case the sizes of the documents differ considerably2. Du-

mais (1991) also explored several weighting methods and showed that nor-

malization and global document frequency are worse than no weighting, and

that IDF and entropy weights both result in large improvements in perfor-

mance, with entropy weights being the best.

2Note that these experiments only refer to word-document weights, no comparisons were
made with other weighting procedures.
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6.3 Dimension reduction

6.3.1 Information retrieval: the need for dimension reduction

The evolution of digital libraries and the internet has dramatically trans-

formed the processing, storage, and retrieval of information. Getting an

overview of the literature on a certain topic is only a matter of seconds.

Yet, even if there is no shortage of textual materials on a particular topic,

procedures for indexing or extracting the knowledge or conceptual informa-

tion contained in them can be lacking. Irrelevant documents may be shown

or relevant documents may not be retrieved. Search engines such as ‘google’

or ‘yahoo’ certainly suffer from these inconsistencies.

When computers were not invented yet, researchers could only search a

manually developed catalog to find the information necessary. Since the lit-

erature is continuously growing, manual methods of indexing cause difficul-

ties regarding capacity as well as consistency. These problems have induced

the development of information retrieval techniques. Due to the enormous

capacity of computers nowadays, such techniques can be applied to large

databases. These days, if you want to obtain, for example, the title of an ar-

ticle or a book on a given subject, a search engine is consulted. Most of the

libraries have their own search engines. There are also several well-known

search engines on the internet. The documents included in the database of

the search engine are represented by means of some (a priori defined) key-

words, reflecting for example the author’s name, the title, source or subject.

What happens is that the searcher poses a query (a set of keywords related to

the subject the searcher is interested in and wants to collect articles about),

and the search engine tries to match this query with the relevant documents.

Nevertheless, automated information retrieval techniques encounter their

own problems, for example polysemy and synonymy. Language is very rich

and people can use several expressions to phrase the subject under interest,

whereas the author also uses his or her own style and expressions. So, if

information retrieval is only based on keywords occurring in a text, relevant

documents may not be shown or misleading documents may be retrieved.

Other issues, such as the breadth and depth of concept extraction, the index-

ing of the document, and term or phrase weighting may also affect retrieval

performance (Berry et al., 1999). Two frequently used measures for the per-

formance of automated retrieval systems are recall and precision. Recall is

the ratio of the number of relevant documents retrieved to the total number

of relevant documents in the collection. Precision is the ratio of the number
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of relevant documents retrieved to the total number of documents retrieved

(Kaski et al., 1998).

If a searcher poses a query q = (q1, . . . , qT )
′, the similarity of this query

and a document is often measured in terms of the cosine of the angle be-

tween q and the document vector. If the weighted term-by-document matrix

W has columns wj, j = 1, . . . ,D, the similarity between the query and docu-

ment j is measured as

cosθj =
w′
jq

‖wj‖‖q‖
=

∑T
i=1wijqi√∑T

i=1w
2
ij

√∑T
i=1 q

2
i

, (6.3.1)

for j = 1, . . . ,D. Since the document and query vectors are often sparse,

equation (6.3.1) is generally easy to compute. Furthermore, the document

vector norms ‖wj‖ need only be computed once for every term-by-document

matrix. Other similarity measures are discussed in Jones and Furnas (1987).

There are two major problems encountered in this approach. First of all,

the number of words that characterize a document is often large and some

subjective method is required to select the relevant keywords. In order to

make the vector space model work, the dimensionality of the document vec-

tors have to be manageable. In the subsections 6.3.2 and 6.3.3, respectively,

we discuss two popular methods to accomplish a lower dimensional repre-

sentation of the term-by-document matrix. A second problem can be shown

by writing

wj =
T∑
i=1

wijei, (6.3.2)

where ei is the ith T × 1 unit-vector. It follows from (6.3.2) that every docu-

ment vector is represented as a linear combination of orthogonal vectors ei
representing the keywords. In this way, semantic relationships between the

keywords are not taken into account so that, for example, two synonymous

words are treated as being completely unrelated. The methods described in

subsection 6.3.2 and 6.3.3 also address this second problem.

6.3.2 The Singular Value Decomposition

In the matrix representation of a set of documents, redundant information

will often be present, think for example about a database of internet sites

that can contain several mirrors of the same web page. In terms of linear al-

gebra, what we want is to identify the rank of the term-by-document matrix

W . Moreover, just as measurement errors may occur in a normal experiment,
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the coding of documents in a database may lead to uncertainties in the term-

by-document matrix. Indexing of documents is a subjective process, since

people have different experiences and opinions. Since the translation of the

documents into a term-by-document matrix is subject to interpretation, this

matrix might be better represented as W + E, where E is the uncertainty

matrix reflecting missing or incomplete information about documents or

even different opinions about the relevancy of documents to certain subjects

(Berry et al., 1999). Yet, if we accept that the matrix W is only an approxima-

tion of the semantic content of a database (that is, W is only one represen-

tative of a whole family of relatively comparable matrices representing the

database), one may ask if it is reasonable to determine its rank exactly. If, for

example, the rank of W equals rW , but if this rank changes to k < rW when

a small matrix E is added, we may argue that this lower-rank approximation

is a better representation of the database. In this section, we introduce an

approach based on the Singular Value Decomposition (SVD) that simultane-

ously gives a reduced-rank approximation of the column space and the row

space of the term-by-document matrix. This enables comparison between

the documents as well as the terms in a document collection. The SVD has

the additional advantage of giving a rank-k approximation to a matrix W
with minimal change to that matrix for a given value of k. Details about the

SVD can, for example, be found in Golub and Van Loan (1983). We will show

how lowering the rank of W may help to remove extraneous information or

noise from the matrix representation of the database.

The SVD states that the term-by-document matrix W with rank rW can be

decomposed in the following way:

W = UΛV ′, (6.3.3)

where U is the T ×T orthogonal matrix having the left singular vectors of W
as its columns, V is the D × D orthogonal matrix having the right singular

vectors of A as its columns, and Λ is the T ×D diagonal matrix having the

singular values σ1 ≥ σ2 ≥ · · · ≥ σmin(T ,D) of W in order along its diagonal.

This decomposition exists for any matrix W . The rank of W is equal to the

number of nonzero singular values. It follows from the orthogonal invari-

ance of the Frobenius norm that ‖W‖ is defined in terms of those values:

‖W‖ = ‖UΛV ′‖ = ‖Λ‖ =
√√√√√ rW∑
j=1

σ 2
j . (6.3.4)

We can now create Wk, a rank-k approximation to the matrix W by setting
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all but the k largest singular values of W equal to zero. A classic theorem

(Eckart and Young, 1936) states that the distance ||W − W̃k|| between W
and its rank-k approximations W̃k is minimized by the approximation Wk.
The theorem further shows how the norm of that distance is related to the

singular values of W :

‖W −Wk‖ = min
rank(X)≤k

‖W −X‖ =
√
σ 2
k+1 + · · · + σ 2

rW , (6.3.5)

where Wk = UkΛkV ′k,Uk is the T × k matrix whose columns are the first k
columns of U , Vk is the D× k matrix whose columns are the first k columns

of V , and Λk is the k× k diagonal matrix whose diagonal elements are the k
largest singular values of W .

Using (6.3.5), we can determine ‖W −Wk‖ for different values of k and

compute the ratio ‖W −Wk‖/‖W‖ for these values of k. This ratio expresses

the relative change if the matrix W is reduced to a rank-k matrix. The next

step is to choose k such that the relative change in the term-by-document

matrix is deemed acceptable. If the matrix W is then replaced with this ap-

propriate low-rank approximation Wk, it is assumed that the structure of

the database is well represented by Wk. In the literature, this approach is

referred to as Latent Semantic Indexing (LSI) or Latent Semantic Analysis

(LSA). LSA has its origins in psycholinguistics and has been applied in nu-

merous domains, e.g., information retrieval (Berry et al., 1995), modelling

human conceptual knowledge (Landauer et al., 1998), measuring text coher-

ence, and characterizing the quality of essays (Foltz, 1996). LSA is based on

the assumption that the meaning of a word is an ‘average’ (in a pragmatic

rather than a mathematical sense) of the meanings of all the contexts in

which it occurs, and the meaning of a passage is an ‘average’ of the meaning

of the words comprising that passage (Landauer et al., 1998). LSA constructs

a semantic space in which terms and documents that are closely related are

placed near one another.

Well-known problems in the analysis of the written word are synonymy

and polysemy. LSA tries to overcome these problems by assuming that there

is some kind of ‘latent’ structure in the pattern of word usage that under-

lies the document collection. One can interpret this latent structure to rep-

resent the topics touched upon by the documents. Since the latent struc-

ture is somewhat obscured by the variability in the human vocabulary, LSA

estimates this structure and eliminates the ‘noise’. The estimated implicit

higher-order structure is expected to capture relationships in the associa-

tion of terms and documents that are not apparent in the original collection.
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LSA will be extensively discussed in section 6.4.

Going back to the problem of query-matching, we now compare a query

vector q to the columns of the approximation Wk to the term-by-document

matrix W . The jth column of Wk is equal to Wkej , where ej is the jth D × 1

unit-vector. Using (6.3.1), the cosines of the angles between the query vector

and the approximate document vectors are then computed by:

cosθj =
(Wkej)

′q
‖Wkej‖‖q‖

= (UkΛkV ′kej)′q
‖UkΛkV ′kej‖‖q‖ =

e′jVkΛk(U ′kq)
‖ΛkV ′kej‖‖q‖ , (6.3.6)

for j = 1, . . . ,D. If we define sj = ΛkV ′kej , this formula reduces to

cosθj =
s′j(U

′
kq)

‖sj‖‖q‖
, j = 1, . . . , d. (6.3.7)

Note that these cosines can be computed without explicitly forming the T ×
D matrix Wk. The norms ‖sj‖ are computed only once for each term-by-

document matrix and are subsequently used for all queries.

The approach based on the SVD allows for a nice interpretation. The k
elements of the vector sj are the coordinates of the jth columns of Wk in

the basis defined by the columns of Uk
3. In addition, the k elements of the

vector U ′kq are the coordinates in that basis of the projection UkU
′
kq of the

query vector q into the column space of Wk.

6.3.3 The Self-Organizing Map

We already know that one of the main difficulties in the analysis of the writ-

ten word is the size of the vocabulary and its ambiguities. Even in a rela-

tively small collection of documents, the number of unique words may be

quite large, while synonymy contributes to this problem by unnecessarily

increasing the number of unique words. Even if words occurring rarely in

the documents as well as common words that are considered empty in con-

tent are discarded, the number of unique terms to account for will be con-

siderable. Since nowadays the need is felt for guidance among the masses

of available textual information, new methods for making this information

more transparent are developed. These methods aim at visualizing the con-

tent of a collection of documents and its interrelationships. A useful tool

that helps the user to cope with the information flood need not fully under-

stand the messages, nor does it necessarily need to be able to represent the

3Since Wk = UkΛkV ′k, the columns of Wk are linear combinations of the columns of Uk.
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entire meaning of a document. It is sufficient that the tool serves to direct

the user’s attention towards relevant information, or that it provides easily

comprehensible overviews and visualizations from which the user can make

the final judgement on what to read (Lagus et al., 1999).

As outlined in subsection 6.2.2, a basic method to encode a collection of

documents is the vector space model. In the vector space model, documents

are represented as vectors, where each component corresponds to the fre-

quency of occurrence of a particular word in the document. These docu-

ment vectors have a vast dimensionality and will not account for synonyms.

We also discussed in the previous subsection that Latent Semantic Analy-

sis tries to overcome these problems by reducing the dimensionality of the

documents vectors with the pleasant side-effect that relationships between

documents and synonymy will also partly be modeled. Another relatively

new method in this field is the Self-Organizing Map (SOM). The SOM is a

general unsupervised learning algorithm for analyzing and visualizing high-

dimensional statistical data (Kohonen, 1995). The SOM can be used to rep-

resent, structure, and visualize a set of high-dimensional observations. The

map attempts to represent all the available observations with optimal accu-

racy. One of the key features of the SOM is that the model vectors become

ordered on the map display, so that similar observations become mapped

near each other and dissimilar observations far from each other. By means

of the SOM, documents can be organized on a map display that provides an

overview of the collection and visualizes the relationships between the doc-

uments. Organization of the map causes documents with similar content to

be located close to each other, which facilitates the process of exploration.

This approach to processing text is statistically oriented, computationally

feasible, and scalable (Lagus et al., 1999). For an extensive treatment of the

SOM in the area of text analysis see, for example, Honkela (1996) and Ritter

and Kohonen (1989).

Note that the purpose of the SOM is different from the purpose of LSA.

While LSA aims at creating a good low-dimensional representation of the

term-by-document matrix to facilitate further (numerical) processing (for ex-

ample in information retrieval), the SOM aims at visualizing the document

collection in an orderly way, such that the user is guided in his or her search

for particular information.
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6.3.4 Other methods

Whereas we choose to only discuss LSA and the SOM, there do exist several

other methods which aim at improving the representation of the term-by-

document matrix. Random mapping, for example, was introduced by Kaski

et al. (1998). This dimensionality reduction method does not require reduc-

tion of the vocabulary, and aims at preserving the distances or similarities

between the original document vectors as good as possible. Another dimen-

sion reduction method is the QR factorization (Lancaster and Tismenetsky,

1985). This factorization is more or less a predecessor of the SVD, because

this method identifies the set of basis vectors spanning the column space of

the term-by-document matrix W . The QR factorization also gives a reduced-

rank basis for the column space of W , yet gives no such information about

its row space, as opposed to the SVD. A more advanced procedure based on

the SOM is called the WEBSOM (Kaski et al., 1998, Kohonen and Kaski, 2000).

The WEBSOM is especially designed for interactive exploration of large doc-

ument collections; with the aid of a suitable (www-based) interface, docu-

ments in interesting areas of the map can be browsed. This browsing can be

interactively extended to related topics which appear in nearby areas on the

map (Lagus et al., 1999). Detailed information and a demonstration of the

WEBSOM method can be found at the address websom.hut.fi/websom/.

6.4 Latent Semantic Analysis

Latent Semantic Analysis (LSA) is a technique that models word usage and

enables the comparison of semantic similarity between pieces of textual in-

formation. By applying a singular value decomposition to the matrix of word

frequencies, LSA reflects the latent structure underlying the collection of

textual documents. Although we already explained the technique in subsec-

tion 6.3.2, we shortly go over the details once more in subsection 6.4.1. While

it has been shown that LSA partially overcomes the problem of variability in

human word choice, the interpretability of this method is not straightfor-

ward. We introduce a new approach to LSA in subsection 6.4.3, one that

preserves the main ideas but is more realistic in terms of interpretability4.

In this section, we also illustrate both LSA and the new approach by means

of an easy example. Although our new approach allows for a more straight-

forward interpretation, it suffers from other disadvantages which will be

4We would like to thank H. A. L. Kiers for his useful ideas and comments regarding this
new approach.
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discussed in the final subsection.

6.4.1 The Singular Value Decomposition

As described in subsection 6.3.2, LSA applies a singular value decomposi-

tion to the weighted term-by-document matrix W . The SVD decomposes a

matrix into the product of three matrices which show a breakdown of the

original relationships into linearly independent components or factors. More

formally, the SVD states that the weighted term-by-document matrix W with

rank rW can be decomposed in the following way:

W = UΛV ′, (6.4.1)

where U is a T×T orthogonal matrix, V is aD×D orthogonal matrix, and Λ is

the T×D diagonal matrix having the singular values λ1 ≥ λ2 ≥ · · · ≥ λmin(T ,D)
ofW in order along its main diagonal. This decomposition exists for any ma-

trix W . The rank of W is equal to the number of positive singular values.

We can now createWk, a rank-k approximation to the matrixW by setting

all but the k largest singular values of W equal to zero. A classic theorem

(Eckart and Young, 1936) states that the Euclidean distance between W and

its rank-k approximations is minimized by the approximation Wk. The idea

in LSA is that the approximation Wk ignores minor differences in vocab-

ulary and word count. The low-rank approximation of the weighted term-

by-document matrix captures most of the important underlying (semantic)

structure in the association of words and passages, yet at the same time re-

moves the noise or variability in word usage. Words which occur in similar

documents, for example, will be near each other in the approximation even

if they never co-occur in the same passage. This also means that some docu-

ments which do not share any words in the original matrix may nonetheless

reveal some common usage of the same words in the approximation.

It is important for LSA that the lower-dimensional approximation of the

term-by-document matrix does not reconstruct the original one, because the

original term-by-document matrix contains noise obscuring semantic rela-

tions. Deerwester et al. (1990) conjectured that it is possible to improve

the representation of the relations between terms and documents by fitting

them simultaneously into a lower-dimensional space. As opposed to most

applications of dimensionality reduction techniques, the aim of LSA is not

necessarily to reduce the representation to a very low dimensionality. This

is because the aim is not to give a visual representation of the space or to in-

terpret the dimensions, but to achieve sufficient power and to minimize the
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degree to which the space is distorted (Deerwester et al., 1990). Therefore,

the classical approach of choosing the number of dimensions to obtain the

best parsimonious representation of the variance of the original data does

not apply. LSA aims at accommodating the textual information in a seman-

tic space that represents the latent structure as good as possible, regard-

less of the dimensionality of this space. As mentioned before, LSA performs

best if the original data are not perfectly reconstructed. The choice of di-

mensionality is still an open issue in the literature of LSA. In information

retrieval, a measure of retrieval performance is frequently adopted to de-

termine the appropriate number of dimensions. Several studies concerning,

for example, human knowledge acquisition (Landauer and Dumais, 1997),

and text-comprehension (Foltz, 1996) have experimented with the number

of dimensions. The choice of dimensionality basically remains an empirical

issue.

6.4.2 An illustration

To give a flavor of Latent Semantic Analysis we give a simple example. Con-

sider eight titles of books on statistics5, four on Bayesian inference (D1-

D4) and four on latent variable models (D5-D8), as summarized in table 6.2.

Words appearing in at least two of the eight titles are selected as keywords

Table 6.2. Titles of books on statistics.

D1 An introduction to Bayesian inference in econometrics
D2 Tools for statistical inference: methods for the exploration of

posterior distributions and likelihood functions
D3 Priors, posteriors and Bayes factors for a Bayesian analysis of cointegration
D4 Bayesian inference in statistical analysis
D5 An introduction to latent variable models
D6 Latent variable models and factor analysis
D7 Advances in factor analyses and structural equation models
D8 Structural equations with latent variables

and these terms are italicized6. Function words such as ‘a’, ‘the’, ‘in’, and ‘to’

are left out of consideration, since these words are deemed unimportant for

characterizing the documents. The corresponding term-by-document matrix

5These titles are from existing books. A list of these books can be found in appendix 6.A
at the end of this chapter.

6Note that derivatives of a keyword are replaced by its stem, i.e. Bayesian is replaced by
Bayes, and equations, factors, and models are replaced by their singular form.
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is shown in table 6.3. In the following, we use raw frequencies instead of

Table 6.3. Term-by-document matrix.

D1 D2 D3 D4 D5 D6 D7 D8
analysis 0 0 1 1 0 1 1 0
Bayes 1 0 2 1 0 0 0 0
equation 0 0 0 0 0 0 1 1
factor 0 0 1 0 0 1 1 0
inference 1 1 0 1 0 0 0 0
introduction 1 0 0 0 1 0 0 0
latent 0 0 0 0 1 1 0 1
model 0 0 0 0 1 1 1 0
posterior 0 1 1 0 0 0 0 0
statistical 0 1 0 1 0 0 0 0
structural 0 0 0 0 0 0 1 1
variable 0 0 0 0 1 1 0 1

weighted frequencies for illustration of the technique. Using the singular

value decomposition F = UΛV ′, we construct the two-dimensional approx-

imation of this term-by-document matrix, as shown in table 6.4. This sim-

ply comes down to equating all but the two largest singular values in Λ to

zero. The singular values of F are: λ1 = 3.66, λ2 = 2.97, λ3 = 2.10, λ4 =
1.77, λ5 = 1.50, λ6 = 1.30, λ7 = 1.05, and λ8 = .50. Figure 6.1 shows the

geometric representation for terms and documents in the two-dimensional

LSA-space7. Notice that the documents and terms pertaining to latent vari-

able models are clustered above the x-axes, while terms and documents

concerning Bayesian statistics are clustered below the x-axes.

All the entries in this approximated term-by-document matrix are linear

combinations of values of the two preserved dimensions, which are in turn

linear combinations of the original cell entries. Note therefore that if one cell

entry in the original term-by-document matrix changes, its low-dimensional

approximation might also change. This is how LSA makes inferences and

here we also see the strength of this technique. LSA goes beyond simple

frequencies and co-occurrence counts, but uses the latent structure inherent

to a text to capture the similarity of words and text passages.

This dimension reduction induces words that occurred in certain docu-

ments to appear with greater or lesser weight, while some words that not

appeared originally now do appear, at least partially. Consider, for example,

7There is some disagreement how to visualize the terms and documents in the same space.
We used UΛ and VΛ′ for this purpose, but sometimes, a scaling factor is used. Jolliffe (1986)
discussed the pros and cons of the different visualization methods.
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Table 6.4. Two-dimensional approximation of the term-by-document matrix.

D1 D2 D3 D4 D5 D6 D7 D8
analysis 0.44 0.31 1.06 0.71 0.38 0.75 0.69 0.33
Bayes 0.77 0.64 1.59 1.17 −0.17 0.20 0.30 −0.24
equation −0.04 −0.08 0.06 −0.02 0.43 0.55 0.44 0.43
factor 0.26 0.16 0.70 0.44 0.44 0.72 0.64 0.41
inference 0.40 0.34 0.79 0.60 −0.17 0.00 0.07 −0.21
introduction 0.07 0.04 0.21 0.12 0.17 0.26 0.23 0.16
latent −0.11 −0.16 0.00 −0.11 0.70 0.87 0.70 0.70
model −0.02 −0.10 0.17 0.02 0.68 0.90 0.73 0.68
posterior 0.34 0.28 0.69 0.51 −0.09 0.06 0.11 −0.13
statistical 0.28 0.24 0.56 0.42 −0.12 0.00 0.05 −0.15
structural −0.04 −0.08 0.06 −0.02 0.43 0.55 0.44 0.43
variable −0.11 −0.16 0.00 −0.11 0.70 0.87 0.70 0.70
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Figure 6.1. Two-dimensional representation of terms and documents in LSA-
space.

document D2, a book on Bayesian inference. This title does not explicitly

contain the keyword Bayes, but statisticians will certainly confirm that pos-
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terior in this context directly refers to Bayesian statistics. The zero entry for

Bayes in the original matrix is replaced by 0.64 in the two-dimensional ap-

proximation. Because the third document contains the terms posterior and

Bayes, the weight of the term Bayes increases for a document containing

the term posterior. The value 1 for introduction in document D1 on Bayesian

statistics however, is replaced by 0.07, reflecting the fact that it is not very

likely to appear in this context. Similarly, document D7 is a book about fac-

tor analysis and structural equation models, topics both dealing with latent

variables. This document does not contain the word latent, but since fac-

tor occurs simultaneously with latent in document D6, and with structural

equations in document D8, the weight of the term latent rises to 0.70 for

document D7. LSA infers from the pattern of word usage across the docu-

ments, that the term latent is likely to occur in combination with factor and

structural equations. The term factor is more appropriate for the titles con-

cerning latent variables than those concerning Bayesian statistics, although

factor appears in both contexts. This keyword has a distorting effect on the

topical groupings. We see that in the two-dimensional approximation, factor

has a value of 0.70 in document D3, while this value equals 0.44 in document

D5, and 0.41 in document D8. This implies that factor is more appropriate

for document D3 (the document about Bayesian statistics) than for the other

two documents (the documents concerning latent variable models). Note,

however, that originally, factor has a value of 1 in document D3 and a value

of 0 in both document D5 and D8. The reduced dimension solution does

not represent the usage of the term latent completely correct, but certainly

has improved it: the weight of this term appearing in a Bayesian context has

decreased, while this same weight in a latent variable models context has

increased.

LSA also influences the relations between documents. We use the cosine

measure (6.3.1) to compute the similarities between documents. The similar-

ities between the eight documents computed in this way using the original

term-by-document matrix and its two-dimensional approximation are given

in table 6.5 and table 6.6 respectively.

The similarities between the original titles about Bayesian statistics are

moderate, the cosines vary between 0.22 and 0.58, with an average of 0.45.

The titles about latent variable models are slightly more similar, with cosines

ranging from 0.22 and 0.67, with an average of 0.48. Although each of these

two groups of titles deal with the same topic, this is not well represented

by the similarity measures. In the two-dimensional reconstruction, the topi-
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Table 6.5. Document similarities for original titles.

D1 D2 D3 D4 D5 D6 D7 D8
D1 1.00
D2 0.33 1.00
D3 0.44 0.22 1.00
D4 0.58 0.58 0.57 1.00
D5 0.29 0.00 0.00 0.00 1.00
D6 0.00 0.00 0.34 0.22 0.67 1.00
D7 0.00 0.00 0.34 0.22 0.22 0.60 1.00
D8 0.00 0.00 0.00 0.00 0.50 0.45 0.45 1.00

Table 6.6. Document similarities for titles represented in two-dimensional
space.

D1 D2 D3 D4 D5 D6 D7 D8
D1 1.00
D2 0.98 1.00
D3 0.98 0.93 1.00
D4 1.00 0.97 0.99 1.00
D5 −0.10 −0.27 0.11 −0.03 1.00
D6 0.20 0.03 0.40 0.27 0.95 1.00
D7 0.31 0.14 0.50 0.38 0.91 0.99 1.00
D8 −0.17 −0.34 0.04 −0.10 1.00 0.93 0.88 1.00

cal groupings are much clearer. The average similarity between the Bayesian

titles increases from 0.45 to 0.97. Consider the documents D2 and D3, for

example, which originally only have one term in common, resulting in a co-

sine value of 0.22. In the LSA space, the similarity between D2 and D3 equals

0.93, much better reflecting their topical resemblance. Similarly, the average

similarity between the titles about latent variable models increases from

0.48 to 0.94. LSA recognizes these titles as being topically similar because

of the pattern of co-occurrences of words in these documents.

Analogously, we can also examine what LSA does to the similarities be-

tween keywords. Consider for example the terms posterior, Bayes, and latent,

the first two terms referring to the Bayesian titles, the last term concerning

the titles about latent variable models. In the original titles, posterior and

Bayes co-occur only once, while posterior and latent never co-occur. The co-

sine between posterior and Bayes equals 0.58, for posterior and latent this

similarity measure equals 0.33. Because of the indirect relations between

these words, these similarities are different after applying LSA: posterior and

Bayes are now considered completely equivalent with a cosine of 1.00, while
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posterior and latent are considered less similar, with a cosine of −0.11. Al-

though the terms posterior and Bayes only co-occur once, LSA represents

them as very similar, because they occur in contexts of similar meaning. The

keywords posterior and latent never co-occur, but since they appear in con-

texts of different meaning, LSA represents them as dissimilar. This clearly

shows that much of the information that LSA uses to infer relations among

words and passages is in data about passages in which particular words do

not occur (Landauer et al., 1998).

6.4.3 An alternative approach

One objection to LSA is that Wk, the rank-k approximation to the matrix

of weighted word frequencies, can have negative entries. Since we are deal-

ing with (positively weighted) counts, this is not a desirable property; the

reconstructed term-by-document matrix cannot naturally be interpreted in

terms of frequencies any more. Proponents of LSA could argue that the ma-

trix entries are word weights instead of frequencies so that interpretability

is no longer an issue. Considering the philosophy driving LSA, however, it is

the matrix of word frequencies we are really interested in. Weighting proce-

dures have been introduced, mainly in the area of information retrieval, to

improve retrieval performance. For relatively small document collections, as

illustrated by the example in subsection 6.4.2, word weights are often not

considered. In these cases we would certainly prefer a nonnegative approx-

imation to the term-by-document matrix. Moreover, the available weighting

procedures such as the inverse document frequency weights, the discrimina-

tion value, and entropy-based weights (see subsection 6.2.3) never produce

negative weights. So, even if we claim to reconstruct the weighted term-by-

document matrix instead of the original matrix of word counts, the nonneg-

ativeness property shows up in a very natural way. We therefore introduce

a nonnegative least squares approximation of the term-by-document matrix

as an alternative for the SVD approach.

The SVD is the key element in LSA and it is closely related to Principal

Component Analysis (PCA). An intuitive attractive derivation of PCA that

also facilitates the interpretation of our approach was given by Theil (1971).

Applied to our matrix F of word frequencies the question is: can we describe

each of the D documents by a linear function of a small number of ‘latent’

documents with a high degree of accuracy? This would be trivially true if

all variables moved proportionally, that is, if all documents have the same

structure in terms of word usage. The idea is that a relatively small number
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of these ‘latent documents’ underlie the entire collection, so that each latent

document typifies a particular topic. If all documents behave proportion-

ally, each document fj in our matrix of word frequencies F is equal to some

scalar multiple of a latent document, say, p1. This implies F = p1a
′
1, where

a′1 is the D-element row vector consisting of these scalar multiples, one for

each document. To assure identifiability, we have to impose p′1p1 = 1. Since,

obviously, F = p1a
′
1 will not hold exactly, the aim is to minimize the sum of

squares of all discrepancies collected in the matrix F−p1a
′
1. It can be shown

that to solve this problem we have to set p1 equal to the characteristic vec-

tor of FF ′ corresponding to the largest root λ1 of FF ′, and the coefficient

vector a1 equal to the characteristic vector of the matrix F ′F corresponding

to the largest root. The vector p1 is also known as the first principal com-

ponent of the D documents represented in the matrix of word frequencies.

F is now approximated by p1a
′
1. Since it is plausible that more latent docu-

ments underlie the document collection, the whole process can be repeated

by searching for another matrix of unit rank, p2a
′
2, which describes the dis-

crepancy matrix F −p1a
′
1 as accurate as possible. Besides the condition that

p′2p2 = 1, we now also require that the two latent documents be orthogonal,

that is p′1p2 = 0. These conditions lead to the solution that p2, the second

principal component, equals the characteristic vector of FF ′ corresponding

to the second largest root λ2. In this way we obtain p1a
′
1+p2a

′
2 as an approx-

imation to F . We can go on in this way by deriving r principal components,

where r is the rank of F . The result is that the ith principal component, pi,
is a characteristic vector of FF ′ corresponding to the ith largest root λi. The

principal components are mutually orthogonal and are chosen to have unit

length.

If less than r components are used to reconstruct the term-by-document

matrix, say k components, we get the following approximation for W :

Wk = p1a
′
1 + p2a

′
2 + · · · + pka′k. (6.4.2)

Since we wish to interpret the principal components as latent documents,

their elements representing word frequencies, it is natural to require that

pj ≥ 0, j = 1, . . . , k. A similar argument holds for the coefficient vectors

aj . These coefficients indicate how particular words in the latent documents

contribute to the observed frequencies in the original documents. If a par-

ticular word does not contribute anything, this will be represented by a zero

coefficient. A negative coefficient would imply that a particular word has

a negative contribution to the observed frequency in a document for that

word, something we cannot easily interpret.
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If we require both the pj ’s and the aj ’s to be nonnegative, and adopt the

familiar least squares criterion, the problem comes down to:

min
ptj ,adj

‖F − PA′‖ (6.4.3)

subject to

adj, ptj ≥ 0, d = 1, . . . ,D, t = 1, . . . , T , j = 1, . . . , k,

where the ptj constitute P , the T × k matrix consisting of the ‘latent’ docu-

ment vectors or principal components pj , the adj form A, the D × k matrix

with the coefficient vectors aj as it columns, and k equals the number of

components retained. Note that k should be determined in advance. This

restricted form of PCA can be solved by using a Nonnegative Least-Squares

Algorithm (NNLS). The problem involved in NNLS is as follows. Let E be an

m×n matrix, g an m× 1 vector, and x an n× 1 vector. The NNLS problem

is then defined as:

min
x
‖Ex − g‖ subject to x ≥ 0,

where ‖ · ‖ denotes the standard Euclidean norm. The algorithm to solve

this least squares problem with linear inequality constraints is based on the

Kuhn-Tucker theorem (Fiacco and McCormick, 1968). Details can be found

in Lawson and Hanson (1974). Using this NNLS algorithm iteratively for each

of the rows of A and P , the problem defined by (6.4.3) can be solved8. Since

this technique basically comes down to a nonnegative approach to PCA, this

method is called Nonnegative Principal Component Analysis (NNPCA). Cut-

ler and Breiman (1994) introduced a technique called ‘archetypal analysis’,

which is a slightly more complex version of our model introduced above.

The main disadvantage of this approach is the indeterminacy of the so-

lution, since if {P,A} is a solution of problem (6.4.3), and T is an orthogonal

matrix such that P∗ = PT , A∗ = AT , p∗j , a
∗
j ≥ 0, j = 1, . . . , k, then {P∗, A∗}

is also a solution. This means we can have different solutions for P and A
which give the same optimal value for the least squares criterion in (6.4.3).

There is at least some rotational freedom. Fortunately, we are not particu-

larly interested in P and A. It is the reconstructed term-by-document matrix

we are really interested in, and this matrix is the same, irrespective of the

choice of A and P from all the pairs of solutions from (6.4.3). Although the

numerical outcome of P and A is not one of our main interests, the structure

8This algorithm was developed by H. A. L. Kiers.
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of these matrices is interesting. Especially the matrix of latent documents, P ,

is worth looking at, since the structure of P may uncover the ‘latent topics’.

A logical consequence of this approach is that the latent documents pj are

not orthogonal anymore but are, in most cases, correlated.

6.4.4 The illustration revisited

Consider once more the example introduced in section 6.4.2. The nonneg-

ative two-dimensional approximation obtained by using the algorithm de-

scribed in the previous section is shown in table 6.7.

Table 6.7. Two-dimensional nonnegative approximation of the term-by-
document matrix.

D1 D2 D3 D4 D5 D6 D7 D8
analysis 0.46 0.36 0.96 0.67 0.43 0.60 0.65 0.45
Bayes 0.82 0.64 1.64 1.21 0.00 0.21 0.18 0.00
equation 0.00 0.00 0.05 0.00 0.47 0.52 0.59 0.48
factor 0.27 0.21 0.59 0.39 0.46 0.58 0.65 0.48
inference 0.41 0.32 0.82 0.61 0.00 0.11 0.09 0.00
introduction 0.11 0.08 0.24 0.16 0.19 0.23 0.26 0.19
latent 0.00 0.00 0.05 0.00 0.41 0.46 0.53 0.43
model 0.00 0.00 0.08 0.00 0.69 0.76 0.87 0.71
posterior 0.35 0.28 0.70 0.52 0.00 0.09 0.08 0.00
statistical 0.29 0.22 0.57 0.42 0.00 0.07 0.06 0.00
structural 0.00 0.00 0.05 0.00 0.47 0.52 0.59 0.48
variable 0.00 0.00 0.07 0.00 0.64 0.71 0.81 0.66

If we compare table 6.4, the two-dimensional approximation of the term-

by-document matrix obtained by the SVD, with table 6.7, the nonnegative

two-dimensional approximation, we can see that the differences are rela-

tively small. The negative elements in table 6.3 have turned into zero ele-

ments in table 6.7, while the other corresponding elements of the two ap-

proximations differ only slightly.

Because two topics underlie the document collection in this example

(Bayesian inference and latent variable models), following Theil’s interpre-

tation of PCA given in subsection 6.4.3, it would be interesting to consider

the matrix of latent documents P individually. In this case, this matrix con-

sists of two principal components, p1 and p2, where we expect these com-

ponents to reflect the two topics mentioned above. The latent documents

are expected to deal with Bayesian statistics and latent variable models re-

spectively. As mentioned in the previous subsection, several solutions of P
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and A result in the same (optimal) approximation of the term-by-document

matrix as given in table 6.7. Table 6.8 depicts two arbitrary solutions for P .

Table 6.8. Matrix of principal components or ‘latent documents’.

solution 1 solution 2
p1 p2 p1 p2

analysis 0.82 1.24 1.12 0.97
Bayes 1.48 0.00 1.99 0.00
equation 0.00 1.35 0.00 0.95
factor 0.48 1.33 0.66 1.04
inference 0.74 0.00 0.96 0.00
introduction 0.19 0.53 0.26 0.43
latent 0.00 1.19 0.00 1.54
model 0.00 1.97 0.00 1.56
posterior 0.63 0.00 0.85 0.00
statistical 0.52 0.00 0.69 0.00
structural 0.00 1.35 0.00 0.95
variable 0.00 1.84 0.00 1.54

First of all, note that the two solutions are numerically rather different.

However, the structure of the two matrices, the zero pattern in p1 and p2, is

the same for both solutions. The main terms which refer to Bayesian statis-

tics are Bayes, inference, posterior, and statistical. Note the zero elements for

each of these terms in document p2, and the relatively large elements for

these terms in document p1. Apparently, p1 covers the topic on Bayesian in-

ference. Conversely, p1 has zero elements for equation, latent, model, struc-

tural, and variable, while the corresponding elements in p2 are all larger

than one. Component p2 seems to cover the subject ‘latent variable models’.

6.4.5 Conclusions

LSA is a technique that is partly able to uncover the topical similarities in a

document collection. We have demonstrated how LSA estimates the ‘latent’

structure in the pattern of word usage which is somewhat obscured by the

variability in the human vocabulary. However, we also showed that this tech-

nique lacks a natural interpretation. We introduced an alternative approach,

NNPCA, based on the same ideas as LSA but with some additional restric-

tions for the sake of interpretability. We illustrated this approach by means

of an example which indeed proved its usefulness. We pointed out that there

is some indeterminacy in NNPCA, but also noted that this fortunately does

not harm the usefulness of the technique.
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It remains to be seen, however, how this approach applies to real-life

situations. The number of words and documents is usually in the order of

thousands and special algorithms are probably needed to estimate the un-

derlying structure in the (very sparse) term-by-document matrix9. Updating

methods for including new documents also have to be developed. Zha and

Simon (1999) and Berry et al. (1999), for example, extensively discussed up-

dating methods in LSA. It would also be interesting to take a closer look

at the solution space for NNPCA. Perhaps it is possible to characterize the

different solutions and to relate them in terms of the rotation matrices.

However, we know that the low-rank matrix approximation obtained in

LSA by using the SVD is optimal and it is therefore expected that retrieval

results based on NNPCA will be worse. Although we claimed at the beginning

of this chapter that we do attach importance to the theoretical foundations

and interpretability of a method, we do not think that the importance of this

technique lies in the field of text analysis. After all, LSA has been developed

to improve the representation of information in a collection of documents,

and although a nice interpretation of the technique is desirable, it is not its

main purpose. We showed that there is an alternative for LSA that allows for

a more natural interpretation, but we do not think it is worthwhile to refine

this technique to suit the field of text analysis. The improvement in terms of

interpretability does not imply an improvement in text representation and

retrieval performance. Nonetheless, NNPCA may prove its use in the field of,

for example, psychometrics and chemometrics, where situations can arise

in which positive matrix factorization is preferable (see, e.g., Juvela et al.,

1996).

6.5 Software

Nowadays, there are several user-friendly computer programs available for

the study of qualitative data. WordStat is a content analysis program, en-

abling the user to exclude words from the analysis, categorize words, ap-

ply weighting schemes, obtain word frequency distributions and word co-

occurrence matrices, develop a dictionary, and so on. Statistical procedures

like multidimensional scaling and cluster analysis are also available. Some-

times, additional information regarding the texts is available (e.g., the age,

sex, and income of respondents in free-text format questionnaires) and Word-

Stat then offers the opportunity to make comparisons between subgroups

9Large-scale LSA is extensively discussed by, e.g., Letsche and Berry (1997).



6.6. Conclusions 221

based on this information. Filtering options to restrict the analysis only to

a particular subsample of the texts are also available. An additional feature

is the capability to compare vocabularies of different texts, to help uncover

differences in word usage between documents or between groups of individ-

uals. This program also offers several forms of graphical output. Key-Word-

In-Context tables can be obtained, to examine the textual context of a word.

VerbaStat and TextQuest are programs developed especially for the coding

of open-ended questions in surveys. Catpac and Neural Connection use neu-

ral networks to analyze textual data, the latter having the disadvantage that

the text has to be coded into a finite number of categories before it can be

analyzed. Other well-known programs are, for example, TEXTPACK, Text-

Analyst, Kwalitan, PCLA and DIMAP. The capabilities of these programs are

comparable to those of WordStat. Table 6.9 gives an overview of a selection

of computer programs available for natural language processing. A detailed

overview of relevant text analysis software and links to these packages can

be found on www.car.ua.edu/ and cms.syr.edu/web/.

Besides these windows-driven, user-friendly programs, several algorithms

that perform preprocessing activities have been written in, for example, C,

C++ and PERL (Practical Extraction and Reporting Language). Especially this

latter programming language is recommended for text analysis, since PERL

was originally developed to deal with text files and can handle strings very

well. Algorithms for the preprocessing of texts have also been written in C,

C++ and PERL. Frakes and Baeza-Yates (1992) discussed the implementation

of a stoplist, stemming algorithms, thesauri and string-matching procedures

in C. On the web, analogous algorithms implemented in PERL can also be

found, for example, on the sites:

theoryx5.uwinnipeg.ca/CPAN/perl/
www.cpan.org

6.6 Conclusions

In this chapter, we gave an overview of the research area of quantitative

text analysis. We started with a discussion on why it is interesting to ana-

lyze textual data using a more quantitative approach. Next, we described the

different preprocessing stages which are necessary in order to make them

suitable for further processing. The analysis of textual data often involves

extremely high-dimensional data. We discussed some popular methods in

text analysis which are used for dimensionality reduction to enable efficient
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further processing. One technique called Latent Semantic Analysis was dis-

cussed in more detail and illustrated by means of an example. We suggested

an alternative approach for this technique which is more realistic and easier

to interpret. Finally, we gave an overview of relevant text analysis software

including links to the websites of these packages.

6.A Books used in the example of subsection 6.4.2

1. Bartholomew, D. J. (1987), Latent Variable Models and Factor Analysis,

Griffin’s statistical monographs and courses, no. 40, Oxford University

Press, New York.

2. Bollen, K. A. (1989), Structural Equations with Latent Variables, Wiley

series in probability and mathematical statistics, Wiley, New York.

3. Box, G. E. P. and G. C. Tiao (1973), Bayesian Inference in Statistical Anal-

ysis, Addison-Wesley series in behavioral science, Addison-Wesley.

4. Everitt, B. E. (1984), An Introduction to Latent Variable Models, Mono-

graphs on statistics and applied probability, Chapman and Hall, Lon-

don.

5. Jöreskog, K. G., D. Sörbom, and J. Magidson (1984), Advances in Factor

Analysis and Structural Equation Models, Lanham: University Press of

America.

6. Kleibergen, F. and R. Paap (1998), Priors, posteriors and Bayes factors

for a Bayesian analysis of cointegration, Report Econometric Institute,

Erasmus University Rotterdam.

7. Tanner, M. A. (1993), Tools for Statistical Inference : Methods for the

Exploration of Posterior Distributions and Likelihood Functions, Springer

series in statistics, Springer, New York.

8. Zellner, A. (1971), An Introduction to Bayesian Inference in Economet-

rics, Wiley series in probability and mathematical statistics, Wiley, New

York.
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Table 6.9. Software for natural language processing.

Name Capabilities

LinguistX Platform language identification
www.inxight.com tokenization

stemming
part-of-speech tagging
noun/phrase extraction

Link Grammar syntactic parser of English
www.link.cs.cmu.edu/link/

NLPserver word type checking
www.markwatson.com part-of-speech tagging

semantic processing

SIL software morphology
www.sil.org/computing syntactic analysis

discourse analysis
lexicon/dictionary

Intelligent Miner for Text language identification
www.ibm.com clustering

categorization

TextQuest generating a vocabulary
www.intext.de/tqe.htm word sequences

word permutations
vocabulary growth

Catpac interactive neural networks
www.thegalileocompany.com word counts

cluster analysis
perceptual maps

TextAnalyst linguistic technologies
www.megaputer.com/ neural networks

distilling meaning of a text
automatic summarization
text navigation
clustering
semantic information retrieval

VisualText text extraction
www.textanalysis.com filtering

categorization
summarization
translation





Chapter 7

Text Analysis of Open-ended
Survey Responses

7.1 Introduction

In the previous chapter, we gave a brief summary of the developments in

the area of (statistical) text analysis. Although we illustrated the technique

Latent Semantic Analysis by means of a realistic example, this example was

so simple that the usual difficulties encountered in the analysis of textual

data did not come to light. In this chapter we analyze open-ended survey

responses. Many of the topics mentioned in the previous chapter will pass

in review. The analyses in this chapter clearly illustrate the difficulties en-

countered when analyzing the written word.

One of the main interests in consumer research is the identification of

products which are liked best. Whilst consumers can be expected to rate

their overall liking for products, experience has shown that they are often

not able to say why, in a way meaningful to product developers (Elmore et

al., 1999). If people like a product, they tend to rate it highly on associated

attributes and vice versa, the so-called halo effect. Often, key sensory drivers

of liking are studied with preference maps that use objective data from

trained panel assessment of product characteristics. In preference mapping,

sensory attributes are either projected in a low dimensional representation

of the preference scores (internal mapping), or alternatively, preferences are

projected in a low dimensional representation of the sensory scores (exter-

nal mapping). Generally, this low dimensional representation of the scores

This chapter is a slightly adapted version of Ten Kleij and Musters (2003).
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results from a singular value decomposition (Carroll, 1980). Although pref-

erence maps are informative both for product developers and marketers,

this approach of linking sensory data to consumer preferences has some

shortcomings. First, the liking scores and the sensory assessments come

from different groups. Although the sensory panel is highly trained and se-

lected on sensitivity, so that objective product characterization is warranted,

their assessments have to be extrapolated to consumers. Labels given to at-

tributes upon which the panel scores products may not be the same words

that an average consumer would use. Second, in linking sensory data to pref-

erences, the relationships between the scores have to be specified upfront

(i.e. linear, quadratic, or other). Two products can have similar liking scores,

but a world of difference may be between them in terms of sensory char-

acteristics. Unfortunately, there is no theoretical framework for assuming a

specific type of relation.

In part, these shortcomings could be tackled by complementing prefer-

ence maps with an analysis of the statements that consumers make to moti-

vate their liking scores. This mode of analysis has the advantage that the lik-

ing scores as well as the motives for these scores are given by the same peo-

ple and, more importantly, are stated in consumer language. Thus, results

can be applied directly in marketing the products under consideration. In ad-

dition, no functional relation between liking scores and product attributes

has to be assumed, since this relation is articulated by the consumers them-

selves. However, free-text responses explicitly stated by consumers, such as

in the form of open-ended questions, are not often used for detailed anal-

ysis. Rather, these responses are used for developing other questions, or

for reducing the frustration of the respondents by allowing them to explain

their responses to other survey items (Looker et al., 1989). However, these

free-text responses undoubtedly contain very rich information and may un-

derscore and complement quantitative findings. Since language is a common

channel through which emotion is communicated, it is likely that intrinsic

information is embedded in this type of data. The richness inherent to tex-

tual data makes it extremely interesting to analyze, but when dealing with

a large number of texts, it becomes almost impossible for human coders to

stay consistent and keep an overview. Whereas techniques for analyzing nu-

merical data have become more and more advanced, the analysis of textual

data is still time-consuming and labor-intensive. Although text processing

software is emerging, its application is often not fully exploited. The speed

and data-handling capabilities of specialized software and computer tech-
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nology may aid in the detection of themes or patterns in textual data that

might otherwise go unnoticed (Mossholder et al., 1995).

We exploit the currently available software capabilities to facilitate text

processing. By counting words, we develop an idea of the main topics con-

sumers talk about. Since we are also interested in differences between ‘I

like the product’ and ‘I do not like the product’, we also take word com-

binations into account. We construct a product-by-words matrix, showing

the frequency of particular word combinations consumers used to describe

the products. Correspondence analysis will be applied to this matrix, to con-

struct a visual representation of the relationship between word usage of con-

sumers and products. The correspondence map, just like a preference map,

visualizes the relationship between product liking and product attributes.

This whole data analysis process will be outlined in section 7.3.

The aim of the present study is to illustrate an approach to integrate the

analysis of textual data into the common process of linking sensory data

to liking scores with preference maps. In our opinion, both marketing and

product development will benefit from incorporating the consumer state-

ments in the analysis. Whereas text analysis is a broad concept and can be

applied in many ways, our approach will be mainly quantitative, that is, we

will be concerned as little as possible with issues arising in the field of lin-

guistics, semantics, syntax, and so on. The ultimate benefit of the analysis of

these responses would be to obtain a better understanding of the emergence

of particular preference patterns, to clarify and strengthen quantitative find-

ings, and maybe even to reveal aspects of the products that were not cov-

ered by the other survey items. We discuss some exploratory results from

analyzing the statements which give insight into when and why consumers

start talking about a product in section 7.4. Our main focus, however, is the

comparison between the results obtained by preference mapping and those

obtained by analyzing the textual statements by means of correspondence

analysis. Besides showing how textual data enrich and complement numer-

ical data, we also discuss the difficulties and limitations in section 7.5. We

start, however, with a description of the materials and methods used in this

study.
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7.2 Materials and methods

7.2.1 Samples

During an in-hall test at three different sites, 13 different prototypes of

mayonnaise were evaluated. The products were selected to be different in

mouthfeel characteristics. Before evaluating the prototypes, each consumer

was presented a dummy product as a warm up sample. The products were

offered according to a balanced design; one of the products was offered

twice to evaluate the reproducibility of the scores.

7.2.2 Panelists

In total, 165 respondents were selected who use mayonnaise at least once

every two weeks in several applications, at least in one where it is not mixed

with other ingredients. Furthermore, an equal part of the the group of re-

spondents were male and female, and the respondents were equally dis-

tributed over three age groups of 20-34, 35-49, and 50-69 years.

7.2.3 Consumer surveys

Respondents had to give liking scores for the products. Responses were

given on a 10-point scale, where 1 = ‘do not like at all’, and 10 = ‘like very

much’. After each assessment, respondents were allowed to write down re-

marks, enabling them to explain why they gave particular liking scores, or

to express whatever crossed their mind. Since this research was done in

the Netherlands, the remarks were in Dutch. These responses were sponta-

neous, respondents were not forced to give an explanation. We emphasize

that all the analyses in this chapter are carried out on the original textual

data in Dutch, we only translate the results. To give an idea of the type of

statements respondents made, we give a few examples:

‘Good color, right thickness. Everything in balance, perfect.’

‘This one is soft and creamy.’

‘Very sour, tastes like a salad dressing. Very white color.’

‘Good taste, color could be a bit more yellow.’

‘A very nice and creamy taste.’

‘Looks a bit fatty, taste is good.’

‘A little bit too sour.’
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7.2.4 Quality of the data

To evaluate the quality of these data and to check the representativeness

of the panelists, we did some exploratory analyses. Since respondents were

not forced in any way to comment on their liking scores, it is interesting to

know whether the fact that a respondent does or does not make a remark

after assessing a product tells something about how he or she appreciates

the product. We therefore look at the differences between the liking scores

from respondents who made a remark (72% of the cases) and those who did

not (28% of the cases). The results are summarized in table 7.1.

Table 7.1. Number of people with a particular liking score who do or do not
make a remark (row percentages are in brackets)*.

liking 1 2 3 4 5 6 7 8 9 10

no 3 18 26 50 86 141 179 125 57 18
remark (.4) (2.6) (3.7) (7.1) (12.2) (20.1) (25.5) (17.8) (8.1) (2.6)

remark 30 59 108 171 259 309 380 303 136 29
(1.7) (3.3) (6.1) (9.6) (14.5) (17.3) (21.3) (17.0) (7.6) (1.6)

* 1=‘dislike extremely’, 10=‘like extremely’

A simple t-test shows that there is a difference between the average liking

score of 6.1 from respondents who made a remark and an average liking of

6.5 from those who did not (p = 0.001). There is a clear separation between

respondents giving high liking scores and those giving low liking scores. A

χ2-test indicates that the liking scores and the variable indicating whether

a respondent does or does not make a remark are dependent (p = 0.002).

Respondents who use the liking scores 1 through 5 more often give a remark

than respondents who use the liking scores 6 through 10. For the respon-

dents who do not give a remark it is just the other way around. It seems that

people who are more negative about a product, in terms of the liking score,

are more inclined to make a comment than people who are more positive in

their judgement.

A related issue is whether respondents make more remarks about partic-

ular products than about other products. We hereby also have to take into

account that not all products were evaluated the same number of times, be-

cause of the presence of duplo products. We therefore look at the relative
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number of statements per product, that is, the number of statements per

product divided by the number of times that product was evaluated. These

results are summarized in table 7.2. The last column of this table summa-

rizes the average liking score across respondents for each of the products.

Table 7.2. Number of statements per product.

product relative number of average
statements in % liking score

A 66 7.0
B 72 6.7
C 74 6.5
D 78 6.4
E 73 6.4
F 66 6.4
G 70 6.2
H 77 6.1
I 71 6.1
J 70 6.0
K 72 5.9
L 72 5.8
M 83 5.3

Table 7.2 clearly reveals that product M is most often made a comment

on, which perfectly agrees with the previous result that people who com-

ment on their liking score are more negative than people who do not, since

product M is the most disliked product (in terms of the average liking score

across respondents). Respondents say relatively little about the products A
and F , where the former is the product liked most (again in terms of the

average liking score).

Summarizing, we see that respondents make more comments on their

dislikes than on their likes. This could either be because they find that easier,

or because they are more motivated. One could argue that this causes the

sample to be unrepresentative. The results will be somewhat biased, in the

sense that we get to know more about why a consumer dislikes a product

than why he or she likes it. However, as we saw, the differences are only

small, so that the results will be only slightly biased.
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7.2.5 Expert panel

A descriptive QDA (Quantitative Descriptive Analysis) panel consisting of

9 persons, assessed the products sensorially. Each of the products was as-

sessed twice by the panelists. These panelists were trained extensively in

describing and assessing the sensory aspects of mayonnaise. In total, 37

sensory attributes were evaluated. The significant product differences in

terms of sensory attributes, based on an analysis of variance followed by

a Student-Newman-Keuls test, can be found in appendix 7.A.

Figure 7.1 shows a biplot representation constructed from the data sum-

marized in appendix 7.A. This so-called internal preference map is con-

structed by using Principal Components Analysis (see, e.g., Carroll and Chang,

1970). The product attributes are projected in this map by means of regres-

sion. Figure 7.2 shows the external preference map, that is, the projection of

the consumers in this biplot with the vector model vector model (see, e.g.,

Carroll, 1972).

The preference map shows that product H is perceived as being yellow

with high taste and odor intensity. Product C is relatively fat, and the prod-

ucts G and J are very spreadable.

7.3 Data analysis

Using the textual statements, our aim is to typify each of the products in

terms of word usage. There is a risk involved that a small number of con-

sumers use particular words many times. However, we carefully examined

the statements consumers made to make sure that this was not the case. Pre-

liminary analyses showed that individual words are not sufficient. For exam-

ple, ’taste’ is the most frequently used word, but this word is not interesting

on its own: we want to know what is said about the taste, e.g., ‘the taste is

too sour’, or ‘it tastes very creamy’. That is why we take word co-occurrences

into account. By counting word combinations, we construct a matrix showing

how often particular co-occurrences of words are used to describe each of

the products. This matrix will then be analyzed by means of correspondence

analysis, to visualize the relationship between products and product char-

acteristics verbalized by the respondents. To come to this matrix we have

to ‘clean’ the textual statements and make some practical choices, which we

describe in the following subsections. The actual word counting was done

using WordStat, a content analysis module specifically designed to process
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Figure 7.1. Biplot representation (internal preference map). The length of
each attribute vector in this figure is proportional to the amount of variance
captured by the dimensions in the figure. Attributes lying on the circle are
fully represented in the figure (i.e. variance explained is 100%).

textual information such as responses to open-ended questions, interviews,

titles, journal articles, public speeches, etc. (www.simstat.com/wordstat.

htm).

7.3.1 Preprocessing

As described in subsection 6.2.1, text analysis normally starts with prepro-

cessing, the ‘cleaning’ of a text, that is, removing typing mistakes, dealing

with digits, punctuation marks, hyphens, and the case of letters. In the next

step, words with low content, also called stopwords, (e.g., the, and, for, on)

must be filtered out, thereby removing the noise in the remarks. After a

short glance at the textual data, it is immediately clear that the customary
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Figure 7.2. Projection of consumers in the biplot representation (external
preference map).

stoplists, which can be found in a number of standard books on text anal-

ysis (e.g., Manning and Schütze, 1999), do not apply. Statements from con-

sumers are short sentences, often not well-constructed, full with negations

(e.g., no, not), and qualifiers (e.g., very, some). The word ‘not’, for example,

appears on most stoplists, since this word does not bear a lot of meaning

on its own. This will generally be true, but in consumer remarks this word

is extremely important: ‘like’ and ‘not like’ is of course a big difference!

Similar reasoning applies to words such as ‘too’, ‘very’ and ‘no’. Adverbs,

adjectives and negations are often left out of consideration in text analy-

sis, but in consumer statements they may be the most important, at least

in combination with the words they belong to. This means that we have to

do more than just counting words, the combinations of words make these

texts interesting. We therefore did not include negations and qualifiers on
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the stoplist. Stemming, i.e. grouping together derivatives of the same word,

is the final preprocessing step. Stemming makes that, for example, ‘sour’,

‘sourish’ and ‘sourishness’ comprise the concept ‘sour’. Synonyms are also

important, ‘acid’ for instance also means ‘sour’. We did the stemming man-

ually, also taking into account synonymy. Stemming is not a subjective task

and is straightforward. In general, handling synonyms is an important as-

pect on consumers-driven vocabularies and contains a subjective element.

Therefore, we only considered synonyms that were free of discussion, that

is, we only grouped those words which obviously belonged together. In total,

25579 words were counted, 496 of which were unique concepts.

The short, disconnected sentences also cause problems, since sometimes

the subject changes suddenly within a statement, for example: ‘nice color,

smells very sour’. Although ‘color’ and ‘sour’ are used within one response,

they do not have anything to do with each other. To solve this problem,

we split the statements, assuming that a comma and the word ‘and’ indicate

that respondents begin to talk about a different product attribute. We accept

the mistakes that are made when using this rule and assume that most of

these very short statements now deal only with one subject. The original

1818 statements were split up into 4130 shorter statements this way.

7.3.2 Selection of keywords

When analyzing the textual statements, we first filtered out words that have

a frequency of occurrence less than 30 and obtained a number of 55 terms,

summarized in table 7.3. We had to set the cut-off value because the useful-

ness of correspondence analysis declines if the matrix is very sparse. A cor-

respondence map showing a large number of word combinations is difficult

to interpret. We set this somewhat arbitrary threshold supposing that the

remaining words bear most of the content of the remarks. Words occurring

relatively infrequently are not expected to be very important. Furthermore,

these 55 terms cover more than 70% of the total word frequency, which jus-

tifies our choice to disregard the remaining words.

As mentioned before, we are particularly interested in the combinations

of words. Besides knowing which product characteristics respondents find

important (e.g., the color), it is as least as interesting to know how they

evaluate these characteristics (e.g., the color is too yellow). Since we are not

that ambitious to extract the exact meaning of the statements1, we limited

1We feel that this should be left to researchers in the area of, for example, linguistics,
semantics and syntax.
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Table 7.3. Frequency of words occurring at least 30 times.

word frequency word frequency word frequency
taste 1047 odor 133 less 51
too 593 fairly 123 strong 51
nice 454 see 121 yellow 48
good 451 fresh 103 salt 43
be 398 no 101 structure 42
sour 373 little 95 seem 37
not 372 extremely 84 nasty 37
color 334 product 79 sit 37
creamy 269 have 77 flat 35
fat 240 beautiful 71 spicy 35
a little 232 sauce 70 pallid 34
aftertaste 210 white 70 really 34
very 182 firm 69 stay 34
thick 177 a lot 68 neutral 33
mayonnaise 175 full 68 sweet 31
a bit 174 thin 63 common 30
do 170 find 62 (to) taste 30
soft 156 can 56
light 144 pleasant 55

ourselves to using simple measures. Our aim is to visualize the relationship

between products and word usage by means of correspondence analysis,

and in order to do this, we need a table showing how often particular word

combinations were used to describe each of the products. In the following

we describe how the interesting word combinations were selected and how

this table was constructed.

Because we are interested in word combinations, we can examine how

often the 55 selected words co-occur. This means, however, that we have

to look at almost 3000 word combinations, which is a tedious task and

probably not very informative. Therefore, we selected, from the list of 55

keywords, 15 product features we considered most important. These prod-

uct features are: ‘thick’, ‘thin’, ‘yellow’, ‘smell’, ‘color’, ‘light’, ‘aftertaste’,

‘creamy’, ‘taste’, ‘firm’, ‘fatty’, ‘full’, ‘white’, ‘soft’, and ‘sour’. We realize that

this selection contains a subjective element and that we have to take this

into account when interpreting the results. We constructed a 55× 15 word-

by-feature matrix of all statements, showing how much each of the 55 key-

words co-occurred with the feature within the statements. A small part of

this word-by-feature matrix (the first 5 rows and columns) is given by ta-

ble 7.4. For each of the 15 product features, we selected the 5 most frequent
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co-occurring words.

Table 7.4. Small part of the matrix of word (rows) and feature (columns)
combinations.

thick creamy color sour fat
bit 30 10 32 101 33
not 14 13 10 28 56
too 60 11 63 132 66
very 9 20 25 20 31
taste 0 53 8 90 46

Subsequently, we collected the frequency of all the word combinations

for each product separately. In other words, we counted how often, for ex-

ample, the word combination ‘too fat’ was used by consumers to describe

product A. From these frequencies we constructed a product-by-words ma-

trix, showing the number of times the selected word combinations occurred

in the statements for each of the products. This matrix has 75 rows (15 × 5

word combinations) and 13 columns (the products), so that it is not surpris-

ing that it is very sparse. These zero entries cause difficulties in correspon-

dence analysis. To overcome this problem, we chose to group the qualifiers

‘very’ and ‘too’ (so that ‘very yellow’ has the same meaning as ‘too yellow’), ‘a

bit’ and ‘a little’, ‘very’ and ‘a lot’, the adjectives ‘good’, ‘nice’, and ‘fine’, and

the negations ‘no’ and ‘none’. In addition, we deleted those rows that have a

row total less than 10. These decisions are not unreasonable and made the

analysis practicable. The number of rows was in this way reduced to 48. For

illustration, table 7.5 shows a small part of this matrix.

Table 7.5. The first 5 rows of the matrix of products and word combinations.

A B C D E F G H I J K L M
not thick 5 3 26 2 3 10 1 7 1 0 6 2 3
taste creamy 4 8 13 7 1 3 3 3 1 2 5 2 1
nice color 17 17 16 4 10 5 5 13 5 6 7 7 7
sour aftertaste 2 5 0 7 2 3 1 1 2 1 0 5 2
bit fat 5 4 7 9 12 12 19 2 8 7 6 5 5

7.3.3 Visualization

One of our aims is to visualize the relationship between products and word

combinations, and since we are dealing with counting data, correspondence



7.4. Results 237

analysis is an appropriate technique. Correspondence analysis provides a

method for representing data from a two-dimensional contingency table spa-

tially, so that the results can be visually examined for structure (Greenacre,

1984). Both the row variables and the column variables are represented in

the same geometrical space.

7.4 Results

Figure 7.3 shows the perceptual map resulting from correspondence analy-

sis of the contingency table constructed as described in section 7.3. Prod-

ucts are scaled relative to their liking score. We see that the first dimension

explains 44% of the total variation, while the second dimension explains

33%. Unfortunately, it is not straightforward to interpret the resulting di-

mensions.
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Figure 7.3. Correspondence analysis plot of word usage across products.
Markers for the products are scaled relative to their liking score.

Product H is clearly associated with ‘yellow’, while product I is evaluated
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as having a very light color, just like product M . Product D has a sourish af-

tertaste, while product C is relatively fat. The products G and J are relatively

thin, the products A,E and B point in the same direction as word combina-

tions with ‘creamy’ and are therefore associated. Notable is also the position

of ‘creamy’ compared to ‘color’, ‘taste’, and ‘thickness’. This confirms that in

consumer terms, creaminess is associated with all these attributes (Elmore

et al., 1999, Richardson-Harman et al., 2000).

The products with the highest average liking scores point in the same

direction as ‘very creamy’ and ‘creamy’, confirming the relative importance

of the creaminess attribute of mayonnaise. Although evoking negative asso-

ciations, the most liked products are also associated with ‘bit fatty’, ‘taste

fat’, ‘bit sour’ and ‘sour aftertaste’, implying that mayonnaise that is a bit fat

and/or sour need not be disliked. The color attribute appears to be rather

important, since there is a clear separation between the products which have

a light color and a low average liking score, and the more yellow products

with a somewhat higher average liking score. Since the color and fattyness

attribute are correlated (r = 0.54), the added value of this analysis is that

we can separate the influence of these attributes on product liking.

It is extremely interesting to compare the results from the correspon-

dence analysis with those from the preference map depicted in figure 7.1.

There are some striking similarities between the correspondence analysis

plot and the preference map, which justify the somewhat arbitrary choice of

product features as described in section 7.2. Product H is most associated

with ‘yellow’, as we saw in figure 7.3, which agrees with the preference map,

where we can see that it loads high on the ‘yellow-axis’. According to the

preference map, product C is most fat, and we can see on the correspon-

dence analysis map that this product is indeed associated with ‘bit fat’ and

‘very fat’. We can also infer from the preference map that the products G
and J are spreadable and, thus, not very thick. This once again matches per-

fectly with the text analysis results, since these products point in the same

direction as ‘very thin’ and ‘not thick’ on the correspondence analysis map.

Recapitulating, we can say that the correspondence map gives some valu-

able insights in the way consumer preferences are realized. For product de-

velopment, the map stresses that mayonnaise needs to be creamy and that

creaminess is associated with the color, taste, and thickness of mayonnaise.

For marketing, the map states that terms that have a negative association

at first sight, such as ’bit fat’ and ’sour taste’, need not interfere with pref-

erence as the most preferred products are described by these terms. Thus,
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these terms can be used in communicating the taste of our prototypes with-

out invoking negative associations. Quantitative results from the preference

map are corroborated, with the additional advantage that product charac-

teristics are now available in consumer language, which in turn facilitates

the task of a marketer in positioning the products. No explicit mapping is

needed to link the sensory attributes to the liking scores. This relationship

is stated in a natural way by the consumers themselves.

7.5 Discussion

One of the keys to successful text analysis is the availability of suitable pre-

processing software. The main difficulty we encountered during the analy-

ses was the very labor-intensive preprocessing stage, in which spelling mis-

takes were removed and morphologically related words and synonyms were

grouped. In a new study this has to be done again, since the vocabulary

used by respondents will differ, especially if other products are considered.

Preprocessing is one of the crucial stages in text analysis, and to remove

the subjective element in this task it should be automated. However, even

with the most sophisticated software, it remains to be seen whether the pro-

cessing will ever be completely automatic and rule-driven (Mossholder et al.,

1995).

We only considered combinations of two words while it is obvious that of-

ten the combination of more than two words represents what a respondent

intends to say (e.g., ‘I miss the yellow color’; it is the combination of ‘miss’,

‘yellow’ and ‘color’ that contains the relevant information in this statement).

Therefore, the real interest is in semantic units. Semantic parsing refers to

the attempt to build a meaning representation of a sentence from its syntac-

tic parse in a process that integrates syntactic and semantic processing (Ng

and Zelle, 1997). However, as stated before, our main approach was quan-

titative, and we therefore did not adopt such a sophisticated approach. We

feel this should be left to researchers in the area of linguistics, semantics,

syntax, and so on. Text analyses on consumer data may greatly benefit from

the junction of the strengths of knowledge from these research areas with

the knowledge from the field of statistics.
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7.6 Conclusions

We have shown that text analysis does provide useful insights and strength-

ens quantitative findings, despite the difficulties mentioned in the previous

section, such as the labor-intensive and subjective preprocessing task, and

the non-inclusion of semantic considerations. By counting words and look-

ing at word combinations, we were able to construct an alternative way of

uncovering the relationship between product liking and its motives. The re-

sulting correspondence map corroborated the quantitative findings found

by preference mapping. Although the correspondence map of the textual

consumer responses was constructed by making some arbitrary choices, its

resemblance with the preference map based on judgements from the sen-

sory panel was striking.

An important advantage of our new approach is that products are posi-

tioned in terms of consumer language. Creaminess was often mentioned in

the spontaneous responses, and is thus relevant for consumers. The textual

map also confirmed the current knowledge about consumer understanding

regarding the attribute creaminess. Another conclusion we drew from the

correspondence map is that ‘color’ appears to be more relevant than ‘fat’,

something which cannot be inferred from preference mapping since these

attributes are highly correlated. We also learned from the open-ended survey

responses that people comment more on their dislikes than on their likes.

The existing software products for text analysis certainly facilitate the

processing of textual data and aid in giving a quick overview of the main

topics in a collection of texts. When analyzing texts at a more detailed level,

however, the human brain is essential, since computers are not able (yet)

to understand a text. To improve our approach in order to obtain a better

understanding of the written word, it is our strong belief that the inclusion

of semantics is necessary. Combining semantic and statistical knowledge

may be a successful approach to the analysis of textual data.
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7.A Sensory characterization of the 13 prototypes

Table 7.6. Significant product differences in terms of sensory attributes. Pre-
sented scores are mean scores.

A B C D E F G H I J K L M
odor
prickling 24 24 31 23 30 19 26 40 20 24 20 23 23
intensity 44 46 54 44 50 38 47 55 35 49 43 45 45

mouthfeel
burning 15 11 12 15 15 11 10 18 6 12 8 15 10
thickness 44 54 63 31 49 59 25 58 48 30 60 49 37
gloss 75 74 69 63 68 55 77 74 79 70 60 68 67
particles 3 2 2 2 2 2 2 3 2 2 3 2 2
mealy 3 9 10 3 6 12 10 11 11 3 14 10 12
sticky 26 36 46 19 26 27 18 41 30 16 32 35 25
melting duration 39 49 58 33 40 43 29 53 45 31 47 51 39
fatty 46 47 65 40 54 52 38 61 45 26 47 53 37
spreadability 68 72 61 71 64 60 76 66 75 75 62 67 69

appearance
jelly 22 20 36 28 28 24 18 32 25 16 34 26 16
yellow 25 16 28 15 22 10 16 43 9 17 8 11 12
curdled 4 8 4 3 3 10 3 10 1 4 10 2 9
green 4 3 3 4 5 3 5 5 2 5 2 3 3
airy 20 16 12 15 16 23 17 15 11 14 21 11 23
salmon 3 3 6 2 5 2 3 5 1 4 1 2 2

taste
acid 17 15 16 15 21 15 20 20 11 19 15 19 16
bitter 18 14 12 12 15 11 13 17 14 13 11 15 13
lemon 15 16 22 18 23 16 12 25 12 19 16 21 12
egg 29 30 35 22 31 26 23 38 21 17 23 26 19
fruity 6 15 15 13 17 12 12 10 8 13 12 10 12
cardboard 5 5 5 4 4 3 4 8 4 8 3 4 4
cheesy 5 4 3 4 2 5 2 6 5 3 3 3 2
artificial 11 10 10 14 11 14 12 13 8 13 9 11 10
mustard 11 9 13 11 11 12 9 11 6 12 7 9 7
old oil 3 4 4 6 2 5 2 5 3 2 2 3 2
pepper 11 8 9 10 11 9 8 10 5 9 5 10 9
creamy 29 28 27 27 30 26 48 61 42 52 45 52 53
synthetic 15 19 17 17 20 17 12 15 18 19 19 23 15
fishy 5 2 5 3 7 3 4 8 4 5 3 4 4
sweet 37 44 44 35 36 35 41 39 28 33 35 34 37
salt 34 29 35 30 30 26 28 40 25 28 23 32 22
dairy 11 9 11 16 8 8 10 9 16 14 17 12 13
sour taste 34 28 24 31 33 28 29 36 19 34 25 33 26
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Samenvatting (Summary in
Dutch)

Dit proefschrift behandelt een aantal onderwerpen uit de multivariate ana-
lyse, waarbij het begrip ‘multivariate analyse’ ruim moet worden gëınterpre-
teerd. Naast onderwerpen uit de multivariate statistiek in enge zin, besteden
we ook aandacht aan matrixrekening, ‘sum-constrained linear models’, mar-
keting en tekstanalyse.

In hoofdstuk 2 beginnen we met bekende en minder bekende resulta-
ten omtrent de multivariate normale verdeling en de niet-centrale Wishart
verdeling. We richten ons in het bijzonder op de singuliere normale verde-
lingen, dat wil zeggen, verdelingen van een normaal verdeelde stochast met
uitkomsten in een affiene deelruimte. Als de covariantie matrix Σ van de toe-
vallige vector X ∼ Nm(µ,Σ) singulier is, dan is de kansdichtheidsfunctie
van X slechts gedefinieerd op een affiene deelruimte. Een voordeel hiervan
is dat er geen transformatie hoeft plaats te vinden om toch met kansdicht-
heidsfuncties te kunnen werken. De Wishart verdeling is het multivariate
analogon van de chi-kwadraat verdeling. De niet-centrale Wishart verdeling
beschrijft de verdeling van de steekproef covariantiematrix S behorende bij
een steekproef uit Nm(µ,Σ). We geven noodzakelijke en voldoende voor-
waarden voor het positief definiet zijn van S. Wij generaliseren een bekende
stelling over de verdeling van gepartitioneerde Wishart matrices naar het
singuliere geval. Hoewel Srivastava en Khatri (1979) hebben opgemerkt dat
deze stelling ook geldt voor het singuliere geval, is hier, voor zover wij we-
ten, geen formeel bewijs van bekend. Ook proberen we deze stelling uit te
breiden naar de situatie van een niet-centrale Wishart verdeling. We laten
zien dat in een aantal bijzondere gevallen de stelling in zijn geheel te gene-
raliseren is, maar dat dit in het algemeen niet mogelijk is. Wij laten zien hoe
ver we kunnen komen en waar het precies fout gaat.

Naast de normale verdeling besteden we in hoofdstuk 2 ook aandacht
aan de klasse van sferische en elliptische verdelingen. We besteden in het bij-
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zonder aandacht aan een belangrijke stelling van Schoenberg (1938) over de
klasse van sferische verdelingen, waarbij de normale verdeling een belangrij-
ke rol speelt. Sferische en elliptische verdelingen hebben, net als de normale
verdeling, de eigenschap dat de kansdichtheid constant is op bollen, respec-
tievelijk ellipsöıden. Een verschil is echter dat de staarten van deze verde-
lingen anders kunnen zijn. Ondanks het feit dat normaliteit een populaire
aanname is bij het analyseren en modelleren van gegevens, zijn er situaties
waarin normaliteit geen redelijke aanname is. In de praktijk, bijvoorbeeld
bij financiële gegevens, gebeurt het regelmatig dat er uitschieters in de data
zijn, of dat de staarten van de verdeling veel dikker zijn. In dit soort gevallen
is het vaak beter om een verdeling uit de klasse van sferische en elliptische
verdelingen te gebruiken. In plaats van het karakteriseren van een verdeling
aan de hand van de kansdichtheidsfunctie, kan het handig zijn om hier-
voor de karakteristieke functie te gebruiken. Net als de kansdichtheidsfunc-
tie is de karakteristieke functie ψ(t), t ∈ Rm, van een m-dimensionaal sfe-
risch verdeelde stochast een functie van de afstand van t tot de oorsprong,
dat wil zeggen, ψ(t) = φ(‖t‖). De klasse van symmetrische karakteristie-
ke functies φ zodanig dat φ(‖t‖), t ∈ Rm, een m-dimensionale karakteris-
tieke functie is, wordt aangeduid met Φm, en als φ ∈ Φk voor alle k, dan
zeggen we dat φ ∈ Φ∞. Als k toeneemt, dan wordt de klasse Φk kleiner,
ofwel Φ1 ⊃ Φ2 ⊃ · · · ⊃ Φ∞. Een oud en fundamenteel resultaat van Schoen-
berg (1938) beschouwt de klasse Φ∞. Deze belangrijke stelling zegt dat een
karakteristieke functie die de verdeling van een stochast X beschrijft tot
de klasse Φ∞ behoort, dan en slechts dan als X een mengsel van normale
verdelingen is, waarbij er gemengd wordt met betrekking tot de varianties.
Het bewijs van Schoenberg’s resultaat is echter erg moeilijk en omvangrijk.
Alternatieve bewijzen zijn wel bekend, maar deze zijn ook vrij technisch
en gecompliceerd. Een alternatief bewijs in de context van ‘exchangeabili-
ty’ is gegeven door Kingman (1972). Wij geven een nieuw en korter bewijs
waarbij we gebruik maken van elementaire technieken uit de kansrekening.
In navolging van Kingman wijzen we ook op de relatie tussen sfericiteit en
exchangeability.

De matrix V = A−XY∗, met A een inverteerbare k×k matrix, en X en Y
k× p matrices, speelt een centrale rol in hoofdstuk 3. Dit type matrix komt
veelvuldig voor in statistische en econometrische toepassingen. We besteden
in het bijzonder aandacht aan het geval A = Ik, omdat veel eigenschappen
van de matrix V afgeleid kunnen worden van de matrix Q = Ik −XY∗. Voor
het geval Y∗X = Ip leiden we een eenvoudige uitdrukking af voor de Moore-
Penrose inverse van Q. Hieruit is de Moore-Penrose van V voor het geval
dat Y∗A−1X = Ip eenvoudig af te leiden. Ook worden verschillende decom-
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posities afgeleid die verband houden met de eigenwaarden en de singuliere
waarden van Q. In het geval p = 1 besteden we aandacht aan de eigen-
waarden en eigenvectoren van de matrix V . Een speciaal geval van de matrix
V met p = 1 is de matrix Ω = diag(d) − (ι′nd)−1dd′. Deze matrix wordt
gebruikt voor het modelleren van de covariantiematrix van het lineaire re-
gressiemodel waarbij de afhankelijke variabele optelt tot een constante, de
zogenaamde ‘sum-constrained linear models’. Deze covariantiematrix heeft
de eigenschap dat Ωιn = 0, zodat Ω singulier is. We geven een aantal eigen-
schappen van deze matrix Ω waar we in de hoofdstukken 4 en 5 gebruik van
kunnen maken.

Hoofdstuk 4 gaat verder in op de covariantiematrix Ω zoals hierboven
beschreven. Gëınspireerd door de discussie over deze covariantiematrix, be-
schouwen we in dit hoofdstuk twee aspecten van een covariantiematrix, na-
melijk, de rang en de structuur. Wij zijn in het bijzonder gëınteresseerd in
het zuinig parametriseren, het reduceren van de rang, en combinaties hier-
van. In de statistiek en de econometrie is het zuinig parametriseren van een
covariantiematrix vaak een doel op zich. Zuinige parametrisaties zijn aan-
trekkelijk in verband met, bijvoorbeeld, statistische inferentie, identificeer-
baarheid en overfitting. Ook wordt vaak een rangconditie opgelegd. Naast
het belang van rangreductie bij de zogenaamde ‘sum-constrained linear mo-
dels’, speelt rangreductie ook vaak een rol bij technieken op het gebied van,
bijvoorbeeld, de toegepaste statistiek en de psychometrie. Een probleem
dat uitgebreid wordt onderzocht is het benaderen van een covariantiema-
trix met gegeven hoofddiagonaalelementen door een matrix van lagere rang.
We gebruiken de gegeneraliseerde variantie hierbij als criterium. In de con-
text van de ‘sum-constrained linear models’ beschouwen we een interessant
probleem met betrekking tot het schatten van een covariantiematrix met ge-
geven diagonaalelementen. Een groot gedeelte van dit hoofdstuk richt zich
op bovengenoemde matrix Ω omdat deze ook een grote rol speelt in hoofd-
stuk 5.

Hoofdstuk 5 behandelt de zogenaamde ‘sum-constrained linear models’,
modellen waarbij de afhankelijke variabele optelt tot een constante. Dit ty-
pe model kent vele toepassingsgebieden, bijvoorbeeld binnen de marke-
ting, waar de marktaandelen van verschillende producten, of de kansen dat
een bepaald product wordt gekozen, optellen tot één. We besteden eerst
uitgebreid aandacht aan het begrip logische consistentie van deze ‘sum-
constrained models’. Hoewel in de literatuur veel geschreven is over logische
consistentie van deze modellen, is er in de loop van de tijd onduidelijkheid
over dit onderwerp ontstaan. Daarnaast is een aantal resultaten inmiddels
algemeen geaccepteerd, hoewel deze resultaten niet compleet of zelfs niet
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correct blijken te zijn. Door twee gerelateerde expliciete definities van het
begrip logische consistentie te geven, maken we een aantal verschillen dui-
delijk die in de loop van de tijd niet duidelijk naar voren zijn gebracht. Daar-
naast geven we een aantal voorbeelden die duidelijk maken dat de literatuur
op een bepaald punt niet volledig is geweest. Door middel van een elegan-
te en directe aanpak leiden we noodzakelijke en voldoende voorwaarden af
voor de regressoren en parameters van een model zodat het ‘logisch consis-
tent’ is. Naast logische consistentie is ook identificeerbaarheid van het mo-
del een belangrijk punt. We geven noodzakelijke en voldoende voorwaarden
voor de identificeerbaarheid van het lineaire model waarbij de afhankelijke
variabele optelt tot een constante. Tenslotte richten we ons op het schatten
van het model met behulp van maximum likelihood technieken. Het simul-
taan schatten van de parameters β en Ω blijkt erg moeilijk. Het schatten van
β gegeven Ω en vice versa, daarentegen, is eenvoudiger. In dit soort situaties
biedt een iteratief algoritme uitkomst. We bespreken dit algoritme niet in
detail, maar we wijzen wel op een aantal subtiliteiten met betrekking tot het
schatten van de parameters.

Van de meer theoretische onderwerpen in de hoofdstukken 2–5, ver-
schuiven we de aandacht naar het meer praktische onderwerp tekstanalyse
in de hoofdstukken 6 en 7, hetgeen tevens een boeiend toepassingsgebied
is van de multivariate statistiek. In hoofdstuk 6 geven we een overzicht van
de ontwikkelingen op het gebied van de tekstanalyse. Tekstanalyse is in de
loop van de jaren steeds belangrijker geworden, mede door het enorme tem-
po waarin de beschikbare hoeveelheid tekstuele data groeit. Alleen al de
hoeveelheid tekstuele informatie die via het internet beschikbaar is, groeit
sneller dan het tempo waarin deze gegevens geanalyseerd kunnen worden.
Er zijn allerlei ontwikkelingen gaande die het mogelijk maken automatisch
informatie te destilleren uit online data bestanden, denk bijvoorbeeld aan
zoekmachines. Bij het analyseren van teksten moet zowel de inhoud van
documenten zelf als de onderlinge verbanden tussen de documenten wor-
den meegenomen om tot een maximaal resultaat te komen. Hoofdstuk 6
beschrijft een aantal standaard procedures en technieken uit de (kwantita-
tieve) tekstanalyse. Van het voorbewerken van de teksten om ze geschikt te
maken voor verdere analyses, het representeren van de gegevens zodat ze
in kwantitatieve analyses kunnen worden gebruikt tot en met de analyses
zelf. Enkele recente ontwikkelingen en technieken worden besproken. We
bespreken één techniek in het bijzonder, genaamd Latent Semantic Analysis
(LSA), en we illustreren deze techniek aan de hand van een voorbeeld. Een
nadeel van deze techniek is dat deze moeilijk interpreteerbaar is. Daarom
introduceren we een alternatieve techniek, die sterk lijkt op LSA, maar die
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beter interpreteerbaar is.
Dit proefschrift besluit met een case study waarin de verschillende as-

pecten die in hoofdstuk 6 besproken zijn naar voren komen. Hoofdstuk 7
laat zien hoe tekstanalyse gebruikt kan worden voor het analyseren van de
inhoud van open vragen behorende bij een enquête. Tijdens een experiment
zijn verschillende soorten mayonaise geëvalueerd door 165 respondenten
op een 10-punts schaal, met aan het eind de mogelijkheid om opmerkin-
gen te maken. Meestal wordt ‘preference mapping’ gebruikt om te achter-
halen welke sensorische eigenschappen van een product de voorkeuren van
een consument bepalen. Als alternatief gebruiken wij de opmerkingen van
de consumenten om deze relatie te onderzoeken. Door woorden te tellen
en naar woordcombinaties te kijken, zijn we in staat om met behulp van
correspondentie-analyse een visuele representatie te construeren die ver-
gelijkbaar is met de ‘preference map’. De overeenkomst tussen de visuele
representatie die resulteert na correspondentie-analyse en de ‘preference
map’ is opmerkelijk, met het bijkomende voordeel dat deze eerstgenoemde
geformuleerd is in termen van het taalgebruik van consumenten. Het blijkt
ook dat consumenten het eenvoudiger vinden om commentaar te geven op
punten waarover ze ontevreden zijn dan op punten waarover ze wel tevre-
den zijn. Deze case study laat zien dat tekstanalyse bepaalde inzichten kan
geven en kwantitatieve bevindingen kan versterken. Een belangrijke factor
voor het succesvol zijn van tekstanalyse is geschikte software. Met name
in het bewerken van de gegevens zodanig dat ze geschikt zijn voor verde-
re analyses gaat erg veel tijd zitten. In een andere studie zal dit opnieuw
moeten worden gedaan. De huidige software faciliteert het analyseren van
de tekstuele gegevens, zodat op vrij eenvoudige wijze een overzicht van de
teksten kan worden gegeven. Om de gegevens op een meer gedetailleerd ni-
veau te analyseren is het menselijke brein echter nog steeds een onmisbare
factor. Computers zijn (nog) niet in staat om een tekst daadwerkelijk te ‘be-
grijpen’. Onze kwantitatieve benadering kan ons inziens worden verbeterd
door gebruik te maken van semantiek.


