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Chapter 1

Introduction

1.1 Ambiguity in language

In understanding language, humans have to deal with large amounts of am-
biguity. If we restrict our attention to the syntax in texts, then we may
focus on ambiguity in two forms. The first is lexical ambiguity, the second
is structural ambiguity. Lexical ambiguity arises when one word can have
several meanings. Structural ambiguity arises when parts of a sentence can
be syntactically combined in more than one way. Humans resolve most am-
biguity, of both types, without even being consciously aware of alternatives.
If ambiguity remains of which we are aware, knowledge about the world is
used in combination with what is known about the linguistic context of the
ambiguity to arrive at the most likely analysis.

The sentence in example (1) contains potential lexical ambiguity in the
word bank. This word has several meanings as a noun, including that of the
financial institute and that of the shore of a river. In addition, it may be
the first person form of the verb to bank, which also has several meanings.
In the example, the syntactic context of the word (such as the preceding
determiner) tells us that it is likely to be a noun, while the word money
suggests that out of the possible meanings of the noun bank, the financial
institute sense is the most plausible one.

(1) I bring my money to the bank.

Both the choice between financial bank and river bank, and that between
verb and noun, are instances of lexical ambiguity. However, while the choice
between verb and noun would result in different syntactic analyses, the in-
stitute/river ambiguity is purely semantic as both meanings concern nouns.

In example (2) the two different bracketings of a sentence show a case

1



2 Chapter 1. Introduction

of structural ambiguity. The choice is between wearing a white coat being
combined with the vet or with the dog. Knowledge about vets and dogs will
tell humans that the vet is most likely to be wearing the coat.

(2) a. The vet operates on [the dog]OBJ wearing a white coat.
b. The vet operates on [the dog wearing a white coat]OBJ .

Out of the different types of ambiguity, purely semantic ambiguity such as the
difference between a financial bank and a river bank, will not be addressed in
this research (this is the problem of word sense disambiguation as addressed
for example in [40]). In the next section, the problem posed by ambiguity
to computational parsers is discussed. The parser that we have in mind is
one that would work with the difference between the syntactic categories of
nouns and verbs, but not with semantic differences between nouns that share
a word form.

1.2 Natural language parsing by computer

While humans may resolve most ambiguity without consciously considering
all alternatives, the ambiguity in natural language is all the more a problem
to wide-coverage parsers of natural language implemented on computers. A
grammar describing all possible syntactic constructions in a given language,
together with a lexicon listing the possible syntactic categories of the words
in that language, will on average lead to a very large number of possible
analyses for a given sentence if no form of disambiguation is applied.

While the ideas described in this work apply to wide-coverage parsers in
general, the particular system to which these ideas are applied is the Alpino
wide-coverage parser for Dutch [15]. Although special care is taken in this
parser to reduce ambiguity, as described in chapter 4, the problem is still a
significant one.

In addition to ambiguity, the complexity of wide-coverage parsers is in
itself a cause of inefficiency. Aiming at covering as much of a language as
possible, the grammars contained in these systems are large and complex
and typically do not allow for efficient processing. It would be preferable to
apply the knowledge in such complex systems in a more efficient way.

The goal of the work described in this thesis is to improve parsing per-
formance through reduction of ambiguity, and to do so efficiently. In the
approach taken, a model of the parser is created, aimed not at replacing the
parser in its entirety, but at supporting the parser by performing ambigu-
ity reduction at an early stage of parsing. In order to represent the parser
accurately and at the same time allow for efficient processing, the parser is
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approximated in a finite-state model. Practical experiments will be carried
out to find an answer to the following question: “How can a finite-state ap-
proximation of a wide-coverage natural language parser be constructed and
used in order to improve parsing performance?”.

1.3 Overview of the dissertation

In chapter 2, the finite-state automaton is defined. The ideas of competence
and performance in human language processing are used to illustrate the role
finite-state processes may have in language processing. Several methods of
approximating a grammar of greater than finite-state power with a finite-
state model are presented.

In chapter 3, it is shown how a stochastic finite-state model can be derived
from a wide-coverage parser through the method known as inference. In
the following chapters, a number of different models constructed using this
technique will be used in the task of reducing lexical and structural ambiguity
in parsing.

The problem of lexical ambiguity is addressed in chapter 4. This chapter
is based on a previous publication [70]. It is shown how a stochastic finite-
state model inferred from annotated data produced by a wide-coverage parser
is used to increase the speed of the parser, while also increasing its accuracy.
The model is a POS tagging model and is used in a tagger that will also be
used in chapters 5 and 6.

In chapter 5 the POS tagging model created in chapter 4 is extended
with specific syntactic information in order to reduce the tagging error rate.
Aiming at the most frequent error made in tagging Dutch, a decrease in
tagging error rate is observed.

In chapter 6, ideas from chapters 4 and 5 are combined to create a model
of syntactic structure on the level of chunks. The approach described in
chapter 5 is used to add information on noun phrase chunks to the model.
This model is then used in a setup that aims at increasing the efficiency of
the parser by decreasing structural ambiguity. It is shown that the current
implementation of this idea does not result in an improvement in parsing
performance, and a number of suggestions are made on how this approach
could be improved upon in future work.

Finally, chapter 7 will present conclusions, answering the above research
question based on the results described in the preceding chapters.
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Chapter 2

Finite-state syntactic analysis

In this chapter the finite-state automaton is introduced, and it is explained
why finite-state techniques are suitable for use in natural language processing.
Of particular importance is the distinction between competence and perform-
ance in human language processing. Against this background the idea of
finite-state approximation is introduced, and several methods of approxima-
tion are described. This is followed by a discussion of the suitability of these
methods for the current research and a proposal for an alternative method.

2.1 Finite-state automata

Finite-state automata (FSA) are used in a wide variety of fields to describe
processes. They are used in predicting the weather, in controlling robots,
in recognition of spoken language, in compiling computer programs, and so
on. In all cases, the automaton also describes a language, in the sense that
it dictates how single actions can be combined to form processes and thus
how symbols can be combined to form acceptable sequences of symbols. The
class of languages described by finite-state automata is known as the class
of regular languages. In the complexity scale of languages known as the
Chomsky hierarchy [28], represented in table 2.1, the regular languages are
the least powerful class. That finite-state automata are nonetheless often
used to model processes suggests that these processes are either of regular
form, or close enough to regular form so that a finite-state description is an
acceptable approximation.

In order to be better able to talk about finite-state automata and their
role in natural language processing (NLP), the next section will define the
concept of the finite-state automaton and the variations on it that are most
relevant to the research described in following chapters. First an informal

5



6 Chapter 2. Finite-state syntactic analysis

Grammar Languages
Type-0 Recursively enumerable
Type-1 Context-sensitive
Type-2 Context-free
Type-3 Regular

Table 2.1: The Chomsky hierarchy of languages.

sketch will be presented, which is followed by a more formal definition.

2.1.1 Informal definition

A finite-state automaton may be thought of as an input-reading machine
that has a finite number of internal states. At any moment, the machine is
in one of its states. The input to the machine consists of sequences of symbols
from an alphabet associated with the machine. For every state a set of state
transitions into other states is defined. Every transition is governed by a
symbol from the alphabet, and a transition can only be used if the symbol
that governs the transition is the current input symbol. That symbol is then
“consumed” as the machine moves from the one state to the other, using
the transition. In addition, a transition may be governed by the ε symbol
that represents the empty string. Such an ε-transition may be used without
consuming an input symbol. One state is assigned the role of initial state,
and one state is assigned the role of final state. (Particular definitions allow
for sets of initial and final states, however in this case the simpler definition
is used as explained in section 2.1.2.) A series of symbols is recognized by
the automaton when, starting from the initial state and reading the symbols
in the input sequence one by one, a sequence of transitions can be used that
brings the automaton into the final state, and there are no input symbols
left to be read. The automaton is said to define a language, which is the
language of all strings that can be recognized by the automaton.

Graphical representation of finite-state automata

A finite-state automaton can be defined in terms of its set of states, its alpha-
bet and its transitions. In this manner the different subtypes of automata
will be formally defined in section 2.1.2. A way of presenting an automaton is
through the use of a graph. In this type of graph, nodes represent the states
of the automaton and arcs between the nodes represent state transitions.
Arcs are labeled with the symbols associated with the transitions. The ini-
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tial state is marked with a small arrow, and the final state is marked with a
double circle. States may be numbered or otherwise labeled for explanatory
reasons.

1 2

a

b

Figure 2.1: Finite-state automaton defining the language (ab)∗.

Figure 2.1 shows an automaton that defines the regular language (ab)∗.
This is the language of all words that consist of zero or more occurrences
of the string ab. A word consisting of no symbols will be accepted by the
automaton since in this particular case the starting state is also the final
state. Any number of repetitions of the string ab will be accepted through
first taking the transition from state 1 to state 2, reading the a, followed
by the transition from state 2 back to state 1, reading the b. If there is
no input left at this point, the input string is accepted as the automaton
is in the final state. If repetitions of ab are left in the input, recognition
continues as described. If at any point during this process an input symbol
is encountered for which there is no transition available, or all input has been
read yet the automaton is not in its final state, the input is not accepted.
Examples of input leading to these two different types of rejection are abb
and aba respectively.

Deterministic versus non-deterministic

If input is fed to the automaton in figure 2.1, the characters in the input
will determine exactly the actions of the automaton. For example, when the
automaton is in state 1, and an a is read, it will move to state 2. There is
only one transition from state 1 that is labeled with an a. If in general an
automaton has for every state exactly one transition for each input symbol,
it is called a deterministic automaton. The alternative is a non-deterministic
automaton in which the input characters do not necessarily determine what
states the automaton will go through. In such an automaton, a single state
may feature several transitions associated with the same input symbol.

Figure 2.2 shows an example of a non-deterministic automaton. It defines
the language (ab+)∗, which is the language consisting of repetitions of the
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1 2

a

b

b

Figure 2.2: Non-deterministic finite-state automaton defining the
language (ab+)∗.

pattern in which an a is followed by one or more b’s. Examples of words in this
language are ab, abb, and abbbbabbb. The non-determinism in the automaton
compared to the automaton in figure 2.1 is caused by the additional transition
from state 2 to itself, labeled with a b. If the automaton is in state 2, and the
current input symbol is a b, both a transition to state 1 as well as a transition
to state 2 are possible. In this situation the input alone does not uniquely
determine the next state.

Apart from two transitions from the same state sharing the same input
symbol, non-determinism can also be caused by ε-transitions. If a state
features an ε-transition, the automaton can decide at this point in processing
to use the ε-transition instead of a standard transition that may also be
possible. In doing so, the internal state is changed, but no input symbol is
consumed. Deterministic automata are required not to contain ε-transitions.

1 2 3
a

b

a

b

Figure 2.3: Deterministic finite-state automaton defining the lan-
guage (ab+)∗.

Writing down a non-deterministic automaton is typically easier than find-
ing its deterministic counterpart. As an example, a deterministic version of
the automaton for the language (ab+)∗ is given in figure 2.3. In an actual im-
plementation a deterministic automaton is preferable. Using a deterministic
finite-state automaton, the time needed for recognizing a given input is linear
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in the length of the input; the size of the automaton itself is not important.
With a non-deterministic automaton, the recognition time is related to the
size of the automaton. However, there exists an algorithm to create an equi-
valent deterministic automaton out of a non-deterministic automaton ([57],
p. 69).

Weighted versus non-weighted

A second distinction that is important and also relevant to this work is that
between weighted and non-weighted automata. In the above description of
the finite-state automaton, weights did not play a role; the non-weighted
automaton either accepts or rejects a sequence of symbols. In a weighted
automaton, transitions are associated with weights as well as with symbols.
This kind of automaton assigns a weight to input in addition to merely ac-
cepting or rejecting it, by combining weights that correspond to subsequent
transitions; such an automaton therefore defines a weighted language. If the
requirement is met that for every state the weights associated with the trans-
itions from that state sum up to one, the automaton defines a probabilistic
language; in this case the probabilities of all strings accepted by the auto-
maton, as computed by multiplication over transition probabilities, also sum
up to one.

1 2 3 4
a/1.0

b/0.9

c/0.1
d/1.0

Figure 2.4: Weighted finite-state automaton defining the language
abd ∪ acd.

Figure 2.4 represents a weighted automaton, defining the language that
contains just the two strings abd and acd. In this particular example the
transition weights can be viewed as probabilities, therefore the automaton
defines a probabilistic language. The transition probabilities are indicated
to the right of the corresponding transition symbols. It can be seen that the
transition from state 2 to 3 that is labeled with a b has a probability of 0.9
assigned to it, which is to be compared with the probability of 0.1 that is
assigned to the alternative transition that is labeled with a c. The probab-
ilities of strings are computed by multiplying the transition probabilities as
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a sequence of states in the automaton is visited. This means that according
to this automaton the probability of abd is 0.9 (1.0 × 0.9 × 1.0) whereas the
probability of acd is 0.1 (1.0 × 0.1 × 1.0).

2.1.2 Formal definition

Typically one will find in the literature definitions of the deterministic auto-
maton featuring multiple final states and definitions of the non-deterministic
automaton featuring, in addition, multiple initial states. In order to simplify
the definition and the presentation and use of the automata, the different
kinds of automata are defined here to have exactly one initial state and one
final state. These definitions are equivalent to the more extensive defini-
tions, in that an automaton with multiple initial states can be changed into
an equivalent automaton with just one initial state by first adding the new
initial state, and then adding ε-transitions from the new initial state to each
of the former initial states. In a similar manner a set of former final states
can be linked to a single final state. (In practice both modifications to the
model can be accomplished by adding respectively beginning-of-sentence

and end-of-sentence markers to the data on which the models are based: if
these are unique symbols that mark the beginning and end of every sentence,
the model based on this data will automatically feature a single initial and
a single final state. This approach avoids the use of ε-transitions.)

Deterministic finite-state automaton

The non-weighted deterministic finite-state automaton (DFSA) is a 5-tuple
M = (Q, Σ, δ, q1, qf) where Q is the finite set of states, Σ is the finite input
symbol alphabet, δ is the transition function Q × Σ → Q, q1 is the initial
state such that q1 ∈ Q, and qf is the final state such that qf ∈ Q. In order
to define the recognition of a sequence by M , we define δ∗ as the extended
transition function Q × Σ∗ → Q. A string W is recognized by M if and
only if δ∗(q1, W ) = qf . All strings thus recognized by M form the language
defined by M . This is by definition a regular language.

Non-deterministic finite-state automaton

The non-deterministic finite-state automaton (NFSA) is defined as a 5-tuple
M = (Q, Σ, ∆, q1, qf). This is the same 5-tuple as in the case of the DFSA,
with the exception that the transition function δ is now a transition relation
∆ that is defined as Q × (Σ ∪ ε) × Q. Next, ∆∗ is defined as a subset of
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Q × (Σ ∪ ε)∗ × Q, the reflexive and transitive closure of ∆. A string W is
recognized by M if and only if (q1, W, qf ) ∈ ∆∗.

Weighted deterministic finite-state automaton

The weighted deterministic finite-state automaton (WDFSA) is defined as a
5-tuple M = (Q, Σ, δ, q1, qf ), identical to the DFSA except that the transition
function δ is defined as Q×Σ×R → Q so that every transition is associated
with a weight. Recognition of a sequence by M is defined as in the case of the
DFSA, and in addition a weight is associated with a sequence W recognized
by M that is defined as the product of the weights on the transitions used
during recognition of W .

Weighted non-deterministic finite-state automaton

The weighted non-deterministic finite-state automaton (WNFSA) is defined
as a 5-tuple M = (Q, Σ, ∆, q1, qf) that is similar to the WDFSA except for
the transition function δ that is replaced by a transition relation ∆ defined
as Q × (Σ ∪ ε) × R × Q. Recognition of a sequence W by M proceeds as
in the case of the NFSA. In addition, a weight is assigned to the recognized
sequence that is the sum of the separate weights for all paths through the
automaton that correspond to W , representing all possible ways in which M
can recognize W .

2.2 Motivation for the finite-state paradigm

In this section arguments will be provided in favor of using finite-state auto-
mata in NLP, and for syntactic analysis in particular. First, it will be ex-
plained what makes finite-state techniques attractive in general, leading to
their application in many different fields. Second, their application in syn-
tactic analysis will be discussed with specific arguments and examples.

2.2.1 General motivation for finite-state techniques

In a deterministic FSA, every input symbol that is read will prompt the auto-
maton to use the appropriate transition from the current state into the next
state, if this transition is available. When all n symbols of an input string
have been processed, the automaton will have used at most n transitions and
the input is either accepted or rejected based on whether the current state is
a member of the set of final states. This linear complexity renders finite-state
techniques efficient for use in implemented computational systems.
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For every non-deterministic automaton, there exists a deterministic ver-
sion. In addition, an automaton can also be minimized. This means we
can define for every automaton the minimal (most compact) deterministic
automaton that still defines the same language.

Furthermore, an important aspect of the class of regular languages is
that it is closed under the operations of union, intersection, Kleene star,
concatenation and complementation. This means that a set of finite-state
automata, each representing a particular regular language, may be combined
under these operations into a larger automaton that still represents a regular
language. This allows for the creation of separate modules, in the form of
automata, that are combined into a more versatile automaton that still has
the attractive properties of a finite automaton.

Consequently finite-state approaches are used successfully in different
areas within the larger field of NLP. These areas include phonology, mor-
phology and syntax. An extensive overview of finite-state techniques in NLP
is [76]. With respect to syntax, a popular application involving finite-state
automata is that of part-of-speech tagging, which plays an important role
in this work. Section 2.2.2 will consider the use of finite-state methods in
syntax.

2.2.2 Finite-state techniques in syntactic analysis

In judging the use of finite-state techniques in the processing of natural
language on the level of its syntax, we will not ignore constructions found
in natural languages that are not representable through finite-state means.
Granting the existence of these constructions, we will argue that finite-state
techniques are nevertheless appropriate and useful in syntactic analysis.

Grammars underlying natural languages typically allow for constructions
that are not regular. Many languages allow for the type of construction called
center-embedding (or self-embedding), and Dutch, as well as other languages,
additionally features the cross-serial dependency construction. A case of
center-embedding is given in example (1). Pairs of noun phrases and verb
phrases that are syntactically dependent of each other are recursively divided
through the embedding of phrases of a similar structure. The result is a
palindrome sequence with a structure of the form w1w2w2w1, or in general
WW R, where W R is the reverse of sequence W . Example (2) is a case of
cross-serial dependencies, where noun phrases and their corresponding verbs
are again separated. The resulting sequence of the form w1w2w3w1w2w3 is an
example of an utterance in a copy language, which is generally represented
as WW .
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(1) de
the

kat
cat

die1

that
de
the

muis
mouse

die2

that
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the cat that caught the mouse that ate the cheese
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•
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ving

Figure 2.5: A parse tree corresponding to example (1).

A simplified parse tree for example (1) is given in figure 2.5. The palin-
drome and the copy language utterance share the characteristic that elements
in the left half of the sequence are systematically related to elements in the
right half. It can be seen in figure 2.5 how the parse tree for the center em-
bedding example contains a large tree fragment for the phrase de muis die de
kaas at that separates the noun kat from its verb ving. In order to properly
analyze the combination of the noun and the verb, the noun must remain
in memory until the whole of the embedded tree fragment has been ana-
lyzed, at which point the verb is finally addressed. This type of dependency
cannot be expressed through finite-state means for sequences of unrestricted
length, since the automaton does not have a mechanism for storing inform-
ation about an unbounded number of elements that were seen in the past.
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This will now be proven by contradiction. In this proof, the language anbn

for n >= 0, in which words consist of any number of a’s followed by the same
number of b’s, is used as an example.

Proof. Assume a finite-state automaton can be created that defines the lan-
guage anbn for n >= 0. The number of states in the automaton is i. By
its definition, the automaton must accept akbk for k = i. Each symbol read
means a transition into a next state, thus after having accepted k symbols,
starting from the initial state, k + 1 states will have been visited (namely
the initial state and one state for every symbol). Since k = i, one state must
have been visited (at least) twice. Assume this is state q. State q was visited
in accepting symbols at two distinguished positions i1 and i2 with i1, i2 ≤ k.
State q thus represents both sequences of a’s of length i1 as well as of length
i2. Now assume the automaton is in state q and starts reading b’s. From that
state the automaton has to accept sequences of b’s of length i1 as well as of
length i2. Therefore, one of the total sequences accepted by the automaton
is ai1bi2 for i1 6= i2, which is not in the language anbn. Thus this automaton
is not a correct definition of anbn for n >= 0.

The palindrome structure can be described using a context-free grammar,
a type of grammar that is one level higher than the regular languages in the
Chomsky hierarchy. In the case of the copy language, not even a context-free
description is possible; here, a grammar of context-sensitive power is required.

In practice however, language produced by humans has characteristics
that are reminiscent of finite-state processes. The distinction between what is
possible in theory and what is produced in practice is the distinction between
language competence and language performance as made by Chomsky [29].
Chomsky suggested that the competence grammar might be approximated
by a finite-state device, proposing that a theory of grammars should provide,
in addition to a set of possible grammars G1, G2, . . . , a function g(i, n) that
returns the description of a finite-state automaton with memory capacity n
that accepts sentences and produces structural analyses assigned to these
sentences in accordance with competence grammar Gi.

Center-embedding and cross-serial dependencies are clearly part of the
competence grammar of languages that allow such constructions. Although
these constructions are non-regular, there are three aspects of human lan-
guage processing that suggest that human language performance is finite-
state in nature:

1. Humans have a limited amount of working memory available, as do
finite-state automata.
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2. Humans have problems processing cases of center-embedding and cross-
serial dependencies, which are non-regular constructions.

3. Human language processing efficiency is reminiscent of finite-state effi-
ciency.

The amount of working memory available to any organism or machine
is physically limited. The number of dependencies between elements in a
sentence has to be finite in order for such an entity to properly analyze
or produce it. This implies that actual cases of non-regular syntactic con-
structions, occurring in utterances by humans, can always be represented by
some finite-state automaton. To argument 1 one could object that although
memory available to humans is indeed not unlimited, it is still of considerable
size, rendering the fact that it is finite less interesting when considering the
length of sentences in human language; one could speculate that relatively
to the length of the average sentence, the amount of available memory could
be treated as infinitely large.

However, in this respect argument 2 about center-embedding is stronger
than the first argument, and it suggests that the above speculation is in-
correct. It can be observed that the admissible number of embeddings of
this kind in a sentence that is still easily understandable is quite small. Ex-
ample (1) is easy to understand, but the meaning of example (3) is only
retrieved after studying the sentence for a longer period than would typically
be required for a sentence of this length, and through actively combining the
actors with their actions.

(3) De
The

man1

man
die2

that
de
the

hond
dog

die3

that
de
the

kat
cat

die4

that
de
the

muis
mouse

die5

that
de
the

kaas
cheese

at5

ate
ving4

caught
beet3

bit
riep2

called
stierf1.
died

The man that called the dog that bit the cat that caught the mouse that
ate the cheese died.

Pulman [71] defines an automaton as strictly finite-state when its number of
states is not only finite but also small, in contrast to the trivial definition
where only the finiteness is considered. Example (3) makes it clear that,
although the amount of memory available to humans is considerable, the
center-embedding construction quickly leads to problems when the number
of embeddings is increased beyond even a small count. This suggests that
human performance on this point is finite-state, not just in the trivial sense
as implied by argument 1, but also in the strict sense.
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The third point mentioned here to support the idea that human language
performance is finite-state is concerned with processing efficiency. It can be
observed that humans understand longer sentences just as easily as shorter
ones. In both cases, understanding seems to be almost instantaneous, need-
ing about as much time as is needed to utter the sentence in the first place.
Finite-state automata show a linear increase in the number of steps necessary
for recognizing longer sequences of symbols. More powerful types of grammar
are less efficient: practical algorithms used to analyze sentences with context-
free grammars in the worst case require a number of steps that is proportional
to the length of the sentence to the power of three. (The algorithm by Valiant
[89] has a slightly lower worst case complexity but is not practical due to the
fact that it always operates at the worst case complexity.) This difference in
efficiency between the class of context-free grammars and human language
processing, and the apparent similarity on this point between human lan-
guage processing and finite-state processing, suggests that the finite-state
formalism is a more likely model of human language performance than more
powerful formalisms.

2.3 Methods of finite-state approximation

It can be concluded from section 2.2 that if finite-state methods are to be
used in syntactic analysis of natural language, the result can only be a model
of language performance, which was argued in the previous section to be
finite-state, and an approximation of language competence, which is taken
to be of at least context-free power.

What separates the class of regular languages from the class of context-
free languages, is the ability in the case of the context-free grammars to
remember an unbounded number of symbols that featured in an earlier part
of an expression to be accepted or generated, and to use the information
stored in processing subsequent parts of the same expression. As illustrated
in figure 2.7, this ability corresponds to the operation of self-embedding. Self-
embedding is a combination of embedding and recursion. Recursion in itself
is not a sufficient condition for a grammar to be of greater than finite-state
power, and neither is embedding. As an example, the grammar in figure 2.6
features embedding of the term X in S, as well as a recursive definition of
X itself. It defines the language ac∗b, which is regular.

In this language the number of a’s and b’s to the left and right of the em-
bedded structure is fixed. This relation can therefore be represented in a
finite-state automaton. Contrary to this, through self-embedding a similar
correspondence can be defined for unbounded numbers of a’s and b’s, as in
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S → a X b
X → c X
X → ε

Figure 2.6: Grammar generating a regular language with embed-
ding.

the grammar in figure 2.7 that defines the language anbn which was shown
to be non-regular in section 2.2.2.

S → a S b
S → ε

Figure 2.7: Grammar generating a non-regular language.

Regular grammars or finite-state automata are thus able to remember a
bounded number of past events, while context-free grammars, or in general
grammars of greater than regular power, may represent structures that re-
quire remembering an unbounded number of past events. In this context, the
technique referred to as approximation of context-free grammars with finite-
state grammars is concerned with reproducing as much as possible the infin-
ite memory of non-regular grammars in a finite-state automaton. This idea
can be expressed through Chomsky’s function g(i, n) that was already men-
tioned in section 2.2.2. For a competence grammar Gi and a given amount
of memory n, this function returns the description of a finite-state approx-
imation of Gi that uses memory proportional to n. The parameter n can be
seen as indicating how close the approximation is to the original: although
n will always be finite, and the resulting automaton will always have a finite
memory, larger values for n will result in an automaton that better approx-
imates a device with unbounded memory.

As an example the language ambm is considered. A regular grammar
may only recognize this language correctly for 0 >= m >= j for some
fixed j. Allowing the use of a smaller or larger amount of memory, j may
be respectively lower or higher. As the amount of available memory nears
infinity, j will near infinity, and the language defined by the automaton will
be an increasingly accurate approximation of ambm for unbounded m.

Approximation may result in an automaton that defines a subset of the
original language, or a superset, or neither. In the subset case, the accuracy
of the approximation increases as an increasingly large subset of the target
language is represented. For the superset approximation, accuracy increases
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as a smaller superset is defined. If the approximation represents neither a
subset nor a superset of the target language, evaluation of the approximation
has to be done along an empirical route by taking precision and recall into
account, which are measurements of the approximation based on respectively
the incorrect constructions and the missing constructions with respect to the
target language.

It has to be noted here that there are many approaches to finite-state syn-
tax in which finite-state automata are created, sometimes manually, without
reference to a more powerful grammar. Examples are cascades of finite-state
transducers [2, 16, 46]. (Transducers are automata that translate input to
output.) A single transducer may also be used repeatedly on its own output
[75]. These methods are not regarded as methods of approximation.

What follows is an overview of different approaches to finite-state approx-
imation of context-free grammars. An overview of this research field given
by Nederhof [64] was used as a guideline.

2.3.1 Approximation through RTNs

Nederhof [65] proposed an approach to finite-state approximation of context-
free grammars inspired by recursive transition networks (RTNs). RTNs [102]
can be seen as defining context-free languages. Nederhof describes how a
RTN can be constructed for a given CFG. A finite-state automaton is con-
structed for every nonterminal and its defining rules in the CFG. The result-
ing set of automata form the RTN. An example CFG, G, is given in figure 2.8.
The corresponding RTN, R, which in this case consists of just one automaton
for the single nonterminal S, is given in figure 2.9. It can be seen that the
automaton features a recursive call to itself (that is, to the automaton defin-
ing S) on the transition from state q2 to q3.

S → a S b
S → ε

Figure 2.8: Example CFG G.

The approximation is constructed by combining the automata of the RTN
into one automaton and approximating any occurrences of recursion using
ε-transitions. If states qA and q′A are respectively the start and end state of
an automaton recognizing nonterminal A, a transition (q, A, q ′) is replaced
by two transitions (q, ε, qA) and (q′A, ε, q′). Figure 2.10 shows this operation
being applied to R. The end result, after removal of ε-transitions, is the FSA
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qS

q1 q2 q3 q4

q5 q6

q′S

a S b
ε ε

ε
ε

ε

Figure 2.9: RTN R corresponding to CFG G.

F in figure 2.11. F describes the language a∗b∗, a superset of the original
non-regular language anbn.

qS

q1 q2 q3 q4

q5 q6

q′S

a b

ε
ε

ε ε

ε
ε

ε

Figure 2.10: FSA approximating recursion in RTN R.

Nederhof describes a parameterized variant of this approach. It is noted
that states correspond to items, where items are dotted rules that represent
steps in processing. A dotted rule of the form A → α • γ corresponds to a
rule A → αγ from the original grammar to which a dot in the right hand
side of the rule has been added indicating how far the derivation of A has
proceeded.

In the parameterized variant, each state is associated not only with an
item I, but with a history H of items as well. Every item in H is of the form
A → α • Bγ. For all states that are used in the sub-automaton describing
nonterminal B, this history will be identical. If there are several different
histories possible for reaching B, there will be equally many copies of the sub-
automaton defining B, associated with their respective histories. This way,
limited depths of recursion are implemented by “folding out” the original
automaton. The length of the history H is limited according to parameter
d, such that |H| < d. Further details of the construction are not repeated
here, but an example is given in figure 2.12.

In this example, d = 2. The sub-automaton at the top of figure 2.12 is
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qS

q′S

a

b

b

Figure 2.11: FSA F , the automaton of figure 2.10 after minimiza-
tion and determinization.

associated with history H = [ε]. The bottom sub-automaton is associated
with history H = [S → a • Sb], defining a nonterminal S that is recursively
embedded in another S.

The language described by this new automaton is a slightly more accurate
approximation of anbn than the previous approximation a∗b∗, in that if there
are zero a’s, there will also be zero b’s, and vice versa. As d is increased,
the result will be an automaton that describes the recursive structure of
the language anbn exactly for larger n, making for an increasingly accurate
approximation.

qS

q1 q2 q3 q4

q5 q6

q′S

qSS

q7 q8 q9 q10

q11 q12

q′SS

a b

ε

ε ε

ε

ε
ε

a b

ε
ε

ε

ε ε

ε
ε

ε

Figure 2.12: FSA that is a more accurate approximation of the RTN
R resulting from applying the parameterized algorithm (d = 2) to
G.
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2.3.2 Approximation through grammar transformation

Nederhof [64] describes an alternative approach that modifies the rules of a
CFG in such a way that the grammar is restricted to describing a regular
language, by ruling out self-embedding.

The steps of the transformation are not repeated here in their literal form.
Instead, the rules and their effect are described by use of the concept of spines
in a parse tree, as is done in [64]. A spine of a parse tree is defined as a path
from the root of the tree to a leaf of the tree. Figure 2.13 shows a parse tree
in which circles are drawn around nodes that make up a spine.

S

F

G

F

a

b

Figure 2.13: Example parse tree with spine indicated by circles.

All possible spines for a given CFG are considered, and traversed from
top to bottom. On coming across a nonterminal A in the spine, it is tagged
with a set of pairs (B, C). B is a nonterminal occurring in the spine above
A. Thus we are considering a production B → A. C is a set that indicates
whether elements have occurred to the left or right of nonterminal B, in
which case C contains respectively an l and an r.

If C = {l, r}, we are considering a production of the form B → αAβ for
non-empty α and β. The effect of the grammar transformation rules is that
in the transformed grammar, a node A labeled with a set C that contains
(A, {l, r}) is not allowed to be part of the tree, as this would constitute
a case of self-embedding: A has occurred once already in the parse tree,
and elements were since then produced to the left and to the right of this
occurrence.

In the tree in figure 2.13, the F at the bottom of the spine would be
labeled with the set {(S, {l, r}), (F, {l, r}), (G, {r})}. The derivation from G
to F would not be possible in the transformed grammar due to (F, {l, r})
being part of the labeling for the lower node F .
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The resulting automaton is a subset approximation of the original lan-
guage. It is noted that this method may produce huge grammars, as the set
of labeled nonterminals grows very large.

An alternative parameterized method with lower complexity is also presen-
ted. A parameter d indicates a maximum number of times that elements are
added to both the left and right of the spine. In between these events, cases
of left recursion followed by right recursion and right recursion followed by
left recursion are allowed. Nonterminals are tagged with a set containing
either l, r, or both, but without referring to a previous nonterminal. If after
having seen d rules that add something to the left and right there are yet
more rules of this type occurring further down along the spine, these are not
added to the transformed grammar. This method has lower complexity than
the previously described approach, but it is also less precise in that it may
cancel derivations that are not cases of self-embedding.

2.3.3 Approximation through restricted stack

Storage and retrieval of past events can be implemented by means of a stack.
Elements can be put on top of the stack one by one, and retrieved in reversed
order by taking them from the top of the stack. An automaton equipped
with an unbounded stack (or push-down store) can recognize the non-regular
language anbn. Such an automaton is called a push-down automaton (PDA).

1 a : push ab : pop a

Figure 2.14: Push-down automaton defining the language anbn.

Figure 2.14 shows a push-down automaton that recognizes the language
anbn. The transitions are labeled with input symbols and stack operations.
The two operations allowed are push and pop, which will respectively place a
symbol on top of the stack, and remove a symbol from the top of the stack.
An input sequence is accepted if the automaton is in a final state, there is
no input left, and the stack is empty. Table 2.2 shows the current state, the
remaining input, stack contents, and subsequent actions taken by the PDA
in figure 2.14 in recognizing the input sequence aaabbb.

Methods of approximation can use the push-down automaton as a basis.
The general idea is to limit the size of the stack, effectively turning the push-
down automaton into a finite-state automaton. Two approaches using this
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state input stack action
1 aaabbb { } read a, push a
1 aabbb {a} read a, push a
1 abbb {a,a} read a, push a
1 bbb {a,a,a} read b, pop a
1 bb {a,a} read b, pop a
1 b {a} read b, pop a
1 { } accept

Table 2.2: Current state, remaining input, stack contents, and ac-
tions of the PDA in figure 2.14 during recognition of aaabbb.

idea are presented, differing with respect to whether a subset or a superset
of the target language is defined by the resulting approximation.

Subset approximation

Pulman [71] notes that in aiming for a psychologically plausible model for
human language performance, left and right recursive structures are prob-
lematic. Although these are typically considered regular, their internal struc-
ture is non-regular. This can be illustrated with example (4). The brackets
that indicate structure are related to each other in a non-regular (center-
embedded) way.

(4) [1the cat that caught [2the mouse that ate [3the cheese]3]2]1

Pulman presents a parsing procedure which is described as similar to the
shift-reduce algorithm [5]. It differs from this procedure in that it can also
handle incomplete constituents, the effect of which is that it can be seen as
using the left-corner parsing strategy. (The left-corner strategy defines the
order in which the parse tree is constructed as first recognizing the left-most
element of a rule’s right hand side as in bottom-up parsing, on the basis of
which the remainder of the rule’s right hand side is predicted as in top-down
parsing; these remaining elements are then parsed using the same alternation
of bottom-up recognition and top-down prediction.)

With the above observation concerning recursion in mind, as a first step
towards an approximation it is stated that no unlimited recursion of any kind
is allowed. A limit L is implemented in such a way that if the parser calls a
recursive routine more than L times, the information related to the previous L
calls is lost. However, humans do not show problems in actually dealing with
left and right recursive (or left and right embedding) structures. Pulman’s
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parser accommodates this. Left embedding does not pose a problem for the
parser under the restriction as described above, as in this case the use of the
stack never increases beyond a constant amount. Right embedding can pose
a problem to the parser, as stack usage will in some cases grow proportional
to the height of the parse tree. The parser is therefore extended with the
clear operation. This operation is applied to the parser’s stack and combines
a VP needing an S with an S (and an S needing a VP with a VP) into just
one stack entry if the two entries are adjacent, and only when the stack size is
beyond some predefined value. This operation serves to keep right recursive
structures under the recursion limit L.

The finite-stateness of the parser is thus ensured through maintaining
the limit L on the amount of recursion allowed, restricting the application
of center-embedding while leaving left embedding and right embedding un-
restricted. Pulman’s approximation will accept a subset of the original lan-
guage. Center-embedded expressions will be exactly recognized for a fixed
maximal recursive depth, while such expressions containing recursion beyond
the maximal depth will be rejected.

The asymmetry in efficiency of processing of left-branching and right-
branching structures using the left-corner parsing strategy is also noted by
Resnik [74]. A parser uses memory to store nodes that are as yet incom-
plete; either their parent node or a child node of the node at hand has not
been created. Resnik gives parse tree examples of left-branching, center-
embedded, and right-branching structures. The left-branching construction,
using the left-corner strategy, requires a constant amount of memory. The
right-branching construction, using the same strategy, requires an amount of
memory that is proportional to the height of the parse tree.

A

B C

D E

F G

Figure 2.15: A right-branching parse tree.

Resnik then proposes a left-corner parser using arc-eager enumeration.
In the case of arc-standard enumeration, the arc between a node and its
child node will only be created once the child’s subtree has been parsed.
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Figure 2.15 shows a right-branching tree. The arc between nodes A and
C will only be created once the subtree dominated by E has been parsed.
However, using arc-eager enumeration, the arc between A and C will be
created as soon as C is predicted (which is immediately after creation of
node D). This renders node A complete even though E still has to be parsed.
It is shown that this strategy, formalized as a push-down automaton, requires
memory proportional to the height of the parse tree only for cases of center
embedding. The use of arc-eager enumeration is equivalent to Pulman’s use
of the clear operation; both are cases of tail-recursion optimization.

A similar idea is presented by Johnson [49]. Johnson proposes a left-
corner grammar transformation. This transforms a context-free grammar
into a grammar that enforces the left-corner parsing strategy, including tail-
recursion optimization to ensure that right-recursive structures can be ana-
lyzed with a finite memory. The method is implemented as a finite-state
transducer that for a given input sentence produces a sequence of produc-
tions representing a parse of the input with respect to the transformed gram-
mar. Following this, the transformation is inverted, resulting in a parse tree
corresponding to the previous end result but written down in terms of the
original grammar.

Superset approximation

Pereira and Wright [68] note that grammars powerful enough for accurate
syntactic analysis are typically not efficient enough for an application such as
speech recognition. They propose to use separate grammars for recognition
and interpretation, the grammar for recognition to be implemented as a
finite-state grammar. The recognition grammar should not cancel readings
allowed by the interpretation grammar that is applied after it, and should,
at the same time, enforce as many of the constraints in the interpretation
grammar as it can. It is noted that in the process of constructing both these
grammars at the same time it can be difficult to ensure these requirements
are met. Therefore Pereira and Wright choose to create the recognition
grammar automatically as a finite-state approximation of the context-free
interpretation grammar.

S → a S b
S → ε

Figure 2.16: Example CFG G.
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S’ → • S
S → • a S b
S → •

1
S → a • S b
S → • a S b
S → •

2

S’ → S •
5

S → a S • b

3

S → a S b •

4

a

S

b

S

a

Figure 2.17: Characteristic finite-state machine M for CFG G.

Their method creates a finite-state acceptor based on the characteristic
finite-state machine (CFSM) of a context-free grammar. The CFSM is the
finite-state control for a shift-reduce recognizer, or LR(0) parser. As an
example, the CFSM for the CFG in figure 2.8, repeated here in 2.16, is given
in figure 2.17. The states of the CFSM contain sets of items, or dotted rules.
Transitions between states represent applications of the shift operation, and
items of the form A → γ• allow for application of the reduce operation. The
construction of the CFSM, which is omitted here, is described by Pereira and
Wright and in [4, p. 221] and [8], for example.

state input stack action
0 aabb {} shift a
1 abb {〈1, a〉} shift a
1 bb {〈1, a〉, 〈2, a〉} reduce S → •
2 bb {〈1, a〉, 〈2, a〉, 〈2, S〉} shift b
3 b {〈1, a〉, 〈2, a〉, 〈2, S〉, 〈3, b〉} reduce S → a S b •
2 b {〈1, a〉, 〈2, S〉} shift b
3 {〈1, a〉, 〈2, S〉, 〈3, b〉} reduce S → a S b •
4 {〈1, S〉} accept

Table 2.3: Steps taken in recognizing aabb using M.

Table 2.3 shows the steps taken in recognizing the string aabb using the
CFSM in figure 2.17. The table shows the current state, remaining input,
stack contents, and the performed action which leads to the situation de-
scribed by the next line in the table. The stack contains pairs of the form
〈s, a〉 where s is a state and a is a symbol. A transition from state q1 to q2
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associated with symbol a corresponds to a shift operation and adds the pair
〈q1, a〉 to the stack. The reduction operation for a rule of the form A → γ•
removes pairs corresponding to symbols γ from the top of the stack and takes
the transition labeled with A from the state s associated with the last pair
popped from the stack (or from the current state if no elements are popped,
as in the case of reduction S → •) and pushes the pair 〈s, A〉.

Pereira and Wright propose to turn the shift-reduce recognizer into an
FSA by removing the stack and replacing reduction moves with ε-transitions.
This technique is called flattening. Normally a reduction leads to another
state based on the elements that were popped from the stack, as explained
above. Now this is achieved through an ε-transition directly to that state.
The result of flattening the CFSM in figure 2.17, followed by removal of trans-
itions labeled with nonterminals and after minimization and determinization,
is the FSA in figure 2.18 that describes the language a+b+ ∪ {ε}.

1 2 3
a b

a b

Figure 2.18: FSA resulting from flattening CFSM M.

As a finite-state approximation of the non-regular language anbn, this is
acceptable. However, Pereira and Wright point out that even simple regular
languages are often incorrectly reproduced using this method. They provide
an example of a language consisting of the strings aca and bcb. Flattening
of the corresponding CFSM leads to an FSA that recognizes not only these
strings, but also acb and bca. The problem lies in the replacing of reductions
with ε-transitions. The state where a reduction is applied may have been
reachable from a number of different states, which were part of distinct paths
that are now merged.

The suggested solution is to apply an operation of unfolding to the CFSM
before the automaton is flattened, which means that each state is replaced by
a set of states corresponding to possible stack configurations at that state. In
this manner, the different ways in which the original state could have been
reached are explicitly represented. The set of possible stacks is typically
infinite due to loops in the CFSM, therefore an equivalence relation is used
according to which different stacks are treated as one and the same stack,
creating a finite number of stack classes. Two stacks are considered equivalent
if they can be made similar by removal of loops, where loops are repeated
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stack segments.
Rood [77] uses the same idea and adds the ability to specify the number

of loops that is still considered in differentiating stacks. Here, states are
labeled with the paths that led to them, where paths consist of alternating
state numbers and input symbols. An unfolding criterion N is decided on,
and paths containing a number of loops greater than N are assigned to one
and the same infinite class of paths, represented by the path that contains
N + 1 loops.

In general the resulting automaton will recognize a superset of the original
language. Using Rood’s method, the automaton is able to exactly recognize
non-regular languages up to a recursive depth specified by the unfolding
criterion. The algorithm described by Pereira and Wright [68] has been used
in limited-domain speech recognition tasks.

2.3.4 Approximation using n-gram models

In n-gram models of language, the probability of the occurrence of a word
is modeled as only depending on the identity of the previous n − 1 words.
Models of this kind will be discussed in detail in chapter 3.

Stolcke and Segal [83] describe a method in which n-gram probabilities
are computed directly from a stochastic context-free grammar (SCFG). This
method is said to avoid problems related to learning n-gram models from
annotated data, which include the estimation of probabilities for a large
number of parameters, the requirement of a very large training corpus, the
inability to directly model linguistic knowledge, and the relative difficulty of
adding new information to a model.

The method estimates the probabilities for n-grams by computing their
expected frequencies in sentences generated by the SCFG. The different ways
in which a nonterminal (in particular the start symbol S) can produce a
given substring are considered, and the respective probabilities are summed.

The implementation described by Stolcke and Segal computes bigram
probabilities in time O(N 2) at most, where N is the number of nonterminals
in the grammar. The system is used in a speech-recognizer in the BeRP
spoken-language system [52]. An experiment using a prototype system of
BeRP resulted in a word recognition error rate of 35.1% when using bi-
gram probabilities that were estimated from the training corpus, compared
to 33.5% when using a combination of corpus-based probabilities and probab-
ilities estimated from the SCFG as described above, in a proportion of 2500
: 200,000. It is concluded that in this experiment, in which a training corpus
of 2500 sentences was used with an average length of 4.8 words, the method
was of help in improving bigram probability estimates that were based on a
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relatively small amount of data.

2.4 Discussion of methods of approximation

As described in chapter 1, this research aims at a finite-state approximation
of the Alpino wide-coverage parser for Dutch [15]. In the previous section,
several methods of finite-state approximation of a grammar of greater than
finite-state power were described. With the intended source system in mind,
the described methods are considered and an alternative and more suitable
approach will be suggested, to be discussed in the next chapter.

2.4.1 Computational complexity

High complexity may be a problem in constructing finite-state automata that
approximate more powerful grammars. Nederhof [64] found that in using the
method of Pereira and Wright [68] to approximate a relatively small grammar
of 50 rules, an amount of memory was required that rendered the process of
determinization and minimization of the automata practically impossible. In
this respect, the RTN methods were shown to be preferable. The automaton
created using both the standard and parameterized RTN approach grows
only moderately as the size of the source grammar increases.

2.4.2 Systems beyond context-free power

The techniques described are methods that approximate a context-free gram-
mar. It was mentioned in section 2.2.2 that the cross-serial dependency type
of construction cannot be represented with a context-free grammar. A system
that tries to describe as precisely as possible a natural language that features
cross-serial dependencies is likely to contain special machinery for this task.
Thus in a practical setting where a system is designed to cover as much of a
given language as possible, an approximation technique expecting a standard
context-free grammar is not useful. Typically, this would require that one
somehow compile the grammar into an intermediate context-free grammar, as
in [68]. The left-corner transformation described by Johnson [49] is described
as being easily adaptable to finite-state approximation of unification-based
grammars, not requiring an intermediate context-free grammar, but this is
not explained in detail.
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2.5 Discussion

One of the goals of this work is to find a way of approximating an existing
wide-coverage parser accurately in a finite-state model. The parser we have in
mind uses a stochastic attribute-value grammar. In such systems in general,
features are used that cannot be described in a context-free way. As described
above, an intermediate context-free approximation would have to be used in
order to be able to use a method of approximation that expects a context-free
grammar as input.

In addition, systems used in a practical setting will encounter problems
in parsing real text. For instance, various rule-based and/or stochastic heur-
istics may have to be implemented to cope with unknown words. These
techniques will typically be separate modules, in principal unrelated to the
grammar used in the main system. An approximation directly based on the
grammar would not contain the heuristics. An example concerning the sys-
tem to be approximated in this work, the Alpino parser, is the stochastic
disambiguation model which is used to decide which parse for a given input
is most likely the correct one. In approximating the system as a whole, we
would like components such as these to be accounted for.

In the next chapter, the method known as inference will be presented. In-
ference consists of deriving a grammar from a collection of utterances. The
process of inference will be used in chapter 4 to acquire an approximation of
the source system. Instead of using an algorithm to directly reduce a gram-
mar to finite-state power, the output of the system that uses the grammar
is collected and used to construct a finite-state model. The approximation
process is shown in figure 2.19.

In this manner, in principle nothing needs to be known about the nature
of the original grammar and the parsing system that uses it. Techniques such
as the stochastic disambiguation used to select the most probable analysis
will be reflected in the system’s output so that through inference, this com-
ponent can be part of the approximation. This approach closely follows the
idea of creating a finite-state model of language performance, as an approx-
imation of language competence. The complete parsing system represents
the competence, and a collection of sentences, originally produced by hu-
mans and now analyzed and annotated by the parser, represents linguistic
performance.
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annotated sample

method of inference
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Figure 2.19: Approximation through inference.
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Chapter 3

Inferring a stochastic
finite-state model

In chapter 2 an overview was given regarding methods of finite-state approx-
imation of context-free grammars. Considering that in the current research
the intended source grammar is part of a wide-coverage parsing system for
Dutch, several reasons were presented in favor of an alternative approach,
the alternative method being that of grammatical inference, or learning a
model from linguistic data instead of constructing it directly from the rules
of a grammar. This method will be described in detail in this chapter. The
basic idea of grammatical inference will be presented, followed by the case of
inference leading to n-gram models, which are a type of finite-state model.
Several other methods also leading to finite-state models will be briefly dis-
cussed. The n-gram method will be used in this research in the form of the
hidden Markov model, which is described in detail.

3.1 Grammatical inference

Grammatical inference consists of deducing a grammar from a sample of
language. Thus, given a set of sentences, the goal of grammatical inference is
to find a set of grammatical rules, or equivalently an automaton, that models
the patterns present in the example sentences.

On the topic of learning a language from a sample of that language, many
researchers note the work by Gold [42]. Gold investigated the learnability of
different classes of language. A distinction is made between two methods of
presenting information to the learner. One possibility is to present the learner
with a text. The text contains only sentences that are part of the language
to be learned. This is also called a positive sample. The other method is to

33
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provide an informant. The informant can tell the learner whether a given
sentence is part of the target language, and as such provides the learner with
a complete sample containing positive as well as negative examples. Gold con-
cluded that regular languages, as well as context-free and context-sensitive
languages, are impossible to learn from a sample containing only positive ex-
amples. Instead, a complete sample is needed. If such a sample is provided
the language can be identified in the limit: after a finite number of changes
in the hypothesis regarding the language, the target language will have been
identified. However, although children have little or no access to negative
examples of the language they are acquiring [39, 60], they are successful in
this task. Chomsky [30] suggested an explanation for this observation in
which essential aspects of language are innate, as opposed to something that
has to be learned. This explanation is not investigated further in this work;
instead, another explanation is considered that concerns the possibility to
learn a language from a positive sample if this sample is based on a prob-
ability distribution. It was shown in [7], as cited for instance in [21], that
the stochastic information enclosed in such a sample makes up for the lack
of explicit negative data.

3.2 Inferring n-gram models

Based on the idea that a language can be learned from a stochastic sample,
the n-gram model is now introduced for this task. The n-gram model was
already briefly discussed in chapter 2 in the context of approximating a
stochastic context-free grammar. Now it will be discussed in relation to
inference.

3.2.1 Estimating probabilities through counting

N-gram models are probabilistic finite-state models. A probabilistic model
of a language on the level of its words can be constructed by counting the
occurrences of words in a corpus. If |K| is the size of a corpus K in words,
and C(w) denotes the count of occurrences of word w in corpus K, the prob-
ability of a word at a random position in K being w can be computed as
P (w) = C(w)

|K|
. Although using this equation the exact probability for see-

ing word w in corpus C can be computed, it provides only an estimate of
the probability of seeing this word in a new sample of the language used in
corpus K. A collection of probabilities for words can be seen as a language
model for the language used in the corpus. The model would be a crude
approximation since the occurrences of words are modeled without consider-
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ing their surroundings. This can be improved upon by considering not just
occurrences of single words, but sequences of words. Sequences of words of
length n are called word n-grams. In this terminology the model described
thus far is a unigram model since n = 1. In a bigram model, n = 2, the
probability of a word is based on the previous word, and in a trigram model,
n = 3, the previous two words are taken into account. In general, using an
n-gram model the probability of a word wn based on its preceding context
w1,n−1 can be estimated from corpus n-gram counts as follows:

P (wn|w1,n−1) ≈
C(w1,n)

C(w1,n−1)
(3.1)

This estimates the probability of wn based on its context by considering how
often the prefix w1,n−1 occurred and how many times out of these the prefix
was extended into the n-gram w1,n.

3.2.2 Markov assumptions

The resulting n-gram model is also called a Markov model (introduced in 1913
by mathematician A. A. Markov in work on stochastic analysis of literary
texts [62]). The Markov model is a stochastic finite-state automaton in which
the states directly represent the observations. In the case of the language
model this means that the states correspond to words. A Markov model
complies with the two Markov assumptions:

1. The history of the current state is fully represented by the single pre-
vious state.

2. The state transition probabilities are invariant over time.

In providing more formal descriptions of the assumptions, the random
variable Xt represents the state of the model at time t. The first assumption,
as formalized in equation 3.2, states that the probability of visiting state qi

at time t given all states visited until time t−1, is equal to the probability of
visiting state qi at time t given only the state that was visited at time t− 1.

P (Xt = qi|X1,t−1) = P (Xt = qi|Xt−1) (3.2)

Computing the probability of a sentence w1,n using a model to which this
assumption is not applied would involve combining the probabilities for the
separate words and their respective histories, as follows:
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P (w1,n) = P (w1)P (w2|w1)P (w3|w1,2) . . . P (wn|w1,n−1) (3.3)

=
n
∏

i=1

P (wi|w1,i−1) (3.4)

It would be problematic to estimate the necessary probabilities from a corpus,
since they concern long sequences that might not occur in the corpus even
once. However, according to the first Markov assumption, which is also
called the limited horizon assumption, the immediate history of a word is
representative for the whole of the word’s history, leading to the following
computation in case of a bigram model:

P (w1,n) = P (w1)P (w2|w1)P (w3|w2) . . . P (wn|wn−1) (3.5)

=
n
∏

i=1

P (wi|wi−1) (3.6)

The second Markov assumption states that the probability of a transition
from one state to another state will be the same irrespective of time. Thus
for all times t, a transition from state qi to qj will have the same probability,
as expressed in equation 3.7.

P (Xt = qj|Xt−1 = qi) = P (Xt+1 = qj|Xt = qi) (3.7)

Natural language does not adhere to the two Markov assumptions. In cre-
ating the n-gram model it is assumed the target language can be described
by a Markov model, resulting in an finite-state model of the language. For
larger values of n, larger amounts of history are incorporated into the in-
dividual states and the model becomes more accurate with respect to the
corpus the n-gram model was based on.

Markov models are called first-order models when the single previous state
is used to represent the total history, second-order when the two previous
state are used, and so on. The same terminology can be adopted to an
approach where the relevant parts of history are combined into one state, as
was assumed above. For instance, a second order model is then a model in
which the history of a given state is fully represented by the single previous
state, which contains information on the previous two words. The n-gram
language models described here will be constructed in this manner.
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3.2.3 Examples

To illustrate the construction of a Markov model of language, two models of
different orders are constructed based on a small set of utterances. Figure 3.2
and figure 3.3 show bigram and trigram Markov models respectively, with
transition probabilities estimated according to equation 3.1 from the four
utterances that make up the sample in figure 3.1.

this is a car
this was a car
this was a bike
this car is black

Figure 3.1: Sample text.

this car

is black

was

a bike
1

1
4

1
4

1
2

1
2

1
21

1

2
3

1
3

Figure 3.2: Bigram Markov model based on sample in figure 3.1.

(In these models, as well as in the hidden Markov model to be defined in
section 3.3, all states are final states.) By comparing the models in figures 3.2
and 3.3 in relation to the text that was used to construct them, the effect
of using higher-order models can be observed. The unigram model (which is
not shown) would assign a probability of 3/16 to an occurrence of the word
car. The bigram model will assign a probability of 2/3 to the bigram a car.
It uses information about the previous word to decide the likeliness of an
occurrence of the word car. If car is preceded by a word other than a or this,
a probability of zero would be assigned using this bigram model, which would
judge such a combination to be outside of the language. While the bigram
model would still be able to assign a probability to the sequence this is a bike,
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Figure 3.3: Trigram Markov model based on sample in figure 3.1.

the trigram model only recognizes this was a bike. In general, a higher-order
model will result in a more accurate representation of the sample, rendering
generalizations impossible that are acceptable to lower order models.

3.2.4 Visible versus hidden states

In the Markov model of language, a sequence of words is equivalent to a
sequence of states. As such, the sequence of states responsible for a sequence
of words is directly visible to the observer. There is also a more complex type
of model for which this is not the case. In the hidden Markov model (HMM),
the observed symbols are produced by an underlying system of hidden states.
As the same observation symbol may be produced by different states, an
observation does not automatically determine a unique state sequence in the
case of the HMM. One typical application of HMMs in language models the
language using words as output symbols and part-of-speech tags (POS tags)
as states. The HMM will be presented in detail in section 3.3.

3.3 Hidden Markov models of language

In chapter 2 the advantages of the use of finite-state models in language
processing were presented. These include practical advantages to the use
of finite-state models in general, as well as more theoretical aspects related
specifically to their use in language processing:

• Input is processed with linear complexity.
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• Finite automata may be combined in various ways and the result will
be another finite automaton.

• Human language processing shares certain aspects with finite-state pro-
cessing, making finite-state models interesting candidates for models of
human language processing.

The model to be described in this section and that will be used in com-
ing chapters is the hidden Markov model. This is a nondeterministic and
stochastic finite-state model. There exist algorithms, to be discussed in sec-
tion 3.5, that allow for efficient use of the HMM.

3.3.1 Informal definition

The HMM is a stochastic finite-state automaton in which both state trans-
itions as well as the production of output symbols are governed by probab-
ility distributions1. The two types of probabilities are referred to as state
transition probabilities and symbol emission probabilities respectively. In
generating a sequence of symbols, a path along the model’s state transitions
is followed, producing a symbol from every state that is visited.

Different approaches to defining and representing HMMs are to be found
in the literature. A set of output symbols may be directly related to a state
in the automaton, or, equivalently, they may be related to transitions leading
to that state. Consequently, the emission probabilities may be represented
separately, or they may be combined with transition probabilities. In the
next section, an example of both approaches will be provided. In the rest of
this work the method will be used in which probabilities are combined and
related to transitions.

Another point in which definitions of the HMM may differ is in the defin-
ition of the initial state. One possibility is to assign a single initial state,
another possibility is to define a set of initial state possibilities that defines
for every state the probability of it being used as the initial state. These two
approaches may also be regarded as equivalent, since the set of initial state
probabilities may be replaced by a single initial state featuring transitions to
all original states, with transition probabilities corresponding to the initial
state probabilities. In this work, a single initial state will be defined.

If a language sample is available in which the observations are annotated
with the labels corresponding to the HMM states from which the observa-
tions were produced, the probabilities needed in the HMM can be derived
from the sample by counting. Probabilities of state transitions and output

1HMMs are a special case of the graphical model formalism [37, 56].
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production are then computed directly from the relevant frequencies. This
approach was presented for the case of the state transitions of the Markov
model in section 3.2.1. For the HMM additional output probabilities have to
be computed in a similar way. This approach is presented in more detail in
section 3.5.1.

3.3.2 Examples

The HMMs in figure 3.5 and figure 3.6 are derived from the sample text in
figure 3.4. In this sample, words are labeled with part-of-speech tags. The
tags used are N for noun, V for verb, D for determiner, P for pronoun and A
for adjective. In the case of the Markov model, states corresponded to words;
in the HMM in this example, the hidden states correspond to part-of-speech
tags, while words are the emitted symbols. This is a more accurate model of
language than the Markov model in that it shares with natural language the
concept of an underlying syntactic structure (the part-of-speech tags) and
a visible surface structure (the words). This particular application of the
HMM is known as the POS-tagging model, which will be described in more
detail in section 3.4.

this/P is/V a/D car/N
this/P was/V a/D car/N
this/P was/V a/D bike/N
this/D car/N is/V black/A

Figure 3.4: Sample text annotated with part-of-speech tags.

Figure 3.5 shows the HMM with state transitions separated from the
emission of symbols at each state. The transition arcs and output arrows are
labeled with transition probabilities and emission probabilities respectively.
Figure 3.6 shows the HMM with transitions and emissions combined. In
converting the first HMM to the second one, as many incoming transitions are
added as necessary to account for the possible outputs at a given state, and
they are labeled with the corresponding output symbols. The probabilities
are the products of the relevant transition and emission probabilities. This
way of representing HMMs, combining the two probability distributions, is
used in [24] and will be used in this work as well.
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Figure 3.5: Bigram HMM of sample in figure 3.4 with separate state
transitions and symbol emissions.

3.3.3 Formal definition

In order to facilitate the explanation in section 3.5 of a set of related al-
gorithms, this section presents a formal definition of the HMM.

The hidden Markov model (HMM) is a special case of the weighted non-
deterministic finite-state automaton (WNFSA) featuring separate probabi-
lity distributions for state transitions on the one hand, and emission of sym-
bols from states on the other. One state is the initial state, and all states are
final states. The initial state does not emit any symbols.

The HMM can be defined as a 5-tuple M = (Q, Σ, A, B, q1), where Q is
the finite set of states, Σ is the finite output symbol alphabet, A = {aqiqj

=
P (Xt = qj|Xt−1 = qi)} is the set of state transition probabilities, B = {bqiok

=
P (Ot = ok|Xt = qi)} is the set of symbol emission probabilities, and q1 is the
initial state. All states in Q are final states.

The HMM defines a stochastic language over its alphabet. The language
consists of observations that have a certain probability of being produced.
The probability of an observation O1,n given M is the probability that in
traversing a state sequence (or path) of length n+1 this sequence of emissions
is produced. In order to compute this probability, first pm is defined in
equation 3.8 as the set of possible paths of length m through M .

pm = {X|X ∈ Qm, X1 = q1} (3.8)

The probability of a particular path in pn+1 generating O1,n is computed by
multiplying at every time step the probabilities of the corresponding state
transition and symbol emission, and taking the product of these multipli-
cations for the whole path. The probability of O1,n is then the sum of the
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Figure 3.6: Bigram HMM of sample in figure 3.4 with combined
state transitions and symbol emissions.

probabilities associated with the paths in pn+1 producing O1,n, as defined in
equation 3.9.

P (O1,n|M) =
∑

X∈pn+1

n
∏

i=1

aXiXi+1
· bXi+1Oi

(3.9)

Furthermore, the model is probabilistic, requiring that the summed probab-
ility of all possible observations of length n is one:

∑

O1,n∈Σ∗

P (O1,n|M) = 1 (3.10)

3.4 POS-tagging model

The probabilistic model of language that plays a central role in this and
following chapters is the HMM used for part-of-speech tagging, the POS-
tagging model. As mentioned earlier, the hidden states and visible emission
symbols of the HMM form an appropriate model for language as a system
in which a hidden syntactic structure gives rise to an observed sequence of
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words. In the n-gram POS-tagging model, the states correspond to sequences
of n − 1 tags. The emission symbols correspond to single words. It will now
be explained how a probabilistic definition of the most likely sequence of
tags for a sequence of words is defined in terms of the hidden Markov model.
First, the expression of interest in part-of-speech tagging is formula 3.11.

argmax
t1,n

P (t1,n|w1,n) (3.11)

Thus the goal is to find the most probable sequence of POS tags t1,n given
a sequence of words w1,n. Using Bayes’ rule, the probability that is to be
maximized can be rewritten as in equation 3.12.

argmax
t1,n

P (t1,n|w1,n) = argmax
t1,n

P (w1,n|t1,n)P (t1,n)

P (w1,n)
(3.12)

For all possible sequences of tags, the sequence of words will be the same.
Since the goal is to find the highest probability, dividing by a constant value
will not alter the result. Using this idea, equation 3.12 is simplified as shown
in equation 3.13.

argmax
t1,n

P (t1,n|w1,n) = argmax
t1,n

P (w1,n|t1,n)P (t1,n) (3.13)

The chain rule is applied to both the probabilities P (w1,n|t1,n) and P (t1,n),
resulting in equation 3.14.

argmax
t1,n

P (t1,n|w1,n) = argmax
t1,n

n
∏

i=1

P (wi|w1,i−1, t1,n)P (ti|t1,i−1) (3.14)

At this stage a number of assumptions are applied, resulting in a hid-
den Markov model. In accordance with the Markov assumption of limited
horizon, the sequence of tags considered in computing the probability of a
given tag ti is reduced from all previous tags t1,i−1 to just the two previous
tags ti−2 and ti−1. (This renders the model a trigram model, with a single
state corresponding to two tags.) Two assumptions are applied to simplify
the term that corresponds to the probability of the output of word wi. This
word is assumed to be unrelated to previous words, and only related to tag
ti. The resulting POS-tagging model is given in equation 3.15.

argmax
t1,n

P (t1,n|w1,n) ≈ argmax
t1,n

n
∏

i=1

P (wi|ti)P (ti|ti−2, ti−1) (3.15)
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In the next section, four techniques related to HMMs are presented. These
include methods for learning the transition and emission probabilities, as
well as an efficient method for solving equation 3.15. In section 3.5.1, the
POS-tagging model is used to illustrate the estimation of HMM parameters
from observations annotated with state sequences. The other techniques are
explained in more general terms of states, transitions, and observations, but
they also apply to the POS-tagging model.

3.5 Tasks related to HMMs

This section will be concerned with methods for constructing and using an
HMM. Although there exist approaches to HMM construction that aim at
determining an optimal number of states, and thus the amount of information
to be stored in individual states, and the topology of the state network, here
a fixed model topology corresponding to the n-gram POS tagging model is
assumed. This constitutes a fully connected network of states, where single
states represent a fixed amount of underlying structure and in which every
state is capable of producing all of the symbols in the alphabet related to
the model. (In the examples, this fully connected structure is not shown:
transitions that are associated with a probability of zero are not drawn, in
order to avoid overly complex pictures.) In this context, the following tasks
are discussed:

1. Given a set of observation sequences annotated with state sequences,
construct the HMM that explains the data best.

2. Given an HMM and an observed sequence, compute forward and back-
ward probabilities for a given state at a given time.

3. Given an HMM, compute the probability of an observed sequence.

4. Given an HMM and an observed sequence, find the most likely corres-
ponding sequence of states.

The first task is concerned with learning the transition and emission prob-
abilities, which is also referred to as learning the HMM parameters, or train-
ing the HMM. The probabilities are extracted from an annotated language
sample. If such an annotated sample is not available, the Baum-Welch al-
gorithm [9] for unsupervised learning is typically used. This algorithm will
not be discussed here, but the computation of forward and backward prob-
abilities, which feature in the Baum-Welch algorithm, will be used in the
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second task. They provide information on the likeliness of individual states
being part of the sequence of states that produced an observation. The third
task is about using the HMM to judge the likeliness of an observation with
respect to the language represented by the HMM. The fourth and last task
in this set can be seen as finding an explanation for an observation, in the
form of the sequence of hidden states that most probably produced it. These
four tasks will now be discussed.

3.5.1 Learning an HMM from annotated observations

The first task concerns the learning of an HMM from a sample of language.
The HMM under consideration has a fixed topology as described at the be-
ginning of this section. Provided that a language sample is available in which
observations are annotated with the corresponding state sequences, the state
transition probabilities and the symbol emission probabilities necessary for
completing the HMM can be extracted from the sample in the manner de-
scribed for Markov models in section 3.2: the two types of probabilities are
estimated from state n-gram counts and counts of combinations of states
and emission symbols respectively. In the context of the POS-tagging model
described in section 3.4, this concerns n-gram tag probabilities and probabil-
ities of words given tags. Equation 3.16 defines the estimation of n-gram tag
probabilities, and equation 3.17 defines the estimation of word production
probabilities.

P (tn|t1,n−1) ≈
C(t1,n−1tn)

C(t1,n−1)
(3.16)

P (w|t) ≈
C(w, t)

C(t)
(3.17)

In the case of counting n-gram frequencies for elements at the beginning of
a sentence, their history is the empty string. In figures 3.5 and 3.6, and
also earlier in figures 3.2 and 3.3 for the case of the Markov model, this
was reflected by the initial states receiving an empty label. In the case of
the trigram model in figure 3.3, the state immediately following the initial
state showed a label consisting of just a single tag instead of the expected
two for a trigram model, as the single tag is in fact preceded by the invisible
empty string. In the more practical setting of creating a POS-tagging model,
markers are added to the beginning of every sentence so that counting can
be performed without having to deal with this special case. The marking
consists of a <dummy> word annotated with an S. For the sample text used
so far, preparing it for the bigram case results in the sample in figure 3.7.
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In general, in preparing the data for extraction of information for an n-gram
model, sequences of n− 1 dummy words are added at the beginning of every
sentence.

<dummy>/S this/P is/V a/D car/N
<dummy>/S this/P was/V a/D car/N
<dummy>/S this/P was/V a/D bike/N
<dummy>/S this/D car/N is/V black/A

Figure 3.7: Sample text annotated with part-of-speech tags and
with dummy words at the beginning of every utterance.

Figure 3.8 shows the HMM based on figure 3.7. The arcs show the corres-
ponding POS-tagging expressions based on the above equations. The actual
probability values are the same as those in figure 3.6.

S D V

N

P

A

P (P |S)P (this|P )

P (D|S)P (this|D)

P (D|S)P (a|D)

P (V |P )P (is|V )

P (V |P )P (was|V )

P (N |D)P (bike|N) P (N |D)P (car|N)

P (D|V )P (a|D)

P (D|V )P (this|D)

P (V |N)P (was|V )

P (V |N)P (is|V )

P (A|V )P (black|A)

Figure 3.8: Bigram POS-tagging HMM of sample in figure 3.4.

3.5.2 Computing forward and backward probabilities

A set of computations of interest in the rest of this chapter and in coming
chapters is that of the forward and backward probabilities. The forward
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probability αi(t) is defined in equation 3.18 (where Xt is the HMMs state
at time t and ot the observation symbol at time t) as the probability of the
HMM being in state qi at time t after having seen the observation symbols
until that point. The backward probability βi(t) is defined in equation 3.19
as the probability of being in state qi at time t and seeing all observation
symbols from time t until the last one at time T .

αi(t) = P (Xt = qi|o1,t) (3.18)

βi(t) = P (Xt = qi|ot,T ) (3.19)

Since the sequence of states corresponding to an observation is unknown,
computing the forward probability for a given state at time t means taking
into account all possible state sequences ending in that state at time t and
summing their probabilities. For an HMM of |Q| states and an output se-
quence of length n, the number of possible state sequences is |Q|n. Typically,
this number will be too big for all sequences to be considered individually.
An efficient approach to computing the summed probabilities of all paths is
the forward algorithm. The backward probabilities can be computed using
the reverse variant of this algorithm, the backward algorithm.

Forward algorithm. The forward algorithm is an example of dynamic
programming. Dynamic programming entails solving a problem by solving
increasingly large sub-problems: the solution of the larger problem is defined
in terms of smaller and more easily solved problems.

Equation 3.20 provides the initial step in the algorithm by stating that
the forward probability for the initial state at time t = 0 is 1. The probability
of the HMM being in its initial state after not having seen any input yet is
1 since there is only one initial state.

Equation 3.21 defines recursively the forward probabilities for states at
time t > 0. Here, N is the total number of states in the HMM and qi

ot−→ qj

represents a transition from state qi into qj associated with the observed
symbol at time t. The forward probability of state j at time t is the sum of
the probabilities of all paths leading to state j at time t. The probability of
a path to state j at time t that came through state i at time t− 1 is defined
recursively as the forward probability of state i at time t− 1 multiplied with
the probability of the transition from state i to state j.

α1(0) = 1 (3.20)
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αj(t) =
N
∑

i=1

αi(t − 1)P (qi
ot−→ qj), 0 < t ≤ T (3.21)

This computation can be visualized as a trellis that represents the states
through time. In this trellis, the horizontal axis represents time, and the
vertical axis represents the states. Figure 3.9 is an example of such a trel-
lis. Note that the first column, representing time t = 0, only contains the
single start state q1. Transitions related to the computation of the forward
probability for state q2 at time t are shown. The forward probability for this
state is computed using the forward probabilities of the states from which
the transitions originate and the probabilities of the transitions, following
equation 3.21.

q1 q1

q2

...

qN

α1(t − 1)

α2(t − 1)

αN (t − 1)

q1

q2

...

qN

α2(t)

q1

q2

...

qN

P (q1
ot−→ q2)

P (q2
ot−→ q2)

P (qN
ot−→ q2)

time: 0 . . . t − 1 t . . . T

Figure 3.9: A trellis visualizing the forward algorithm: α2(t) is com-
puted as the sum of products αi(t − 1)P (qi

ot−→ q2) for 1 ≤ i ≤ N .

Backward algorithm. The backward algorithm is similar to the forward
algorithm, except that it works from the back of the trellis to the front.
Backward probabilities of states visited at time t + 1 are used in computing
the backward probabilities of states at time t.

Equation 3.22 is the initialization step in which all states at time t = T
receive the initial backward probability of 1, this being the probability of
seeing no further observation symbols once they have all been seen.

Equation 3.23 defines recursively the computation of the backward prob-
abilities for states at time t < T . The backward probability of state i at time
t is the sum of the probabilities of all paths leading from state i at time t to
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a (final) state at time t = T . The probability of such a path that visits state
j at time t + 1 is defined recursively as the backward probability of state j
at time t + 1 multiplied with the probability of the transition from state i to
state j.

βi(T ) = 1, 1 ≤ i ≤ N (3.22)

βi(t) =
N
∑

j=1

βj(t + 1)P (qi

ot+1

−−→ qj), 1 ≤ i ≤ N, 0 ≤ t < T (3.23)

3.5.3 Computing the probability of an observation

Given an HMM the probability of an observed sequence o1,T can be determ-
ined. As the actual state sequence underlying the observation is not known,
all possible paths through the HMM’s network of states that are of the same
length (plus one, the initial state) as the output must be considered. The
forward algorithm that was described in section 3.5.2 is used to recursively
compute the sum of the probabilities of all possible paths with respect to
the observed sequence. The probability of an observation o1,T is defined in
equation 3.24 as the sum of the forward probabilities for all states at time
t = T .

P (o1,T ) =
N
∑

i=1

αi(T ) (3.24)

Equivalently, the backward algorithm may be used. In equation 3.25 the
probability of observation o1,T is defined as the backward probability of initial
state q1 at time t = 0.

P (o1,T ) = β1(0) (3.25)

3.5.4 Finding the sequence of hidden states

Given an observed sequence o1,T and an HMM, the sequence of hidden states

X̂0,T that most likely produced the observation can be computed. To find
the best path, all possible paths through the HMM must be evaluated, but
considering them all individually would be computationally expensive. There
exists an efficient algorithm for computing the most likely sequence of states
that produced an observed sequence of output symbols, called the Viterbi
algorithm [98].



50 Chapter 3. Inferring a stochastic FSM

The Viterbi algorithm is an application of dynamic programming, similar
in this respect to the forward algorithm. The problem of finding an optimal
path for a complete output sequence is defined in terms of optimal sub-paths.
The algorithm is carried out on a trellis as used for the forward algorithm.
In the case of the Viterbi algorithm it is not the sum of all paths leading to
a particular state that is of interest, but rather the probability of the most
likely path leading to that state.

The key idea behind the Viterbi algorithm is that the best paths ending
in states at time t can be computed based on the best paths ending in states
at time t − 1, without the need to enumerate all possible paths separately.

The probability of the most likely path leading to state i at time t is
defined as the probability δi(t) that is recursively computed using the Viterbi
algorithm. Equation 3.26 defines the probability of the most likely path
leading to the first state q1 at time t = 0 of the HMM as 1. Equation 3.27
defines the probability of the most likely path leading to state j at time t > 0
in terms of paths ending in states i at time t− 1 and continuing into state j
using the transition P (qi

ot−→ qj).

δ1(0) = 1 (3.26)

δj(t) = max
0≤i≤N

δi(t − 1)P (qi
ot−→ qj), 0 < t ≤ T (3.27)

In order to be able to reconstruct the actual path, backtrack pointers have
to be maintained for every state at every time step (except the first). For
time step t, the backtrack pointer φj(t) is made to point at state i at time
t − 1 from which the most likely path continued into state j, as defined in
equation 3.28.

φj(t) = argmax
0≤i≤N

δi(t − 1)P (qi
ot−→ qj) 0 < t ≤ T (3.28)

Once the application of the Viterbi algorithm has been completed, these
backtrack pointers can be used to find the states that make up the best
state sequence X̂0,T by following the pointers from right to left through the

trellis. Equation 3.29 defines X̂T , and equation 3.30 recursively defines X̂t

for 0 ≤ t < T .

X̂T = argmax
0≤i≤N

δi(T ) (3.29)

X̂t = φX̂t+1
(t + 1), 0 ≤ t < T (3.30)
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3.6 Other approaches to inference

In this section, several other approaches to inference leading to finite-state
models are briefly described.

3.6.1 Merged prefix tree

Through application of the Markov assumption of limited horizon, the to-
pology of the models described so far in this chapter has been defined be-
forehand. The algorithm described below does not impose a topology on the
model but tries to find both an optimal topology as well as optimal settings
for the model’s parameters.

The ALERGIA algorithm [21] first constructs a prefix tree automaton
(PTA) based on a sample of the target language. The PTA is a stochastic
automaton representing all prefixes found in the sample, where each trans-
ition is given a probability according to the number of times it is traversed
during construction of the PTA. Through merging of states in the PTA, the
algorithm generates a PDFA (a weighted deterministic finite-state automaton
in which the weights are probabilities) that captures not only all the strings
found in the sample, but also strings from the language that were not part of
the sample. This is done in linear time with respect to the size of the sample
set. States in the PTA are merged if they are considered equivalent: they
are prefixes that lead to the same suffixes, or subtrees, in the PTA. Since the
PTA is a stochastic automaton, a number of statistical tests can be used in
deciding whether two states are equivalent.

An algorithm that is in many ways similar to the ALERGIA algorithm
is the Minimal Divergence Inference (MDI) algorithm [84]. It uses a differ-
ent learning criterion (or merging criterion) in which the Kullback-Leibler
measure of divergence [55] is used. It is noted in [84] that the ALERGIA
algorithm does not provide the means to bound the divergence between the
distribution as defined by the PDFA produced by the algorithm and the
training set distribution, as the merging operation operates locally on pairs
of states. The learning criterion of the MDI algorithm does not have this
problem. During construction of the probabilistic PDFA, the algorithm con-
stantly trades off between the divergence from the training sample (which
should be as small as possible) and the difference in size between the current
and the new automaton (which should be as large as possible, resulting in a
smaller automaton). Empirical results show the MDI approach outperforms
the ALERGIA method.

In the context of the research described here, an experiment was per-
formed in which the MDI algorithm was used to create models for recognizing
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types of subcategorization in sentences. To this end, separate models were
build for each subcategorization frame occurring in a set of sentences, using
as data only the POS tags of those sentences. Afterwards, a given model
was tested to see if it would assign the highest probability to a sentence
featuring the subcategorization frame on which the model had been trained,
which would mean success, or to a copy of that sentence in which the sub-
categorization frame had been replaced by another one, which would mean
failure. Preliminary results of this approach were below those attained using
a simple unigram model. The automata created by the algorithm were quite
small, suggesting that overgeneralization had taken place. The idea was
abandoned at this point, but more research into this direction might lead
to better results; one possible way of improving the models is by including
lexical information in addition to POS tag information.

3.6.2 Merged hidden Markov model

The technique of first constructing a model that fits the sample data and
afterwards merging equivalent parts of the model is also applied in [82]. Here
the target construction is a hidden Markov model. The initial model differs
from the DFA used in the ALERGIA algorithm in that it is not a prefix tree
automaton, but an HMM in which every string from the sample set is stored:
the start state has as many outgoing transitions as there are strings in the
sample.

The process of state merging is in this case guided by Bayesian analysis.
According to Bayes’ rule the posterior model probability P (M |x) can be
rewritten as in equation 3.31, where M is the model and x is a data sample.

P (M |x) =
P (x|M)P (M)

P (x)
(3.31)

As the probabilities computed for different models are compared, the di-
vision by P (x) can be ignored since this will be the same in all computations,
leading to equation 3.32.

P (M |x) ≈ P (x|M)P (M) (3.32)

Thus the posterior model probability P (M |x) is proportional to the product
of the prior probability of the model, P (M), and the likelihood of the data,
P (x|M). When states in the model are merged, the likelihood of the data
is bound to decrease since the model moves away from the perfect repres-
entation of the sample data. However, the prior probability of the model
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increases, since one of the implications of the way in which P (M) is com-
puted is that there is a bias towards smaller models. As long as the loss
in likelihood is outweighed by the prior probability of the model, merging
continues. It is reported that the method is good at finding the generating
model, using only a small number of examples.

3.6.3 Neural network based DFA

In [38] it is shown how neural networks are used to learn finite automata.
So called Elman recurrent neural networks are trained on positive examples
created by an artificial, small grammar. Next, the DFA is extracted from the
network to see what kind of automaton the network has learned. The net-
work, when trained on the prediction task (predicting the word following the
current input) tends to encode an approximation of the minimum automaton
that accepts only the sentences in the training set. When trained on a small
language, the training set DFA is indeed recovered. When the network is
trained on a larger language, both correct and incorrect generalizations are
introduced.

In [20] a similar method is described. They show that the difference
between the probability distribution as predicted by the extracted automaton
and the true distribution is smaller than the difference between the true
distribution and the distribution as predicted by the neural network itself.
They also show that both these differences are smaller than the difference
between the sample’s distribution and the true distribution, which indicates
that the inference method using neural networks has the ability to generalize.

3.7 Conclusion

In this chapter the idea of inference was described. The focus has been on
n-gram models, and in particular the hidden Markov model. It was explained
how an HMM can be learned from an annotated sample, which constitutes an
instance of inference. This particular way of inferring a model for a language
will be used in the next chapter as part of a process of approximation. As
a practical application, the HMM resulting from this process will be used
in a part-of-speech tagger, which is applied as a part-of-speech filter in the
parser that is being approximated. The HMM conforms to the POS-tagging
model described in this chapter, and several of the methods described here
for working with HMMs are used in the tagger.
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Chapter 4

Reducing lexical ambiguity
using a tagger

In the previous chapter the method of inference resulting in an HMM has
been introduced. The current chapter will present an approach to approxim-
ation of which HMM inference is the main component. The target system of
approximation is a wide-coverage parser, and the goal of the approximating
process is to create a finite-state model representing the target system. The
step from the parser to the approximating model consists of first using the
parser to create syntactically annotated linguistic data, on which inference
is then performed, as will be explained in the first part of this chapter. The
resulting HMM is used in a part-of-speech filter in the parser to increase
parsing performance. This application will be described in the rest of the
chapter. This chapter is based on a previous publication [70].

4.1 Approximation through inference

In chapter 2 an overview of possible methods of grammar approximation was
given. In the conclusion, several arguments were put forward favoring the use
of inference leading to n-gram models in approximating a complex parsing
system, in comparison to other methods. The high complexity associated
with executing algorithms that try to find the optimal model topology is
avoided by assuming an n-gram model. Furthermore, approximation of sys-
tems of beyond context-free power, or those containing modules for which
a method of approximation is not easily identifiable, can be approximated
through inference without the need for intermediate approximations.

The approach to approximation proposed here consists of using the parser
to create an annotated sample of language, and inferring an HMM from

55
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this sample. The process is depicted in figure 4.1 (repeated from the end
of chapter 2). The resulting model is a finite-state approximation of the
language defined by the parser.

The method of inference used is that of estimation of HMM paramet-
ers from the annotated sample through counting, as described in chapter 3.
An alternative would be to use the Baum-Welch algorithm for unsupervised
learning (see for example [59]). However, the annotation created by the
parser provides the learning method with the states associated with the ob-
servations, making the Baum-Welch algorithm a less appropriate choice as it
assumes this information to be hidden.

Stochastic models of which the parameters are learned from a sample
become more accurate as the size of the sample increases. In the method
proposed here, new sample data is relatively easily created by running the
parser on unannotated text. This is preferable to a situation in which text
has to be annotated by humans.

sample of language

parser

annotated sample

method of inference

HMM

Figure 4.1: Approximation through inference.

The target of approximation in this work is Alpino, a wide-coverage com-
putational analyzer for Dutch [15]. In the next section, this system will be
described in some detail. Problems associated with wide-coverage parsers in
general will be discussed. In the rest of the chapter an application of the
finite-state approximation, the POS tag filter, is presented as a means of
attacking these problems.
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4.2 The Alpino wide-coverage parser

In this section a description will be given of Alpino, a wide-coverage parser
of Dutch. The description consists of several parts. First, the grammar,
which produces dependency structures, will be described. Then, the parsing
procedure will be presented, as well as hand-coded and statistical disambig-
uation methods.

4.2.1 Grammar

The Alpino grammar is an extension of the ovis grammar [96], a lexicalized
grammar in the tradition of HPSG [69].

The grammar formalism is carefully designed to allow linguistically so-
phisticated analyses as well as efficient and robust processing. In contrast
to earlier work on HPSG, grammar rules in Alpino are relatively detailed.
However, as pointed out in [79], by organizing rules in an inheritance hier-
archy, the relevant linguistic generalizations can still be captured. The Alpino
grammar currently contains over 350 rules, defined in terms of a few general
rule structures and principles (almost all rules are defined in terms of a set
of 15 different structures, which make use of about 10 different principles).
The grammar covers the basic constructions of Dutch (including main and
subordinate clauses, (indirect) questions, imperatives, (free) relative clauses,
a wide range of verbal and nominal complementation and modification pat-
terns, and coordination) as well as a wide variety of more idiosyncratic con-
structions (appositions, verb-particle constructions, PPs including a particle,
NPs modified by an adverb, punctuation, etc.).

The lexicon contains definitions for various nominal types (nouns with
various complementation patterns, proper names, pronouns, temporal nouns,
deverbalized nouns), various complementizer, determiner, and adverb types,
adjectives, and about 100 verbal subcategorization types. Lexical genera-
lizations are captured by organizing these lexical definitions in an inheritance
network. The lexicon contains descriptions for more than 100,000 word forms.

The formalism supports the use of recursive constraints over feature-
structures (using delayed evaluation, [95]). This allowed for an analysis of
cross-serial dependencies based on argument-inheritance [14] and a trace-less
account of extraction along the lines of [13].

The Alpino grammar produces dependency structures compatible with
the cgn-guidelines. Within the cgn-project [67], guidelines have been de-
veloped for syntactic annotation of spoken Dutch [63], using dependency
structures similar to those used for the German Negra corpus [80].
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In the experiments described in section 4.5, the parser is evaluated us-
ing the Alpino Treebank [6]. The Alpino Treebank contains hand-corrected
syntactic annotations compatible with the cgn-guidelines for the newspa-
per (cdbl) part of the Eindhoven corpus [36]. The annotation consists of
dependency structures, rather than phrase-structure trees.

4.2.2 Robust parsing

The initial design and implementation of the Alpino parser is inherited from
the system described in [93], [96] and [94]. However, a number of improve-
ments have been implemented which are described below. The construction
of a dependency structure proceeds in a number of steps. The first step con-
sists of lexical analysis. In the second step a parse forest is constructed. The
third step consists of the selection of the best parse from the parse forest.

Lexical analysis

The lexicon associates a word or a sequence of words with one or more lex-
ical categories. These lexical categories contain information such as part-of-
speech, inflection as well as a subcategorization frame. For verbs, the lexicon
typically hypothesizes many different lexical categories, differing mainly in
the subcategorization frame.

Many of those lexical categories can relatively easily be classified as wrong
in particular situations. For example, the two occurrences of called in (1)
will typically be associated with two distinct lexical categories. The entry
associated with (1-a) will reflect the requirement that the verb combines
syntactically with the particle ‘up’. Clearly, this lexical category is irrelevant
for the analysis of sentence (1-b), since no such particle occurs in the sentence.

(1) a. I called the man up
b. I called the man

An effective technique to reduce the number of lexical categories for a given
input consists of the application of hand-written rules which check such
simple co-occurrence requirements. This technique has been used before, for
instance in the English Lingo HPSG system [53]. The drawback of this tech-
nique is that it relies on human experts of the grammar and lexicon, which
are bound to make mistakes — in particular if the grammar and lexicon are
in development.
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Creating parse forests

The Alpino parser takes the set of feature structures found during lexical
analysis as its input, and constructs a parse forest: a compact representation
of all parse trees. The Alpino parser is a left-corner parser with selective
memoization and goal-weakening. It is a variant of the parsers described in
[93]. Some of the techniques described there were generalized to take into ac-
count relational constraints, which are delayed until sufficiently instantiated
[95].

Robustness

As described in [96] and [94], the parser can be instructed to find all occur-
rences of the start category anywhere in the input. In case the parser cannot
find an instance of the start category from the beginning of the sentence to
the end, then the parser produces parse trees for chunks of the input. A
best-first search procedure then picks out the best sequence of such chunks,
generally preferring larger chunks over shorter ones, preferring connected
paths over paths with uncovered words, and taking into account the scores
assigned to the chunks by the disambiguation component (described in the
following paragraph).

Unpacking and parse selection

The motivation to construct a parse forest is efficiency: the number of parse
trees for a given sentence can be enormous. In addition to this, in most
applications the objective will not be to obtain all parse trees, but rather
the best parse tree. Thus, the final component of the parser consists of a
procedure to select the best parse tree from the parse forest.

In order to select the best parse tree from a parse forest, a parse evaluation
function is assumed which assigns a score to each parse. In [15] some initial
experiments with a variety of parse evaluation functions are described. In
the experiments discussed here, the parse evaluation function consisted of a
log-linear model.

Log-linear models were introduced to natural language processing by [10]
and [35], and applied to stochastic constraint-based grammars by [3] and
[50]. Given a conditional log-linear model, the probability of a sentence x
having the parse y is:

P (y|x) =
1

Z(x)
exp

(

∑

i

λifi(x, y)

)

(4.1)
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Here, each fi(x, y) is a property function which will return the number of
times a specific property i occurs in parse y of sentence x. Each property
function has an associated weight λi (the weights are determined in training).
The partition function Z(x) will be the same for every parse of a given
sentence and can be ignored, so the score for a parse is simply the weighted
sum of the property functions fi(x, y).

In the log-linear model employed in the Alpino parser, several types of
features corresponding to grammar rules are employed, as well as some more
idiosyncratic features indicating complementation/modification, long/short
distance dependencies etc. The model was trained on sentences of the Alpino
treebank (about 7000 sentences from the newspaper part of the Eindhoven
corpus).

A naive algorithm constructs all possible parse trees, assigns each one a
score, and then selects the best one. Since it is too inefficient to construct all
parse trees, an algorithm has been implemented that computes parse trees
from the parse forest as a best-first search. This requires that the parse
evaluation function is extended to partial parse trees. The algorithm is a
variant of a best-first search algorithm, implemented in such a way that for
each state in the search space the b best candidates are maintained, where b
is a small integer (the beam). If the beam is decreased, the risk of missing the
best parse increases (but the result will typically still be a relatively ‘good’
parse); if the beam is increased, then the amount of computation increases
too [58].

4.3 Problems in wide-coverage parsing

Full parsing of unrestricted text on the basis of a wide-coverage computa-
tional HPSG grammar involves resolving a large amount of ambiguity. Even
in the presence of various sophisticated chart parsing and ambiguity packing
techniques, lexical ambiguity in particular has an important effect on the
efficiency of the Alpino parser. For example, for the words in the following
sentence (2) the lexicon produces initially a total of 199 lexical categories:

(2) Mercedes
Mercedes

zou
would

haar
her

nieuwe
new

model
model

gisteren
yesterday

hebben
have

aangekondigd
announced

Mercedes would have announced its new model yesterday

In subsection 4.2.2 a first step in reducing lexical ambiguity was introduced,
concerning a filter consisting of hand-written rules that check for co-occurrence
conditions. For sentence (2), this type of filter removes 173 lexical categories.
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In order to further reduce ambiguity, the HMM approximation acquired
through inference is used in a POS tagger that is applied as a filter to the
remaining lexical categories. For the example above, the tagger will remove
8 of the remaining 26 lexical categories. After the tagger has been applied,
feature structures are associated with each of the remaining 18 tags. Often,
a single tag is mapped to multiple feature structures. The remaining 18 tags
give rise to 81 feature structures. In the next section, the POS tag filter is
described.

4.4 Using a POS tagger as a filter

The filter is an application of a POS tagger based around the HMM ap-
proximation of the parser. In this way, tagging preferences expressed by the
parser during annotation of the language sample are reinforced through the
tagger at an early stage in parsing. In describing the tagger, the actual infer-
ence of the HMM will also be described, as this constitutes what is typically
referred to as the training of the tagger on training data.

A part-of-speech tagger is to be used as a lexical category filter follow-
ing the lexical analysis stage in the parsing process. For this, the lexical
categories assigned by the lexical analysis component are considered as POS
tags. Standard POS tagging techniques, as described in chapter 3, are used
to evaluate the possible tag assignments, followed by the removal of very
unlikely tags.

In earlier studies, somewhat disappointing results were reported for using
taggers in parsing [100, 26, 99]. The approach presented here is different
from most previous attempts in a number of ways. These differences are
summarized as follows.

First, the training corpus used by the tagger is not created by a human an-
notator, but rather, the training corpus is labeled by the parser itself. Annot-
ated data for languages other than English is difficult to obtain. Therefore,
this is an important advantage of the approach. Typically, machine learning
techniques employed in POS tagging will perform better if more annotated
data is available. More training data can be constructed by simply running
the parser on raw text. In this sense, the technique is unsupervised. For this
approach to be feasible, the parser needs to be able to distinguish between
competing parses. The Alpino parser is complemented by a disambiguation
component as described in section 4.2.2.

Second, the HPSG for Dutch that is implemented in Alpino is heav-
ily lexicalist. This implies that verbs especially are associated with many
alternative lexical categories. Therefore, reducing the number of assigned
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categories has an important effect on parsing efficiency.

Third, the tagger is not forced to disambiguate all words in the input (this
has been proposed before, for example in [22]). In typical cases the tagger
only removes about half of the tags assigned by the dictionary. As discussed
in section 4.5, the resulting system can be much faster, while parsing accuracy
increases.

Fourth, whereas in earlier work evaluation was described, among other
approaches, in terms of coverage (the number of sentences which received
a parse), and/or the number of parse-trees for a given sentence, the Alpino
parser is evaluated in terms of lexical dependency relations, similar to the
proposal in [23]. This evaluation measure requires a treebank, but is expected
to reflect much better the accuracy of the system. In particular, as will be
argued in subsection 4.5.2, the coverage measure appears to be a misleading
evaluation metric for parse accuracy.

4.4.1 Mapping lexical categories to POS tags

As indicated in section 4.2, the wide coverage lexicon for Dutch that is used in
Alpino makes many detailed distinctions. Therefore, there are many different
lexical categories: more than 18,000. In order to use this tagset in a POS
tagger, the lexical categories are mapped to a smaller set of lexical category
classes, by ignoring some of the information present in lexical categories
(in particular subcategorization information). In the experiments described
here, there were 1,365 lexical category classes.

The HMM tagger described below finds the best tag for each position
in the string, and then removes competing tags for the same position under
certain conditions. The Alpino lexicon sometimes assigns a single lexical
category to a sequence of words in the input. For example, the three words

(3) met
with

betrekking
respect

tot
to

are analyzed as a single preposition. In order to keep the architecture of the
tagger simple, the words that make up such multi-word units are assigned
separate tags. If the sequence of words w1 . . . wn is initially assigned category
c, then this category is removed, and instead for each j, 1 ≤ j ≤ n, a
new category (j, c) is assigned to word wj. In example (3) the category
(1, preposition) is assigned to met, (2, preposition) is assigned to betrekking

and (3, preposition) is assigned to tot. Due to this expansion, the number
of lexical category classes increases (in the experiments below) to 2392. The
Alpino lexicon also assigns lexical categories to sequences of words in the
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case of named entities (proper names, temporal expressions) and multi-word
units (often expressions from other languages) such as à priori, up to date,
credit card, etc.

4.4.2 The HMM tagger

The implemented POS tagger is a variant of the standard trigram HMM
tagger, described for example in [59, chapter 10.2]: an HMM in which each
state corresponds to the previous two tags, and in which probabilities are
directly estimated from a labeled training corpus. The POS tagging model
was already described in chapter 3. To reiterate, the relevant probabilities
in this model are of the following two types:

• the probability of a tag given the preceding 2 tags:

P (ti|ti−2ti−1)

• the probability of a word given its tag:

P (wi|ti)

Training the tagger

Training the tagger corresponds to inferring a HMM from a labeled corpus
through estimation of probabilities from frequencies. In accordance with the
idea of approximation through inference, the corpus is annotated using the
Alpino parser. Training the tagger therefore implies running the parser on a
large set of example sentences, and collecting the n-grams of lexical category
classes and combinations of words and lexical category classes that were used
by what the parser believed to be the best parse.

Of course, the training set thus produced contains errors, in the sense
that the parser is not always able to pick out the correct parse and as a
consequence might not have chosen the correct sequence of lexical category
classes. As an approximation of the language represented by the parser, the
POS tagger strictly speaking does not learn ‘correct’ lexical category class
sequences, but rather the tagger learns which sequences are favored by the
parser.

Evaluating tags for filtering

In determining which tags are to be kept and which are to be removed, several
techniques are possible. The following three approaches were considered:
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1. Keep tags that are part of the most likely sequence of tags

2. Keep tags that are part of the n-best sequences of tags

3. Keep tags based on their forward and backward probabilities

These three methods were tested in a stand-alone setup of the filter, to
see which performed best. As these experiments were done using an early
implementation of the tagger and at an early stage in the research, they
used a bigram model (whereas later experiments use an interpolated trigram
model as described in subsection 4.4.3) and considerably smaller amounts
of training data than later experiments. However, it is assumed that the
results attained with the bigram model are sufficiently indicative for deciding
between one of the three approaches.

The data used for the three experiments described here consists of the
first six months of 1997 of the Dutch newspaper ’de Volkskrant’. Of this
data, 5,783 sentences were kept apart for testing, leaving in principle 517,492
sentences for training. Of these, 324,575 sentences could be parsed by Alpino
within a time limit of 60 CPU-seconds per sentence. The corresponding tag
sequences as assigned by Alpino were used to train the bigram model. Tags
assigned to the test sentences were used as the gold standard to which the
filter’s output is to be compared, while the sets of tags produced initially for
individual words by Alpino’s lexical analysis component were used as input
to the filter.

The first method in this experiment consists of computing the most likely
sequence of tags, and removing all tags that are not part of this sequence.
The optimal sequence of tags for a given sentence, based on a trigram model,
was defined in chapter 3, and the bigram version is equation 4.2.

argmax
t1,n

P (t1,n|w1,n) ≈ argmax
t1,n

n
∏

i=1

P (wi|ti)P (ti|ti−1) (4.2)

The Viterbi algorithm, also described in chapter 3, is used to compute
this most probable tag sequence. For every position in the sentence, all tags
that are not part of the most likely sequence of tags are removed. This
results in all tags except one for every word being discarded, and leads to
low tagging accuracy, as presented in the first line of table 4.1. The table
shows the average number of tags per word after the application of the filter
and the resulting tagger accuracy. An accuracy of 70.9% suggests that it is
not possible to rely on only the best sequence.

In response to the low accuracy resulting from using only the tags that are
part of the best sequence, this method is extended by using the tags from the
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n best sequences. Table 4.1 shows accuracy results using increasing values
for n. As one and the same tag for a given position in the sentence will often
be part of a number of different sequences, n needs to be quite large in order
to consider a sufficient number of tags and to increase accuracy (as indicated
by the slowly increasing mean number of tags per word in the second column
of table 4.1). Using the Viterbi algorithm to keep track of a large number of
different sequences leads to slow processing. The table shows that taking into
account as much as the 300 best sequences still only results in an accuracy
of 80%.

n tags/word accuracy (%)
1 1 70.9
5 1.14 74.8

15 1.36 76.7
25 1.49 77.5
50 1.69 78.4

100 1.91 79.1
200 2.11 79.7
300 2.23 80.0
∞ 3.32 100

Table 4.1: Stand-alone tag filter results using a bigram model and
the n-best paths approach to tag evaluation.

These results indicate that basing the filtering on sequences of tags leads
to low accuracies. An alternative technique that performed best in these
experiments computes probabilities for each tag individually, so that tags
assigned to the same word can be compared directly. This is similar to the
idea described in [48, chapter 5.7] in the context of speech recognition. The
same technique is described in [26]. The a posteriori probability that t is the
correct tag at position i is defined in equation 4.3.

P (ti = t) = αi(t)βi(t) (4.3)

Here α and β are the forward and backward probabilities as defined in the
forward-backward algorithm for HMM-training; αi(t) is the total (summed)
probability of all paths through the model that end at tag t at position i;
βi(t) is the total probability of all paths starting at tag t in position i, to the
end. An efficient dynamic-programming approach to the computation of the
forward and backward probabilities was presented in chapter 3.
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Once P (ti = t) has been calculated for all tags possible at position i,
these values are compared and tags which are very unlikely are removed. A
tag t at position i is assigned a score s(t, i) = − log(P (ti = t)). The score
is the negative logarithm of the probability defined earlier: a score of zero
represents a probability of one, higher scores represent lower probabilities.
Tag t at position i is removed, if there exists another tag t′, such that s(t, i) >
s(t′, i) + τ . Here, τ is a constant threshold value. Using various values for τ
results in different outcomes with respect to filtering accuracy and remaining
ambiguity, which are presented in table 4.2. If a threshold of zero is used,
only the tag with the highest forward-backward probability is kept and the
accuracy attained is 86.5%, which is to be compared with the corresponding
accuracy of 70.9% for the n-best sequence method. Based on these results the
forward-backward approach to tag filtering is used in further experiments.

τ tags/word accuracy (%)
0 1.00 86.5
1 1.10 89.8
2 1.23 92.6
3 1.37 94.6
4 1.51 96.1
5 1.66 97.0
6 1.81 97.7
7 1.97 98.3
8 2.11 98.7

∞ 3.32 100

Table 4.2: Stand-alone tag filter results using a a bigram model and
the forward-backward approach to tag evaluation.

4.4.3 Smoothing

Estimating probabilities on the basis of frequencies in a sample may result
in estimates of low accuracy if the sample is small. However, even if the
sample is of considerable size, there will always be items that occur with low
frequency or not at all. A tag trigram that did not occur in the training data
would be assigned a probability of zero in the model. In algorithms such as
the Viterbi algorithm, a probability of zero at some point in the computation
would lead to problems: the probability of a path through the model that
contains the corresponding trigram would also be zero. In general, larger n-
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grams cover larger structures in a language but their probabilities are more
difficult to estimate from a sample.

In order to better estimate the probability of a trigram t1t2t3, in the model
at hand the probabilities of the bigram t2t3 and the unigram t3 are also taken
into account. Weights are assigned to each of the three n-grams to express
their relative importance. This idea, known as linear interpolation, is a well-
known method for combining models (see for instance [59]). By adjusting
the weights, which together sum up to one, the emphasis can be put on the
model that uses a greater context, while at the same time the information
provided by models that are simpler, but for which more data is available, is
not ignored. Thus the potentially rough estimates of probabilities for large
n-grams are smoothed by considering the typically more reliable estimates for
smaller n-grams. A uni-, bi- and trigram model are interpolated by means of
the following formula (where λ1, λ2 and λ3 are the three respective weights,
and P ∗(X) is the probability of some n-gram X computed directly from the
training data frequency counts):

P (t3|t1, t2) = λ3P
∗(t3|t1, t2) + λ2P

∗(t3|t2) + λ1P
∗(t3) (4.4)

The probability of the trigram is thus defined as the sum of the weighted
estimates of the trigram, bigram and unigram probabilities. The weights are
computed using the notion of n-gram diversity, an idea described by Collins
([32], borrowing from [12]). In order to compute the weight for a trigram
t1t2t3, the diversity and frequency of the bigram t1t2 are used. The diversity
of an n-gram is the number of different tags that appear in the position
following this n-gram in the training data. If the trigram starts with a low-
diversity bigram, the weight associated with the trigram can be large: the
probability of the bigram being followed by an unexpected tag is small, and
if this does happen, it is likely to be a significant event. If on the other hand
the bigram is of a high diversity, the trigram should receive a small weight.

Provided the count and diversity figures for bigrams are available, the
weight λ3 for a trigram t1t2t3 can be derived as follows:

λ3 =

{

0 if count(t1t2) = 0
count(t1t2)

count(t1t2)+c×diversity(t1t2)
if count(t1t2) > 0

(4.5)

In this equation, a constant c is used to regulate the importance of diversity.
In the experiments described in following sections a value of c=7 was used;
it was found experimentally that differences in the value used for c resulted
in only small variations in performance.

An appropriately modified variant of equation 4.5 is used to compute the
weight for the bigram, λ2, as a fraction of 1−λ3. The weight for the unigram,
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λ1, is computed as the remaining weight 1 − (λ2 + λ3).
If the probability of a unigram cannot be estimated since it did not occur

in the training data (an event which is unlikely), the interpolation method
would still result in a probability of zero. In this case, a very small default
probability is assigned.

The above approach addresses smoothing of tag n-gram probabilities1.
The other component of the tagging model concerns combinations of words
and tags. In estimating the probabilities of these, combinations not seen in
the training data also form a problem. In the current setup, these cases are
assigned a very small default probability as well. This default probability, as
well as the one used for unknown unigrams, was determined by selecting the
lowest probability encountered in separate test data.

4.4.4 Stand-alone results

In subsection 4.4.2, a set of stand-alone results was already presented for an
early implementation of the tagger, in the context of finding the best out
of three possible approaches to tag evaluation. The best method was found
to be the forward-backward approach, which will now be used in a more
advanced version of the tagger and with a much larger amount of training
data. (In subsection 4.5, the effect of the filter on parsing efficiency and
accuracy will be discussed.)

In the stand-alone experiment discussed below, as well as in the parser
experiment described in section 4.5, the corpus available for training the
model consists of up to four years of Dutch daily newspaper text. From
this large text collection, only the ‘easy’ sentences were used: sentences with
more than 22 words are ignored, as well as sentences that take longer than 20
seconds of CPU time, and sentences for which the parser is not able to find
a full parse. Under these conditions, parsing a week of newspaper text takes
somewhere between 15 and 20 hours of CPU time on standard hardware. For
parsing the training corpus, heavy use was made of a cluster of about 120
Linux PCs at the High Performance Computing Center of the University of
Groningen.

Experiments were performed with uni-, bi- and trigram models. The
models were trained on about 45 months (∼2 million sentences, ∼24 million
words) of annotated text from Dutch daily newspapers, and interpolated
using the method presented in subsection 4.4.3. Testdata was created by

1The described approach to smoothing works well in the experiments reported on, but
is not claimed to be state-of-the-art. In typical language modeling situations where less
training data is available, smoothing will be of greater importance than it is here. Chen
and Goodman [27] present an extensive comparison of different smoothing techniques.
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using Alpino to parse a random selection of 10% of the sentences of the Alpino
Treebank which contain at most 40 words, amounting to 604 sentences.

In applying the filter to a sentence, the tags produced by Alpino’s lexical
analysis component for the words in the test sentence are given to the tagger
as sets of possible tags. From these, the tagger filters out the unlikely tags.
Using the filter as part of the parsing system, parsing would now continue
using the remaining tags. In the stand-alone setup however, the remaining
tags are compared with the sequence of lexical category classes used by what
the parser believed to be the best parse, which is treated as the gold stand-
ard. The resulting accuracy percentage indicates to what extend the tagging
model is a correct model of the parser’s tagging preferences.

In table 4.3 the accuracy is listed for the bigram and trigram model;
as a baseline the accuracy of the unigram model is also provided. These
percentages are obtained if for each position in the input only the single best
tag is allowed to survive, by setting the threshold value τ (introduced in
subsection 4.4.2) to zero.

Figure 4.2 gives accuracy levels for different amounts of ambiguity after
filtering. The different levels of ambiguity are the result of using different
threshold settings in the filter; a lower threshold means more tags will be
considered bad and be removed. If the threshold value increases, then accur-
acy and ambiguity approach 100% (at which point all tags survive, including
the correct ones).

model accuracy
trigram 94.69%
bigram 94.03%
unigram 87.23%

Table 4.3: Stand-alone tag filter accuracy using different models.

The 94.69% accuracy of the trigram model is lower than one might expect.
In the literature, HMM trigram taggers typically yield accuracy levels of more
than 96%. For example, Brants [17] reports an accuracy of 96.7% attained
with the TnT trigram HMM tagger on the Wall Street Journal part of the
Penn Treebank. Of course, these results are hard to compare because of
differences in the corpora and the tagsets that were used. The data used in
this research consists of Dutch newspaper text, while the Wall Street Journal
corpus consists of English text. Furthermore, the Wall Street Journal corpus
is tagged with a tagset of only 48 tags [61], whereas the tagset used in the
filter consists of 2,392 lexical category classes.

In addition to these differences, another important factor that contributes
to the above results lies in the nature of the test data in the current setup.
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Figure 4.2: Stand-alone tag filter accuracy versus ambiguity for bi-
gram and trigram model, using different threshold settings ranging
from τ=0 to τ=25. The model is trained on 45 months of newspa-
per data.

It turns out that in many cases where the tagger and the test set disagree,
the tagger actually corrects a mistake in the test set. For example, consider
the following utterance:

(4) . . . van
. . . of

die
the

jongen
young-animals[pl]/boy[sg]

bij
near

de
the

doodskist. . .
coffin. . .

The Dutch word jongen is ambiguous between a singular noun reading boy
and a plural noun reading young-animals. The first reading is much more
frequent than the second reading. For some reason, the tag corresponding
to the (infrequent) second reading was used by the parser in its best parse
of the sentence and as a consequence this tag ended up in the test set. The
HMM model quite rightly learned a preference for the frequent reading and
assigned the correct tag. However, based on the incorrect gold standard this
was counted as an error.
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4.4.5 Larger amounts of training data
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Figure 4.3: Stand-alone tag filter accuracy using increasing
amounts of training data and removing all but the single best tag
for each word.

Given that the training data is produced automatically, the most straight-
forward manner of improving the tagger is to use larger amounts of training
data. In a typical language modeling situation, this is a severely limited solu-
tion since the data has to be manually annotated first. Experiments were
performed with increasing amounts of training data. The results are shown
in figure 4.3. To be able to contrast filtering accuracy with the number of
months of training data, the filter was set to remove all but the best scoring
tag for each word, thereby removing all ambiguity.

This graph shows that the n-gram model performs better when trained
on more data, the trigram model gaining relatively more than the bigram
model. It must be noted though that after about 40 weeks of training data
the accuracy does not improve significantly anymore.
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4.5 Using the filter in the parser

The results so far have been stand-alone filtering results. As the filter is
meant to be used to disambiguate the lexical analysis of the Alpino parser,
this subsection will present parsing results and show how these are improved
by the incorporation of the filter.

In this chapter as well as in following chapters, the accuracy of the parser
is computed as in equation 4.6: the parse tree as produced by the parser for
a given sentence is compared with the parse tree for the same sentence as
stored in the Alpino Treebank, in terms of their dependency relations. In
the equation, Ds is the set of dependency relations present in the best parse
generated for a given sentence, while Dt is the set of dependency relations
present in the parse tree stored in the treebank, and Df is the set of incorrect
or missing dependency relations in Ds relative to Dt.

accuracy = 1 −
|Df |

max(|Dt|, |Ds|)
(4.6)

4.5.1 Experimental results

The filter was trained on more than 40 months of newspaper data annotated
by the parser, the same training data that was used in the stand-alone ex-
periments reported on in subsection 4.4.4. Next, the parser was run on the
first 220 sentences of the cdbl corpus, which is the newspaper part of the
Eindhoven corpus; syntactic annotations of these sentences are part of the
Alpino Treebank. From those sentences, four sentences were removed due to
the fact that the parser without the tag filter ran out of memory. The test
set thus contains 216 sentences (4295 words). Although the training data
only contains sentences of at most 22 words, the test data is not restricted
in this way. In figure 4.4 a histogram of the distribution of sentence lengths
is provided.

Figure 4.5 plots the accuracy versus the mean CPU time spent by the
parser per sentence. The different points on the graph are the result of using
different threshold levels in the filter: using a low threshold, many tags are
marked as bad, and thus only a small number of tags remain, leading to very
fast parsing. Higher accuracy can be attained by using a higher threshold,
removing a smaller number of tags and at the cost of a decrease in parsing
speed.

It becomes clear from this graph that use of the filter leads to an increase
in parsing accuracy. More importantly, parsing times are greatly reduced.
The best accuracy using the filter, 85%, is achieved with a threshold setting
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Figure 4.4: Distribution of sentence length in the cdbl test set.

of τ = 4.25, corresponding to a mean CPU time of about 14 seconds per
sentence, while the parser running without the filter requires on average
about 53 seconds of CPU time per sentence, attaining an accuracy of slightly
below 83%.

Given the large variation in CPU times, it is somewhat misleading if only
the mean CPU time per sentence is considered. Figure 4.6 therefore displays
the differences in efficiency in a different way. For a given amount of CPU
time, the proportion of sentences that are parsed within that amount of time
are plotted. In the plot, three variants are compared. In the first variant no
tag filter was used. In the second variant the tag filter with the threshold
value τ = 4.25 which happened to produce the highest accuracy was used.
In the third variant the tag filter with the threshold value τ=2 was used; this
produces the most efficient parser with at least the accuracy of the variant
without the tagger.

4.5.2 Discussion

It is perhaps surprising that the use of the filter can actually improve the ac-
curacy of the overall parser. One important reason is related to the strategy
of the parser described earlier. The parser always prefers a single parse over
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Figure 4.5: Parsing results in terms of parser accuracy and mean
CPU time, using the filter with different threshold settings ranging
from τ=0 to τ=15, and using no filter.

a sequence of partial parses. Although this strategy implements a fairly
natural tendency, it turns out that in the context of very unlikely lexical
categories the strategy implies that very unlikely full parses are construc-
ted. The following example illustrates this effect for the case of elliptical
utterances.

(5) In
cash[V+imp]/in[Prep]

Amsterdam
Amsterdam

vanavond
tonight

Cash Amsterdam tonight!
In Amsterdam - tonight

This sentence is naturally analyzed as an elliptical utterance, consisting of
two parts: a prepositional phrase in Amsterdam followed by an adverbial.
However, the word in can also be used as a verb. In this particular case, the
parser can create a full parse in which in is indeed analyzed as an imperative
verb form. In the integrated system, the POS filter will filter out the possib-
ility that in is a verb. As a result, no full parse is possible. In this particular
case, the resulting parse (consisting of two parts) will be better than the
unlikely single parse. In many cases, improvements of the integrated parser
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are due to similar phenomena.

In the context of this effect, a remark can be made about the coverage
parser evaluation measurement that is sometimes used instead of or in addi-
tion to the accuracy measurement. The coverage of a parser can be defined
as the proportion of sentences which receive a full parse. It can be argued
that coverage is actually not a very useful metric for parser evaluation. The
fact that the parser finds a full parse for a given sentence is only relevant if
that parse is in some sense correct. But one important reason that the use of
a lexical analysis filter improves parsing accuracy is given by the reduction of
coverage. If the parser has many different lexical categories to choose from,
then often it is able to find a full parse (albeit a ridiculous one). However, if
the parser is forced to work with a limited set of lexical categories it becomes
much harder to find such a full parse. In the majority of cases, however,
the resulting partial parse is much closer to the gold standard. In figure 4.7
coverage and accuracy are plotted for different filter threshold settings. The
graph shows that for larger threshold settings the coverage of the parser in-
creases, but at the same time the parser’s accuracy levels off. As coverage
reaches its maximum value, accuracy actually decreases.
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Figure 4.7: Parser coverage (proportion of sentences that receive a
full parse) and accuracy for different filter threshold settings.

A comparison with supertagging

At this stage a comparison between the approach presented here and super-
tagging is in order. Supertagging, introduced by Joshi and Srinivas [51, 81],
is comparable to part-of-speech tagging except that the tags under consid-
eration are not POS tags but supertags or elementary trees as used in the
Lexicalized Tree-Adjoining Grammar (LTAG) framework. A supertag is a
structure, assigned to a lexical item, that locally represents (long distance)
dependencies between that item and other items.

In [51] it is described how a supertag filter is used to reduce the set
of elementary trees for subsequent LTAG parsing, similar to the work on
POS tag filtering described here. Supertag disambiguation, the removal of
supertags assigned to lexical items, can be done on the basis of two different
models. The first option is to use supertag n-gram models constructed from
a parsed corpus to compute the most likely sequence of supertags for a given
sentence. The second approach to computing this best sequence is based
on the fact that the supertags encode dependency information and uses the
distribution of distances between dependent supertags.

The POS tag filter described in this chapter differs from the supertagging
work as described in [51] and [81] in a number of ways. First, the POS tag
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filter approach is very general, as POS tagging is part of practically any type
of parser. Supertagging on the other hand is a method specific to lexicalized
grammatical frameworks.

Second, although the POS tags are relatively detailed, unlike supertags
they do not contain subcategorization information. Using subcategorization
information leads to a decrease in performance in our experiments.

A third difference lies in the nature of the training data. In our approach,
training data for the tagger is automatically created by parsing a corpus,
using for every sentence the parse that the parser judged to be the best
analysis. Joshi and Srinivas also use a parser to create the training data,
but they manually select the best parse for every sentence. This results in a
much smaller amount of data.

A fourth difference is about how the approach is applied and the kind of
results reported on. In the current chapter, and in the whole of this thesis,
the POS tagging technique is used to improve upon the performance of a
parsing system as a whole. While this is also mentioned as an application
of supertagging in [51] and [81], results are only given in terms of supertag
accuracy.

4.6 Conclusion

In this chapter an HMM was constructed through inference as an approx-
imation of a wide-coverage parser. The resulting model was used in a part-
of-speech filter in the lexical analysis phase of the same parser. Filtering
out unlikely POS tags resulted in greatly reduced parsing times and a small
increase in parsing accuracy. This application illustrates that the HMM, in-
ferred from data annotated by the parser, forms a useful approximation in
the sense that regularities in the parser’s output were correctly modeled on
the level of the lexical categories.
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Chapter 5

Modeling global context

The HMM used for POS tagging is usually a second-order model, using tag
trigrams, implementing the idea that the two preceding tags provide a consid-
erable amount of information to predict the current tag. This approach leads
to good results. For example, the TnT trigram HMM tagger is reported to
achieve state-of-the-art tagging accuracies on English and German averaging
between 96% and 97% [17]. In chapter 4, a trigram model was successfully
used in supporting the Alpino parser by means of POS tag filtering. In gen-
eral, however, as the model does not consider global context, mistakes are
made that concern long-distance syntactic relations.

In this chapter a method will be presented to extend the model with
information that goes beyond the limit of n-grams. First a naive method will
be suggested, which is outperformed by a proposed alternative. This better
method will also be compared to the standard tagging model, showing how
a particularly frequent tagging error is considerably reduced in number.

5.1 A restriction of HMM tagging

At the basis of trigram HMM tagging lies the simplifying assumption that
the context of a given tag can be fully represented by just the previous two
tags. This false assumption leads to tagging errors where syntactic features
are ignored that are needed for determining the identity of the tag at hand
but that fall outside of this range. But using longer n-grams tends to lead
to a less accurate model, as the probabilities associated with longer n-grams
become increasingly hard to estimate from training data.

An example of an error of this kind in tagging Dutch is related to finiteness
of verbs. This particular error is discussed in the next section and will be
used to explain the proposed approach to extending the model, as well as in

79
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training and testing of the resulting model. Other possible applications of
the proposed method include assignment of case in German, and assignment
of chunk tags in addition to part-of-speech tags. Both are briefly discussed
in section 5.4, and the chunking application is the topic of chapter 6.

5.1.1 A systematic error in tagging Dutch

In experiments on tagging Dutch text, performed in the context of chapter 4,
the most frequent type of error is a typical example of a mistake caused by
a lack of global context. In Dutch, the same word form is used for infinitives
and third person plural finite verbs. For example, vallen can be used as the
plural finite form in wij vallen (‘we fall’), and also as the infinitival form in
wij willen niet vallen (‘we don’t want to fall’). In example (1) the second
verb in the sentence, vallen, is incorrectly tagged as the finite plural form of
the verb, resulting in two finite verbs in the same clause.

(1) *Hij
He

hoorde/verb(past(sg))

heard
de
the

blikken
cans

vallen/verb(pl)

fall
.
.

In table 5.1 the five most frequent errors in a tagging experiment reported
on in section 5.3 are given. The two most frequent errors involve mixing up
the verb(inf) and verb(pl) tags.

freq assigned correct
159 verb(inf) verb(pl)
82 verb(pl) verb(inf)
68 proper name(both) 1-proper name(both)
57 proper name(both) noun(de,sg)
53 verb(psp) adjective(no e,adv)

Table 5.1: The five most frequent tagging errors (on a total of 3946
errors) using the standard tagging model in an experiment reported
on in section 5.3.

Since a clause normally contains precisely one finite verb, this mistake could
be reduced by remembering whether the finite verb for the current clause
has already occurred, and using this information in classifying a newly ob-
served verb as either finite or non-finite. The trigram tagger has normally
“forgotten” about any finite verb upon reaching a second verb.

One way of attempting to solve this tagging problem is to base the model
on very large n-grams and hope that it correctly models occurrences of finite
verbs and clause boundaries. However, the associated probabilities would be
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hard to estimate as most n-grams encountered in test data would not have
been seen previously in training data.

5.2 Extending the model

Instead of increasing the size of the model beyond practical limits by con-
sidering all information found in large n-grams, the model can be extended
with specific long-distance context information. Analogous to how sequences
of tags can be modeled as a probabilistic network of events, basing the prob-
ability of a tag on a number of preceding tags, we can also model specific
syntactic context. Figure 5.1 shows a fully interconnected network of pos-
sible context values C1...j. For the example problem presented in the previous
section, this network could consist of just two states: pre and post. In state
pre the finite verb for the current clause has not yet been seen, while in state
post it has. This context feature C, and its probability distribution, is to be
incorporated in the model.

C1 C2 • • • Cj

Figure 5.1: A network modeling transitions between j context val-
ues.

If the model is extended with global context, then global context has to
be part of the annotation of the training data from which model parameters
are estimated. The Alpino wide-coverage parser for Dutch [15] will be used to
automatically add the extra information to the data, as well as for assigning
POS tags. For the example concerning finite plural verbs and infinitives,
this means the parser labels every word in the sentence with one of the two
possible context values pre and post. When the parser encounters a root
clause (including imperative clauses and questions) or a subordinate clause
(including relative clauses), it assigns the context value pre. When a finite
verb is encountered, the value post is assigned. Past the end of a root
clause or subordinate clause the context is reset to the value used before the
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embedded clause began. In all other cases, the value assigned to the previous
position is continued. As an example, the annotation of example sentence
(2) is provided in table 5.2.

(2) Bestuursleden
Board members

van
of

Vitesse
Vitesse

zijn
are

niet
not

bedreigd
threatened

.

.
’Board members of Vitesse have not been threatened.’

word POS tag context value
Bestuursleden noun(het,pl) pre

van preposition(van) pre

Vitesse proper name pre

zijn verb(pl) post

niet adverb post

bedreigd verb(psp) post

. punct(punt) pre

Table 5.2: Example sentence (2) annotated with POS tags and
pre/post context values by Alpino.

In describing how the extra context information is added to the HMM,
we will first look at how the standard model for POS tagging is constructed.
Then the probability distribution on which the new model is based is intro-
duced. At this point a distinction is made between a naive approach where
the extra context is added to the model by extending the tagset, and a better
method where the context is added separately from the tags which results in
a much smaller increase in the number of parameters to be estimated from
the training data. For the standard model as well as the extended model,
factorizations and simplifying assumptions are given which lead to the final
probability distributions as they are used in POS tagging.

5.2.1 Standard model

In the standard second order HMM used for POS tagging (as introduced
in chapter 3 and as described for example in chapter 10.2 of [59]), a single
state corresponds to two POS tags, and the observed symbols are words.
The transitions between states are governed by probabilities that combine
the probabilities for state transitions (tag sequences ti−2, ti−1, ti) and output
of observed symbols (words wi):

P (ti, wi|ti−2, ti−1)
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In order to arrive at probabilities that can be estimated from training data,
two transformations are applied. First, the probability distribution over tags
and words is factorized into two separate distributions, using the chain rule
P (A, B|C) = P (A|C) · P (B|C, A):

P (ti, wi|ti−2, ti−1) =
P (ti|ti−2, ti−1) · P (wi|ti−2, ti−1, ti)

Second, the POS tagging assumption that the word only depends on the
current tag is applied:

P (ti, wi|ti−2, ti−1) ≈ P (ti|ti−2, ti−1) · P (wi|ti)

The number of parameters (or probabilities to be estimated) for this model
can be computed based on the size of the tagset, the size of the vocabulary
and the length of the n-grams used (which is three in the above case). This
amount can then later be compared to the number of parameters associated
with an extended model. If τ is the size of the tagset, ω the size of the
vocabulary, and n the length of the tag n-grams used, then the number of
parameters in this standard model is τn + τω.

5.2.2 Extended model

As a starting point in adding the extra feature to the model, the same prob-
ability distribution used as a basis for the standard model is used:

P (ti, wi|ti−2, ti−1)

Naive method: extending the tagset

The contextual information C with j possible values can be added to the
model by extending the set of tags, so that every tag t in the tagset is
replaced by a set of tags {tc1, tc2, . . . , tcj

}. As an example, table 5.3 shows
example sentence (2) annotated with tags to which context values pre and
post have been added.

If τ is the size of the original tagset, then the number of parameters in this
extended model is τnjn + τjω, the number of tag n-grams being multiplied
by eight in our example. An experiment is run to see how the model based on
the extended tagset performs, compared to the standard tagging model. The
training data used for both models is a year of the Dutch Parool newspaper,
amounting to 5.4 million words. The test data is a set of 3686 sentences from
the same newspaper that were not part of the training data. The results in
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word POS tag
Bestuursleden noun(het,pl)*pre
van preposition(van)*pre
Vitesse proper name*pre
zijn verb(pl)*post
niet adverb*post
bedreigd verb(psp)*post
. punct(punt)*pre

Table 5.3: Example sentence (2) annotated with POS tags to which
pre/post context information has been added.

table 5.4 show that, in comparison to the standard model, the increase in
the number of parameters associated with the model based on the extended
tagset (the “naive” model) leads to lower tagging accuracy.

Better method: adding context to states as a separate feature

In order to avoid the problem associated with the naive method described
above, a context feature may be added to the states of the model separately
from the tags. (The training data for this model would be annotated as
shown in table 5.2.) This way it is possible to combine probabilities from the
different distributions (tags, words and context) in an appropriate manner,
restricting the increase in the number of parameters. For example, it is
now stated that as far as the context feature is concerned, the model is
first order. The probabilities associated with state transitions are defined as
follows, where ci is the value of the new context feature at position i:

P (ti, wi, ci|ti−2, ti−1, ci−1)

As before, the probability distribution is factorized into separate distribu-
tions:

P (ti, wi, ci|ti−2, ti−1, ci−1) =
P (ti|ti−2, ti−1, ci−1) ·
P (ci|ti−2, ti−1, ci−1, ti) ·
P (wi|ti−2, ti−1, ci−1, ti, ci)

The same simplifying assumption made in the standard POS tagging model
that words only depend on the corresponding tag is applied, as well as the
assumption that the current context value only depends on the current tag
and the previous context value:
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P (ti, wi, ci|ti−2, ti−1, ci−1) ≈
P (ti|ti−2, ti−1, ci−1) ·
P (ci|ci−1, ti) ·
P (wi|ti)

The total numbers of parameters for this model is τnj+τj2 +τω. In the case
of the example problem this means the number of tag n-grams is multiplied
by two. Applying this model on the data set used in evaluating the naive ap-
proach, an accuracy is achieved that is higher than that of both the standard
and the naive model, as seen in table 5.4. The actual numbers of parameters
involved in this experiment, given in table 5.4, show that in practice the
difference in size between the naive and the better model is not as large as
predicted, since not all theoretically possible n-grams are encountered in real
data.

model accuracy parameter count

“better” 92.7% 832,611
standard 92.3% 736,716
“naive” 89.3% 922,663

Table 5.4: Tagging accuracies and parameter counts, comparing
the standard tagging model, the model based on the tagset ex-
tended with contextual information concerning the occurrence of
finite verbs (“naive”), and the extended model in which tags and
context labels are stored separately (“better”).

In the rest of this chapter, the extended model described in this paragraph
will be used. In section 5.3 the extended model will be compared more
extensively to the standard model on two different data sets.

5.3 Tagging experiment

A POS tagging experiment will be performed to compare the standard and
the extended tagging model. First the tagger will be described. The tagger
differs from the system used in the previous chapter in that now it has to
perform its own lexical analysis, which includes dealing with words that are
not in the lexicon. Then the experiment itself, executed on two different data
sets, is presented.
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5.3.1 Tagger

The trigram HMM tagger used in the experiments of section 5.3 computes
the a posteriori probability for every tag as described in chapter 4. This value
is composed of the forward and backward probability of the tag at hand as
defined in the forward-backward algorithm for HMM-training. This idea is
also described in [48] and [26].

Training of the tagger is done through inference. From text annotated
with POS tags and context labels the n-gram probabilities and lexical prob-
abilities needed by the model are estimated based on the frequencies of the
corresponding sequences.

A model that exclusively uses trigram information would suffer from the
sparse data problem as trigrams are encountered that were not seen during
training. Therefore the trigram data is combined with bigram and unigram
data. The probabilities of different orders are combined using linear inter-
polation, a method for smoothing probabilities. This technique has been
described in chapter 4. As described in that chapter as well, a very small
default probability is assigned to previously unseen combinations of words
and tags.

Unknown words

The POS tagger used in chapter 4 was supplied with a set of possible tags
for every word, produced by the parser’s lexical analysis component. In the
current chapter, the tagger is not used as a filter in the parser, but instead we
are interested in the task of POS tagging on its own, comparing two different
models. Therefore the tagger now is a stand-alone system in the sense that
it has to perform its own lexical analysis. The tagger uses a lexicon that has
been created from the training data to assign an initial set of possible tags
to every word.

Words that were not seen during training are not in the lexicon, so that
another method has to be used to assign initial tags to these unknown words.
As these cases often concern names, a heuristic is used that assigns all name
tags found in the tagset to unknown words that start with an uppercase
letter, and to sequences of such words. This heuristic ignores words at the
beginning of a sentence.

After this heuristic, a word may still be without tags. A technique de-
scribed and implemented by Jan Daciuk [34] is used to create automata for
associating unknown words with tags based on suffixes of those words. The
idea behind this method is that words that share the same POS tag will
also often have the same endings. As an example, if the word schommelstoel
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(rocking chair) would be unknown based on the lexicon, possible POS tags
could still be retrieved from the suffix automata based on the suffix stoel
(chair).

Two of these suffix automata are created, one containing all words from
the training data that start with an uppercase letter, the other automaton
containing all other words. This is motivated by the idea that classifica-
tion on suffixes will be less appropriate in the case of names; the inclusion of
names in the automaton could decrease its usefulness in assigning tags to nor-
mal words. Tests show that this division does increase performance slightly.
However, due to the particular implementation of the training process used
here, sentence boundary information is not available at the moment these
automata are created, and therefore all words at beginnings of sentences are
in this context considered names.

Although some attention has been paid to a proper treatment of unknown
words, the main point of this experiment is not to achieve the highest absolute
POS tagging accuracy, but rather to compare the two different models. In
principle, other and perhaps better methods can be implemented to deal with
unknown words, two of which are now mentioned.

Brill [19] describes a transformation-based unknown word tagger. The
transformations, based on eight transformation templates, refer to prefixes
as well as suffixes of words, among other features. Initially, either a noun or
a name tag is assigned based on capitalization of the unknown word. Then
the set of transformations, which has been learned previously from training
data, is applied.

Weischedel, Schwartz, Palmucci, Meteer and Ramshaw [101] present a
probabilistic model in which information on capitalization, word endings,
and hyphenation are combined, as follows, to compute the probability of an
unknown word wi being tagged with tag ti.

P (wi|ti) = P (unknown word|ti) ·
P (capitalization|ti) ·
P (endings, hyphenation|ti)

The computation of P (unknown word|ti) is not specified. A possibility is
to treat all words that occur only once in the training data as representatives
of the unknown word. Weischedel’s method as described up to this point
deals with smoothing of probabilities rather than lexical analysis; the set of
tags assigned to unknown word wi is the set of all open tags in the tagset,
and to these tags the above computation is applied. This is in contrast to
the method used in the tagger described here, where a more complicated
method of selecting possible tags is applied (the suffix automaton), followed
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by assignment of a small default probability for P (wi|ti) rather than using a
more informed method such as the above computation.

5.3.2 Method

An extended model was created featuring context information on the occur-
rence of the finite verb form. To test the effect of the additional information
being available in tagging, the tagger is used to assign tags to a set of sen-
tences first using the standard model and then using the extended model,
after which the results are compared in terms of tagging accuracy. The tag-
ger is instructed to keep only what it considers to be the best tag for every
word, so that accuracy results can be compared without having to consider
corresponding tagging ambiguity. The experiment is conducted with two dif-
ferent data sets. Differences between the data sets in the amount of training
data and the annotation used make this two distinct experiments.

5.3.3 Data

The first set consists of a large amount of Dutch newspaper text that was
annotated with POS tags by the Alpino parser. This is referred to as the
“Alpino” data. The automatic annotation was not manually corrected after-
wards and therefore might still contain errors. However, this approach makes
available an amount of training data that would be practically impossible to
create by hand. Training data for the Alpino experiment is four years of
daily newspaper text, amounting to about 2 million sentences (25 million
words). Test data is a collection of 3686 sentences (59 thousand words) from
the Dutch Parool newspaper. The data is annotated with a tagset consisting
of 2825 tags. The large size of the Alpino tagset is mainly due to a large
number of infrequent tags representing specific uses of prepositions.

The second and much smaller set of data is the written part of the Dutch
Eindhoven corpus [36] tagged with the Wotan tagset [11]. The complete
Eindhoven corpus also includes spoken language, and was composed in the
context of research on word frequencies in Dutch. The Wotan tagset was de-
signed on the basis of a descriptive grammar of Dutch, the Algemene Neder-
landse Spraakkunst [41], and in cooperation with potential users. The same
corpus was used in [92], therefore the second experiment will allow for a com-
parison of the results with previous work on tagging Dutch. This data will
be referred to as the “Wotan” data. In the Wotan experiment, 36 thousand
sentences (628 thousand words) are used for training, and 4176 sentences (72
thousand words) are used for testing. The Wotan data is annotated with a
tagset consisting of 345 tags (although a number of 341 is reported in [92]).
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For both sets the contextual information concerning finite verbs is added
to the training data by the Alpino parser in the manner described in sec-
tion 5.2. Due to restrictions on the available amount of memory, the parser
was not able to parse 265 of the 36 thousand sentences of Wotan training
data, which means these particular sentences (with an average length of 50
words) were not annotated with extra contextual data. As a result, not all
of the training data used in [92], 640 thousand words, could be used in the
Wotan experiment.

5.3.4 Results

Baseline method

To get an idea of the complexity of tagging text from the two different sources,
given the differences in tagsets and amount of training data, a baseline
method was used which consists of choosing for every word in the sentence
the tag that word was most often associated with in the training data. Thus
the baseline method is to tag each word w with a tag t such that P (t|w) is
maximized. Unknown words receive the tag that was most often assigned to
words that occurred only once in the training data. The baseline accuracies
are 85.9% on the Alpino data and 84.3% on the Wotan data.

“Alpino” experiment

The results on the Alpino data are shown in table 5.5. The extended model
does slightly better than the standard model in terms of tagging accuracy.
From the two accuracy scores, an overall error reduction rate is computed.
Applying the paired sign test indicates this improvement to be significant at
a confidence level of 99%. In table 5.6 and 5.7 the ten most frequent tagging
errors are listed for tagging using the standard and extended model respec-
tively. As shown in the bottom two rows of table 5.5, using the extended
model leads to a large reduction in the number of errors of the type where
the plural form is mixed up with the infinitival form of a verb.

“Wotan” experiment

The results on the Wotan data can be seen in table 5.8. The tagging accuracy
attained using the standard model is very similar to the 92.06% reported by
Van Halteren, Zavrel and Daelemans [92] who used the TnT trigram tagger
[17] on the same training and testing data. The overall error reduction rate
is lower than the one achieved on the Alpino data. It is still significant at a
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model standard extended

tagging accuracy 93.34% 93.62%
errors 3946 3779
error reduction 167 = 4.23%
pl/inf errors 241 (6.11%) 82 (2.17%)
pl/inf error reduction 159 = 65.98%

Table 5.5: Tagging results on Alpino data.

freq assigned correct
159 verb(inf) verb(pl)
82 verb(pl) verb(inf)
68 proper name(both) 1-proper name(both)
57 proper name(both) noun(de,sg)
53 verb(psp) adjective(no e,adv)
45 proper name(both) 2-proper name(both)
42 wkpro determiner pro(nparg,het) het noun
41 punct(ligg streep) skip
38 verb(inf) v noun
37 er adverb er noun

Table 5.6: Most frequent tagging mistakes on Alpino data, using
standard model.

99% confidence level. The reduction of errors of the type involving plural and
infinitive verb forms is also lower than in the case of the Alpino experiment.

5.3.5 Discussion of results

Extending the standard trigram tagging model with syntactical information
aimed at resolving the most frequent type of tagging error led to a consider-
able reduction of this type of error in stand-alone POS tagging experiments
on two different data sets. At the same time, other types of errors were also
reduced.

The relative error reduction for the specific type of error involving finite
and infinitive verb forms is almost twice as high in the case of the Alpino
data as in the case of the Wotan data (respectively 65.98% and 37.03%).
There are at least two possible explanations for this difference.

The first is a difference in tagsets. Although the Wotan tagset is much
smaller than the Alpino tagset, the Wotan tagset features a more detailed
treatment of verbs. For example, it differentiates between transitive and in-
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freq assigned correct
69 proper name(both) 1-proper name(both)
57 proper name(both) noun(de,sg)
53 verb(inf) verb(pl)
47 verb(psp) adjective(no e,adv)
45 proper name(both) 2-proper name(both)
42 punct(ligg streep) skip
41 wkpro determiner pro(nparg,het) het noun
37 verb(inf) v noun
37 er adverb er noun
36 adverb modal adverb

Table 5.7: Most frequent tagging mistakes on Alpino data, using
extended model.

model standard extended

tagging accuracy 92.05% 92.26%
errors 5715 5564
error reduction 151 = 2.64%
pl/inf errors 316 (5.53%) 199 (3.58%)
pl/inf error reduction 117 = 37.03%

Table 5.8: Tagging results on Wotan data.

transitive verbs. In the Alpino data, the plural finite verb forms and infinitive
verb forms are represented by two tags, verb(pl) and verb(inf). In the
Wotan data, they are represented by a total of 20 tags. An extended model
that predicts which of the two forms should be used in a given situation is
therefore more complex in the case of the Wotan data, and will more easily
lead to wrong predictions.

A further important difference between the two data sets is the avail-
able amount of training data (25 million words for the Alpino experiment
compared to 628 thousand words for the Wotan experiment). In general a
stochastic model such as the HMM will become more accurate when more
data is available from which probabilities can be estimated. To judge whether
tagging accuracy on the Wotan data would increase if more data were avail-
able, this experiment was repeated several times using different amounts of
training data. In figure 5.2, tagging accuracy is plotted against amount of
training data, both using the standard and the extended model. The slope of
the two lines suggest that more data would indeed lead to an improvement in
accuracy. The difference between the accuracies attained using the standard
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Figure 5.2: Tagging accuracy on Wotan data using different
amounts of training data.

and extended model shows a subtle increment as more data is used, which
suggests that the extended model would benefit more from extra data than
the standard model.

5.3.6 Using the model in the parser

The extended model was also used in the POS tag filter described in chapter 4
to see whether it would help increase parsing performance. Based on the
small increase in POS tagging accuracy, no large increase in parsing per-
formance was expected. An experiment was run on the whole of the Alpino
treebank, the results of which are in table 5.9. Here, items (representing
the number of chart edges created in parsing) is a figure related to parsing
efficiency; a smaller number of items means efficiency is higher. Using the
extended model leads to a small increase in parsing efficiency compared to
using the standard model.

The fact that there is only a small increase in efficiency, and not an
increase in accuracy, can be explained as follows. If the tagger using the
standard model incorrectly assigned the highest probability to verb(inf)

instead of to verb(pl), the latter option would still typically be assigned a
high probability. Using a threshold for removal of bad tags, in such cases both
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model parser accuracy items
extended 85.49% 1,738,628
standard 85.43% 1,792,523

Table 5.9: Parsing performance in terms of accuracy and number of
items when using the POS tag filter with respectively the standard
and the extended POS tagging model.

tags would survive, and the parser could still choose from both tags, usually
selecting the correct one. If the tagger uses the extended model, it is better
able to distinguish between the correct and the incorrect verb tag in a given
situation. With the incorrect tag being filtered out more often, accuracy will
not necessarily increase since the parser was already able to choose the right
tag using the filter with the standard model. However, efficiency will increase
since less time is spent evaluating the incorrect alternative.

5.4 Other applications

A related possible application of the technique described here concerns as-
signment of chunk tags. Chunking was first approached as a tagging task
in [72]. Typically chunk tags will be assigned on the basis of words and
their POS tags. It is thus assumed that a sequence of POS tags is already
available. An alternative approach is to use an extended model that assigns
chunk tags and POS tags simultaneously, as was done for finite verb occur-
rence and POS tags in this chapter. In this way, relations between POS tags
and chunk tags can be modeled in both directions. The use of the extended
model to do chunking is the topic of the next chapter.

Another possible application is tagging of German. Unlike Dutch, Ger-
man features different cases. For statistical taggers this can lead to problems,
as illustrated in [45] with example (3):

(3) Die
The

Frage
question

nach
about

der
the

Form
form

beantwortet
answers

er
he

dann
then

auch
also

so:
in this way

’He answers the question about the form in this way:’

It is pointed out that the TnT tagger wrongly assigns the nominative case
to die Frage, which should have received accusative case. In the end result,
both die Frage and er are assigned nominative, while the combination of two
nominatives is unlikely when compared with the more typical combination
of nominative and accusative. The preference for just one assignment of the
nominative case, perhaps also in relation to occurrences of the accusative,
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might be learned by including case information in the model.
The technique described in this chapter was applied to a problem that

required storing only a single contextual feature that could take on two values.
The other possible applications described above are of the same nature in
that they concern a single feature with just two or three values. If more
than one feature is required, this can be implemented by combining different
features into one feature through concatenation. For example, two features
x and y each ranging over the two values a and b would be implemented as a
single feature xy with the four possible values aa, ab, ba and bb. In practice
the increase in parameters would limit the number of features (as well as
the number of different feature values) that can be added in this way, and it
would have to be investigated empirically to what extend a particular type
and amount of contextual information is still beneficial.

5.5 Other work on extending n-gram models

In the context of n-gram language models, several techniques aimed at ex-
tending the standard trigram model have been discussed in the literature.
These are briefly presented below. The language models under consideration
are those used to find the probability of a sequence of words, defining the
probability of a given word as P (w|h), the probability of a word w given a
history h. Such models are used for example in speech recognition.

As described at the beginning of this chapter, a trigram model only uses
the immediate context of a word w in predicting it; words that occurred
further back in history may however often be of use in predicting w. Based
on this idea, Rosenfeld [78] describes the use of trigger pairs. A trigger
pair A → B describes the idea that an occurrence of word A triggers an
occurrence of word B later on. Rosenfeld describes a method of deciding
which trigger pairs to use by computing their benefit. A trigger pair A → B
becomes more beneficial as A is a better predictor for B, and as the two
words become more common in the test data. Rosenfeld combines trigger
models and n-gram models using a Maximum Entropy approach. The topic
of word trigger pairs is also addressed in [85].

Goodman [43] describes the techniques of caching, clustering, higher order
n-grams, skipping models, and sentence mixture models.

Caching is based on the idea that a word used by the speaker has a good
chance of occurring again in the nearby future. A cache model is derived
from recently used words and interpolated with the standard language model,
improving upon the standard model.

Clustering means combining words into classes to decrease the problem
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of sparse data, as illustrated with the example that knowing that Tuesday
is a weekday can help in predicting this word in situations where words for
weekdays typically occur, based on statistical information on the occurrences
of other words from the same class.

On the use of higher-order n-grams, Goodman reports significant im-
provements in moving from trigram to 5-gram models. It is also mentioned
that in practice, the move to 5-gram models is often impractical due to the
increased memory requirements.

Normally, a trigram model models the probability of a word wi as
P (wi|wi−2, wi−1). The idea applied in skipping models is to skip one or
more words in the context of wi, and to use for example the probability
P (wi|wi−3, wi−2) instead. In cases where a syntactic construction renders
word wi−1 unimportant in predicting wi and words wi−3 and wi−2 all the
more important, use of this model is benificial.

A final technique discussed by Goodman is the use of sentence-mixture
models. Here, instead of creating one big n-gram model based on the whole of
the trainingdata, separate models are constructed based on sets of sentences
of the same type, leading to an increase in performance. Goodman gives an
example where sentences are divided into types based on the general topics
of the texts they appear in.

Hunter and Huckvale [47] describe the caching, clustering, and trigger
pairs techniques in the context of modeling dialogue text. They conclude
that with this type of data, caching and clustering are more appropriate
than the trigger pairs method, which does not perform well.

The technique described in the current chapter is comparable to the gen-
eral idea of trigger pairs. In our case, an interesting trigger pair was manually
selected by analysing tagging errors. In the work of Rosenfeld it is automatic-
ally decided which trigger pairs are to be used. This more advanced approach
as well as the other techniques mentioned above, while not further invest-
igated in this chapter, may well be of use in improving upon the approach
described here.

5.6 Conclusion

In this chapter we presented how the HMM for POS tagging can be extended
with global contextual information without increasing the number of para-
meters beyond practical limits. In two tagging experiments, using a model
extended with a binary feature concerning the occurrence of finite verb forms
instead of the standard model resulted in improved tagging accuracy. The
annotation of the training data with context labels was acquired automat-
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ically through the use of a wide-coverage parser. Using the extended model
in the POS tag filter described in chapter 4 resulted in a small increase in
parsing performance relatively to using the filter with the standard model.



Chapter 6

Reducing structural ambiguity
using a chunker

In chapter 4 an HMM was inferred from a corpus labeled with POS tags
by the parser, and this HMM was subsequently used in a tagger to function
as a POS tag filter at the early stages of parsing. Lexical ambiguity was
thus reduced based on tagging preferences expressed by the parser itself,
before full parsing took place. Looking at full parsing, an important type of
ambiguity, in addition to the lexical type, is structural ambiguity; the parser
has to decide which words are to be grouped together to form a plausible
parse of the sentence. In a setup similar to the one used in chapter 4, the
current chapter will present a method to reduce structural ambiguity based
on a model inferred from parser-annotated data.

The technique used is that of chunking, which, in the context of language
processing, is a form of shallow parsing. Techniques implementing shallow
parsing aim at assigning low-level syntactic structure to an input sentence
without attempting to combine those structures into phrases at a higher
level as is done in full parsing. Depending on the task at hand, full parsing
may return either too much or too little information [44]. In such cases,
of which information retrieval, information extraction and tasks related to
spoken language are typical examples, shallow parsing can provide exactly
the information that is needed. Shallow parsing can also be used as a way of
supporting a full-parsing system in order to reduce ambiguity and increase
robustness.

In the approach described here, a statistical chunker is trained on data
annotated by the parser with POS tags and chunk information. The chunker
is then used to assign chunk structure to new input sentences, in the form
of brackets that indicate where chunks begin and end. These bracketed
sentences are used as input to the parser, and the parser will take the brackets

97
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into account during parsing: the parser is forced to start and end syntactic
phrases (of a type related to the type of chunk brackets used) at opening and
closing brackets respectively. In this manner the number of possible parses
is reduced.

The idea is motivated by the same technique already being used in in-
teractive parsing using the Alpino parser, in the context of semi-automatic
construction of a treebank [90]. In the interactive case, upon supplying the
parser with an input sentence, the user can also add brackets in order to
guide the parser in the direction of the particular analysis the user has in
mind. While the interactive version allows for different kinds of brackets to
be used, the automatic variant will only use brackets related to noun phrases.

It was mentioned in [66] that a variety of chunking methods did not
outperform the advanced statistical parsers of [25] and [33]. However, it can
be shown that the kind of structural information introduced above can help to
make a parser more efficient. In table 6.1, parsing efficiency and accuracy are
shown for parsing a set of sentences, first without brackets, then annotated
with NP-related brackets as they would be used by the parser in what it
believes to be the best analysis of these sentences. With these brackets
available from the start there is an increase in efficiency, while accuracy does
not drop. The full experiment is reported on in section 6.5.4, and the type
of chunk to which this applies is introduced in section 6.5.1.

parsing time (msec) parsing accuracy

bracketed sentences 3338 87.60%
normal sentences 4449 87.52%

Table 6.1: Parsing efficiency (in average number of milliseconds
needed per sentence) and parsing accuracy, for sentences with NP-
related brackets previously assigned by the parser, and without
brackets, respectively.

In the next section, the idea of chunking will be explained in more detail.
In the rest of the chapter, different ways of implementing chunking using a
HMM tagger are presented. One of the models used is the extended model
presented in chapter 5. This time however, the extra context added to the
model concerns chunks. It is tested whether the combination of POS tagging
and chunking information in one and the same model has a positive effect on
chunking accuracy. Analogous to how POS tagging was used to reduce lexical
ambiguity for the parser, it will then be examined how chunk bracketing is
used to reduce structural ambiguity for the parser.
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6.1 Chunking

Chunking constitutes a shallow analysis of a sentence, grouping adjacent
words into chunks. Chunks are defined as non-overlapping and non-recursive
groups of words. After a chunking process has been applied to a sentence, not
all words in the sentence are necessarily part of a chunk. A classification into
different types of chunks can be made based on the types of syntactic phrases
described by the grammar. For instance, the types of chunks that are often of
interest are NP chunks and VP chunks. In chunking terminology, these non-
recursive phrases are called baseNPs and baseVPs respectively. Of these two,
only the baseNPs will be addressed in the work presented here. BaseNPs can
be defined more precisely as non-recursive NPs from which post-modifiers are
excluded. In example (1) baseNPs have been marked using brackets.

(1) [De
[The

eend]
duck]

landde
landed

op
on

[het
[the

dak]
roof]

van
of

[de
[the

boerderij]
farmhouse]

Church [31] describes a way of marking simple noun phrases by inserting
brackets between words based on the probabilities of inserting opening and
closing brackets between the different parts of speech. Using these probabil-
ities and given a sequence of POS tags, all possible non-recursive bracketings
are considered and scored.

Abney [1] suggested that analyzing the structure of a sentence on the
level of chunks can be useful as a first step in full parsing. The general idea
is that the chunking step is applied as a means of reducing the workload for
a more powerful form of parsing that is applied afterwards. The technique
used for chunking is assumed to be relatively cheap compared to the full
parsing machinery, but sufficiently accurate at its low level task to provide
the next step in the process with reliable input. Abney describes an approach
in which the two components in this setup are a chunker and an attacher.
The chunker is applied first and finds the separate chunks, after which the
attacher is used to combine chunks into sentences by attaching their parse
tree fragments to each other.

6.2 Chunking as tagging

Up to this point chunking has been presented as the grouping of words by
inserting opening and closing brackets in the sentence. Ramshaw and Marcus
[72] formulated chunking as a tagging problem, where chunks are indicated
by assigning chunk tags to the words themselves. In the simplest case these
chunk tags indicate whether a word is inside or outside of a chunk. Ramshaw
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and Marcus mention that the advantage of this approach is that it does not
have to deal with ensuring that opening and closing brackets match. An
additional advantage is that methods for POS tagging can now be used for
chunking. In [88], four ways of representing chunks using tags are identified
under the names IOB1, IOB2, IOE1 and IOE2. The chunk tags I, O, B and
E indicate whether a word is inside of a chunk (I), outside of a chunk (O),
at the beginning of a chunk (B), or at the end of a chunk (E), respectively.
IOB1 is the method used by Ramshaw and Marcus. It uses a B to denote
the beginning of a chunk only when this is necessary to separate the chunk
from an adjacent chunk to its left. IOB2, as used for example in [73], always
uses a B at the beginning of a chunk. IOE1 and IOE2 correspond to IOB1
and IOB2 respectively, but they explicitly mark the end of a chunk instead
of the beginning.

De jongen gaf het meisje een bloem .
The boy gave the girl a flower .

IOB1 I I O I I B I O
IOB2 B I O B I B I O
IOE1 I I O I E I I O
IOE2 I E O I E I E O

Table 6.2: Example of a sentence to which chunk tags have been
assigned according to the four different tagging schemes.

Table 6.2 shows these four tagging schemes being applied to a sentence. It
can be argued that the IOB2 and IOE2 approaches are less ambiguous than
the other methods as the same sequence of words will always receive the same
sequence of chunk tags regardless of its context. In this work both the IOB1
and IOB2 tagging schemes will be used.

6.3 Different methods

Using a chunk tagging approach, the POS tagger introduced in chapter 4
can be used to label chunks. A number of techniques can be differentiated
based on whether the chunks tags are assigned in a single step or following
POS tag assignment, and on the nature of the chunk tags themselves. The
four methods that are investigated in this chapter are called naive two-step,
extended two-step, naive combined, and combined, and are summarized in
table 6.3. In section 6.4 these methods will be compared in performing
baseNP chunking.
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naive two-step word → POS → chunktag
extended two-step word → POS → chunktag POS
naive combined word → chunktag POS
combined word → chunktag, POS

Table 6.3: Four different ways of using the tagger to do chunk tag-
ging. The underscore is used to represent concatenation of two tags,
while the comma indicates that two separate tags are produced.

6.3.1 Naive two-step

This method entails two applications of the tagger. First the tagger is used
with a normal POS tagging model on input sentences consisting of words.
In the second step, the sequences of POS tags resulting from the first step
are the input to the tagger, and chunk tags are assigned to the POS tags.
An example is given in table 6.4, showing how the sentence in example (2)
is tagged with baseNP chunk tags in two steps. The same example sentence
will be used in the descriptions of the other methods.

(2) Controle
Inspection

op
on

de
the

naleving
compliance

is
is

een
a

zaak
matter

van
of

het
the

rijk
state

’Checking for compliance is a state matter’

Controle op de naleving is een zaak van het rijk
↓

tagger assigning POS tags to words

↓
noun prep det noun verb det noun prep det noun

↓
tagger assigning chunk tags to POS tags

↓
B O B I O B I O B I

Table 6.4: A chunking example using the naive two-step method;
the boxes show tagger input and output.

6.3.2 Extended two-step

In the second step of the naive two-step method, chunk tags are assigned to
POS tags. Typically the set of chunk tags used in tagging as chunking is
small. As a result, the model used will contain information on only a small
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number of different chunk tag n-grams. It will be shown that better chunk
tagging results can be attained by extending the chunk tagset so that each
tag also contains the POS tag to which the chunk tag was assigned in the
training data. Thus, in the second step the POS tags are being tagged with
tags that are concatenations of POS tags and chunk tags. An example is
given in table 6.5. After tagging, the assigned tags are decomposed, leaving
just the chunk tag part.

Controle op de naleving is een zaak ...
↓

tagger assigning POS tags to words

↓
noun prep det noun verb det noun ...

↓
tagger assigning concatenated chunk tags and POS tags to POS tags

↓
B noun O prep B det I noun O verb B det I noun ...

Table 6.5: A chunking example using the extended two-step
method.

6.3.3 Naive combined

As opposed to the above two methods, the next two will assign POS tags
and chunk tags in a single round of tagging. In the naive combined method,
this will be implemented by using a tagset that consists of concatenations of
chunk tags and POS tags. The combined tags are assigned to the words in the
input sentence, as shown in table 6.6, after which the tags are decomposed
so that only the chunk tag part remains.

Controle op de naleving is een zaak ...
↓

tagger assigning concatenated chunk tags and POS tags to words

↓
B noun O prep B det I noun O verb B det I noun ...

Table 6.6: A chunking example using the naive combined method.
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6.3.4 Combined

In chapter 5 it was described how increasing the size of the tagset in the
manner described for the naive combined method leads to an increase in
the size of the HMM that can be avoided, to a certain extent, by adding
the information to the states of the HMM separately from the tags. Since
the different types of information are stored separately this allows for the
definition of a model that is most appropriate for the task at hand, where
relations between elements that are considered irrelevant are avoided. The
combined method is an application of the same idea to chunking: the states
in the extended HMM represent combinations of POS tags, chunk tags and
observed words. Tagging using this HMM proceeds as normal, except that
the extra chunk information is also used. In the final stage of tagging, the
chunk tags instead of the POS tags are sorted on their probability, and the
best chunk tag is selected. An example is provided in table 6.7. The bottom
row of the table shows that separate POS tags and chunk tags are assigned
to the input sentence.

Controle op de naleving is een zaak van het rijk
↓

tagger assigning POS tags and chunk tags to words

↓
noun prep det noun verb det noun prep det noun
B O B I O B I O B I

Table 6.7: A chunking example using the combined method.

The extended model

While the two-step methods and the naive combined method use the standard
POS tagging model on a modified tagset, the combined method uses the
extended model described in chapter 5. Chunk tags are added to the HMM
for POS tagging as contextual information in the same way information was
added to predict finiteness of verbs. That is, the same model is used, but
the extra contextual information takes the form of chunk tags. Here this
extended POS tagging model is repeated as equation 6.1, in which the ti, wi,
and ci variables denote respectively the POS tag, word, and chunk tag at
position i.
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P (ti, wi, ci|ti−2, ti−1, ci−1) ≈
P (ti|ti−2, ti−1, ci−1) ·
P (ci|ci−1, ti) ·
P (wi|ti)

(6.1)

In this model, the following simplifying assumptions are made: the current
POS tag depends only on the two previous POS tags and the previous chunk
tag, the current chunk tag depends only on the previous chunk tag and the
current POS tag, and the current word only depends on the current POS tag.
Different assumptions could be made that lead to other plausible models.

6.4 Combined tagging and chunking

The extended model described in section 6.3.4, used in the combined method,
combines information about POS tags and chunk tags. In section 6.4.1 an
experiment is conducted to see whether including the chunk information in
the model decreases POS tagging accuracy.

In section 6.4.2 the four chunking methods are used to assign baseNP
chunk tags. This experiment will be performed on a standard data set based
on the Wall Street Journal corpus, in order to compare the results with
previous work on baseNP recognition.

6.4.1 POS tagging

In chapter 5 it was shown how adding extra context to the model in a naive
way increased its complexity in such a way that performance decreased. The
proposed alternative method did not cause a decrease in POS tagging accur-
acy. An experiment is conducted to validate the expectation that extending
the model in the same way with context information related to baseNPs does
not decreases POS tagging accuracy, compared to the standard model.

Method and data

The extended model (displayed in equation 6.1) is inferred from training
data using frequency counts. The tagger, using this model, is applied to a
set of test sentences. Smoothing of n-gram probabilities and treatment of
unknown words is performed as explained in chapter 4 (section 4.4.3) and
chapter 5 (section 5.3.1) respectively. The input to the tagger consists of just
the words; POS tags and chunk tags as assigned by Alpino are considered
the correct taggings and are used to compute the accuracy of the tagger
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afterwards. In the case of this experiment, the accuracy attained on the
POS tags is computed. The standard tagging model is trained on the same
data (except that context information is not used) and applied to the same
test sentences. In both cases, the tagger assigns a single POS tag to each
word in the test sentences.

The data used spans the year 2002 of the Dutch daily newspaper Parool.
However, in this experiment as well as in the experiments in the rest of the
chapter, only sentences of a length up to 20 words are used in training. Train-
ing data is 558,377 sentences (8.4 million words), test data is 500 sentences
(7750 words). The data consists of sentences labeled with POS tags and
chunk tags. The chunk tags are of the IOB2 type, described in section 6.2,
and concern only baseNPs. POS tags as well as chunk tags are assigned to
the newspaper text by the Alpino parser.

Results

The results are given in table 6.8. Using the relatively weak unigram model,
the chunk information increases POS tagging accuracy. As higher order mod-
els are used, this increase disappears, but no significant decrease in accuracy
is observed. It can be concluded that the added complexity caused by in-
cluding chunk information in the unigram, bigram, and trigram models does
not decrease their accuracy in modeling sequences of POS tags.

model standard extended

unigram accuracy 84.79% 86.21%
bigram accuracy 91.74% 91.78%
trigram accuracy 92.39% 92.32%

Table 6.8: POS tagging results using the standard model and the
model to which a separate chunk feature has been added as in
equation 6.1.

6.4.2 BaseNP chunking

In order to compare the described chunking methods to previous work,
baseNP chunking experiments are run using a standard data set made up
of Wall Street Journal (WSJ) data.
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Method and data

In the combined method, tagging will proceed as normal, as described in
section 6.4.1, using the extended model. However, what is extracted at the
end is not the best POS tag for every word but the best chunk tag. As
described in chapter 4, the tagger does not explicitly compute the most
likely sequence of tags, but rather the most likely tag at each position in the
sentence. The probability of an individual tag is computed as a combination
of the forward and backward probabilities for the states in the trellis (a two
dimensional structure representing HMM states through time) that represent
that tag. In chunking, instead of combining states that represent the same
POS tag, states representing the same chunk tag are combined. Based on
their forward-backward values, the chunk tags are ranked from most probable
to least probable. In the experiment at hand, the single best chunk tag is
selected.

The naive combined approach is similar to normal POS tagging, except
that the tags are composed of POS tags and chunk tags.

In the two-step methods, as a first step POS tags are assigned to the
words in the input sentence. In the second step, chunk tags are assigned
based on the POS tags. Both steps can be performed by the tagger: in
the second step, the tagger will use a modified POS tagging model in which
chunk tags play the role of POS tags, and POS tags play the role of words.
The extended two-step method differs from the naive two-step method in
that the chunk tags used are composed of chunk tags (out of the IOB set)
and POS tags. As with POS tagging, a lexicon stating which chunk tags (or
extended chunk tags) were used for a given POS tag is constructed based on
the training data. In the case of the naive two-step method, all chunk tags
will be assigned if a POS tag is not in the lexicon; this is feasible in this
particular approach because of the small size of the set of chunk tags. In the
case of the extended two-step method, a set of tags associated with names
will be assigned, as a safety measure to ensure that tagging can continue, if a
POS tag is not in the lexicon; in practice these measures are never necessary
as all POS tags will normally have been seen in the training data.

After chunk tags have been assigned, the chunks themselves can be straight-
forwardly derived by translating pairs of chunk tags into opening and closing
brackets that designate the start and end of a chunk respectively. In as-
signing brackets, it is typically important to ensure that opening and closing
brackets match. In the case of deriving brackets from IOB tags, this is not a
problem: the tags indicate which sequences of words are chunks, and brackets
can simply be placed around these sequences, always resulting in matching
pairs. An example is provided in table 6.9. For instance, the OB tag se-



6.4. Combined tagging and chunking 107

quence assigned to the words op de (“on the”) is translated into an opening
bracket between these two words; a B following an O indicates the start of a
chunk. The tag sequence IO provides the corresponding closing bracket. (An
overview of which pairs of tags lead to which brackets is given in table 6.13.)

1. Controle op de naleving is een zaak van het rijk .
2. B O B I O B I O B I O

3. [ ] [ ] [ ] [ ]

4. [Controle] op [de naleving] is [een zaak] van [het rijk].

Table 6.9: Example showing how chunk brackets are assigned to a
sentence through tagging with IOB tags.

The data used is the same data used by Ramshaw and Marcus [72] which
has become a standard data set for the baseNP recognition task. The data
consists of sections of the Wall Street Journal corpus: sections 15-18 are
used for training (8,936 sentences, 212 thousand words) and section 20 is
used for testing (2,012 sentences, 47 thousand words). The data contains the
words, POS tags and IOB1 tags. The POS tags have been assigned using
the Brill tagger [18]. This means that in performing the two-step approach
to chunking, the first step, in which POS tags are assigned, has already been
done.

Since the POS tags in the Ramshaw and Marcus data have been assigned
using the Brill tagger, they are not necessarily correct. Although training
the different models on the correct POS data would be more appropriate,
the fact that in other research results have been attained on this particular
data set is why this data is used here.

Results

Results are computed in terms of precision and recall attained in recognizing
baseNP chunks. In addition, the F-score [97] is derived which combines
precision and recall according to the following formula: F = 2 · precision ·
recall/(recall + precision). The results are presented in table 6.10.

The baseline result at the bottom of table 6.10 is achieved by assigning
to each POS tag the chunk tag that was most often associated with that
POS tag in the training data. The naive two-step method performs only
slightly better than the baseline. This low performance can be ascribed to
the small set of chunk tags being used; in the second step of the naive two-
step method, in which chunk tags are assigned to POS tags, the probabilities
used by the tagger will be associated with just the small set of possible
n-grams as constructed out of the tags I, O and B. This information is too
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method precision recall F-score

extended two-step 91.56% 91.17% 91.36
naive combined 89.47% 89.81% 89.64
combined 86.48% 86.06% 86.27
naive two-step 79.11% 82.56% 80.80
baseline 78.20% 81.87% 79.99

Table 6.10: BaseNP recognition results on the WSJ data in terms
of precision, recall and F-score, comparing the four approaches to
chunking.

coarse to do precise tagging. If the chunks are extended with the POS tags to
which they were assigned in the training data, more information is contained
in the model and chunking results increase: the extended two-step method
performed best of all four methods.

The combined method actually performs worse than the naive combined
method. In chapter 5, the use of the contextual feature in the HMM was
presented as a means of remembering a certain aspect of the clause being
analyzed from one moment to the next; in chunking, the type of chunk tag
to be assigned to a given position in the sentence may be more dependent
on local context, and to a lesser extent a case of remembering sentence-wide
information. The naive model does not assume a particular relation between
the chunk tags, POS tags and words as much as the combined model.

Although the “chunking as tagging” approach allows for the use of a POS
tagging HMM to do chunking, many other techniques have been tested on
the same data. Ramshaw and Marcus [72] report an F-score of 92.0 using
transformation-based learning. Kudo and Matsumoto [54] achieve an F-score
of 94.22 using support vector machines, which is the best published result on
this data. In work using system combination, where the output of different
chunking systems is combined, F-scores of between 93 and 94 are reported
[87, 86, 91].

Results on the IOB tags. Using the same data, the results were evaluated
in terms of accuracy attained on the IOB chunk tags themselves, instead of
on the chunks they imply. The results are in table 6.11 and reflect the same
pattern as seen in the results measured on chunks. Ramshaw and Marcus,
using transformation-based learning, report an IOB tag accuracy of 97.4%.
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method accuracy

extended two-step 97.28%
naive combined 96.58%
combined 95.67%
naive two-step (bigram model) 94.66%
baseline 94.48%

Table 6.11: Tagging accuracy for baseNP IOB tags on the WSJ
data, comparing the four approaches to chunking.

6.5 Reducing structural ambiguity

In chapter 4 an HMM trained on POS tagged data created by the parser
was used to reduce lexical ambiguity in parsing new sentences. In a similar
setup, the goal will now be to reduce structural ambiguity. The parser is
used to assign both POS tags and noun phrase chunk structure to a large
amount of text. From this labeled corpus, the model required by one of the
chunking methods described in section 6.3 is inferred. Such a model can be
seen as a finite-state approximation of the parser’s definition of noun phrase
chunks. Next, the model is used in the tagger to assign chunk brackets to the
input sentences using the selected method. In parsing a bracketed sentence,
the parser is forced to start or end an NP at positions in the sentence that
contain respectively an opening or closing bracket.

Although the tagger, using the IOB tagging scheme, indicates complete
chunks and thus both their opening and closing brackets, in this setup the
interest will be in individual brackets. The boundaries detected by the tagger
will be used to restrict the possibilities of the parser, therefore a high level of
bracketing precision needs to be ensured in order to avoid ruling out correct
analyses. Since the tagger can assign different probabilities to the opening
and closing bracket of one and the same chunk (as described in more detail
in section 6.5.2), one may leave out one bracket independently of the other.
The parser has been modified to deal with unmatching brackets in the input
sentence.

6.5.1 Chunk data useful to the parser

Previous experiments concerned baseNPs. However, the parser does not work
with baseNPs, but with normal NPs. Therefore the “chunks” considered in
this application are complete NPs that do not contain other NPs. This
type of NP will be referred to as innermost NP. An example sentence from
section 6.1 has been repeated here as example (3), but this time only the
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innermost NPs are marked.

(3) [De
[The

eend]
duck]

landde
landed

op
on

het
the

dak
roof

van
of

[de
[the

boerderij]
farmhouse]

In this example, the phrase het dak (“the roof”) is not marked as an innermost
NP, since it is only the beginning of the complete NP. A test in assigning
IOB2 tags for innermost NPs was run to see if using the different chunk
type leads to different results compared to the baseNP experiments. Data in
this experiment was the year 1999 of the Parool newspaper with POS tags
and IOB tags for innermost NPs assigned by Alpino. The amount of training
data is 574,917 sentences (9.0 million words), while test data is 500 sentences
(8160 words).

The results are displayed in table 6.12 and are similar to those reported for
baseNP tagging accuracy on WSJ data in section 6.4.2, as far as the relative
performance of the different methods is concerned. In absolute terms the
results on the innermost NP tags are lower, but since these are tests on
different data sets this comparison is likely to be influenced by amounts of
training data used and characteristics of the texts involved, in addition to the
difference in chunk type. The baseline accuracy is considerably lower in this
experiment, and the naive two-step method again offers limited improvement
with respect to the baseline.

method accuracy

extended two-step 95.54%
naive combined 93.66%
combined 93.19%
naive two-step 84.01%
baseline 81.37%

Table 6.12: Tagging accuracy for innermost NP IOB tags on Parool
data, comparing the four approaches to chunking.

6.5.2 Assigning brackets based on IOB2 tags

In previous experiments, the tagger was instructed to assign only a single
chunk tag to every position in the sentence. Chunk brackets are then straight-
forwardly derived from the chunk tag sequences. However, this time the aim
is to compute the probabilities of individual brackets, for which the probab-
ilities of all chunk tags at the relevant positions in the sentence have to be
taken into account.
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In order to express the probabilities of brackets in terms of the probabil-
ities of chunk tags, the fact that opening and closing brackets are associated
with specific IOB tag pairs is used. The associations are listed in table 6.13.
For example, in the first row of the table an O followed by a B is associated
with an opening bracket between these two sentence positions. The event
of not having a bracket between two adjacent positions is also associated
with certain IOB tag pairs, and is represented in the table as the underscore
symbol ( ). It should be pointed out that the function from IOB tag pairs to
brackets also takes the OI pair into account, which can be produced by the
tagger even though it is strictly speaking not a correct IOB2 sequence.

OI [

OB [

IO ]

BO ]

IB ][

BB ][

II

OO

BI

Table 6.13: Associating IOB tag pairs with opening and closing
brackets.

After having computed the probabilities for all individual IOB tags at
two adjacent positions in the sentence, probabilities of sequences of two tags
are computed by multiplying separate tag probabilities. The probabilities
of pairs of tags are then combined to compute the probabilities of brackets
between the two adjacent positions: the probability of a particular type of
bracket between positions i and i+1 is the sum of the probabilities of all pairs
of IOB tags ti, ti+1 that are associated with that type of bracket according to
table 6.13, as shown for the different types of brackets in the following four
equations.

P ([) = P (OI) + P (OB) (6.2)

P (]) = P (IO) + P (BO) (6.3)

P (][) = P (IB) + P (BB) (6.4)

P ( ) = P (II) + P (OO) + P (BI) (6.5)

The four bracketing options are ranked by their probability and the most
likely option is selected. In ranking, the probability of the event that no
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bracket is assigned receives an extra weight τ . (After applying the extra
weight, the probabilities do not need to be normalized, since we are only
interested in the ranking and not in the probabilities themselves.) Varying
the weight τ leads to different trade-offs in precision and recall. For instance,
a large value for τ means the probability for “no bracket” becomes higher,
leading to lower recall and higher precision. In this application interest is
specifically in precision since the parser should not be hindered by too many
incorrect brackets. For a given position the bracket b is selected as in equa-
tion 6.7 from the set B defined in equation 6.6. (In equation 6.7, probabilities
are multiplied with a factor ωx that is computed in equation 6.8.)

B = {[ , ] , , ][} (6.6)

b = argmax
x∈B

P (x)ωx (6.7)

ωx =

{

1, if x 6=

τ, if x =
(6.8)

In the above approach, a closing bracket immediately followed by an
opening bracket (][) is treated as a separate case. Before deciding on this
approach, a strategy was tried in which opening and closing brackets were
assigned independently by comparing each of them to “no bracket”. However,
this would often lead to an incorrect assignment of both brackets at the
same time. For instance, if an opening bracket is likely, then “no bracket”
is unlikely: as a side-effect, the probability of the closing bracket may end
up slightly above the probability of “no bracket” and a closing bracket is
incorrectly assigned. This problem is avoided by treating the occurrence of
two brackets as a separate case.

6.5.3 Stand-alone innermost NP bracketing

Method and data

In order to see the effect on precision and recall when varying τ , a stand-alone
experiment is run. The tagger is used to assign innermost NP brackets to a
sentence after which these are compared to the brackets that were assigned
to the same data by Alpino. The data used is the year 1999 of the Parool
newspaper to which POS tags and innermost NP brackets have been assigned
using Alpino. The same data was used in section 6.5.1; training data is
574,917 sentences (9.0 million words) and test data is 500 sentences (8160
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words). In this experiment the naive two-step method, which achieved low
accuracy on the IOB tags, was not considered.

Results

The results in terms of precision for different levels of recall are shown in
figure 6.1. The results were attained by using different values for τ : the
points on the right side of the graph, corresponding to high recall rates,
were produced with low values for τ , making it easier for brackets to be
added. The combined model offers the highest precision for a recall of up to
about 70%; for higher recall rates the extended two-step method offers higher
precision. The naive combined model is clearly performing worse than the
other methods.
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Figure 6.1: Levels of precision attained for different levels of re-
call in recognizing innermost NP brackets, comparing three chunk
tagging methods.

On the left hand side of the graph, lower recall rates can be seen to
correspond to lower precision rates in the case of the naive combined and the
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extended two-step method, where one would expect to see higher precision
rates as only the brackets survive that are assigned very high probabilities.
Although it is not completely clear why this unexpected behavior occurs, it
is probably related to the following problem. In the case of the extended
two-step method and the naive combined method, the different information
sources (chunk tags and POS tags) have been combined into one type of
n-gram. After tagging a word, it is often the case that no information is
available for one or more of the IOB tags, as no tag containing the particular
IOB tag was assigned to that word.

An example is given in table 6.14, showing how the naive combined
method can lead to a chunk tag being left out if this tag was not seen to-
gether with the word and POS tag(s) at hand in the training data. This is to
be compared with table 6.15, which shows that in the case of the combined
method, all three chunk tags are always present as the three possible context
values.

wi−1 wi wi+1

. . . O tag1 . . .
I tag1

Table 6.14: Example of tag assignment for the naive combined
method: chunk tag B was not seen together with POS tag tag1

and word wi in the training data, and therefore there is no tag
B tag1, leaving chunk tag B unrepresented.

wi−1 wi wi+1

. . . O,tag1 . . .
I,tag1

B,tag1

Table 6.15: Example of tag assignment for the combined method:
even though chunk tag B was never seen together with POS tag
tag1 and word wi, B is still considered as one of the three possible
context values.

Smoothing of bracket probabilities involving a missing IOB tag is per-
formed by using a default low probability for the missing tag. (This probab-
ility was determined by inspecting probabilities assigned in tagging a separate
test set, and selecting the lowest probability that was encountered.) At low
recall rates the lack of more precise information, as provided by separate
n-gram types in the combined model, might be the cause of the low bracket
precision.
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6.5.4 Supplying brackets to the parser

Following on the stand-alone tests in the previous section it will now be
investigated to what extent the assigned innermost NP bracketings, when
passed on to the parser and using different levels of recall and precision,
can be of help in increasing efficiency and accuracy by reducing structural
ambiguity.

Method and data

The chunking models are trained on the Parool 1999 training data (9.0 mil-
lion words). Using all of the chunking methods except naive two-step, inner-
most NP brackets are assigned by the tagger to a set of 500 test sentences
(8.5 thousand words) taken from the Dutch newspaper Trouw. These brack-
eted sentences are then used as input to the parser. The experiment is
run repeatedly using different values for τ , the extra weight assigned to “no
bracket”, to achieve different levels of bracketing precision and recall in the
input to the parser.

Results

Figure 6.2 contains the results in terms of parser accuracy and efficiency when
parsing the sentences that contain innermost NP brackets. The vertical axis
represents the parser accuracy and the horizontal axis represents the average
time it takes to parse a sentence. The points in the graph are the result of the
use of different values for τ . As well as showing results for the use of three
chunking methods, the graph also shows the performance when not using
any brackets (“no brackets”), using the correct brackets (“correct brackets”)
and using the correct brackets and allowing the parser to assume that every
opening bracket has a corresponding closing bracket (“assuming balanced”),
which has a positive effect on efficiency and accuracy. (It should be noted
that “correct brackets” is used here to mean “brackets used in what the
parser considered to be the correct parse”.)

Parsing time, not including time needed by the tagger, was measured on
a 3.06 GHz Intel Xeon personal computer. The average time needed by the
tagger to assign chunk tags to a single sentence using the three methods was
measured separately on a 2.40 GHz Intel Pentium 4 personal computer, and is
shown in table 6.16. Average parsing and tagging times were added together,
resulting in figure 6.2, in which parser time includes the time needed by the
tagger. Note that the points on the graph that represent the results when all
correct brackets are available, and the parser is allowed to assume they are
balanced, do not take time needed for tagging into account.
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Figure 6.2: Parser performance in terms of accuracy and average
parsing time on input sentences to which innermost NP brackets
have been assigned using different chunking methods and varying
the extra weight τ for “no bracket”.

The results when using the correct brackets show that in principle an
interesting improvement in efficiency without loss of accuracy is possible
through the use of NP chunk brackets, but the present methods in their
current implementation do not have this effect. (The increase in accuracy
when using the correct brackets can be ascribed to the parser’s use of a
beam search for the best parse, in combination with the restriction of parsing
possibilities at an early stage as applied through the brackets.) Comparing
the three methods, it can be seen that the combined method outperforms
the two methods that use an extended tagset: unlike the naive combined
method, it achieves a level of accuracy that is close to the accuracy of the
system without a filter, and unlike the extended two-step method it does so
without a large decrease in efficiency.
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method tagger time (msec)

naive combined 205
combined 256
extended two-step 664

Table 6.16: Comparing three chunking methods by the average time
it takes for the tagger to tag one sentence.

6.6 Conclusion

Although baseNP chunking performance using the HMM tagger and the ex-
tended two-step method is comparable to results published for other methods
applied to the standard WSJ data set for chunking, the use of the chunker
to reduce structural ambiguity for the Alpino wide-coverage parser through
recognition of innermost NP brackets does not result in an improvement in
parsing performance. Based on the results presented on this chapter, a num-
ber of problems and possible ways of improving the described technique can
be identified.

The stand-alone test reported on in section 6.5.1 showed that the accuracy
attained on innermost NP tags, using the Parool data, was not very high in
comparison to the result on baseNP tags, using the WSJ data. Despite the
fact that these are different data sets, it might indicate that innermost NP
chunks are harder to recognize than baseNP chunks. The difference in the
definitions of both types of chunks also points in this direction. Consider the
following two example sentences in which innermost NP chunks have been
marked with brackets. In the sentence in example (4), one of the innermost
NPs is de boerderij (“the farmhouse”). However, the same phrase de boerderij
is not an innermost NP in example (5), as in that case, the phrase is part of
a larger NP of which boer Bob is the innermost NP.

(4) [De
[The

eend]
duck]

landde
landed

op
on

het
the

dak
roof

van
of

[de
[the

boerderij]
farmhouse]

(5) Op
On

de
the

boerderij
farmhouse

van
of

[boer
[farmer

Bob]
Bob]

landde
landed

[een
[a

eend]
duck]

In deciding whether an NP is an innermost NP, its left and right context
has to be taken into account. Deciding whether a phrase is an NP chunk
is easier since a simple noun phrase such as de boerderij is always an NP
chunk. Therefore further research in this direction can be aimed at different
types of chunks, possibly involving modifying the parser’s grammar so that
brackets indicating (for example) NP chunks are useful in parsing. This is
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currently not the case, as brackets used by the grammar (such as innermost
NP brackets) are not identical to NP chunk brackets.

It was shown in figure 6.2 that the combined method outperformed the
other methods in supporting the parser, considering a trade-off between effi-
ciency and accuracy. However, a problem in deciding which brackets to select
based on the assigned IOB tags was encountered for the naive combined and
extended two-step methods in section 6.5.3. Perhaps an improvement could
be attained by using a different approach to selecting brackets.

Another point concerns the kind of information about bracketing that is
passed on to the parser. Currently a strategy is used in which the tagger in-
dicates which positions in the sentence must contain a bracket. This strategy
is partly a result of the fact that the training data provided by the parser
indicates where brackets are located. However, a different approach could be
tried in which the tagger indicates positions that may not contain brackets.
The same strategy was used in chapter 4, where only very unlikely POS tags
were removed during lexical analysis of a given word, allowing the use of all
remaining POS tags; in the case of brackets, this means excluding only those
brackets that are very unlikely and allowing brackets on all other positions.

Finally, the extended model used in chapter 5 and used again in the
current chapter could be experimented with. As pointed out in section 6.4.2,
the model might be less appropriate for chunking than for the task it was
originally used for in chapter 5.



Chapter 7

Conclusion

In the preceding chapters, experiments have been conducted to answer the
question posed in the introduction chapter on how a finite-state approxima-
tion of a wide-coverage natural language parser can be constructed and used
in order to improve parsing performance. In chapters 2 and 3, the principles
of finite-state models and inference, in particular the inference of a HMM,
were explained. In the rest of the work, the use of inferred finite-state models
to increase parsing performance was discussed. Now the results attained in
these chapters will be presented as an answer to the central research question.

7.1 Approximation through inference

The method of inference from parser-generated data was shown to be an ap-
propriate means of arriving at a finite-state approximation of a wide-coverage
parser for the following reasons.

First, a wide-coverage parsing system may contain separate modules to
deal with various aspects of parsing. As the process of approximation through
inference is an indirect one in which a model is derived from data created by
some system, inference will capture the behavior of the system as a whole
without having to deal with the separate modules. (An example of such a
module is Alpino’s stochastic disambiguation model.) This also implies that
the technique can be used in quite different parsing systems; their internal
workings and type of grammar used are not an issue, as only the annotated
output is relevant to the process of inference.

Second, inference is an automatic method (as opposed to constructing
a finite-state representation of grammar rules by hand) and as such it al-
lows for easy construction of an approximation even if the original system is
continuously undergoing modifications.

119
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Third, stochastic models such as the HMM inferred from annotated data
will become more accurate as more data is available, and as the process is
automatic, large amounts of data can relatively easily be generated using the
parser. Such amounts of data would not be as easily obtainable if these had
to be annotated by hand.

7.2 Reduction of lexical ambiguity

The above three conclusions regarding finite-state approximation through
inference where drawn out of the positive results of experiments on lexical
ambiguity reduction through POS tag filtering. The Alpino wide-coverage
parser was approximated in a hidden Markov model by means of inference.
The POS tagging HMM was then used in a POS tagger to reduce the number
of tags assigned by the Alpino parser during lexical analysis. In this way,
the POS tagging behavior of the parser as reflected in the training data was
applied before full parsing took place. A large increase in parsing efficiency
was observed when using the POS tag filter. At the same time, parsing
accuracy increased slightly. These results are shown in table 7.1.

parser accuracy mean CPU time (sec)
using filter 85.0% 14.1
not using filter 82.8% 53.5

Table 7.1: Parsing results in terms of parser accuracy and mean
CPU time per sentence, with and without the POS tag filter.

In using the HMM POS tagging model to do POS tagging for Dutch, it
was observed that the most frequent tagging error involved a mix-up of infi-
nitive and finite plural verb forms, which in Dutch look the same. In order to
improve the model, in chapter 5 it was extended with contextual information
aimed at avoiding this most frequent error. The necessary information, con-
sisting of a flag for every position in the sentence indicating whether or not
the finite verb for the current clause has already been encountered, was added
by the parser to the training data from which the model was inferred. The
extra information was incorporated in the model by adding it as a separate
feature to the model, instead of the less attractive alternative of extending
the tagset. In experiments, the error rate for this most frequent type of mis-
take, as well as the overall error rate, was reduced when using the extended
model. Using the extended model in the POS tag filter, a small increase in
parsing efficiency was observed.



7.3. Reduction of structural ambiguity 121

7.3 Reduction of structural ambiguity

In chapter 6, the problem of structural ambiguity was addressed. A model
was inferred from data annotated with NP chunk tags by the parser following
the IOB2 chunk tagging scheme. This model was used to recognize chunk
brackets in new sentences prior to parsing, and the parser was forced to use
the brackets, reducing the number of possible parses for that sentence.

Using an approach in which chunk tags were assigned in two steps, first as-
signing POS tags to words and then assigning concatenations of POS tags and
chunk tags to those POS tags, results were attained in stand-alone chunking
on a standard WSJ data set that are comparable to other published res-
ults. However, the use of the chunker as a way of reducing ambiguity in the
Alpino parser, as described above and using the current implementation of
the idea, was not successful. Future work in this direction could still lead to
improvements in this respect. Suggestions for further research are the use of
a different type of chunk (as the one currently being used is relatively hard
to recognize), use of an approach to assigning brackets based on recognized
chunk tags that is better suited to the chunking techniques that currently
achieve worse results than expected, telling the parser where a bracket is not
allowed instead of where one should be, and experimenting with different
models in addition to the current model that was also used in chapter 5.
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ling, Yuval Krymolowski, Vasin Punyakanok, and Dan Roth. Applying
system combination to base noun phrase identification. In Proceedings
of COLING 2000, Saarbruecken, Germany, 2000.

[88] Erik F. Tjong Kim Sang and Jorn Veenstra. Representing text chunks.
In Proceedings of EACL’99, Association for Computational Linguistics,
Bergen, 1999.

[89] Leslie G. Valiant. General context-free recognition in less than cubic
time. Journal of Computer and System Sciences, 10:308–315, 1975.

[90] Leonoor van der Beek, Gosse Bouma, Robert Malouf, and Gertjan van
Noord. The Alpino dependency treebank. In Mariet Theune, Anton
Nijholt, and Hendri Hondorp, editors, Computational Linguistics in the
Netherlands, CLIN 2001, Amsterdam, 2002. Rodopi.

[91] Hans van Halteren. Chunking with WPDV models. In Proceedings of
CoNLL-2000 and LLL-2000, pages 154–156, 2000.

[92] Hans van Halteren, Jakub Zavrel, and Walter Daelemans. Improving
accuracy in word class tagging through the combination of machine
learning systems. Computational Linguistics, 27(2):199–230, 2001.

[93] Gertjan van Noord. An efficient implementation of the head corner
parser. Computational Linguistics, 23(3):425–456, 1997. cmp-
lg/9701004.



132 BIBLIOGRAPHY

[94] Gertjan van Noord. Robust parsing of word graphs. In Jean-Claude
Junqua and Gertjan van Noord, editors, Robustness in Language and
Speech Technology. Kluwer Academic Publishers, Dordrecht, 2001.

[95] Gertjan van Noord and Gosse Bouma. Adjuncts and the processing of
lexical rules. In Proceedings of the 15th International Conference on
Computational Linguistics (COLING-94), pages 250–256, Kyoto, 1994.
cmp-lg/9404011.

[96] Gertjan van Noord, Gosse Bouma, Rob Koeling, and Mark-Jan Neder-
hof. Robust grammatical analysis for spoken dialogue systems. Journal
of Natural Language Engineering, 5(1):45–93, 1999.

[97] Cornelis Joost van Rijsbergen. Information Retrieval. Butterworth-
Heinemann, 1979.

[98] Andrew J. Viterbi. Error bounds for convolutional codes and an asymp-
totically optimal decoding algorithm. IEEE Transactions on Informa-
tion Theory, 13:260–269, 1967.

[99] Atro Voutilainen. Does tagging help parsing? A case study on finite
state parsing. In Finite-state Methods in Natural Language Processing,
Ankara, 1998.

[100] Oliver Wauschkuhn. The influence of tagging on the results of par-
tial parsing in German corpora. In Fourth International Workshop
on Parsing Technologies, pages 260–270, Prague/Karlovy Vary, Czech
Republic, 1995.

[101] Ralph Weischedel, Richard Schwartz, Jeff Palmucci, Marie Meteer, and
Lance Ramshaw. Coping with ambiguity and unknown words through
probabilistic models. Computational Linguistics, 19(2):359–382, June
1993.

[102] William A. Woods. Transition network grammars for natural language
analysis. Communications of the ACM, 13(10):591–606, 1970.



Summary

Finite-state automata are models that consist of a finite number of states
and transitions between states. Although it is known that these models,
featuring a restricted amount of memory, are in principle uncapable of deep
analysis of natural language (as carried out by wide coverage parsers), certain
features still render them very much of use in syntactic analysis. Finite-
state automata are efficient, good at representing language locally, and there
exist effective methods for deriving them from a collection of data. This
dissertation describes how finite-state techniques can be used effectively in
syntactic analysis.

In particular, this dissertation constitutes empirical research into the con-
struction and use of a finite-state approximation of a wide-coverage parser to
increase parsing performance. The finite-state approximation is in the form
of a hidden Markov model, inferred from parser-annotated data. This model
is used in a part-of-speech tagger, which is applied in various ways and using
several different models to reduce ambiguity in parsing, by setting it up as a
filter that removes unlikely options in the first stage of parsing.

In chapter 1 the problems of ambiguity and inefficiency in wide-coverage
computational language processing are introduced. The approach taken in
this work to reduce ambiguity and thus increase efficiency, as summarized
above, is described, and an overview of the rest of the thesis is presented.

Chapter 2 defines the finite-state automaton, both in its deterministic
and non-deterministic form, and the weighted and non-weighted variants.
Reasons for using finite-state techniques in language processing are presen-
ted. The first reason is the linear complexity associated with finite-state
techniques. Second, a finite-state automaton defining a language can be min-
imized and determinized resulting in a compact automaton that represents
the same language. Third, the class of regular languages, which is the class
of languages defined by finite-state automata, is closed under the operations
of union, intersection, Kleene star, concatenation and complementation.

Motivation for using finite-state models of syntax is given. The syntactic
phenomena of center-embedding and cross-serial dependencies are both non-
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regular, yet cases of these constructions are only successfully processed by
humans as long as a certain small level of recursion is not exceeded. This
suggests that human linguistic competence is more powerful than finite-state,
yet linguistic performance is not. In this context, three aspects of human lan-
guage processing are presented suggesting that human language performance
is finite-state. First, humans have a finite amount of working memory avail-
able. Second, humans have problems processing cases of center-embedding
and cross-serial dependencies, which are non-regular constructions. Third,
human language processing efficiency is reminiscent of finite-state efficiency.

The chapter then turns to a description of different approaches to finite-
state approximation of more powerful descriptions of language syntax. The
methods are approximation through RTNs, approximation through grammar
transformation, approximation through the use of a restricted stack, and
approximation using n-gram models. The methods all expect the target of
approximation to be a context-free grammar. However, in systems using
stochastic attribute-value grammars, such as the Alpino system which is the
target of approximation in this research, features that cannot be described by
a context-free grammar are used. In addition, components to deal with real-
life parsing problems such as unknown words should preferably be part of the
approximation. Taking these points into account, the method of inference,
to be described below, is preferred.

In chapter 3, it is shown how a stochastic finite-state model can be derived
from a wide-coverage parser through inference. In later chapters, a number
of different models constructed using this technique will be used in the task
of reducing lexical and structural ambiguity in parsing.

Grammatical inference consists of deducing a grammar from a sample of
language. Its goal is to find a set of grammatical rules, or equivalently an
automaton, that models the patterns present in the example sentences.

Based on work by Gold [42] it is concluded that a language can be learned
from a stochastic sample of that language. A type of finite-state model
derived from a stochastic sample through inference is the n-gram model, in
which the probability of a certain observation (such as a particular word
occurring) is based on the previous n−1 observations. This general idea can
be applied in various ways leading to models that differ in complexity.

We first introduce the Markov model. The Markov model is a stochastic
finite-state automaton in which the states directly represent the observations.
In a typical Markov model of natural language, the states directly represent
the words.

Then the more complex hidden Markov model (HMM) is presented. The
HMM is a stochastic finite-state automaton in which both state transitions
as well as the production of output symbols are governed by probability
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distributions. In a typical HMM of natural language, the states represent
part-of-speech tags while the output symbols are the words. This particular
kind of HMM is known as the POS tagging model. The POS tagging model
can be used to define the best POS tag sequence for a given sequence of
words based on the probabilities of word-tag pairs as well as probabilities of
tag n-grams.

In constructing a HMM through inference, the probabilities of word-tag
combinations and tag n-grams are estimated form the frequencies of these
observations in a training corpus.

In chapter 4 it is shown how a POS tagging HMM, inferred from data
annotated with lexical categories by the parser, is used to increase the effi-
ciency and accuracy of the same parser. (Thus, the parser’s lexical categories
are treated as POS tags; in doing so, subcategorization information in the
lexical categories is ignored in order to reduce the size of the resulting POS
tag set.) The inferred HMM combines unigram, bigram, and trigram data
through linear interpolation. The model is used in a POS tagger which op-
erates as a POS tag filter during the parser’s lexical analysis phase to reduce
the number of lexical categories assigned to each word in a sentence.

To every possible tag for a given word in the sentence, the POS tag filter
assigns a value representing the probability of that tag. This value is com-
posed of the tag’s forward and backward probabilities as defined the forward-
backward algorithm for HMM training. Once every tag at a given position
in the sentence has been assigned a score, tags that score considerably worse
than the best tag at that position can be removed. A constant value is used
to decide how much worse a tag’s score should be compared to the best score
at that position for the tag to be removed. Increasing and decreasing this
threshold value will lead to fewer and more tags being removed respectively.

The POS tag filter is trained on a newspaper corpus that has been an-
notated by the parser with the lexical categories as used in what the parser
considered to be the best analyses for those sentences. The amount of train-
ing data is about 24 million words. The parser is used both with and without
the filter to parse 220 sentences. Without the use of the filter, this takes an
average time of 53 seconds per sentence, and results in an accuracy of 83%.
With the filter, parsing time is reduced to an average of 14 seconds, and
accuracy is increased to 85%.

In chapter 5 the POS tagging model of chapter 4 is extended with specific
syntactic information in order to reduce the number of errors made by the
tagger. Stand-alone tagging experiments show that the most frequent error
is of a type that could often be avoided if the tagger was not restricted to a
context of just two preceding tags. This particular error consists of mixing
up the infinitive verb and the third person plural finite verb, for which Dutch
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uses the same word form. This error could often be avoided if the tagger had
access to the information whether or not a finite verb has already occurred
in the current clause, since if it has, this would rule out a finite verb at the
current location.

Increasing the model’s reach by using n-grams longer than three words
is not a solution: as the n-grams get longer, they become increasingly rare
in training data, making it harder to correctly estimate their probabilities
from their frequencies. Instead, the model is extended with a single feature
in every state of the model that says whether or not a finite verb occurred in
the current clause. The model is trained on data that has been annotated by
the parser not only with POS tags, but also with values for this new binary
feature.

The extended model is tested in two POS tagging experiments. In each
of the experiments a different data set is used: first, a large amount of news-
paper text annotated by the Alpino parser; second, a much smaller set of
data which is the written part of the Eindhoven corpus, annotated with the
Wotan tagset. When using the extended model, the number of errors where
the infinitive verb is mixed up with the finite verb decreases considerably,
by 66% and 37% respectively. Considering all types of errors, the error rate
drops with 4.2% and 2.6% respectively. The differences between the improve-
ments in the two experiments are explained by differences between the sets
of data used.

Finally, the extended model is used in the POS tag filter described in
chapter 4 to increase parsing performance. The results in terms of parser
efficiency and accuracy are compared to the results when using the standard
model, showing only a small increase in efficiency. This is explained as fol-
lows. Using the standard model, the POS tag filter, even when it confuses the
two verb forms, will often supply the parser with both options, after which
the parser typically selects the correct tag. Using the extended model, the
tagger will more often remove the wrong tag; this leads to a small increase
in efficiency as the parser will not spend time in considering the incorrect
alternative, but accuracy remains the same.

In chapter 6, the ideas from chapters 4 and 5 are combined in creating a
model of syntactic structure on the level of chunks, or minimal phrases. As
in chapter 4, a filter is based on the model that aims at reducing ambiguity
in parsing, but here this concerns structural ambiguity. Using a POS tagging
HMM in which information of the level of chunk structures has been incor-
porated, brackets can be placed in a sentence that reflect chunk structure.
The bracketed sentence is used as input to the parser, which during parsing
is forced to have phrases start and end at the positions of opening and closing
brackets respectively, thus reducing the number of possible analyses.
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The tagger is modified so that it not only assigns POS tags but chunk
tags as well. Using a tagger to assign chunk tags is known as chunking as
tagging. Typically a set of three labels is used that specify for every word in
the sentence whether that word is at the start, at the end, inside, or outside of
a chunk. After explaining this approach, different methods of assigning both
chunk tags and POS tags are presented. A point on which these methods
differ is whether chunk tags and POS tags are assigned simultaneously, as
opposed to assigning the chunk tags after the POS tags. Another difference
lies in the nature of the chunk tags, which can consist of just the chunk
labels as described above, or of a concatenation of chunk labels and POS
tags. These differences lead to four possible chunking as tagging methods.
Once each word has received a chunk tag, these can be straightforwardly
converted into chunk brackets that represent the start and end of a chunk.

The experiments carried out only involve noun phrase chunks or baseNPs.
In order to evaluate the tagger, first a stand-alone chunking experiment is run
on a standard dataset for chunking, consisting of a part of the Wall Street
Journal corpus. The four different approaches to chunking as tagging are
used, and the results in terms of precision and recall in recognizing baseNPs
are compared. The best result is attained using the method that assigns
chunk tags after POS tags have already been assigned, and which uses chunk
tags that are concatenations of chunk labels and POS tags.

Then, the POS tagging model that is extended with chunk information is
applied as a filter as described above, in order to reduce structural ambigu-
ity for the parser. Since the parser does not work with baseNPs, a model is
now created that concerns innermost NPs, or noun phrases that do not con-
tain other noun phrases. Training data is approximately 9 million words of
newspaper text, annotated with POS tags and innermost NP brackets by the
parser. A set of 500 sentences is used as input to the parser, both with and
without brackets as assigned to them using the chunk tagger. For comparison
the same set of sentences is also parsed when all correct brackets are already
present. Although the use of the correct brackets leads to an improvement in
the performance of the parser, showing that this type of information can in
principle be beneficial, the results of the other experiments show that the use
of the brackets as assigned by the chunk tagger in its current implementation
does not have a positive effect on parser efficiency and accuracy. At the end
of the chapter, a number of suggestions for improving this method are given.

In chapter7 the conclusions drawn from the previous chapters are presen-
ted. Summarizing, it can be stated that a finite-state approximation of a
parser derived through inference from a corpus annotated by the parser can
be used successfully to increase the efficiency and accuracy of the parser.

A large increase in parsing efficiency results from applying the approxima-
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tion in a POS tag filter that is used to reduce the number of lexical categories
assigned by the parser to each word in a sentence during lexical analysis. At
the same time, parsing accuracy is increased.

Extending the approximation with a binary feature, which in stand-alone
tagging experiments helped to considerably reduce the number of occurrences
of the tagger’s most frequent type of error, results in an additional but small
increase in parsing efficiency when used in the POS tag filter.

Using inference to create an approximation of the parser that not only
represents the parser in its preferences for assigning lexical categories but
also with respect to sentence structure on the level of chunks, did not, in its
current implementation, lead to an increase in parser performance, although
experiments show that in principal this kind of information can be beneficial.

The use of the method of inference from parser-annotated data to arrive
at a finite-state approximation of the parser means that the methods de-
scribed above are not restricted to being used with a specific grammatical
framework; the internal functioning of the parser is irrelevant as the approx-
imation is derived indirectly through annotated data. A further advantage of
this method is that it is automatic; the approximation itself does not need to
be manually constructed, thus a new approximation can be straightforwardly
created if the parser has been modified, and the annotation of training data
is done by the parser and not by humans, so that it is possible to create large
amounts of training data.
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Finite-state automaten (of eindige-toestandsautomaten) zijn modellen die be-
staan uit een eindig aantal toestanden en transities tussen deze toestanden.
Hoewel het bekend is dat deze modellen met hun beperkte geheugen in prin-
cipe ontoereikend zijn voor de diepere syntactische analyse van natuurlijke
taal (zoals die door wide coverage parsers wordt uitgevoerd), zijn er aan-
wijzingen dat ze desondanks zeer nuttig kunnen zijn bij deze syntactische
analyse. Tegenover hun onvermogen om grote syntactische complexiteit te
verwerken staat dat ze efficiënt zijn, dat ze taal op lokaal niveau goed kunnen
representeren, en dat er effectieve technieken bestaan om finite-state auto-
maten af te leiden van een verzameling data. Dit proefschrift beschrijft hoe
finite-state technieken effectief kunnen worden gebruikt in de grammaticale
analyse.

In het bijzonder is dit proefschrift een weergave van empirisch onderzoek
naar de vraag hoe een finite-state approximatie van een wide-coverage parser
kan worden vervaardigd en ingezet om de prestaties van dezelfde parser te
verbeteren. De approximatie is in de vorm van een hidden Markov model,
afgeleid van door de parser geannoteerde data. Verschillende van dergelijke
modellen wordt ingezet in een part-of-speech tagger, die wordt gebruikt om
de ambigüıteit voor de parser te verminderen door tijdens de eerste fase van
het ontleedproces onwaarschijnlijke opties uit te sluiten.

In hoofdstuk 1 worden de problemen van ambigüıteit en traagheid bij het
gebruik van wide-coverage parsers gëıntroduceerd. De methode die in dit
werk wordt toegepast om deze problemen te verminderen wordt beschreven,
gevolgd door een overzicht van de rest van het proefschrift.

Hoofdstuk 2 definieert de finite-state automaat, zowel in de determin-
istische als non-deterministische vorm, en gewogen en ongewogen. Er worden
redenen gegeven voor het gebruik van finite-state technieken in taalverwerking.
Ten eerste is dit de grote efficiëntie waarmee finite-state technieken geasso-
cieerd worden. Ten tweede kan een finite-state automaat die een taal bes-
chrijft minimaal en deterministisch worden gemaakt, zodanig dat de hieruit
voortkomende compacte automaat nog steeds dezelfde taal beschrijft. Ten
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derde is de klasse van reguliere talen, wat de klasse is die door finite-state
automaten wordt gedefinieerd, gesloten onder de operaties vereniging, door-
snede, Kleene star, concatenatie en complement.

Vervolgens wordt specifieke motivatie voor het gebruik van finite-state
modellen van de syntaxis gegeven. De syntactische verschijnselen van center-
embedding en cross-serial dependencies zijn beide niet-regulier en kunnen
dus niet worden gerepresenteerd met finite-state automaten, maar mensen
kunnen instanties van deze constructies slechts dan begrijpen als de mate
van recursie beperkt blijft. Dit suggereert dat het menselijk taalkundig ver-
mogen (de competence) groter is dan finite-state, maar dat dit niet geldt
voor het taalkundig presteren (de performance). In deze context worden
drie eigenschappen van de menselijke taalverwerking gegeven die suggereren
dat het menselijk taalkundig presteren finite-state is. Ten eerste hebben
mensen de beschikking over een beperkte hoeveelheid geheugen. Ten tweede
hebben mensen moeite met gevallen van center-embedding en cross-serial de-
pendencies. Ten derde lijkt de menselijke taalverwerking qua efficiëntie op
finite-state taalverwerking.

Het hoofdstuk gaat verder met een beschrijving van methoden om een
finite-state approximatie van complexere grammatica’s te maken. Het betreft
approximatie via Recursive Transition Networks, approximatie via grammat-
icale transformatie, approximatie door het gebruik van een beperkte stack, en
approximatie met n-gram modellen. Deze methoden verwachten allen als in-
voer een context-vrije grammatica, maar in systemen die gebruik maken van
een stochastic attribute value grammar, zoals de Alpino parser die in dit on-
derzoek het onderwerp van approximatie is, worden kenmerken gebruikt die
niet met een context-vrije grammatica kunnen worden beschreven. Verder
zou het wenselijk zijn om ook componenten van een systeem die praktische
problemen zoals onbekende woorden moeten oplossen in de de approxim-
atie te representeren. Om deze redenen wordt gekozen voor de methode van
grammaticale inferentie, het afleiden van een grammatica uit taaluitingen.

In hoofdstuk 3 wordt beschreven hoe via inferentie een stochastisch finite-
state model kan worden afgeleid van een wide-coverage parser. In latere hoof-
dstukken zullen verschillende op deze manier vervaardigde modellen worden
gebruikt om lexicale en structurele ambigüıteit tijdens het ontleden te verla-
gen.

Grammaticale inferentie bestaat eruit een grammatica af te leiden uit een
verzameling taaluitingen. Het doel is hierbij om een set van grammaticale
regels te vinden, of een automaat, die de patronen zoals aangetroffen in de
taaluitingen modelleren.

Gebaseerd op werk van Gold [42] wordt geconcludeerd dat een taal geleerd
kan worden met behulp van een set van taaluitingen waarin de waarschijn-
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lijkheden van de verschillende door de taal toegestane patronen wordt weer-
spiegeld. Een type finite-state model dat via inferentie kan worden afgeleid
uit een set van taaluitingen is het n-gram model, waarin de waarschijnlijkheid
van een bepaalde observatie (zoals het voorkomen van een bepaald woord)
gebaseerd is op de vorige n − 1 observaties. Dit idee kan op verschillende
manieren worden toegepast, resulterend in modellen van verschillende com-
plexiteit.

Eerst wordt het Markov model gëıntroduceerd. Dit is een stochastische
finite-state automaat waarin de toestanden direct de observaties representeren.
In een typisch Markov model van natuurlijke taal representeren de toestanden
de woorden.

Dan wordt het complexere hidden Markov model (HMM) beschreven. Het
HMM is een stochastiche finite-state automaat waarin zowel de transities
tussen toestanden als de productie van uitvoer symbolen vanuit toestanden
onderhevig zijn aan een kansverdeling. In een typisch HMM van natuurlijke
taal representeren de toestanden de woordsoorten (parts-of-speech, POS) en
representeren de uitvoer symbolen de woorden. Dit type HMM wordt ook
wel het POS tagging model genoemd. Het POS tagging model kan gebruikt
worden om voor een gegeven zin de meest waarschijnlijke serie van POS
tags (woordsoort labels) te vinden, gebaseerd op de waarschijnlijkheden van
combinaties van woorden en POS tags, en waarschijnlijkheden van POS tag
n-grammen, zoals deze in het model zijn opgenomen.

Het construeren van een HMM via inferentie bestaat eruit de waarschijn-
lijkheden van combinaties van woorden en tags aan de ene kant, en van
tag n-grammen aan de andere kant, te schatten op basis van de frequen-
ties waarme deze combinaties en n-grammen voorkomen in een verzameling
taaluitingen (de trainingsdata).

In hoofdstuk 4 wordt getoond hoe een POS tagging HMM, volgens de
methode van inferentie afgeleid uit data die geannoteerd is door de parser,
gebruikt wordt om de snelheid en precisie van dezelfde parser te verhogen.
Het gebruikte model bevat informatie over POS tag sequenties bestaande
uit respectievelijk een enkele tag, twee tags, en drie tags. Dit model wordt
in de POS tagger toegepast om tijdens de lexicale analyse van de parser
het aantal lexicale categorieën dat wordt toegekend aan elk woord in de zin
te verlagen. Iedere POS tag wordt door de POS tagger een waarde toege-
kend die de waarschijnlijkheid van die tag op de betreffende positie in de
zin representeert. Deze waarde wordt berekend door twee kanswaarden te
combineren: enerzijds de gesommeerde kanswaarden van alle mogelijke tag
sequenties eindigend met deze tag op de betreffende positie in de zin, en an-
derzijds de gesommeerde kanswaarden van alle mogelijke tag sequenties die
beginnen met deze tag en eindigen aan het einde van de zin. Als voor elke
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mogelijke tag op een gegeven positie deze waarde is bepaald, dan kunnen
de tags die een veel slechtere score krijgen dan de beste tag op die positie
worden verwijderd. De gebruikte maximale verschilwaarde waarbij een tag
nog behouden blijft wordt experimenteel vastgesteld. Het verhogen en ver-
lagen van deze drempelwaarde leidt tot respectievelijk een toename en een
afname van het aantal tags dat overblijft.

Het hier beschreven POS tag filter wordt getraind op krantenteksten die
door de parser zijn geannoteerd met de lexicale categorieën zoals die werden
toegekend in de door de parser als beste beschouwde analyse. (De lexicale
categorieën zoals gehanteerd door de parser worden derhalve als POS tags
gebruikt in de tagger; hierbij wordt de hoeveelheid tags verkleind door sub-
categorisatie informatie, zoals aanwezig in de oorspronkelijke categorieën, te
negeren.) De hoeveelheid trainingsdata is ongeveer 24 miljoen woorden. De
parser wordt met en zonder gebruik van dit filter getest op 220 zinnen. Zon-
der filter duurt het analyseren van deze zinnen gemiddeld 53 seconden per zin
en behaalt de parser een nauwkeurigheid van 83%. Met filter is gemiddeld
14 seconden per zin nodig en wordt een nauwkeurigheid van 85% behaald.

In hoofdstuk 5 wordt het POS tagging model uit hoofdstuk 4 uitgebreid
met specifieke syntactische informatie om het aantal fouten dat door de tag-
ger wordt gemaakt te verminderen. Uit experimenten met de tagger blijkt
dat de meest gemaakte fout te verhelpen zou kunnen zijn wanneer het model
niet slechts betrekking zou hebben op tag sequenties met een lengte van
maximaal drie tags, maar een groter bereik zou hebben. De meest gemaakte
fout bestaat eruit dat de tagger de infinitieve vorm van een werkwoord en
de finiete meervoudsvorm van hetzelfde werkwoord door elkaar haalt, aange-
zien deze in het Nederlands dezelfde woordvorm gebruiken. Dit zou in veel
gevallen vermeden kunnen worden als de tagger de beschikking had over de
informatie dat in de betreffende zin nog niet eerder of juist wel eerder een
finiete werkwoordsvorm is voorgekomen; een tweede finiete werkwoordsvorm
is dan respectievelijk meer of minder waarschijnlijk.

Het bereik van het model vergroten door langere sequenties te gebruiken is
echter geen goede oplossing: de bijbehorende kanswaarden zouden moeilijk te
schatten zijn aan de hand van de frequenties van de sequenties in de trainings-
data, aangezien de kans dat een bepaalde reeks woorden in de trainingsdata
voorkomt steeds kleiner wordt naarmate de lengte van deze reeks toeneemt.
In plaats daarvan wordt het model uitgebreid met een enkel gegeven dat
zegt of eerder in de zin een finiete werkwoordsvorm is voorgekomen of niet.
Dit binaire kenmerk wordt aan de toestanden in het model toegevoegd, en
het model wordt getraind op data die door de parser niet alleen van part-of-
speech tags maar ook van waarden voor dit nieuwe kenmerk is voorzien.

Het nieuwe model wordt getest in twee POS tagging experimenten. Bij
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elk experiment wordt een andere dataset gebruikt: de eerste set is een grote
hoeveelheid krantentekst die is geannoteerd door de Alpino parser; de tweede
en veel kleinere set is het geschreven deel van het Eindhoven corpus, gean-
noteerd met de Wotan tagset. Bij gebruik van het nieuwe kenmerk in het
model neemt het aantal fouten waarbij de infinitieve vorm met de finiete
vorm wordt verwisseld in beide experimenten sterk af, met respectievelijk
66% en 37%. Ook over het geheel gezien neemt het aantal fouten af, met
respectievelijk 4.2% en 2.6%. De verschillen tussen de resultaten van de twee
experimenten worden verklaard aan de hand van verschillen in de gebruikte
data.

Tenslotte wordt het uitgebreide model gebruikt in het POS tag filter zoals
beschreven in hoofdstuk 4 om de prestaties van de parser te verbeteren. De
resultaten worden vergeleken met de resultaten bij gebruik van het standaard
model, en er blijkt uitsluitend sprake te zijn van een kleine toename in snel-
heid. Dit wordt verklaard uit het gegeven dat ook het standaard POS tag
filter, wanneer het de verkeerde tag als “beste” aanmerkt, vaak toch beide
opties (finiet en infinitief) laat staan op een gegeven positie in de zin, zodat
de parser achteraf alsnog de juiste keuze kan maken; met gebruik van het uit-
gebreide POS tag filter wordt vaker de incorrecte vorm verwijderd, zodat de
parser dezelfde juiste beslissing sneller kan maken. Dit leidt tot een toename
in snelheid maar niet in nauwkeurigheid.

In hoofdstuk 6 worden de ideeën uit hoofdstuk 4 en 5 gecombineerd in
de vervaardiging van een model van syntactische structuur op het niveau
van chunks, ofwel minimale woordgroepen. Evenals in hoofdstuk 4 wordt
hier een filter gemaakt dat de ambigüıteit reeds voor aanvang van het parsen
verlaagt, maar in dit geval gaat het om structurele ambigüıteit. Aan de hand
van een POS tagging HMM waarin informatie op het niveau van syntactische
chunks is opgenomen, kunnen haakjes in een zin worden aangebracht die de
structuur op het niveau van chunks aangeven. De zin inclusief de haakjes
wordt gebruikt als invoer voor de parser. Tijdens het parsen neemt de parser
de haakjes in acht, in die zin dat woordgroepen moeten beginnen en eindigen
op locaties waar respectievelijk open- en sluithaakjes staan, zodat het aantal
mogelijke analyses van de zin verkleind wordt.

De tagger wordt aangepast om niet alleen POS tags aan een zin toe te
kunnen kennen, maar ook chunk tags. Aan de hand van de chunk tags kunnen
vervolgens haakjes worden toegekend. Het gebruik van een tagger om chunks
te markeren staat bekend als chunking as tagging. Door middel van een kleine
set van drie chunk labels kan per woord worden aangegeven of dat woord aan
het begin van een chunk staat, in een chunk, aan het eind van een chunk,
of buiten een chunk. Nadat dit concept is uitgelegd worden verschillende
manieren gepresenteerd waarop met behulp van een tagger chunk tags in
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combinatie met POS tags aan een zin kunnen worden toegekend. Een punt
waarop de methoden verschillen is of de chunk tags tegelijk met de POS tags
aan de woorden worden toegekend, of na de POS tags. Verder kunnen de
chunk tags bestaan uit slechts de chunk labels, of uit combinaties van chunk
labels en POS tags. Deze verschillen leiden tot vier chunking as tagging
methoden.

In de experimenten die met deze methoden worden uitgevoerd is alleen
sprake van chunks die betrekking hebben op naamwoordgroepen, de zoge-
naamde baseNPs. Om de prestaties van de tagger te controleren vindt eerst
een stand-alone chunk experiment plaats met een standaard dataset voor
chunking, bestaande uit een gedeelte van het Wall Street Journal corpus. De
vier verschillende methoden worden gebruikt, en de resultaten in termen van
recall en precision in het herkennen van baseNP chunks worden vergeleken.
Het beste resultaat wordt behaald door de methode die de chunk tags na de
POS tags toekent, en waarbij de chunk tags bestaan uit concatenaties van
chunk labels en POS tags.

Hierna wordt het POS tagging model dat is uitgebreid met chunk infor-
matie toegepast als filter in de parser op de manier zoals hierboven beschre-
ven, om de structurele ambigüıteit te verminderen. Hoewel de stand-alone
experimenten betrekking hadden op baseNPs, wordt nu een model gemaakt
dat informatie bevat over een type chunk dat hier innermost NPs genoemd
wordt, aangezien de parser niet met baseNPs werkt maar met gewone NPs.
Een innermost NP is een naamwoordgroep die zelf geen overige naamwoord-
groepen bevat. De trainingsdata voor de tagger bestaat uit ongeveer 9 mil-
joen woorden aan krantentekst, die met POS tags en innermost NP haakjes
geannoteerd zijn door de parser. Een testset van 500 zinnen wordt als in-
voer voor de parser gebruikt, waarbij de chunk tagger wordt gebruikt met de
vier verschillende chunking as tagging methoden behalve de methode die in
de stand-alone experimenten het slechtst presteerde. Ter vergelijking wordt
ook een testset aan de parser aangeboden waarin de correcte innermost NP
haakjes zijn aangebracht. Hoewel het gebruik van de correcte haakjes leidt
tot een verbetering van de prestaties van de parser, wat aangeeft dat dit type
informatie in principe van nut kan zijn, laten de resultaten van de overige
experimenten zien dat het gebruik van de door de chunker in de zinnen
aangebrachte haakjes geen positief effect heeft op de snelheid of precisie van
de parser. Aan het eind van het hoofdstuk worden enkele suggesties gedaan
voor verbetering van deze methode.

In hoofdstuk 7 worden de conclusies uit de verschillende hoofdstukken
gepresenteerd. Samenvattend kan gesteld worden dat een via inferentie uit
een door de parser geannoteerd corpus afgeleide finite-state approximatie van
de parser met succes ingezet kan worden om de efficiëntie en precisie van de
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parser te verbeteren.
Een grote toename in de efficiëntie van de parser treedt op wanneer de

approximatie gebruikt wordt in een POS tag filter om het aantal lexicale
categorieën dat door de parser aan elk woord in een zin wordt toegekend te
verlagen. Dit komt tevens de precisie van de parser ten goede.

Wanneer de approximatie wordt uitgebreid met een enkel binair gegeven
dat in stand-alone tag experimenten de vaakst gemaakte fout van de tagger
in aantal doet afnemen, leidt dit tot een verdere maar kleine toename in de
snelheid van de parser.

Het gebruik van de inferentie methode om een approximatie van de parser
te vervaardigen die niet alleen wat betreft het toekennen van lexicale ca-
tegorieën de voorkeuren van de parser representeert maar ook structurele
informatie op het niveau van chunks bevat, leidt, hoewel experimenten laten
zien dat dit soort informatie in principe van nut kan zijn, in de hier beschreven
implementatie niet tot een verbetering van de prestaties van de parser.

Dankzij het gebruik van inferentie zijn de beschreven methoden niet
uitsluitend bruikbaar voor één type parser of grammatica, maar zijn deze
algemeen toepasbaar: het interne functioneren van de parser is niet relevant
aangezien de modellen worden afgeleid van geannoteerde data. Ten tweede
is het eenvoudig om een nieuw model te maken op het moment dat de oor-
spronkelijke parser een verandering heeft ondergaan. Ten derde kan op geau-
tomatiseerde wijze een grote hoeveelheid trainingsdata worden verkregen,
wat de precisie van de gebruikte modellen ten goede komt, door de parser
grote hoeveelheden tekst te laten annoteren.
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