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Why do we care about cooperation?

Many species of animals engage in cooperative behavior, ranging from mutually
beneficial coexistence to active cooperation in the form of protection or grooming
(Bowles & Gintis, 2011). However, the ubiquity of cooperation in human groups and
our ability to sustain cooperation among non kin are unique (Bowles & Gintis, 2011).
Large scale cooperation and a willingness to sacrifice (short t
erm) self interest for (long term) collective gains are central to our societies. We find
examples of their importance in many areas of everyday life. On a global scale,
cooperation between countries has led to treaties on environmental protection,
disarmament, and developmental aid. On a local scale, we find neighbors jointly
maintaining public areas, buyers and sellers engaging in mutually beneficial exchange,
and prisoners refusing to testify against their accomplices.

Investigations into the nature of cooperative behavior are fascinating and
evocative, in part because they connect to fundamental debates on human nature and
the organization of society. What are the psychological motivations behind
cooperative behavior? Is all cooperation fundamentally self interested? Do we value
other people’s well being? How do we create the conditions under which cooperation
develops and can be sustained? When can we expect cooperation to be sustained if
we let individuals act on their own interests, and when do we need governing bodies
to monitor and direct individuals’ actions?

When cooperative behavior results in a net benefit for each individual
cooperator, or when cooperative behavior is confined to close family members, its
existence does not appear to be much of a puzzle (Bowles & Gintis, 2011). A mutually
beneficial exchange provides little incentive to be uncooperative, especially when
uncooperative behavior precludes future exchanges of the same nature. Cooperation
with close genetic relatives improves the chances that genes similar to your own
survive, providing an evolutionary advantage to those predisposed to cooperate with
close family members (Bowles & Gintis, 2011).

However, when we look around us, we find many examples of cooperation
which is neither clearly self interested nor directed at close genetic relatives. This type
of cooperation concerns situations where individuals bear costs in order to provide a
benefit to other individuals or to a group. In laboratory experiments with rules
designed so that cooperative behavior is costly, cannot be reciprocated and provides
benefits only to complete strangers, many people willingly contribute to the welfare of
others (Bogaert, Boone, & Declerck, 2008; Fehr & Gintis, 2007). Outside of the
laboratory, we find similar examples of cooperative behavior which is successfully
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sustained over long periods of time despite temptations to cheat (Bowles & Gintis,
2011; Fehr & Leibbrandt, 2011; Elinor Ostrom, Walker, & Gardner, 1992). It is this type
of cooperation which is particularly interesting, because despite its importance to
many areas of social life, and despite its relative prevalence, it is all but self evident.

Why successful cooperation is not self evident: social dilemmas

As evidenced by the existence of wars, thieves, and cheaters, cooperation can break
down. When individuals have to cooperate toward a collective end, the situation is
often characterized by a tension between individual and collective interests (Dawes,
1980; Kollock, 1998; Olson, 1965). The fact that individual sacrifices are required to
further the collective good leads to situations in which the collective outcome could be
improved, but no single individual is sufficiently motivated to bring about this
improvement. Situations which satisfy these characteristics are known as social
dilemmas (Dawes, 1980; Kollock, 1998). Cooperation in social dilemmas is not trivially
achieved since each individual involved in the situation is tempted to take advantage
of the cooperative behavior of others while not behaving cooperatively themselves.
This problem is particularly relevant to the production of public goods: collectively
beneficial outcomes which depend on the contributions of a number of individuals,
and from which non contributors cannot be excluded. Imagine, for example, the
building of a levee to protect a city from the sea. The levee benefits all inhabitants of
the city, even if they did not contribute to its construction. Rational selfishness
predicts that in the absence of additional social or institutional mechanisms groups will
fail to supply such public goods at a collectively desirable level (Olson, 1965).

Many societal problems and familiar social situations fit the definition of a social
dilemma. Most will have experienced the difficulties of group work. Inevitably, some
group members refuse to pull their weight, preferring to ‘free ride’ on the hard work
of others. On a societal scale, climate change, environmental pollution and the failure
to maintain a valuable community resource are typical examples of a lack of
cooperation in a social dilemma (Bouma, Bulte, & van Soest, 2008; Hardin, 1968).

Despite these difficulties, cooperation problems are in fact frequently solved
(Balliet, Parks, & Joireman, 2009; Kollock, 1998; Elinor Ostrom, 1990; Van Lange,
Balliet, Parks, & Van Vugt, 2014). Examples include mass protests to overthrow an
oppressive regime (Opp, Voss, & Gern, 1995), effective lobbying associations (Marwell
& Oliver, 1993), Wikipedia (Anthony, Smith, & Williamson, 2009), or successful ‘self
managing teams’ in the workplace (Barker, 1993). Clearly, successful cooperation in
social dilemmas is neither self evident nor impossible. The social scientist’s challenge,
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then, is to identify the necessary and sufficient conditions for cooperation to develop
and be sustained.

THE FOUR TYPES OF FACTORS THAT INFLUENCE SUCCESSFUL COOPERATION

Fortunately, significant progress has already been made towards the identification of
factors relevant to cooperation in social dilemmas. Four broad categories of factors
can be distinguished. The first concerns the personal characteristics of the individuals
involved in the social dilemma. A person’s personality traits, resources, previous
experience and beliefs about others all predict whether this person behaves
cooperatively. The second concerns the composition and structure of the social group
involved in the social dilemma. The interaction between different individuals, who
each bring their unique combination of characteristics to the table, influences
individual behavior and collective outcomes in sometimes unexpected ways. The third
category of factors consists of institutions which govern behavior in the social group.
Formal rules, informal norms, and the sanctions which result from them can guide
individual behavior toward (or away from) collectively desirable outcomes. Finally, the
place of the social group within the broader social structure of a society or
organization must be taken into account. Solving a social dilemma in one group can
have significant consequences for members of another group, and interdependence
between various social groups complicates the decision problems involved in a social
dilemma. To each of these categories, I will now devote some more attention, as each
category is represented in the chapters of this dissertation. The focus of the
dissertation as a whole will be on social control, which is most obviously influenced by
the institutions in a group which govern the monitoring and sanctioning of other group
members. However, as we will see, the other categories also influence a group’s ability
or willingness to exercise social control.

1. Personal characteristics

A number of personal characteristics influence cooperative behavior. First of all, the
resources an individual possesses determine to what extent they can make a valuable
contribution to the solution of a social dilemma. Individuals who believe that their
cooperative behavior improves the chances of reaching some collectively desirable
outcome are more likely to behave cooperatively (Kerr, 1996). The extent to which a
person believes their contribution to be valuable is called this person’s efficacy (Kerr,
1996). This concept is not only useful in explaining why individuals sometimes do not
contribute to collectively beneficial projects (because compared to the overall effort
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involved their contribution is minuscule; Kerr, 1989; Olson, 1965) but also in explaining
why some individuals cooperate and others do not (Kerr, 1996). Imagine neighbors
jointly organizing a street barbeque, and asking for people to participate in an
organizing committee. Those who feel like they have a lot to contribute to the success
of this joint venture, perhaps because they have a close connection to the local
butcher or because they own some of the necessary equipment, are likely to sign up
while those who can only make minor contributions tend not to get involved. In
addition to a person’s material resources, their knowledge of the social context plays a
crucial role in such decisions (Dijkstra & Bakker, 2017; Dijkstra & Oude Mulders, 2014).
A person’s beliefs about the resources and the behavior of others influences how
important they expect their own contribution to be. Relatively minor contributions
may be decisive given the right social context, such as when a small political party is
crucial to the formation of a coalition government (Dijkstra & Bakker, 2017). Both an
individual’s material resources and their beliefs about the social environment thus
influence cooperative behavior.

Meanwhile, there is also evidence for psychological predispositions towards
cooperative behavior which are stable across different contexts (Au & Kwong, 2004;
Bowles & Gintis, 2011; Peysakhovich, Nowak, & Rand, 2014; Van Lange, Balliet, et al.,
2014; Van Lange, Bekkers, Schuyt, & Van Vugt, 2007), and for the existence of strong
reciprocators: individuals inclined to cooperate with others and punish those who do
not cooperate (Fehr & Gächter, 2002; Fehr & Gintis, 2007; Simpson & Willer, 2015).
Evolutionary models describe the conditions under which such cooperative
predispositions can develop and persist (Bowles & Gintis, 2004, 2011; Kurzban,
Burton Chellew, & West, 2015). The prevalence of cooperative dispositions differs
between personality types (Van der Zee & Perugini, 2006), countries (Henrich et al.,
2001; Herrmann, Thöni, & Gächter, 2008) and social groups (Frey & Meier, 2003;
Marwell & Ames, 1981; Van Lange, Otten, De Bruin, & Joireman, 1997).

One of the most frequently studied psychological traits in research on social
dilemmas is Social Value Orientation (SVO) (Au & Kwong, 2004; Van Lange, Joireman,
Parks, & Van Dijk, 2013). Measures of SVO distinguish between several orientations,
each determined by the weight individuals place on their own interests relative to the
interests of others (Messick & McClintock, 1968). Most commonly, individuals are
classified as altruistic, cooperative, individualistic or competitive (Au & Kwong, 2004;
Bogaert et al., 2008; Murphy & Ackermann, 2012). A person’s SVO predicts behavior
in social dilemmas, both in experimental contexts (Au & Kwong, 2004; Balliet et al.,
2009; De Cremer & Van Lange, 2001; Dijkstra & Bakker, 2017; Kanagaretnam,
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Mestelman, Nainar, & Shehata, 2009; Murphy, Ackermann, & Handgraaf, 2011; Van
Lange et al., 2013) and in practical contexts such as volunteering (Pletzer et al., 2018),
donating to noble causes (Van Lange et al., 2007) or engaging in pro environmental
behavior (Van Vugt, Van Lange, & Meertens, 1996).

2. The composition of and social structure within a group

As sociologists are well aware, social phenomena cannot usually be explained directly
based on the traits and behavior of individuals. Individual behaviors interact, in
complex and sometimes unexpected ways, to produce outcomes on a collective level
(Coleman, 1990; Hedstrom, 2005). In social dilemmas, in particular, decisions made by
one person inherently affect the outcomes experienced by others.

One aspect of the complex interaction between individuals is the social
structure within a group, which partly governs the ways in which the individuals
involved can interact. Social relations between individuals involved in a social dilemma
can promote cooperation through the prospect of repeated interaction (Axelrod,
1984; Flache, 2002; Wittek & Bekkers, 2015) and influence which individuals
cooperate (Baldassarri, 2015; Bramoullé & Kranton, 2007). The social structure of the
group also constrains individuals’ ability to accurately monitor the behavior of other
group members, which is crucial for the enforcement of cooperative behavior
(Grechenig, Nicklisch, & Thöni, 2010; Hechter, 1987).

Another important aspect is the composition of the group involved in a social
dilemma, in terms of personalities, social identities (Smith, 2011), interests
(Heckathorn, 1993; Reuben & Riedl, 2013), norms (Reuben & Riedl, 2013; Winter,
Rauhut, & Helbing, 2012), and resources (Dijkstra & Bakker, 2017; Dijkstra & Oude
Mulders, 2014; Reuben & Riedl, 2013).

3. Institutions

Institutions are formal rules and informal norms and conventions which govern social
interaction (Bicchieri, 2005; North, 1991). In the context of social dilemmas, several
types of institutions effectively promote cooperative behavior. First, there are
institutions which help the individuals involved coordinate on and commit to a
collectively approved strategy. Allowing groups faced with a social dilemma to
communicate among themselves before each individual decides how to behave tends
to promote cooperative behavior, even when any agreements made during this
communication cannot be enforced (Balliet, 2010; Liebrand, 1984; Elinor Ostrom et al.,
1992). Second, institutions determine the ways in which and the extent to which
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groups can attach consequences to behavior. Reputation systems make it possible to
avoid interacting with those who displayed uncooperative behavior in the past. Those
who behave cooperatively are rewarded with status (Willer, 2009), trust (Diekmann,
Jann, Przepiorka, & Wehrli, 2014; Fehrler & Przepiorka, 2016), and more cooperation
(Diekmann et al., 2014; Willer, 2009). Sanctioning systems allow the distribution of
rewards (e.g. Flache, 1996; Van Miltenburg, Buskens, Barrera, & Raub, 2014),
punishments (e.g. Bowles, Boyd, Mathew, & Richerson, 2012; Chaudhuri, 2011; Fehr &
Gächter, 2002), or both (e.g. Rand, Dreber, Ellingsen, Fudenberg, & Nowak, 2009).
Rewards are usually directed at those who exhibit cooperative behavior, while
punishments tend to be directed at uncooperative individuals, thus incentivizing
cooperative behavior (Balliet, Mulder, & Van Lange, 2011; Van Lange, Rockenbach, &
Yamagishi, 2014).

4. Broader social structure

Finally, the success and failure of cooperation in social dilemmas depend on the
broader social structure in which groups are embedded. While social dilemmas tend to
take place within one social group, the impact of the successful solution of this
dilemma frequently extends beyond group boundaries. First, successful cooperation in
one group may result in positive or negative externalities for other groups. This is
perhaps most noticeable in situations of intergroup competition (Abbink, Brandts,
Herrmann, & Orzen, 2010; Bornstein, 2003; Mäs & Dijkstra, 2014). Countries at war,
sports teams competing for a trophy and political parties competing for political power
all depend on a collaborative effort by their members for their success, and their
success is detrimental to other groups. More positively, a community’s joint effort to
prevent pollution of the local surface water may be intended to make the local lakes
suitable for fishing, but also has positive effects on water quality in other areas
downstream.

Second, the individuals who compose a social group are likely to also be
involved in other groups, which experience their own social dilemmas. Multiple groups
can be interconnected in a variety of ways, from minimal overlap in the form of a
single shared member to hierarchical structures in which an overarching group is
composed of several subgroups which may themselves be interconnected. Individuals
on the intersection of multiple groups are faced with difficult decisions when
experiencing competing demands. For example, professors experience demands from
coauthors who want them to work on joint research projects, while they are also
expected to cooperate with other colleagues on the development of a course.
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In each group, individuals may be faced with social dilemmas. Successful solutions to
the social dilemma in one group affect other groups’ abilities to solve their own
dilemmas, either because the groups have contradictory interests or because solving
the social dilemma in one group required an investment of resources which can now
no longer be used in other groups. A professor’s time is finite, and any time invested in
research projects can no longer be spent on teaching tasks.

The existence of such competing demands, and their importance in social
dilemma like situations has been known for many years (Killian, 1952; Stouffer, 1949).
Georg Simmel (Simmel, 1908) considered the shift from concentric circles (in which
multiple memberships are nested, as in a close knit village to which a person’s whole
life is confined) to intersecting circles (in which multiple memberships are more
diverse and individualized) a defining feature of the development of societies. Robert
Merton (1957) wrote extensively on role conflicts, a concept which describes very
similar competing pressures on an individual (although it does not imply multiple
group membership). Overlap in group membership has also been noted as a challenge
(Ashforth & Mael, 1989; Williams, 2001) and an opportunity (Lau & Murnighan, 2005;
Mäs, Flache, Takács, & Jehn, 2013; Milliken & Martins, 1996; O’Leary, Woolley, &
Mortensen, 2011) for organizations.

IN THIS DISSERTATION

Central to this dissertation is the theme of social control. In the presence of tension
between individual and collective interests, a group’s ability to exert social control on
its members is crucial to ensuring collectively desirable outcomes (Hechter, 1987). The
four categories of factors discussed above all influence a group’s ability to exercise
social control. Three chapters of this dissertation study group level differences in
these factors, which influence the group’s ability to enforce cooperative behavior. One
chapter, the second, investigates a personal characteristic which informs theories
about individual behavior in social dilemmas, on which any theory of social control
must ultimately be based.

Chapter Two: Comparing three measures of Social Value Orientation

In this second chapter, I compare three different measures of Social Value Orientation.
As previously noted, SVO predicts behavior and expectations in social dilemmas in
experimental and practical contexts (Au & Kwong, 2004; Pletzer et al., 2018). Social
Value Orientation is part of the micro foundation for a sociological theory of behavior
in social dilemma situations (Coleman, 1990; Raub, Buskens, & van Assen, 2011),
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partly explaining how individuals act when faced with a choice between individual and
collective interests. Accurate measurement of individuals’ Social Value Orientation is
thus crucial to our understanding of cooperative behavior. There are a number of
approaches to measuring SVO, one of which has been introduced relatively recently. I
systematically compare the three most common measures: the 9 item triple
dominance measure, the ring measure and the slider measure (Au & Kwong, 2004;
Murphy & Ackermann, 2012; Murphy et al., 2011; Pletzer et al., 2018). My co authors
and I look first at theoretical properties of the three measures, such as how fine
grained each measure is and how well each measure manages to exclude invalid
responses. We also compare each measure in an empirical longitudinal study, judging
to what extent the three measures are consistent with each other and how stable
each measure is over time.

We find that there are substantial differences between the three measures,
both in how sensitive they are to invalid responses and in how they classify the same
individuals. One of the main conclusions we draw is that Social Value Orientations
should be assessed on a continuous scale as much as possible, rather than classifying
individuals into predetermined categories. We find that there is a lot of variation
between individuals classified within the same category and that many individuals do
not fit the stereotypical patterns of any categorical SVO type. This finding supports
recent calls in the literature to move towards continuous measures of SVO (Murphy &
Ackermann, 2012; Murphy et al., 2011; Pletzer et al., 2018). Based on our comparison
of the three measures, we recommend the slider measure (Murphy et al., 2011) as the
most suitable way to measure SVO among the currently available measures. The slider
measure is relatively simple, has the highest test retest reliability and can be used as a
continuous scale. One caveat is that the slider measure is not the most effective at
excluding invalid responses. If many invalid responses can be expected, the 9 item
triple dominance measure may be more suitable.

Chapters Three through Five: Social control

Chapters three through five focus on groups’ ability to exercise social control. Effective
social control is often essential to the solution of social dilemmas. Collectively
undesirable behavior is often individually rewarding and therefore tempting. When
such undesirable behavior is not kept under control it has a tendency to spread
(Cialdini, Reno, & Kallgren, 1990; Mäs & Opp, 2016). Effective social control,
influencing and controlling the behavior of group members, requires monitoring of
group members’ behavior and an ability to distribute effective sanctions encouraging
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or discouraging certain actions (Hechter, 1987). In chapters three and four, we
experimentally investigate different sanctioning systems which may influence a
group’s ability to enforce collectively beneficial behavior. In chapter five, we
experimentally investigate how the group’s embeddedness in a broader social
environment impacts the group’s ability to monitor its members.

Chapter Three: Oppositional control in ongoing social relations under a peer
punishment institution

Central to the third chapter is the replication and extension of a prominent article
from the literature which called into question the effectiveness of peer punishment. In
many laboratory experiments, sanctioning systems which allow individual group
members to punish each other have proved to be very effective at promoting
cooperative behavior in social dilemmas (Chaudhuri, 2011). These so called peer
punishment systems allow members of a group to distribute punishments to other
group members, at a cost to themselves (Guala, 2012; Elinor Ostrom, 2000).
Nikiforakis (2008) argued that laboratory studies of peer punishment at the time
omitted an important aspect of social interactions which has the potential to make
peer punishment systems entirely ineffective. This argument was motivated in part by
the observation that while peer punishment is very effective in the lab, sanctioning
systems based on costly punishment distributed by individuals are rare (Guala, 2012;
Ostrom, 2000; Simpson & Willer, 2015), though not entirely nonexistent (Mathew &
Boyd, 2011; Wiessner, 2005), in real world groups. According to Nikiforakis (2008), the
ability to retaliate against punishers might discourage peer punishment so effectively
that groups are no longer able to sustain cooperative behavior. Retaliation against
peer punishment, which is a form of oppositional control, is frequently possible in real
world groups, but not in laboratory experiments which showed a strong positive
impact of peer punishment (Nikiforakis, 2008).

In the third chapter of this thesis, we extend Nikiforakis' (2008) argument on
the embeddedness of punishment in ongoing social interactions. We argue that if peer
punishment is subject to (negative) responses in an ongoing interaction, the same is
likely to be true for retaliation. Given a long term continued social interaction, the
incidence and effectiveness of retaliation might itself be limited by the expectation of
future consequences, thus restoring the effectiveness of the peer punishment system.
The chapter starts by replicating Nikiforakis' (2008) original experiment and then
continues into an extension of this design in which decisions are increasingly
embedded in ongoing interactions.
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The results from this chapter contradict Nikiforakis' (2008) findings. Contrary to
expectations, we find that the possibility of retaliation does not negatively impact the
effectiveness of peer punishment, even when retaliation is not itself vulnerable to
future consequences. We are able to replicate important steps in the proposed
mechanism, finding that retaliation occurs frequently and finding that peer
punishment is discouraged by retaliation, but find that the decrease in punishment
does not affect contributions.

As a possible explanation for this difference in outcomes, we propose a
difference in the composition of the groups in our experiment compared to those
involved in Nikiforakis' (2008) study. Retaliation may discourage punishment, but if
there are many willing punishers in a social group, high levels of cooperation may be
sustained even if some punishers are discouraged. Meanwhile, if there are relatively
few willing punishers in a group so that the peer punishment system is only just
powerful enough to enforce cooperative behavior, a small amount of discouragement
may cause the system to break down entirely. We observe that even in the first round
of all treatments, when participants could not have exerted influence on each other
yet, there is more cooperative behavior in our sample than in Nikiforakis' (2008)
sample. This may be an indication that the balance between individuals inclined to
cooperative behavior and individuals not so inclined is different in the two samples. It
may well be that, in our study, the relatively small proportion of free riders could be
effectively sanctioned despite the presence of retaliation and the subsequent
decrease in punishment.

The findings from the third chapter of this thesis illustrate the interaction
between characteristics of different individuals, as well as an interaction between the
composition of the social group and the institutions applied to guide behavior in this
group. Persons who are willing to punish non cooperative others depend on the
presence of sufficient numbers of like minded individuals to make these punishments
effective (Heckathorn, 1989; Yamagishi, 1986). The effectiveness of an institution
designed to encourage cooperative behavior similarly depends on the composition of
the social group, especially when the implementation of this institution relies on the
actions of individuals who compose this group.

Chapter Four: Compliant and oppositional control under peer punishment and
institutional punishment institutions

The fourth chapter of this thesis investigates two alternative institutions, both of
which implement a sanctioning system. In the third chapter of this thesis, discussed
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previously, we already investigated one possible cause for the relative rarity of peer
punishment in real world groups, namely the possibility of retaliation. Another part of
an explanation for the rarity of peer punishment institutions may be that there are
other more effective, more efficient, or more resilient institutions available which are
preferred to peer punishment. In this fourth chapter, we compare peer punishment to
institutional punishment: punishment distributed by designated authorities, in an
objective manner, in accordance with predetermined criteria for punishable behavior.
In particular, we investigate the idea that institutional punishment is more resilient
than peer punishment because it is considered to be more legitimate and it is less
vulnerable to the possibility of oppositional control.

Peer punishment systems generally allow more opportunities for oppositional
control than institutional punishment systems. For example, institutional punishment
systems are less personal than peer punishment systems, limiting opportunities for
retaliation. Oppositional control in the case of institutional punishment involves
decreasing the ability of the institution to effectively exert control. However, even
assuming equal opportunities for oppositional control, we expect less oppositional
control to be exercised in institutional punishment systems because institutional
punishments are likely to be seen as more legitimate.

The legitimacy of compliant control influences how likely recipients of sanctions
are to change their behavior (Baldassarri & Grossman, 2011), and likely also influences
the extent to which group members decide to exercise oppositional control. The
legitimacy of punishment depends, among other things, on the extent to which
compliant control is collectivized (Strimling & Eriksson, 2014) and on the basis from
which punishers derive their authority (Baldassarri & Grossman, 2011; Grossman &
Baldassarri, 2012). Institutional punishment systems are likely to be considered more
legitimate than peer punishments, because of key differences between the two types
of institutions.

We find that under the most favorable circumstances a peer punishment
institution results in more cooperative behavior than an institutional punishment
institution. However, when the effectiveness of punishment institutions can be
undermined by oppositional control, institutional punishment proves more resilient
than peer punishment. In addition, receiving punishment from a punishment
institution has a greater positive effect on contributions than does receiving
punishment from a fellow group member. The outcomes of the present study appear
to support the importance of legitimacy in explaining differences between the two
sanctioning systems.
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Chapter Five: Social dilemma with multiple group membership

The fifth chapter of this thesis investigates an important complicating factor in groups’
ability to exercise social control. Groups experiencing a social dilemma cannot be
considered isolated social environments. In reality, group members will be members
of many different social circles, each placing demands on group members’ resources.
This does not only create conditions under which multiple groups may be in
competition with each other, but it also makes it more difficult for groups to
accurately monitor and sanction their members’ behavior. Multiple group
membership has not been studied in recent research on social dilemmas. In the fifth
chapter of this thesis, we take a first step in investigating social control in social
dilemmas with multiple group membership. Social dilemmas involving multiple groups,
where individuals are members of multiple groups, will form their own field of
research with distinct questions, theories, and experimental designs. However, this
field should not be entirely disconnected from existing research on one group social
dilemmas. Rather, we may start by applying findings, theories, and assumptions from
existing research on social dilemmas to this new situation. In doing so, we test the
limits of existing theories and learn about the applicability of our current knowledge to
a more complex social environment. In the fifth chapter, we illustrate this by
investigating the extent to which findings on the monitoring of free riders can be
replicated in situation with multiple group membership. We introduce a new
experimental design which extends a typical social dilemma (a public good game) to
incorporate multiple group membership and develop a sanctioning system which is
effective and convenient under these new conditions.

In research on single group social dilemmas, imperfect monitoring of fellow
group members has been shown to hinder the effective distribution of sanctions
(Fischer, Grechenig, & Meier, 2016; Grechenig et al., 2010; Van Miltenburg,
Przepiorka, & Buskens, 2017) by making it difficult to identify non cooperative group
members. It has been suggested that group members hesitate to distribute
punishment when they cannot accurately assess the behavior and intentions of others
(Bornstein & Weisel, 2010; Patel, Cartwright, & Van Vugt, 2010; Van Miltenburg et al.,
2017). This is consistent with the finding that punishments can be motivated by anger
towards uncooperative individuals (Fehr & Gächter, 2002; Gintis, 2000), and that the
punisher’s judgment of the other’s intentions matters (Falk, Fehr, & Fischbacher,
2008).

In a one group social dilemma, this inability to accurately judge others’
intentions from their displayed behavior is usually implemented as noise: random
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‘errors’ in behavior or in how one’s behavior is displayed to other group members
(Van Miltenburg et al., 2017). When multiple groups with shared members are
involved, one major reason why information on the intentions of others is incomplete
is that their behavior in other groups is relevant to judge those intentions but difficult
to observe. Uncooperative behavior may reflect uncooperative intentions (e.g. staff
members not showing up to a meeting because they would rather not attend) or it
may reflect cooperative intentions constrained by the competing demands of another
group (e.g. staff members not showing up to a meeting because they have a previously
scheduled meeting in another department) (Patel et al., 2010). Crucially, judging
intentions from behavior is only difficult when the multiple groups place competing
demands on the individuals involved. When individuals are involved in multiple groups,
but it is common knowledge that cooperative individuals can completely satisfy the
demands of both groups, uncooperative behavior clearly reflects uncooperative
intentions.

We find some evidence that group members refrain from punishing when
apparently uncooperative behavior may represent cooperative behavior in another
group. However, this effect is relatively small and does not lead to a decrease in the
total amount of cooperative behavior observed. What is perhaps more interesting, we
find that when the interests of multiple groups are in conflict tacit coordination
emerges at levels of cooperation which are sustainable in each group and result in a
mostly equal division of resources across groups. These results illustrate how the
applicability of knowledge gathered in studies on isolated social dilemmas may not be
applicable to groups which are embedded in a broader social environment. It appears
that imperfect monitoring as a result of noise and imperfect monitoring with origins in
the social structure in which a group is embedded may not have the same effects on
behavior in social dilemmas. Exploring the origins of these different effects may be an
interesting topic for future studies.

Apart from testing the limits of our existing knowledge, and improving the
external validity of research on social dilemmas, studies which take into account a
broader social structure with multiple group membership can also test new
hypotheses and connect to other fields. There are open questions which relate
specifically to situations in which multiple groups intersect. For instance, when groups
compete for an individual’s resources, what determines which group wins out? Are
individuals able to sustain membership in groups with competing interests? How do
people reconcile competing demands? There are many apparent opportunities for
research in these directions.
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CONCLUSIONS

The four chapters of this dissertation show the diversity of factors influencing
outcomes of social dilemmas. The chapters show individual differences, point to the
relevance of the composition of groups involved in a social dilemma, and show the
impact of a group’s ability to monitor and sanction its members on successful
cooperation.

From chapter two, we learned the extent to which a person is inclined towards
cooperative behavior differs strongly between individuals. As theories about individual
behavior often form a crucial step in explanations of social phenomena (Coleman,
1990; Raub et al., 2011), accurate measurement of these individual tendencies is
important when predicting and explaining social dilemma behavior.

From chapter three, we learned, first of all, the potential vulnerability of peer
punishment systems to retaliation. Opportunities to retaliate against punishers are
frequently used and in the presence of retaliation the use of sanctions to enforce
collectively beneficial behavior declines. However, chapter three also shows that this
vulnerability does not necessarily render the sanctioning system ineffective. We
speculate that the composition of the group in terms of cooperatively inclined and
uncooperatively inclined individuals is one of the relevant factors determining whether
opportunities to retaliate result in the breakdown of cooperation under peer
sanctioning systems.

From chapter four, we learned that an institutional punishment system may be
less vulnerable to retaliation (or, more generally, oppositional control) than a peer
punishment system. In chapter four we do observe that the possibility of retaliation
results in a lower level of cooperative behavior in a peer punishment system, while
opportunities for oppositional control do not appear to have an impact on the
effectiveness of an institutional punishment system. Notably, cooperation rates are
higher under the peer punishment system than under the institutional punishment
system if oppositional control is not possible.

From chapter five, we learned that the broader social structure in which a
group is embedded the group’s ability to monitor the behavior of other group
members. Specifically, we investigated a situation where every group member also has
obligations to another group and there is no other overlap in group membership.
Under these conditions, groups have no information on the behavior of their members
in other groups, which reduces the group’s ability to assess the intentions behind their
members’ behavior. We find that under these conditions very low contributions are
less likely to be punished than when group members have no conflicting obligations,
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presumably because low contributions may indicate free riding but may also indicate
very high contributions given to another group. Generally, we showed that groups’
embeddedness in a broader social environment is relevant to behavior in social
dilemmas.

Looking back on this discussion of the many factors involved in the success and
failure of cooperation, the social scientist’s challenge to identify the necessary and
sufficient conditions for sustained cooperation may seem daunting. Successful
cooperation required the right characteristics to be present in the individuals involved,
the right composition and social structure for the group in which they cooperate, the
right institutions to encourage cooperative behavior, and a social environment around
the group which does not constrain group members’ behavior. To make matters even
more complicated, factors from each of these categories may interact. In the third
chapter of this thesis, for example, we see how the effectiveness of a sanctioning
institution may depend on the distribution of social preferences within the group. In
other studies, we have seen how behavior in social dilemmas depends on the cultural
context (Henrich et al., 2001; Herrmann et al., 2008) and on the framing of the
situation (Andreoni, 1995; Fleishman, 1988). As we expand research on social
dilemmas into increasingly realistic but also increasingly diverse situations, as for
example in the fifth chapter of this thesis and in various field experiments (e.g.
Balafoutas & Nikiforakis, 2012; Baldassarri & Grossman, 2011; Englmaier & Gebhardt,
2016; Fehr & Leibbrandt, 2011; Kraft Todd, Yoeli, Bhanot, & Rand, 2015; Noussair, van
Soest, & Stoop, 2015; Winking & Mizer, 2013), we find the relative importance of
different factors to be strongly dependent on the specifics of the situation.

What’s next?

Where, then, do we go from here? Well, there is a lot left to do. We can continue on
the established paths and discover more about the factors which determine whether
cooperation succeeds and can be sustained. For example, we can investigate more
thoroughly the advantages and disadvantages of various institutions intended to
promote cooperative behavior, and the conditions under which different institutions
are favored. There are many opportunities to expand our knowledge, especially
regarding the broader social structure in which groups are embedded. The chapters of
this dissertation are devoted to studies of what my coauthors and I believe to be
interesting questions along this path.

However, definitive answers about the ‘right’ conditions for solving social
dilemmas are elusive, given the many factors involved and the even more numerous
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ways in which they interact. Continuing to work along the many, often unconnected,
strands of research currently established adds more factors which can matter but
gives little guidance as to their relative importance or the scope of their applicability.
Attempting to compare and reconcile the available literature means having to align
different theoretical paradigms and conceptualizations of factors, which is a difficult
task in itself. Studying such an integrated framework experimentally leads to practical
difficulties (an experiment can only have so many different treatments). Attempting to
construct a unified theory of social dilemma behavior seems unlikely to lead to
accurate predictions for any but the most abstract situations.

There are, therefore, several reasons to complement this fundamental research
with attempts to solve practical problems. Extensive knowledge is already available on
cooperation in social dilemmas, both in laboratory experiments (Chaudhuri, 2011) and
in the field (Kraft Todd et al., 2015). The field of social dilemmas seems to offer plenty
of opportunities for practical applications, of which there have so far been very few.
First, social dilemmas are common and recognizable, and there is likely to be interest
in their solution. Not only do major societal problems such as climate change and
resource depletion (e.g. Hardin, 1968) fit the criteria of social dilemmas, similar
problems occur on a smaller scale in many organizations. Organizations have strong
incentives to resolve social dilemmas in the workplace, as a breakdown in cooperation
has clear negative effects on productivity (Cohen & Bailey, 1997; Hamilton, Nickerson,
& Owan, 2003; Petersen, 1992). Fundamental research can directly inform
investigations into practical problems. For example, when attempting to tackle
problems of stress and burnout among employees and students, it seems important to
recognize the existence of competing demands from the multitude of groups of which
these individuals are members (e.g. Chapter 5; Stouffer, 1949) This creates
opportunities for industry academia partnerships.

Second, social dilemmas are not trivially solved (e.g. Kollock, 1998). As is
evidenced by previously given examples of unsuccessful cooperation, and by the
myriad of potential factors involved, and by the fact that research on social dilemmas
(including this thesis) often produces unexpected results, solving social dilemmas is
sufficiently difficult to justify a genuinely scientific approach (Watts, 2017). Finally,
while social dilemmas are not trivially solved, it is likely that small scale social
dilemmas can be solved with carefully designed interventions. Many social dilemmas
are not so complicated as to require a complete understanding of society (Watts,
2017). Nor do all social dilemmas play out on so large a scale that implementing a
solution is impractical. Designing solutions for social dilemmas which play out on a
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global scale may not be feasible (yet), but many social dilemmas take place in relatively
simple social environments. Teams of co workers, or students working together on a
research project, are often relatively small in scale, operate under clearly defined rules
to generate outcomes which can be objectively evaluated, and are situated in a well
defined social structure with relatively few outside influences. The crucial difficulty in
developing generally applicable solutions to social dilemmas and broadly targeted
interventions to encourage cooperative behavior is that their effectiveness may differ
strongly between groups. Targeting a specific group means carefully investigating the
conditions under which the social dilemma takes place, identifying which factors
strongly influence behavior under those conditions, selecting factors which can
feasibly be changed given the structural and institutional constraints applicable to the
group and targeting these factors.

Providing practical solutions to problems in these relatively simple and well
defined environments can be a stepping stone towards the solution of larger societal
problems (Watts, 2017). Not only is this a valuable endeavor in itself, but in attempting
to solve practical problems we may also discover more about the relative importance
of the many potentially influential factors identified by fundamental research (Watts,
2017). By cataloging the contents and effectiveness of practical solutions to social
dilemma problems, we may get a better picture of which factors are relevant in nearly
all groups and which are highly situational. Hopefully, opening up this second avenue
of exploration can add significantly to the field of social dilemma research.
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Social Value Orientation (SVO) is one of the most frequently studied individual traits in
research on social dilemmas (Au & Kwong, 2004) and one of the most vital to
understand and measure for research in this field (Murphy & Ackermann, 2012;
Murphy et al., 2011). SVO literature (e.g. Au & Kwong, 2004; Balliet et al., 2009;
Bogaert et al., 2008; Van Lange et al., 2013) shows that SVO consistently relates to
behavior in social dilemmas. In experimental studies on common pool resources,
participants with different Social Value Orientations take different amounts from the
common pool (Au & Kwong, 2004; Liebrand, 1984). This finding is robust to changes in
the structure of the common pool resource game (Au & Kwong, 2004). SVO also
correlates with contributions in public good games (e.g. De Cremer & Van Lange,
2001; Dijkstra & Bakker, 2017; Fung, Au, Hu, & Shi, 2012), Prisoner’s Dilemma games
(e.g. Murphy, Ackermann, & Handgraaf, 2011), investment games (e.g. Kanagaretnam,
Mestelman, Nainar, & Shehata, 2009) and various other types of social dilemma games
(Balliet et al., 2009). One part of these differences in behavior may be a direct
consequence of differences in SVO, and another part may be due to different
expectations regarding the behavior of others between persons with different SVO
types (Pletzer et al., 2018). Additionally, there is evidence from non experimental
studies suggesting that a person’s Social Value Orientation influences, for example,
volunteering behavior (Au & Kwong, 2004; Pletzer et al., 2018), donations to noble
causes (Pletzer et al., 2018; Van Lange et al., 2007) and pro environmental behavior
(Pletzer et al., 2018; Van Vugt et al., 1996). SVO relates not just to behavior but also to
participation in experiments. Prosocials are more likely to volunteer for experiments
than individualists and competitors (Van Lange, Schippers, & Balliet, 2011).
Additionally, the distribution of Social Value Orientations in experimental samples may
depend on properties of the groups (of e.g. students) from which these samples are
drawn. Van Lange et al. (2011) showed that while the prosocial orientation is the most
common orientation among psychology students and in representative samples of the
Dutch population, individualists are the largest group among economics students.

An accurate measurement of Social Value Orientation is thus crucial for our
understanding of behavior in social dilemmas. Several measures of SVO are available
(Au & Kwong, 2004; Murphy & Ackermann, 2012) but there are few comparative
studies. As a result, we do not have a clear picture of how different measures of Social
Value Orientation relate to each other, nor do we know definitively whether some
measures are better than others. Increasing our knowledge of the relationships
between the three most prominent measures and helping us choose between them
are the main aims of this study.
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Defining Social Value Orientations

Central to the concept of Social Value Orientation is the observation that the behavior
many people exhibit in social dilemmas is not solely aimed at the maximization of their
own material gain. Instead, a significant proportion of people in such situations show
consideration for the welfare of others (Au & Kwong, 2004; Balliet et al., 2009; Bogaert
et al., 2008; Van Lange et al., 2013).

SVO is defined in terms of weights individuals assign to their own and other’s
outcomes in situations of interdependence (Messick and McClintock 1968). Most
commonly, three or four types of SVO are distinguished (Au & Kwong, 2004; Bogaert
et al., 2008; Murphy & Ackermann, 2012). The first of these is the altruistic
orientation. Altruists care positively about the outcomes of others and are neutral
about their own outcomes. More intuitively, altruists try to reach the most positive
outcome possible for the other without regard to the outcome for themselves.
Cooperators, the second commonly distinguished group, care both about their own
outcomes and the outcomes of the other. They typically try either to maximize the
joint outcomes for themselves and the other or to minimize the difference in
outcomes between themselves and the other (Van Lange et al., 2013). Altruists and
cooperators are sometimes grouped together as one prosocial orientation (Bogaert et
al., 2008; Murphy & Ackermann, 2012). All individuals who care positively about (i.e.
place a positive weight on) the outcomes of others can be considered prosocial. The
third commonly distinguished category is the individualistic orientation. Individualists
care about obtaining the most advantageous outcome for themselves (i.e. they assign
a positive weight to their own outcome) regardless of the outcome for the other.
Competitive individuals, finally, care positively about their own outcome and
negatively about the outcome for the other. That is, they try to obtain the maximum
relative advantage possible compared to the other. The various orientations are
characterized by the weights individuals place on the outcomes of self and other, as
well as by their inferred motivations and typical payoff allocations (Murphy &
Ackermann, 2012, Table 2). Several other, less common, orientations have also been
identified (Au & Kwong, 2004; Murphy & Ackermann, 2012). However, many studies
incorporating measures of Social Value Orientation do not make use of these
orientations and the vast majority of individuals can be classified into the four most
common categories.

Traditionally, Social Value Orientation has been used as a categorical construct,
classifying respondents into one of the SVO orientations and using the respondent’s
orientation as a predictor of behavior (Murphy & Ackermann, 2012). However, there
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may be distinct subcategories within an orientation, such as differences among
prosocials in whether they are mainly concerned with the maximization of joint
outcomes or with the minimization of (advantageous) inequality (Murphy et al., 2011;
Van Lange et al., 2013). Additionally, the variation between respondents with the
same classification which can be observed when SVO is measured on a continuous
scale suggests that many individuals are not purely prosocial, individualistic or
competitive. Rather, there are more gradual differences which are also accompanied
by gradual differences in outcomes typically associated with SVO (Murphy &
Ackermann, 2012).

Aims of the paper

Because SVO is very frequently used as a predictor of behavior, and because there are
different types of measures which are supposed to measure the same concept but
may be unintentionally different, systematically comparing different measures of SVO
is important. As identified in a recent meta analysis by Pletzer et al. (2018), the three
most commonly used measures of SVO are the 9 item Triple Dominance Measure
(TDM; Van Lange et al., 1997), the Ring Measure (RM; Liebrand & McClintock, 1988)
and the Slider Measure (SLM; Murphy et al., 2011). The Slider Measure is the most
recent of the three and appears to be replacing the Triple Dominance Measure and
the Ring Measure. Reviews published before the introduction of the Slider Measure
recognize the Triple Dominance Measure and the Ring Measure as the most common
ways to measure SVO (Au & Kwong, 2004; Bogaert et al., 2008).

An excellent overview of the benefits and drawbacks of many types of SVO
measures has been provided by Murphy & Ackermann (2012). This overview discusses
the validity and reliability of these measures, as well as their output resolution (the
ability to distinguish nuances in SVO), efficiency (in terms of time and effort to both
complete and evaluate the measure), and unique features (Murphy & Ackermann,
2012). As Murphy & Ackermann (2012) note, however, there are few studies which
perform systematic empirical evaluations of and comparisons between measures of
SVO. The Slider Measure, in particular, has only been evaluated by its original authors.
Independent replication of its good psychometric properties is valuable. Additionally,
there are several properties of the three measures which we believe have not been
systematically investigated before. In this study we thus address four topics, which in
our opinion have not yet been sufficiently addressed in the SVO literature.

First, we investigate the sensitivity of the three measures to random responses.
While previous reviews have discussed the exclusion of invalid responses when
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describing how cases are classified by each measure (e.g. Au & Kwong, 2004; Murphy
& Ackermann, 2012), we are not aware of any study which has theoretically and
empirically assessed how successfully each measure discriminates between random
and genuine responses. Outcomes on each measure of Social Value Orientation may
be influenced not only by a person’s orientation but also by properties of the measure
itself. One way to investigate differences in the properties of the three measures is to
investigate how they classify completely random responses. There are two ways in
which this can reveal systematic differences between the three measures. For one,
measures of SVO often try to distinguish between valid (representing a person’s true
SVO) and invalid (random or otherwise non serious) responses. By investigating the
classification of random responses we can compare the effectiveness of exclusion
criteria between the three measures. For another, looking at the distribution of
classified random responses reveals differences between the measures in the
probability that a random response is classified as altruistic, cooperative, individualistic
or sadistic. This indicates certain “tendencies” a measure has of classifying a response
in either one category or another. Overall, good measures should be able to
distinguish genuine responses from random ones without leaving a large proportion of
respondents unclassified, and should not “steer” responses in a “preferred direction”.

Second, we investigate the convergent validity of the three measures. Little
evidence is available on whether the different measures of SVO assign the same
classification to the same respondent (Au & Kwong, 2004; Bogaert et al., 2008). We
know of only one previous study which has compared all three measures within the
same sample (Murphy et al., 2011) and in that case, each respondent only completed
two of the three measures.

Third, we investigate the test retest reliability of the three measures over a
period of approximately three months. Again we know of only one previous study to
evaluate the test retest reliability of all three measures (Murphy et al., 2011) and in
that study, the three measures were evaluated over much shorter and, moreover,
unequal intervals than in our study.

Fourth, we will pay particular attention to the choice between categorical and
continuous measures of Social Value Orientation. Recent reviews of the literature
suggest moving from categorical to continuous measures (Bogaert et al., 2008;
Murphy & Ackermann, 2012; Murphy et al., 2011; Pletzer et al., 2018), for both
theoretical and empirical reasons. On the theoretical side of the argument, Social
Value Orientation can be considered a continuous construct given that it is defined in
terms of the relative importance individuals attach to the payoffs of others and to
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their own payoffs (Murphy et al., 2011). In principle, these relative weights could take
any value and there is no obvious reason to restrict them to predefined ideal types. On
the empirical side, when Social Value Orientation is measured on a continuous scale it
appears that there is substantial variation in responses which would be discarded if
the measure were reduced to categories (Murphy et al., 2011).

We will first go into more detail on the measures of Social Value Orientation we
will evaluate. We will then evaluate the three most common measures of SVO,
including a more comprehensive overview of the literature on each of the topics we
address, and conclude with our recommendations for future studies.

MEASURING SOCIAL VALUE ORIENTATION

Measures of Social Value Orientation ask respondents to choose between several
alternative allocations of money, points, or resources between themselves and an
anonymous other. The respondent’s chosen allocations are used to estimate the
weights they attach to their own outcomes and the outcomes for the other. Measures
usually include several similar items, intended to more clearly distinguish between
persons with different orientations and (in the case of measures which can be used as
continuous outcomes) make a more accurate determination of a person’s exact
orientation. We will explain the concept and procedures of each of the measures we
include in this study. The examples presented in this section are also used in the
questionnaires completed by our respondents.1

9 Item Triple Dominance measure

Practically, the 9 item TDM (Van Lange et al., 1997) is the simplest of the commonly
used measures. It has just nine items, each with only three alternatives to choose
from, where each alternative clearly represents one of the three SVO orientations. The
classification rule, which states that at least 6 out of the 9 items must be answered
consistently for a participant to be classified (Van Lange et al., 1997), largely prevents
participants who employ random answer patterns from being treated as if they

1 These questionnaires (paper based examples of the TDM, RM and SLM) used to be available at
http://vlab.ethz.ch/svo/SVO_Slider/SVO_Slider_paper_based_measures.html and were downloaded from
this website in 2015. This URL is now defunct. Examples and translations for the paper based Slider
Measure can still be downloaded at http://ryanomurphy.com/styled 2/downloads/index.html. The Slider
Measure we used corresponds to Version A on that page, with adapted instructions. The measures and
instructions we used are available at https://osf.io/6rdx9/?view_only=87831a672837458eb667abe89
bc818e1.
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legitimately indicated their SVO. On the other hand, this classification rule often leaves
a substantial number of people unclassified (Au & Kwong, 2004) and does not allow
for the presence of mixed SVO types. Figure 2.1 shows an example choice from the 9
item TDM.

Figure 2.1. Example from the 9 item Triple Dominance Measure

The 9 item TDM is designed to be used as a purely categorical measure. Researchers
who have recognized the benefit of a continuous measure of SVO have tried to extract
continuous information from the 9 item TDM, but these transformations are
discouraged because they risk confusing the reliability of a preference with its
magnitude (Murphy & Ackermann, 2012).

Ring measure

The ring measure (RM) of SVO is presented to participants as a set of items with payoff
pairs between which they are expected to choose (the set contains 24 items, each
with two payoff pairs) (Au & Kwong, 2004). A payoff pair is an ordered pair of payoffs
for self and other. The payoff pairs presented to participants are derived from equally
spaced points on a circle with a fixed radius, whereby one axis (usually the horizontal
axis) represents payoffs for self and the other axis (usually the vertical axis) represents
payoffs for other. A person’s SVO orientation is also a point on this circle, which
represents the person’s ideal payoff combination. The idea behind the RM is that a
person will choose the own other payoff combination closest to their ideal payoff
combination, which represents their SVO (Au & Kwong, 2004; Liebrand & McClintock,
1988). Based on the total allocation to self and the total allocation to other, the
person’s SVO can be computed as a point defined by an angle (representing the
relative weight of payoffs to self and to other) and a vector length (representing how
consistently responses indicate a single SVO) from the origin of the circle.

This angle can be used as a continuous measure of SVO when only the right half
of the ring, with positive payoffs for self, is used (Murphy & Ackermann, 2012).
Traditionally, however, responses on the RM are reduced to categorical classifications.
Liebrand (1984) suggested dividing the circle into eight equal octants denoting eight
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social value orientations (see also Table 2 in Au & Kwong, 2004 or Figure 1 in Murphy
& Ackermann, 2012). In recent studies, the vector length is used as a consistency
indicator, with vectors shorter than a quarter of the maximum length possible (i.e.
twice the radius of the ring) considered inconsistent (Au & Kwong, 2004). Earlier
studies tended to use 50 or 60 percent agreement (i.e. responses indicating the same
SVO orientation) as a cutoff for consistency. In seventeen studies identified by Au &
Kwong (2004), ten used this 50 or 60 percent criterion and the rest used a minimum
vector length of 25 or 20 percent of the maximum. Figure 2.2 shows an example
choice from the ring measure.

Figure 2.2. Example from the ring measure

Several variations of the Ring Measure exist. The questionnaire we used is a half ring
(Murphy & Ackermann, 2012), which only allows Altruistic, Cooperative, Individualistic,
Competitive and Sadistic orientations (the right half of the ring, including the most
common orientations). A complete ring would also allow for orientations in which the
respondent places a negative weight on their own outcome, meaning that the
respondent is to some extent masochistic (Au & Kwong, 2004; Murphy & Ackermann,
2012). However, such responses are exceedingly rare and these categories are not
usually reported (Au & Kwong, 2004; Bogaert et al., 2008). There are several
advantages to using only the most common (right) half of the ring. For one, including
choices which are intended to distinguish between very uncommon orientations is
inefficient and may result in inconsistent choices (Murphy & Ackermann, 2012). For
another, using only the right half of the ring allows an interpretation of the SVO angle
as the weight an individual attaches to the other’s outcome relative to their own
(Murphy & Ackermann, 2012).

Slider measure

The slider measure (SLM) of social value orientation is a more recent measure,
proposed by Murphy et al. (2011). The authors claim that existing methods are
inefficient (e.g. including items with very little variation in choices) and often fail to
produce consistent results for a substantial proportion of subjects or require
substantial time and effort on the part of participants. Additionally, they claim that
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existing measures have not been explicitly designed to capture more nuanced motives
such as inequality aversion (Murphy & Ackermann, 2012; Murphy et al., 2011). The
authors state that SVO should be assessed on a continuous scale because SVO is a
continuous construct, which represents how individuals balance their own outcomes
and those of others. The existing measures of SVO which produce mainly categorical
data (e.g. the 9 item TDM) are therefore missing a substantial amount of information
regarding peoples’ social preferences (Murphy et al., 2011). For this reason, the
authors have designed the slider measure to enable measurement of SVO on a
continuous scale. The slider measure asks participants to choose a resource allocation
over a continuum of joint payoffs. The slider measure consists of six primary decisions
measuring basic SVO, with the addition of nine secondary decisions. The secondary
items can be used to disentangle inequality aversion (minimizing payoff differences
between self and other) and joint gain maximization (maximizing the sum of payoffs to
self and other). Compared to other measures of SVO, the authors claim that the SLM
allows researchers to 1) evaluate whether respondents understood the task, 2)
evaluate the transitivity of preferences as an indicator of genuine responses, 3) create
a complete rank order of all orientations for each respondent and 4) score the
measure in such a way as to yield a single continuous index of SVO (Murphy et al.,
2011). The index produced by this measure can be coerced to categorical values, as
with other SVO measures, but can also be used in its continuous form.

Figure 2.3. Example from the slider measure

The slider measure itself can be used with a continuous choice scale (most suitable
when respondents participate using a computer or similar means) or with a set of nine
discrete choices (most suitable when respondents participate using a pen and paper
questionnaire). In either case, participants are classified through a procedure similar to
the ring measure. First, the mean allocations to self and other are calculated. Then,
these means are adjusted so that the computed SVO angle will originate from the
center of the circle described by the Slider Measure. The ratio between the adjusted
mean allocation to other and the adjusted mean allocation to self describes the
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tangent of the SVO angle, so the angle is computed as the inverse of this tangent
(Murphy et al., 2011).

To assess the consistency of responses to the Slider Measure, the authors
recommend checking the transitivity of respondents’ preferences (Murphy &
Ackermann, 2012; Murphy et al., 2011). Transitivity of preferences entails that when a
person prefers orientation A over B and prefers B over C, this person also prefers A
over C. Genuine responses to the SLM are supposed to produce transitive social
preference choices.

DATA

Variables

We asked our respondents to complete each of the three SVO measures. For the Slider
measure, we asked respondents to fill out both the six primary items to determine
their SVO and the 9 additional items to distinguish between prosocial motives.
Additionally, we asked each respondent to indicate their age, their gender
(male/female/other), their year of studies (first year or second year), their most recent
prior education/occupation and their currently obtained number of course credits
(ECTS).

Data collection

Data were collected among sociology students at the University of Groningen, The
Netherlands. The department of sociology at this university requires students in the
first and second year of their bachelor’s to participate in sociological research at so
called ‘Test Days’. These days offer researchers the opportunity to gather data while
familiarizing students with the practice of sociological research. These Test Days take
place twice a year, once in the fall and once in the spring. Since students are required
to participate in their first and second year, this means that each student takes part in
four consecutive Test Days. We included our survey in four consecutive test days in
order to investigate the consistency of SVO classifications over time within a stable
and relatively homogeneous sample. The first wave of data collection took place from
the 12th of November 2015 to the 21st of November 2015. The second wave took place
from the 22nd of February 2016 to the 14th of March 2016 (roughly three months after
the first wave). The third wave of data collection took place from the 21st of October
2016 to the 26th of October 2016. The fourth wave took place from the 10th of March
2017 to the 20th of March 2017.
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At each Test Day, we distributed questionnaires which included the three measures of
social value orientation as well as several control variables regarding the personal
characteristics of the student. Each questionnaire started with these control
questions, followed by the SVO measures. Six versions of the questionnaire were
distributed, each with a different order of SVO measures, so that all possible orders
were represented. Students were not assigned an order in advance. Which version of
the questionnaire they answered was determined by the desk at which they happened
to sit down. All versions of the questionnaire as well as the codebook are hosted on
the Open Science Foundation framework (see footnote 1). Students are not paid for
participating in these Test Days. Our SVO measures were therefore not incentivized.

Students were always allowed to decline to answer some or any questions. For
each control question, a ‘No answer’ option was provided. For the SVO measures, we
provided one ‘No answer to any question in this section’ checkbox at the start of each
measure. Additionally, students were asked to sign a release form at the end of their
Test Day session, which entitles the researchers to use the student’s answers. The
responses of any students who did not sign this release form or indicated a desire that
their answers not be used were not presented to the researchers and are therefore
not included. Prior to the first wave of data collection, this study was approved by the
ethics committee of the University of Groningen’s sociology department, as is required
for all studies conducted at the Test Days.

Sample

A total of 110 respondents participated in the first wave of this study. Of these 110
respondents, 44 were male and 66 were female (an option for other genders was
provided but not selected by any respondents). The sample consisted of 52 first year
students and 58 second year students. The average age of these respondents was
19.83 years ( = 1.64).
In the second wave, 97 respondents participated. Of these, 89 had also participated in
the first wave. The sample composition in the second wave was somewhat different
with 33 male versus 64 female students and 38 first year students versus 59 second
year students. The sample suffered from attrition mainly among male first year
students. This group is almost entirely responsible for the decreased number of
respondents in the second wave. We know from student records that this cohort of
first year students had an unusually high dropout rate, apparently mainly among male
students.
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When we include also the third and fourth wave, we have a subset of 22 students
whose Social Value Orientation has been measured at all four time points. The sample
of students who participated in both the first and the fourth wave is slightly larger,
with a total of 27 respondents. Because the subset of participants who participated in
all four waves (or at least in both the first and the last wave) is small, we mostly omit
discussion of long term comparisons. For our analysis of changes over time, we focus
on comparing the first and second wave, which are approximately three months apart.
This time interval is much larger than intervals in other comparative studies.
Descriptive analyses are available in an online appendix (see footnote 1).

Classification

The three measures we assess in this study (SLM, RM, and 9 item TDM) each have a
different method of classifying participants according to their SVO type. Classification
is simplest in the 9 item TDM. Each of the nine items of this measure has a prosocial
option, an individualistic option, and a competitive option. Participants are classified as
a certain type when they choose the option corresponding to that type on at least six
out of the nine items. The SLM and RM both use the respondent’s chosen allocations
to compute an angle which represents the respondent’s SVO. This angle indicates the
respondent’s ideal balance between their own payoff and the other’s payoff. Both
measures offer cutoff values which can be used to transform these angles into the
commonly used categorical classifications. The cutoff values for each measure are
presented in Table 2.1.

In our analysis of the data, we will often use these categorical classifications,
particularly when assessing to what extent the three measures result in similar
classifications. However, we will also devote some time to exploring the potential
downsides of transforming the SVO angle to a categorical classification.

Table 2.1. Cutoff values

Slider Ring

57.15° 67.50° 112.50°
22.45° 57.15° 22.50° 67.50°
12.04° 22.45° 22.50° 22.50°

12.04° 67.50° 22.50°
112.50° 67.50°
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Within the prosocial type, it is common to distinguish between a cooperative type
(those who maximize joint outcomes or minimize inequality) and an altruistic type
(those who maximize the other’s payoff) (Au & Kwong, 2004). The 9 item Triple
Dominance Measure does not make this distinction. The Slider Measure does make
this distinction, but calls these categories ‘Altruists’ and ‘Prosocials’ (Murphy et al.,
2011). In this paper we will use the terms ‘altruists/altruistic’ and
‘cooperators/cooperative’ to refer to the subtypes, and use the term
‘prosocials/prosocial’ to refer to the combined type.

Analysis plan

We present our analyses in two parts. First, we look at how the three measures
classify random answering patterns to assess how well each measure manages to
distinguish between genuine and random responses. Then, we use the first unique
observation from each respondent to empirically assess the convergent validity of the
three measures. Finally, we assess the test retest reliability of classifications from the
first to the second wave (a period of three months between tests). We investigate, for
each measure, how similarly respondents score on each of the three measures in the
first and second wave. For this, we use all respondents who took part in both the first
and the second wave.

ROBUSTNESS OF CLASSIFICATIONS TO RESPONSES

Measures of Social Value Orientation commonly include a consistency criterion
intended to exclude invalid or unclassifiable responses. These criteria should prevent
respondents whose answers are not clearly consistent with one of the orientations
from being classified. Such criteria have to balance false positives and false negatives.
On the one hand, when too stringent a criterion is applied we may exclude more valid
responses than necessary. On the other hand, too loose a criterion will allow invalid
responses into our samples and negatively impact the quality of our data.
Respondents who do not take their participation seriously and respond at random are
a likely source of false positives and a useful benchmark. By investigating the
performance of each measure against random responses we can gain some insight
into the effectiveness of their exclusion criteria.

There are two issues when assessing the balance between false positives and
false negatives in each measure. First, responding randomly is only one of many ways
to respond to measures of Social Value Orientation without answering in accordance
with one’s true SVO. In fact, it may be more likely that such responses are not truly
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random but rather follow some predictable pattern (e.g. always selecting the first
option). Because each of the three measures can be used in different variations, with
for example different orders for both items and responses, it is difficult to reasonably
judge how predictable patterns can affect responses in general. Performance against
truly random responses, on the other hand, does not depend on the specific order of
the items and response options of each measure. For this reason, we now focus on the
classification of random responses, and investigate performance against predictable
answering patterns for the specific implementations of each measure that we used in
an online appendix (see footnote 1).

Second, while assessing the probability of false positives in this way is relatively
straightforward, estimating the probability of false negatives is a more difficult task.
We would need a response model for genuine responses which includes the possibility
that even respondents who attempt to answer in accordance with their true SVO
sometimes make a mistake. With the available information and assuming any errors
real respondents make are random, we can place an upper limit on the false negative
rate in our sample, which is equal to the percentage of cases which remain
unclassified.

Method

For measures which use discrete choices, we are able to enumerate all possible
combinations of choices and assess how people would be classified based on each of
these decision profiles. This applies to the 9 item TDM, the RM and the discrete
version of the SLM. For the 9 item Triple Dominance Measure, we can also calculate
directly how likely it is that a participant who gives random answers is classified as
each type, or remains unclassified. For measures which use a continuous scale, we
cannot enumerate all possible decision profiles. This applies to the continuous version
of the Slider Measure. For the continuous SLM, we simulate a large sample of possible
combinations of allocations to cover the decision space. The results of this simulation
are omitted since they differ little from those obtained for the discrete SLM. Scripts for
the enumeration and classification of decision profiles are available on the Open
Science Framework (see footnote 1). All scripts are written in R (R Core Team, 2017).

9 item Triple Dominance Measure

Because the 9 item Triple Dominance Measure uses a simple classification system
whereby each choice clearly represents a certain type, and a person is classified by
consistently (6 or more times out of 9) selecting a given type, we can calculate directly
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how likely each classification is for a respondent who gives random answers. The
probability of picking a particular type on a particular item is simply equal to 1/3. The
probability of being classified as a particular type, , with the specified
classification threshold of 6 consistent answers is:

Which when evaluated results in a probability of 0.04242 of being classified as
prosocial, the same probability for individualistic and competitive, and a residual
probability of 0.8727 of being considered unclassified. If we vary the classification
threshold from 5 (the lowest possible threshold for which a respondent cannot be
classified as two types at once) to 9, Table 2.2 shows us how the probabilities of
classification change. For example, when the threshold is lowered to 5 consistent
choices, slightly less than 43.5% of respondents who give random answers are
classified. When the threshold is raised to 7, only about 2.5% of respondents who give
random answers are still classified. Raising the threshold further makes only a minor
difference. Applying an increased threshold of 7 consistent responses to our empirical
sample would lead to an increase in unclassifiable responses from 11 out of 171 (6.4%,
Table 2.3) to 29 out of 171 (17.0%). This gives the impression that many valid
responses would not be classified at thresholds higher than 6.

Table 2.2. Percentage of random responses classified in each orientation on the
9 item TDM

14.485 % 14.485 % 14.485 % 56.55 %
4.242 % 4.242 % 4.242 % 87.27 %
0.828 % 0.828 % 0.828 % 97.52 %
0.097 % 0.097 % 0.097 % 99.71 %
0.005 % 0.005 % 0.005 % 99.98 %

Ring measure

In order to determine the distribution of classifications which would be obtained for
the ring measure if all respondents answered at random, we enumerated all possible
decision profiles (i.e. all possible combinations of decisions) across the 24 items of the
RM. Because the ring measure has two allocations to choose between (A and B) on
each item, there are a total of possible decision profiles. We
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enumerated each decision profile (using the R programming language), then
calculated the SVO angle and vector length for each decision profile. We classified
each decision profile according to the angle boundaries specified in Table 2.1, with a
minimum vector length of 25% of the maximum required in order to be classified (Au
& Kwong, 2004).

Of the enumerated random decision profiles, 6.94% were classified as Altruistic,
13.81% as Cooperative, 13.88% as Individualistic, 13.81% as Competitive and 6.94% as
Sadistic. The remaining 44.62% of random decision profiles did not satisfy the
minimum vector length criterion and therefore remained unclassified. Based on the
most commonly used threshold for classification (Au & Kwong, 2004), no less than
55.38% of participants who give entirely random answers are nonetheless classified
into one of the SVO types. This suggests that the classification threshold of 25% of the
maximum vector length may be too forgiving to effectively identify respondents who
should not be classified. To investigate this further we can compare the distribution of
vector lengths obtained from our enumeration of all possible random decision profiles
to the distribution of vector lengths among the first observations of each respondent
in our student sample. Figure 2.4 shows that there is very little overlap between the
two distributions. In fact, if we were to move the classification threshold to 55.49% of
the maximum vector length (the 95th percentile of the distribution of vector lengths
from random answers) we would still classify 97.78% of our empirical cases. While it is
possible that our sample is unusually consistent in their responses, so that a different
empirical sample might contain more relatively low vector lengths, this result does
suggest that there is room to exclude more false positives with a very minor increase
in possible false negatives.
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Figure 2.4. Empirical and enumerated distributions of vector lengths

Slider measure

The discrete slider measure consists of 6 primary items (we will ignore the secondary
items for now), each of which has nine allocations to choose from. This means that
there are 96 = 531441 possible decision profiles. We enumerated each of these
decision profiles using R, then calculated the SVO angle for each decision profile. We
classified each decision profile according to the angle boundaries specified in Table
2.1.

Of the enumerated random decision profiles, 0.05% were classified as Altruistic,
50.68% were classified as Cooperative, 49.23% were classified as Individualistic and
0.05% were classified as Competitive. This distribution of classifications among
random answers is the most unbalanced among the three measures of SVO. The two
categories which are underrepresented are also the least common in empirical
samples. This means that a dataset which consists entirely of random responses might
not be immediately distinguishable from a genuine sample.

We next applied the transitivity check to all enumerated random decision
profiles. Murphy et al. (2011) state that SVO preferences should be transitive and that
responding randomly would likely result in an intransitive set of responses. If so, this
transitivity check could effectively function as a threshold for consistency which is
used to exclude random responses. As it turns out, 41.85% of all enumerated random
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decision profiles resulted in transitive preferences. Moreover, the distribution of
classifications does not change dramatically when profiles with intransitive
preferences are excluded (0.1% Altruistic, 52.94% Cooperative, 46.84% Individualistic,
0.1% Competitive). Thus, even after the transitivity check respondents making random
errors are still directed away from the altruistic and competitive categories.

The effectiveness of the transitivity check as a consistency criterion is limited.
On an aggregated level, the enumerated random responses show substantially fewer
transitive preferences than the empirical samples we know of. Nearly all responses
from our empirical sample pass the transitivity check (98.87%), and this is similar to
the 95% reported by Murphy et al. (2011)). This suggests that when researchers find a
much lower percentage of transitive preferences there is a reason to be suspicious
about the quality of responses. However, based on these results, the transitivity check
should not be used to filter out random responses or determine whether an individual
response is genuine or random. For that, the false positive rate of 41.85% is too high.

CONVERGENT VALIDITY

Next, we investigate the convergent validity of the three measures, which is to say we
investigate how often the same individual is classified into the same Social Value
Orientation on multiple SVO measures. We first present an overview of the available
literature on the convergent validity of the three measures, followed by an empirical
investigation based on our own sample.

Literature review

The three main measures of SVO which we investigate in this study use roughly the
same SVO types, with the exception that the RM and SLM divide prosocials into
cooperators and altruists. The RM can in principle distinguish between multiple other
orientations as well. The version used in this study also distinguishes the sadistic
orientation (negative weight on others’ payoffs, regardless of own payoffs). Au &
Kwong (2004) present meta analyses of classifications for the 9 item TDM and the RM.
They find that in a meta analysis of all studies involving the 9 item TDM (N=41) or the
RM ( =15) the median percentage of individuals identified as cooperators is very
similar between the 9 item TDM (46%) and the RM (45%). The same is true for the
median percentage of competitive types identified (13.4% for 9 item TDM, 10% for the
RM), but not for individualists. Studies using the 9 item TDM find a smaller median
percentage of individualists (25%) than studies using the RM (35%). This difference
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may in part be explained by the fact that the 9 item TDM results in a higher
percentage of unclassified individuals (12%) than the RM (6%).

When Murphy et al. (2011) presented the SLM they also performed a
comparison of this new measure to the 9 item TDM and the RM. They found that the
three measures produced very similar results except that, as discussed, the 9 item
TDM results in a higher number of unclassified individuals (10%, vs 1% for RM and 0%
for SLM). Again, these unclassified individuals seem to be mainly ones who would be
identified as individualists in the other measures (26.5% individualists in 9 item TDM,
vs 40.5% in RM and 36.5% in SLM). A complete overview of the percentages allocated
to each type in the studies discussed can be found in Appendix 1. Murphy et al. (2011)
found that the 9 item TDM and the RM classified respondents the same way in 67% of
cases, the SLM and TDM matched on 74% of cases, and the SLM and RM matched on
75% of cases.

Results

To assess convergent validity in our sample, we present the results obtained for the
first observation from each participant. Across all four waves, 182 students
participated at least once. We use the first observation from each of these 182
students to assess the properties of the three SVO measures. Students could decline
to participate in parts of the survey, and students sometimes left some items blank
without explicitly declining participation, so the number of observations obtained for
each measure is not exactly 182. All in all, we have 171 complete measurements for
the 9 item TDM, 175 for the RM, and 177 for the SLM.

Table 2.3. Classifications by category for each measure

9 item TDM Slider Ring

0 0 % 1 0.6 %
112 65.5 % 119 67.2 % 78 44.6 %
45 26.3 % 54 30.5 % 93 53.1 %
3 1.8 % 2 1.1 % 2 1.1 %

1 0.6 %
11 6.4 % 2 1.1 % 0 0.0 %

Total 171 100 % 177 100 % 175 100 %
a
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The percentage of people classified in each category per measure is presented in Table
2.3. The classifications according to 9 item TDM and the slider measure are quite
similar, while the ring measure shows a much greater percentage of individualists than
the other two measures. All measures classify very few respondents as competitive
types. The SLM and RM differentiate between altruistic and cooperative respondents.
The RM identifies one respondent as altruistic, the SLM does not identify any
respondent as an altruist. Because of the 9 item triple dominance measure’s method
of classification, in which respondents are only classified if they answer consistently on
at least 6 out of the 9 items, some participants remain unclassified. This was the case
for 11 respondents (6.4%).

Match between the three SVO measures

Next, we look at the extent to which the classifications provided by the three
measures match. Presented below are cross tables for each combination of measures
(Tables 2.4, 2.5, and 2.6). Before we present these results it should be noted that the
categories available for each measure are not entirely consistent. The SLM and RM
both include an altruistic type, which is not included in the 9 item TDM. The RM
includes a sadistic type, which is not included in the SLM or 9 item TDM. The 9 item
TDM is the only one in which some respondents remain unclassified. As only one
respondent was classified as altruistic (only on the RM), only one respondent was
classified as sadistic (on the RM), and the number of unclassified respondents on the
9 item TDM is low (11 respondents, representing 6.4% of the sample), this does not
present significant problems for the comparisons we are about to make.

Overall we find that the 9 item TDM and the SLM classify 74.3% of respondents
the same way. Similarly, the SLM and the RM assign the same type to 72.5% of
respondents. The mismatch between the 9 item TDM and the RM, however, is
greater. These two measures only match on 63.5% of respondents. This mismatch
occurs particularly among participants classified as prosocial on the 9 item TDM. No
less than 40.4% of these participants are classified as individualists on the RM.
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Table 2.4. Match between 9 item triple dominance measure and slider measure a

Slider

0 0.0% 92 55.1 % 18 10.8 % 0 0 %
9 TDM 0 0.0% 13 7.8 % 30 18.0 % 0 0 %

0 0.0% 0 0 % 1 0.6 % 2 1.2 %
0 0.0% 7 4.2 % 4 2.4 % 0 0 %

Table 2.5. Match between ring measure and 9 item triple dominance measure a

9 TDM

0 0.0 % 1 0.6 % 0 0.0 % 0 0.0 %
65 38.9 % 5 3.0 % 0 0.0 % 4 2.4 %

Ring 43 25.7 % 39 23.4 % 0 0.0 % 7 4.2 %
1 0.6 % 0 0.0 % 1 0.6 % 0 0.0 %
0 0.0 % 0 0.0 % 1 0.6 % 0 0.0 %
0 0.0 % 0 0.0 % 0 0.0 % 0 0.0 %

Table 2.6. Match between ring measure and slider measure a

Slider

0 0.0 % 1 0.6 % 0 0.0 % 0 0.0 %
0 0.0 % 74 43.3 % 3 1.8 % 0 0.0 %

Ring 0 0.0 % 42 24.6 % 48 28.1 % 0 0.0 %
0 0.0 % 1 0.6 % 0 0.0 % 1 0.6 %
0 0.0 % 0 0.0 % 0 0.0 % 1 0.6 %
0 0.0 % 0 0.0 % 0 0.0 % 0 0.0 %
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TEST RETEST RELIABILITY

Next, we investigate the test retest reliability of the three measures, which is to say
we investigate how often the same individual is classified into the same Social Value
Orientation across multiple repeated measurements. We first present an overview of
the available literature on the test retest reliability of the three measures, followed by
an empirical investigation based on our own sample.

Literature review

Social value orientation is regarded as a trait (i.e. a property which is relatively stable
over time) which reflects how people evaluate outcomes for self and others (Bogaert
et al., 2008; Messick & McClintock, 1968). According to Bogaert et al. (2008), an often
cited definition of SVO states that it ‘reflects stable preferences for certain patterns of
outcomes for oneself and others” (e.g. Van Lange et al., 1997). The evidence is mixed
on whether responses to measures of Social Value Orientation are sensitive to
contextual influences (Au & Kwong, 2004; Bogaert et al., 2008), and the number of
studies is limited in this regard.

The 9 item TDM has been evaluated for stability at periods of up to nineteen
months (see Bogaert et al. (2008) for an overview). Test retest coefficients reported in
Bogeart et al. (2008) for periods from 1 month to 19 months between tests range
from 60% same classification to 75% same classification. Bogeart et al (2008) do not
give more information on which individuals were likely to change in classification, or
whether studies with longer times between tests were likely to have lower test retest
coefficients. Murphy et al. (2011) also report test retest coefficients, based on a one
week time interval between tests. They found that 70% of individuals were classified
the same way in both tests.

The RM has been evaluated for stability at periods of up to two months (Dehue,
McClintock & Liebrand 1993 in Au & Kwong 2004). The reported test statistic was a
Gamma (index of ordinal association) of 0.82. Murphy et al. (2011) report test retest
coefficients with two weeks between tests. They found that 68% of individuals were
classified the same way in both tests. Murhpy et al. (2011) also report the correlation
between SVO angles in the first measurement and the second measurement, which
was 0.599.

The SLM is the most recently developed measure of the three and has only
been tested for reliability by its designers (Murphy et al., 2011) with one week
between tests. In this study, 89% of participants were classified the same way in both
measurements. Additionally, the authors report the correlation between SVO angles in
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the first measurement and the second measurement to be 0.915. The stability of
these results is very high compared to the statistics reported for the 9 item TDM and
the RM.

Results

We compare how classifications on each of the three measures changed between the
first and second waves. In total, 89 respondents took part in both the first and second
wave of data collection. Of these, 84 respondents completed the 9 item triple
dominance measure at both time points. The slider measure and ring measure,
respectively, have 86 and 83 complete measurements at both time points.

The percentage of respondents classified as the same type in the first and
second wave is highest for the slider measure. Using this measure, 77.9% of
respondents were classified the same way at both time points. The percentage of
consistently classified respondents was lowest for the 9 item TDM, with exactly one
third of participants being classified in different categories in the first and second wave
of the survey. The ring measure scores in between the other two measures, with
71.1% of respondents classified consistently as one type.

Across the three measures, between twenty percent and one third of
respondents were assigned a different SVO type in the first wave than in the second
wave. 2 This raises the question which respondents changed classification from one
wave to the next. A reliable and valid measure of Social Value Orientation should be
able to detect large changes in a respondent’s preferred allocation of payoffs between
themselves and another person, but should not result in drastic changes as a result of
small (random) fluctuations in a respondent’s choices.

One way to investigate this for the slider measure and ring measure is to look at
the size of changes in the raw angle rather than in the final classification. On the slider
measure, the boundaries between types are approximately 35° apart, and a shift from
an altruistic classification to a competitive classification would require a change in
angle of more than 69°. On the ring measure, the boundaries between types are 45°
apart, and a shift from an altruistic classification to a competitive classification would
require a change in angle of more than 90°.

2 We further compared classifications from Waves 3 and 4 to classifications from Wave 1. The more time
has passed since the initial measurement, the greater the percentage of individuals whose classification has
changed. This suggests some genuine change in SVO over time. However, these results must be interpreted
with caution as only 27 individuals participated in both Wave 1 and Wave 4 while only 22 participated in all
four waves. More detail on these descriptive analyses is available in an online appendix at
https://osf.io/6rdx9/?view_only=87831a672837458eb667abe89bc818e1.
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Table 2.7. Percentage of consistent classifications by measurement and SVO type a

9 item TDM Slider Ring

58 74.1 % 55 85.5 % 37 67.6 %
22 54.5 % 30 66.7 % 44 75.0 %
1 100.0 % 1 0.0 % 1 0.0 %

1 0.0 %
3 0.0 % 0

Total 84 66.7 % 86 77.9 % 83 69.9 %

For the slider measure, the mean absolute change in angle between Wave 1 and Wave
2 was 7.56° ( = 7.68°). The computed angle for approximately 85% of respondents
changed less than 15° between Wave 1 and Wave 2. For the ring measure the mean
absolute change in angle was somewhat higher (13.75°, = 18.78°). This was strongly
influenced by a single extreme case, who changed from a sadistic orientation in Wave
1 to an altruistic orientation in Wave 2. If this case is left out, the mean absolute
change in angle for the ring measure is 11.99° ( = 9.65°). For this measure,
approximately 75% of respondents saw a change in angle of less than 20°. Compared
to the distances between the boundaries of a type and compared to the overall scale
of the measures, the observed changes in angle are not large.

Figure 2.5: Histograms of (a) slider and (b) ring measure angles a
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In fact, what we observe is that in Wave 1 many respondents are clustered relatively
close to the boundaries of the type they were assigned. While there are clear groups
of pure cooperators or pure individualists, there are also many respondents who
perhaps lean towards one type but really have more nuanced preferences. This is
illustrated, for example, by a histogram of respondents’ computed SVO angles on the
slider measure and the ring measure (Figure 2.5). While the distribution shows high
peaks at the angles which correspond exactly to the midpoints of the SVO categories,
the majority of respondents fall somewhere between pure cooperativeness and pure
individualism. Many respondents are closer to the boundary with another type than
they are to the typical angle of the type as which they were classified.

The majority of changes in classification on the slider measure and the ring
measure are due to comparatively small changes in SVO angle. Figure 2.6 illustrates
this observation. Although those respondents with the largest changes in angle did
also change classifications, many respondents who changed classification show
changes in the angle which also occur among those who remained classified the same
way. This is particularly true for the slider measure (Figure 2.6 (a)). It appears that
while both measures are able to detect large changes in angle, both measures also
show changes in classification for a number of participants whose SVO angle changed
only slightly. Many changes in classification are found among respondents whose SVO
angle did not change all that much, but who were already positioned close to the
boundary with another category. Reducing these measures to categorical
classifications thus not only results in a loss of information on individual differences
within those categories but also causes a loss of information on individual changes
over time.
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Figure 2.6: Absolute changes in angle on (a) the slider and (b) the ring measure, split by change
in classification fromWave 1 to Wave 2 a

Analysis of continuous measures

The Ring Measure and the Slider Measure can be used as continuous measures (based
on the computed SVO angles) rather than as categorical classifications. The Pearson
correlation between the angle on the Ring Measure and the angle on the Slider
Measure is 0.6916 among the 171 respondents who completed both the RM and the
SLM. This is similar to the mean correlation between these measures reported by
Murphy et al. (2011), which was 0.649.

Pearson correlations between angles in the first and second waves are 0.404 for
the RM (83 complete observations) and 0.603 for the SLM (86 complete observations).
The correlation between repeated measurements is higher for the SLM than for the
RM, as reported by Murphy et al. (2011). Both correlations are lower than in Murphy
et al.'s (2011) study, which is not unexpected given the longer interval (approximately
3 months versus 1 or 2 weeks). The difference between the two measures is also
smaller. Murphy et al. (2011) reported a correlation of 0.915 for the SLM angles and
0.599 for the RM angles at intervals of 1 and 2 weeks respectively.
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DISCUSSION

Conclusions

We have evaluated the three most commonly used measures of Social Value
Orientation on several properties. First, we investigated the content validity of the
three measures by examining how many respondents remain unclassified and how
effectively the measures exclude random responses. Second, we investigated the
convergent validity of the three measures. Third, we investigated the test retest
reliability of the three measures over a period of approximately three months. Fourth,
we illustrated the differences between categorical and continuous measures of SVO.
After this evaluation, the following conclusions can be drawn.

Regarding content validity, the three measures differ in their sensitivity to
random responses. The 9 item TDM performs best in this regard, excluding the vast
majority of random answers using the standard classification rule. The ring measure
allows many random answers to be classified when using the most commonly used
consistency threshold, but our results suggest that this threshold could be placed
much higher to exclude more random answers while not excluding many cases from
our empirical sample. The slider measure performs better than the ring measure when
the suggested check for transitivity is applied, but still many random responses pass
this check. Unlike the ring measure’s consistency threshold, the slider measure’s
transitivity is binary and thus cannot be adjusted to exclude more random responses.
In a sample with many random responses, the slider measure can result in many
unjustified classifications. What is more, the mistake may well go undetected when
researchers only look at the distribution of classifications, since these random
responses tend to be classified in the categories which also contain most genuine
responses. The transitivity check likely will identify samples with unusually many
random answers.

Having said that, we should note that in most studies it is unlikely that a
significant proportion of respondents will respond entirely at random. We know, for
example, that the 9 item TDM generally results in around 12% of respondents
remaining unclassified (Au & Kwong, 2004) while a much larger percentage would be
expected if a significant proportion of respondents were answering at random.

It should also be noted that it may be unrealistic to expect respondents who do
not take their response seriously to answer at random. Rather, we might expect that
these respondents choose some low effort method of completing the questionnaire
such as always choosing the first option, or the last option, or some other predictable
pattern. We have not included a comprehensive evaluation of the performance of
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each measure against such response patterns because the outcomes may depend on
details of the questionnaire being used (such as the order of questions and items). An
overview of the predictable patterns we applied to each measure is available in an
online appendix (see footnote 1).

Regarding convergent validity, the classifications obtained by the ring measure
seem to differ substantially from those obtained by the other two measures. The ring
measure identifies more individualists than the other two measures. This finding is
consistent with previous research (Au & Kwong, 2004; Murphy et al., 2011) and is
worth exploring further. We also find that particularly between the 9 item TDM and
the ring measure, many respondents are not classified the same way. Nonetheless, the
three measures are about as consistent with each other as they are with themselves
after a three month period, which again matches previous research (Murphy et al.,
2011).

Regarding test retest reliability, the slider measure shows the least change in
classifications after a three month period (77.9% consistency or a correlation between
angles of = 0.603). Given the substantial evidence that Social Value Orientation is a
stable personality trait (see Bogaert, Boone, & Declerck, 2008, for an overview) this is
a desirable property. However, the test retest reliability of the Slider Measure is not as
high as in the only other evaluation we know of (89% consistency or a correlation
between angles of = 0.915), in which test and retest were one week apart (Murphy et
al., 2011). We have not reported extensively on changes in classification over periods
longer than three months due to the small sample size in these comparisons (n = 27
for comparison of Wave 1 to Wave 4). However, it may be worth noting that the
consistency of classifications after roughly a year and a half (Wave 1 to Wave 4, see
footnote 1) mirrors the pattern observed after three months. The SLM is the most
consistent (66.7 %), followed by the RM (60%), followed by the 9 item TDM (52%). The
results suggest that the SLM consistently has higher test retest reliability than the 9
item TDM and the RM.

Finally, we want to devote some attention to the choice between a categorical
or a continuous representation of Social Value Orientation. Recent literature on SVO
frequently mentions that SVO is a continuous concept which should not be reduced to
categories (e.g. Bogaert et al., 2008; Murphy & Ackermann, 2012; Murphy et al., 2011;
Pletzer et al., 2018). Conceptually, given that SVO is defined in terms of the balance
between the weight an individual attaches to their own outcomes and the weight they
attach to the outcomes of another, a continuous representation of SVO makes sense.
Additionally, Murphy et al. (2011) show that there is significant variation in SVO angles
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within the traditional categorical orientations. Adding further evidence for the benefits
of a continuous measure of Social Value Orientation, we find that much of the change
in classifications observed after a three month period may be due to relatively small
changes in respondents’ answers. These small changes may be just sufficient to shift
the respondent into a different classification. This gives the appearance of a much
more drastic shift in this respondent’s orientation than is actually expressed in the
respondent’s answers.

Limitations

Our study has several limitations related to our sample and our opportunities for data
collection. First, our sample is very homogeneous, consisting entirely of sociology
students. This may have affected the distribution of orientations we observed as well
as the consistency of answers. Although the distribution of orientations we have
obtained is not inconsistent with previous research, including research using
psychology students (Van Lange et al., 2011) and research using a representative
sample of the Dutch population (Van Lange et al., 1997), samples from different fields
(Van Lange et al., 2011) or different countries may show very different distributions.
Additionally, the sample suffered from attrition, particularly (unfortunately) among the
group of students which we tracked through all four waves of the study. This results in
a small sample size (only 27 students) when comparing the first to the last wave. As a
result, we have relegated analyses of test retest reliability over periods longer than
three months to an online appendix (see footnote 1).

The SVO questionnaires in our study were not incentivized. That is to say, the
payoff allocations our respondents chose were purely hypothetical and no money was
distributed to our respondents. Offering incentives, or making the study incentive
compatible by using something like a lottery, may be preferable. Incentivizing such
measures is believed to improve the honesty of responses (Murphy & Ackermann,
2012). The non incentivized nature of our questionnaire may have biased our results
either by causing our respondents to respond more prosocially than they otherwise
would (since monetary incentives favor individualistic orientations) or by making our
respondents take the questionnaires less seriously. The fact that our respondents’
choices appear to be very consistent mitigates the concern that they may not have
taken the questionnaires seriously. Whether, or to what extent, reported SVO is
affected by incentives is unclear. As far as we are aware there are no studies directly
comparing incentivized and non incentivized SVO questionnaires. Evidence on the

of SVO in incentivized and non incentivized context is mixed. For example,
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Balliet et al. (2009) report that the effect of SVO on cooperation is larger in non
incentivized social dilemmas than in incentivized social dilemmas, while Pletzer et al.
(2018) find that the effect of SVO on the expectation of others’ cooperation is the
same in incentivized and in non incentivized social dilemmas. Overall, we do not have
significant doubts about the accuracy of our results in particular and the results of
non incentivized measures of SVO in general.

Recommendations

Based on our results and on previous literature on the advantages and disadvantages
of various measures of Social Value Orientation (Murphy & Ackermann, 2012) we
come to the following recommendations. First, we concur with recent remarks in the
literature that it seems worthwhile to attempt to avoid SVO classifications and instead
use a continuous measure of SVO (such as the angle computed by the ring measure or
the slider measure). Restricting Social Value Orientations to a categorical measure is
not only inconsistent with the definition of SVO, but it also discards valuable
information on inter and intrapersonal variation (see also Murphy et al., 2011) and
overestimates changes in SVO over time.

Second, based on our results and on the other relevant properties of the
various measures as discussed in the literature, we recommend the Slider Measure as
the most suitable measure of SVO for most situations. From the literature we know
that Slider Measure is efficient and easy to implement (particularly compared to the
RM), allows for a continuous measure of SVO, allows a distinction between inequality
aversion and joint outcome maximization, and produces internally consistent results
(Murphy & Ackermann, 2012; Murphy et al., 2011). We can confirm the observation
made by Murphy et al. (2011) that the Slider Measure has the highest test retest
reliability among the three measures tested and scores well on convergence with the
other two measures. The Slider Measure mainly distinguishes itself from the 9 item
TDM by enabling continuous measurement of SVO, and from the RM by being more
efficient and more consistent.

We would, however, like to qualify this recommendation somewhat. For one,
there are a number of properties of the Slider Measure which we have not ourselves
evaluated (such as its internal consistency and its ability to predict behavior in social
dilemmas) and for which we are relying on an evaluation by the original author of this
measure. A more extensive independent review of the Slider Measure would be useful
if this measure is to become the new standard in the field. For another, while we
recommend the use of the Slider Measure in general, there may be situations in which
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this measure should be used with caution. Particularly when a significant proportion of
respondents can be expected to answer at random or at least not according to their
true preferences (e.g. you are working with a sample which does not take the study
seriously), researchers should be aware that the transitivity of respondents’
preferences can be an indicator of whether many responses in a sample are not
genuine (Murphy et al., 2011) but is not suited to determining the validity of an
individual response.
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Social life is full of cooperation problems, and lack of cooperation can result in
outcomes that are neither collectively nor individually desirable (Kollock, 1998; Olson,
1965). Examples abound, ranging from pollution, across conflicts at work, to lack of
safety in public places or failure of interest groups to mobilize collective action.
Numerous solutions to cooperation problems have been proposed. In this study, we
focus on peer punishment, an informal “bottom up” solution that has received great
attention from biologists, psychologists and behavioral economists. Peer punishment
rests on human predispositions towards cooperative behavior and enforcement of
others’ cooperation, which are argued to be stable across different contexts (Au &
Kwong, 2004; Peysakhovich et al., 2014; Van Lange, Balliet, et al., 2014; Van Lange et
al., 2007) and developed in the evolutionary past (Bowles & Gintis, 2004, 2011;
Kurzban et al., 2015). Behavioral economists specifically provided evidence for the
presence of a considerable portion of strong reciprocators in the human population:
individuals inclined to cooperate with others and punish those who do not cooperate
(Fehr & Gächter, 2002; Fehr & Gintis, 2007; Simpson & Willer, 2015).

Much evidence for the effectiveness of peer punishment in promoting
cooperation has been collected in behavioral experiments (Chaudhuri, 2011)
implementing peer punishment institutions in collective good games These institutions
allow members of a group to punish other group members, at a cost to themselves
(Guala, 2012; Elinor Ostrom, 2000). In behavioral experiments, costs and effects of
punishments are typically expressed in material terms; both the punisher and the
punished are materially less well off after punishment has been imposed. In peer
punishment institutions, group members can neither coordinate their punishments
nor share the costs associated with punishing. Despite having to bear significant
individual costs, many people do punish (Falk, Fehr, & Fischbacher, 2005; Fehr &
Gächter, 2000, 2002). Most punishments are given to non cooperators, resulting in
increased cooperation and thus more contributions to collective goods. In groups with
peer punishment, contribution rates were found to increase over the course of
repeated interaction, and the threat of punishment often increases cooperation even
before any punishments have been inflicted (Fehr & Gächter, 2002; Fehr & Gintis,
2007; Elinor Ostrom et al., 1992).

However, peer punishment is also risky, due to potential punishment
and the threat of . The punishment of cooperative behavior, called antisocial
punishment, is in fact fairly common. A cross national comparison of antisocial
punishment behavior showed that punishment aimed at cooperators occurs
throughout the world and can be as frequent as punishment aimed at non
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cooperators (called punishment (Herrmann et al., 2008)). Additionally, peer
punishment outside of laboratory environments tends to come with a risk of
retaliation (Balafoutas & Nikiforakis, 2012; Guala, 2012). Yet, peer punishment
institutions implemented in laboratory experiments are traditionally designed such
that they exclude the possibility of retaliation (Guala, 2012; Nikiforakis, 2008).
Punishments can only be handed out once per period of the experiment. At the end of
each period, groups may be disbanded and recomposed or the groups may remain
constant while experimenters ensure that group members are unaware of who
punished them (Fehr & Gächter, 2000, 2002; Nikiforakis, 2008). Under these
circumstances, directed retaliation is practically impossible even when group members
interact repeatedly.

Outside of laboratory experiments, it is difficult to punish anonymously. When
peer punishment is not anonymous, recipients of punishment can retaliate. In fact, the
existence of antisocial punishment and retaliation is one of the main reasons why it
has been proposed that alternative institutions such as coordinated sanctioning (e.g.
Van Miltenburg, Buskens, Barrera, & Raub, 2014) or the selection of designated
punishers (e.g. Baldassarri & Grossman, 2011; Kuwabara & Yu, 2017) may be more
effective (Simpson & Willer, 2015).

Evidence that retaliation is a serious problem impairing the effectiveness of
peer punishment is found in experiments that lift the veil of anonymity behind which
enforcers could hide in earlier studies. A series of experiments has shown that, by
excluding the possibility of retaliation, the effectiveness of peer punishment may have
been significantly overstated (Denant Boemont, Masclet, & Noussair, 2007;
Nikiforakis, 2008; Nikiforakis & Engelmann, 2011). In fact, Nikiforakis (2008) shows
that peer punishment institutions may not be able to enforce cooperative behavior at
all in the presence of retaliation. A full quarter of all punishments imposed in his study
triggered retaliation. Consequently, group members were deterred from punishing
non cooperators, in turn resulting in low levels of cooperation.

However, the evidence from this type of experiments is mixed on how strongly
and consistently the possibility of retaliation undermines the effectiveness of peer
punishment as an enforcer of cooperation (Chaudhuri, 2011). For example, one study
where retaliatory punishment was possible shows no significant impact on
cooperative behavior (Cinyabuguma, Page, & Putterman, 2006). There are also
indications that antisocial punishment is more likely to trigger retaliation than
punishment directed at non cooperators (Cinyabuguma et al., 2006; Nikiforakis, 2008).
If retaliation can strongly discourage sanctions against cooperators, in the right
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circumstances the net effect of retaliation on cooperative behavior may even be
positive. More importantly, we believe that besides mixed evidence, there is a much
more serious potential problem that the literature on retaliation faces. Most previous
experimental studies also preclude what can be considered a key feature of many of
the cooperation problems of interest to social scientists. Decisions whether to
contribute, to punish, or to retaliate in real life are often embedded in ongoing social
relations, having not just a present, but also a past and a future. To fathom the impact
of punishment and retaliation on contributions in cooperation problems, we need to
consider how this embeddedness affects decisions to cooperate, punish or retaliate
(Granovetter, 1985; Raub & Weesie, 1990).

Some experimental studies that allow for a limited extent of ongoing social
interaction in a cooperation problem, paint an unclear picture. One study has shown
that when retaliation can itself be retaliated against, retaliation is less frequent and
the level of cooperative behavior is that observed without retaliation (but with
punishment), but that observed when only the initial punishment is subject to
retaliation (Denant Boemont et al., 2007). But research on feuds, indefinitely extended
cycles of retaliation, shows that the threat of feuds can lead to both more and less
cooperation than usual (Nikiforakis & Engelmann, 2011; Nikiforakis, Noussair, &
Wilkening, 2012). When interactions are non anonymous and punishments can be
used to respond to punishment, some retaliation occurs but there is no evidence that
this decreases contribution levels (Flache, Bakker, Mäs, & Dijkstra, 2017).

Present study

Previous research suggests that embedding punishment decisions in ongoing relations
decreases the prevalence and impact of retaliation. But these studies could not
consistently exclude alternative explanations. Research on feuds, for instance, has not
compared to the original single step retaliation which had such a dramatic impact on
punishment and cooperation (Nikiforakis, 2008; Nikiforakis & Engelmann, 2011;
Nikiforakis et al., 2012). A study which did include multiple steps of retaliation and a
direct comparison to the original single step retaliation (Denant Boemont et al., 2007)
simultaneously altered several other aspects of the punishment institution. For
example, contrary to Nikiforakis (2008) the treatment in Denant Boemont et al. (2007)
allowed participants to ’retaliate’ against non punishers and to punish those who
punished or retaliated against third parties. This makes it difficult to assess the impact
of ongoing social relations alone. For instance, any effect of repeated retaliation on
contributions in Denant Boemont et al. (2007) may also be due to second order norm
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enforcement (punishment of non punishers; Bendor & Swistak, 2001). In this study,
we therefore contribute to the literature by performing a systematic investigation of
the effect of ongoing social interaction on cooperation, punishment, and retaliation.
First, we replicate the experiment performed by Nikiforakis (2008). Then, we extend
this experiment by gradually increasing the extent to which cooperation, punishment,
and retaliation are embedded in ongoing social interactions, and punishments and
retaliations can be responded to in future interactions. We find that retaliation is
common whenever it is possible, and that retaliation deters punishment. However, we
find no difference in cooperation between treatments with and without retaliation.

Additionally, our design allows us to differentiate between prosocial
punishment (of defectors) and antisocial punishment (of cooperators). We find,
consistent with previous research (Cinyabuguma et al., 2006; Nikiforakis, 2008), that
antisocial punishment is subject to retaliation at a higher rate than prosocial
punishment. We explore this finding further and show that, because of this difference
in retaliation, prosocial punishments make up a greater proportion of all total
punishments when retaliation is possible.

THEORY AND HYPOTHESES

Our key assumption is that whether effectiveness of a peer punishment institution
suffers from retaliation depends on the extent to which participants are anonymized
between interactions. In our experiment we vary this degree of anonymization
systematically in a peer punishment institution with ongoing interaction, and assess
how this variation affects the degree of cooperation, punishment and retaliation
compared to a baseline condition in which retaliation is not possible at all (called

treatment).
The theoretical difference of interest between experimental treatments is how

easy it is for participants to identify which decisions their fellow group members made
previously and to respond to those decisions. The easier the identification, the better a
participant can respond to retaliation with renewed punishment in a subsequent
interaction. At the operational level, the veil of anonymity behind which retaliators can
hide is lifted stepwise in three different treatments, with corresponding theoretical
expectations about how this affects the consequences of retaliation. In the

, retaliation is free of future consequences. This
treatment replicates the counter punishment treatment from Nikiforakis (2008), in
which participants only receive general feedback on the amount of retaliation they
receive and in which group members are anonymous from one period to the next,
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since they are randomly given a new label at the start of each period. In the next
treatment, the , participants are recognizable
from one period to the next. However, participants are only informed of the total
amount of retaliation they received and not of who retaliated against them. Finally, in
the , participants are also recognizable from one
period to the next. In addition, we inform participants of how strongly their peers
retaliated against them in the period before.

From the , through the
treatment to the treatment, we gradually reduce

participants’ anonymity between periods. In principle, this reduction in anonymity
applies to all decisions (contributions, punishments and retaliations) participants
make. This allows, for instance, the emergence of alternative enforcement
mechanisms for cooperation, such as reputations (e.g. Diekmann, Jann, Przepiorka, &
Wehrli, 2014). It also allows participants to respond to punishments received in
previous periods. However, in the context of the present study, we expect the impact
of reduced anonymity on cooperation and punishment levels to be minimal. Both
cooperation and punishment decisions can already be sanctioned even in the

, through punishment and retaliation respectively.
Retaliations, however, are risk free in the . Reducing
anonymity between periods opens up the possibility that participants sanction
received retaliations, by renewed or increased punishment in subsequent periods.
These sanctions, or the knowledge that these sanctions are possible, introduce
potential negative future consequences for participants who retaliate. It has already
been established that participants avoid (norm violating) contributions (Chaudhuri,
2011; Simpson & Willer, 2015) as well as punishments (Nikiforakis, 2008) for which
they expect to be sanctioned, and we expect the same to apply to retaliation. This
leads us to our first hypothesis.

Hypothesis 1: There is less retaliation when participants are less anonymous between
periods

Our second and third hypotheses formulate the expectations about the effects of
retaliation on peer punishment and on cooperation which are suggested by the earlier
literature. In this view, the main consequence of retaliation is that it undermines the
effectiveness of peer punishment. When retaliation is not possible, peer punishment is
risk free. Yet, following earlier work, we would expect that when the possibility of
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retaliation is introduced, this creates potential negative future consequences of
punishing (Nikiforakis, 2008). In effect, the costs of punishment become higher. As a
result, less punishment would be given. Second, assuming that less punishment is
indeed given, peer punishment would be expected to become less effective at
enforcing cooperative behavior. This adds up to hypotheses 2 and 3 which express the
view currently prevailing in the literature.

Hypothesis 2: There is less punishment in treatments where there is more retaliation

Hypothesis 3: There is less cooperation in treatments where there is less punishment

Logically connecting hypotheses 2 and 3 with hypothesis 1 points to a new implication
that our study allows to test. If, following hypothesis 1, treatments with less anonymity
induce less retaliation, then according to hypothesis 2 this should also be the
treatments with more punishment and thus, following hypothesis 3, with more
cooperation. This suggests a more complex relationship between the anonymity of
interactions and the viability of peer punishment institutions than previous research
(e.g. Guala, 2012; Nikiforakis, 2008) has supposed.

Table 3.1. Overview of treatments

Punishment Only No High (Random relabeling)
Anonymous Retaliation Yes High (Random relabeling)
Non Anonymous Retaliation Yes Moderate (No relabeling, no

reminder)
Retaliation with Reminder Yes Low (No relabeling, with

reminder)

METHOD

Treatments

Table 3.1 gives an overview of the main features of each treatment. Each treatment
consists of 10 periods in which participants play a variant of the public good game
(Ledyard, 1995) in a fixed group of 4 participants. Playing the public good game (PGG)
repeatedly is necessary in order to allow subjects to respond to punishment and
retaliation from their peers, by adjusting their behavior in subsequent periods.
Keeping the group composition constant throughout the 10 periods of a treatment is
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necessitated by our implementation of future consequences as something that
happens across different interactions with the same group.

The first part of each period, in all treatments, is the contribution stage. In this stage,
all participants are endowed with 20 points. Participants then decide, simultaneously
and without communicating, how many of their points to contribute to a group
project. They can contribute anywhere from 0 (keeping all points to themselves) to 20
whole points (contributing all they have). Each point contributed is multiplied by 1.6
(as per Fehr & Gächter, 2000 & Nikiforakis, 2008), so that the total benefit to the
group of each point contributed is 1.6 points. The collective productivity is thus
maximized when all group members contribute all of their 20 points. The points
produced in the group are then evenly divided across all 4 group members. This
implies that any point a participant contributes to the group results in a collective
return of 1.6 and a personal return of 0.4 (1.6 / 4) for that participant. Because
contributions to the public good are collectively beneficial at a cost to the individual,
high contributions are the measure of cooperation in a public good game. The
contribution stage ends by reminding participants of their own contribution and
showing them the total contribution of the group, their income from the group
project, and their total income after the contribution stage.

In all treatments, the members of a particular group are randomly labeled 1
through 4. In the Punishment Only treatment and the Anonymous Retaliation
treatment, participants are randomly relabeled with these numbers at the start of
every period. This relabeling was originally done to avoid reputation effects
(Nikiforakis, 2008). A side effect is that retaliation is anonymous. That is: in the
Anonymous Retaliation treatment victims of retaliation will not be able to tell which of
their group members retaliated against them after the period ends. In both the
Punishment Only treatment and the Anonymous Retaliation treatment, players cannot
know in future periods who punished them in the punishment stages of previous
periods. In the Non Anonymous Retaliation treatment and the Retaliation with
Reminder treatment, group members are randomly labeled only in the first period of
the treatment and then keep the same label throughout the 10 periods of this
treatment, so that identification across periods is possible.



68

The contribution stage is followed, in every period of every treatment, by the
punishment stage. The punishment stage is replicated from Fehr & Gächter (2000) and
Nikiforakis (2008). It starts by informing participants of the individual contributions of
each of their fellow group members and giving them the opportunity to reduce the
income of their peers. These decisions are made simultaneously, with no
communication between participants. Punishing happens by the distribution of
punishment points to other group members. Each point assigned to a fellow group
member reduces that person’s income, gained from the contribution stage, by 10% of
the total. Income can never be reduced by more than 100%. Any participant who
receives 10 or more punishment points will thus see their income reduced to 0.
Assigning these points also carries costs for the punisher. The cost of punishing a
particular peer follows a nonlinear progression, given by Table 3.2. Participants are not
allowed to assign more punishment points than they can afford from their income
gained from the contribution stage. At the end of the punishment stage, participants
are reminded of their income from the contribution stage and are shown the
punishment points they assigned to others with the associated cost, the punishment
points they received with the associated reduction in income, and their income from
this period after the punishment stage. Since participants pay for punishments before
they know how many punishments they themselves are subjected to, participants can
incur a net loss from a period of the experiment.

Table 3.2. Costs of punishment and counter punishment

0 1 2 3 4 5 6 7 8 9 10

0 1 2 4 6 9 12 16 20 25 30

In the Punishment Only treatment, each period ends after the punishment stage and
participants are randomly relabeled for the next period. In the three following
treatments, the period continues to the retaliation stage when the punishment stage
completes.

In the three treatments where retaliation is possible, the punishment stage is followed
by the retaliation stage. The retaliation stage is replicated from Nikiforakis (2008). This
stage starts by informing participants of the number of punishment points they
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received from each of their fellow group members. They are then given the
opportunity to reduce the income of those who punished them (retaliation). To avoid
strategic delay of punishment, participants cannot reduce the income of group
members who did not punish them (Nikiforakis, 2008). Retaliation is done by assigning
counter punishment points, whereby the effects and costs associated with these
points are exactly the same as in the punishment stage (Table 3.2), including the
restriction that participants cannot distribute more counter punishment points than
they can afford from their remaining income of the current period. The retaliation
stage ends by reminding participants of their income after the punishment stage and
showing them the number of counter punishment points they assigned to others with
the associated cost, the number of counter punishment points they received from
others with the associated reduction in income, and their final income after the
retaliation stage. In the Anonymous Retaliation treatment, punishers who receive
retaliation do not learn which of the other group members retaliated against them. In
addition, participants are randomly relabeled for the next period.

The Non Anonymous Retaliation (short: Non Anonymous) treatment is identical to the
Anonymous Retaliation treatment described above when it comes to the actions taken
by participants. The only difference between the Anonymous and Non Anonymous
Retaliation treatments is that participants are not randomly relabeled at the start of
each period, but keep the same labels throughout the 10 periods of the experiment.
This makes it possible for participants to recognize group members in period who
retaliated against them in period

. For example, imagine that you punish only your peer labeled ‘3’ and are
retaliated against. You will know that group member ‘3’ is the retaliator and that this
person will also be labeled ‘3’ in all future periods of the treatment. The implication is
that with this information participants can use the punishment stage of period to
retaliate for punishment or retaliation received in period . However, the non
anonymity is imperfect when participants punish more than one of their peers.
Imagine that you punish two of your peers, players ‘3’ and ‘4’, and receive retaliation.
Since at the end of the retaliation stage you are only shown the number of
counter punishment points received, you are in the dark about whether peer ‘3’, peer
‘4’ or both retaliated. However, even in this case of incomplete information, an
infuriated victim of retaliation has a better chance of striking the perpetrator than in
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the treatment. Thus, potential retaliators are effectively less
anonymous in the .

In the Retaliation with Reminder (short: Reminder) treatment, we introduce a
reminder which ensures that participants know who retaliated against them even if
they punished more than one of their peers. In the punishment stage of every period,
when participants are shown the individual contributions of their fellow group
members, we also show them the number of punishment and counter punishment
points received from that particular peer in the previous period. This removes all
anonymity from retaliation and quite explicitly introduces the opportunity to use the
punishment stage of period to respond to punishment or retaliation received in
period .

Procedures

The experiments were conducted at the Sociological Laboratory of the University of
Groningen (http://www.soclab.nl). The Sociological Laboratory has a subject pool
consisting of students at the University of Groningen. These students come from a
variety of disciplines including sociology, economics, law, biology, physics, etc. Within
the subject pool, psychology students and sociology students are overrepresented,
compared to the population of students at the University. The rules of the Sociological
Laboratory guarantee subjects that they will not be deceived in the experiment, and
that they will be paid for their efforts.

Experiments took place in computer rooms prepared in such a way that, once
they were seated, participants could not see the screens on which the other
participants were playing. The experiments were programmed using the zTree
software for economic experiments (Fischbacher, 2007). The experiment started with
an introduction by the experimenter, explaining the rules of conduct within the lab
and asking the participants to start reading the instructions. Instructions were
provided on paper and were kept on hand throughout the experiment. Before the
start of each treatment, participants were asked to read the section of the instructions
pertinent to that treatment. During the experiment, subjects were always allowed to
take notes. This ensured that in the treatments where participants might want to
remember information across periods (e.g. the past behavior of their peers) they
would not be required to memorize this information.
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During the experiment, participants earned Monetary Units (MUs) dependent on their
decisions and those of their group members. At the end of the experiment, these MUs
were converted to Euros at a fixed rate, such that on average participants earned
between €2 and €3 from the experiment, on top of their €5 show up fee.

Data

Data were collected from a total of 152 participants across 11 sessions. One additional
session had been planned, but had to be canceled as too few participants showed up.
Participants played two, three or four of our treatments depending on the time
available in the session. The treatments played in each session were chosen such that
after the final session each treatment had been played at least once before and at
least once after every other treatment.

All in all, we collected data on 3840 contribution decisions, 10440 punishment
decisions, and 663 retaliation decisions. These decisions will form the units of analysis.
Each decision is cross nested in an individual (the participant who took the decision)
and a group (the group this participant was part of at the time of the decision). This
multilevel structure will be taken into account in all statistical analyses performed in
the following section. We estimate multilevel models using the R package lme4 (Bates,
Mächler, Bolker, & Walker, 2015). In each analysis we include uncorrelated random
intercepts for participants and groups, in addition to the level 1 error.

RESULTS

Retaliation

Overall, 686 punishments were dealt in the three treatments in which retaliation was
possible (Anonymous, Non Anonymous, and Reminder). In some cases, subjects on the
receiving end of these punishments may have wanted to retaliate, but were unable to
afford even a single counter punishment point after the punishment stage. We
identified all cases where subjects could not afford any retaliation (23 in total) and
removed them, as we are interested only in decisions where our subjects
retaliate. This leaves us with 663 punishments which could have triggered retaliation.
Of these 663 opportunities for retaliation, 250 (37.7%) were taken. This overall
frequency of retaliation is higher than in the experiments by Nikiforakis (2008), where
25.7% of punishments triggered retaliation.
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The frequency of retaliation differed little between the three treatments, ranging from
35.0% in the Reminder treatment to 40.8% in the Anonymous treatment (Figure 3.1).
In the majority of cases in which retaliation occurred, retaliators dealt the minimum
level of retaliation (1 counter punishment point, 135 out of 250 cases). There are very
few cases in which more than two counter punishment points were given (36 out of
250 cases, never more than 6 points).

Figure 3.1. Retaliation opportunities taken by treatment

Hypothesis 1 predicts that retaliation will be less prevalent in treatments with less
anonymity. To test this hypothesis, we estimate a multilevel Poisson model suitable for
the structure of this data. The 663 retaliation decisions our participants made are the
units of analysis in this model. Previous research using the same or similar
experimental designs (Nikiforakis, 2008) elected to estimate hurdle models (Cameron
& Trivedi, 2013), which consist of a logistic regression model for the decision to
retaliate or not and a linear regression model for the number of counter punishment
points given if retaliation occurred. A linear regression model would not be
appropriate for our data, as the assumptions of homoscedasticity, linearity, and
normality would all be violated even if we excluded all cases in which no counter
punishment points were given. We opt instead for Poisson models because the
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counter punishment points assigned closely resemble count data. All values are small
positive integers (no less than 0, no more than 10) and, while they do not originate
from a Poisson process as they are not based on the repeated occurrences of single
events, their distribution does closely resemble one generated by such a process and
they do represent counts (numbers of points given).

In the Poisson model, the number of counter punishment points assigned in a
retaliation decision is the dependent variable. The main independent variable in this
model is the treatment in which the decision was taken. We include dummies for the
Non Anonymous treatment and the Reminder treatment, using the Anonymous
treatment as our reference category. We control for the order in which treatments
were played by including dummy variables for the position within the session in which
the treatment was played (Position 2 and Position 3). Additionally, we control for the
severity of the received punishment, for the period in which the decision was taken,
and for the extent to which the received punishment was antisocial or unjustified. By
the extent to which punishment was antisocial we mean by how much the target of
punishment contributed more than the average of their peers, and by the extent to
which it was unjustified we mean by how much the target of punishment contributed
more than the punisher. Exact formulations of these concepts can be found in
Nikiforakis (2008). Table 3.3 shows the results of this model.

We find that participants who received more severe punishment retaliated
more ( = 0.281, < 0.001 one sided). We expected that as more potential future
consequences to retaliation are introduced there would be less retaliation. We find
that only in the Reminder treatment there is significantly less retaliation than in the
Anonymous Counter Punishment treatment ( = 0.343, < 0.05 one sided).

Result 1: Retaliation is common whenever it is possible. Introducing more future
consequences to counter punishment makes retaliation less frequent in the reminder
treatment but not in the non anonymous treatment. This result partially supports
Hypothesis 1.



74

Table 3.3. Maximum likelihood estimates of a multilevel
Poisson model for retaliation

Non Anonymous 0.133 (0.225)
Reminder 0.343 (0.207)*

TreatmentPos:2 0.114 (0.169)
TreatmentPos:3 0.292 (0.272)
Period 0.023 (0.019)

Extent unjustified 0.281 (0.048)***
Extent antisocial 0.046 (0.088)

Constant 1.186 (0.258)

Subject 1.029
Group 0.174
Case 0.0

663
Deviance 1283.1

Punishment

The total of 10440 punishment decisions made by subjects across all four treatments
resulted in 1127 actual punishments. This means that, overall, 10.8% of all punishment
opportunities are taken. This percentage differs between treatments (Figure 3.2), with
the highest observed percentage of punishment taking place in the Punishment Only
treatment (16.0%)3.

As expected based on Hypothesis 2, punishment is less frequent in the
treatments with retaliation than in the Punishment Only treatment. In the majority of
the cases in which punishment occurred, punishers dealt the minimum level of
punishment (1 point, 651 out of 1127 cases). There are relatively few cases in which
punishments of more than two points were given (171 out of 1127 cases, of which 3
cases with more than 6 points).

3 This is lower than in comparable treatments of previous research (Nikiforakis, 2008), which can be
explained by the fact that our results also show comparatively high average contributions. This implies that
less punishment is required to enforce contribution norms.
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Figure 3.2. Punishment opportunities taken by treatment

Error bars represent 95% confidence intervals

The pattern of punishment levels, with a large number of zero punishments and very
few punishments of more than two points, is very similar to what we observed for
retaliation decisions. To test Hypothesis 2, that there is less punishment where there is
more retaliation, the same analytical strategy therefore applies: we will estimate a
multilevel Poisson model where the dependent variable is the number of punishment
points assigned. We use the Punishment Only treatment as our reference category
and include as main independent variables three dummies representing the
treatments with retaliation (Anonymous, Non Anonymous and Reminder). We control
for the order in which treatments were played by including dummy variables for the
position within the session in which the treatment was played (Position 2, Position 3
and Position 4). We also control for the extent to which the contribution of a potential
target of punishment was below that of the punisher (i.e. the extent to which
punishment was justified), and for the extent to which the target’s contribution was
below the average contribution of other group members (i.e. the extent to which
punishment was prosocial, see Nikiforakis, 2008). Finally, to control for trends over
time, we include as further variable the period in which the decision was taken.
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Table 3.4 shows the result of this model. We find that more punishment is given to a
specific target the further that target’s contribution is below the average of the group
( = 0.126, < 0.001 one sided). Similarly, more punishment is given when the target’s
contribution is further below that of the punisher ( = 0.116, < 0.001 one sided).

We expected to observe less punishment in treatments with more retaliation.
As we know from the analysis of retaliation decisions (Table 3.3), retaliation occurs
similarly often in the Anonymous and Non Anonymous Retaliation treatments and
significantly less frequently in the Reminder treatment. Nonetheless there is still a
substantial amount of retaliation in the Reminder treatment. This implies that less
punishment is expected in all of the treatments with retaliation than in the
Punishment Only treatment, with the effect possibly being less pronounced for the
Reminder treatment.

Table 3.4. Maximum likelihood estimates of a multilevel
Poisson model for punishment

Anonymous 0.546 (0.196)**
Non Anonymous 0.568 (0.169)***
Reminder 0.702 (0.182)***

TreatmentPos:2 0.458 (0.124)***
TreatmentPos:3 0.338 (0.240)***
TreatmentPos:4 0.399 (0.448)
Period 0.068 (0.011)***

Extent justified 0.116 (0.018)***
Extent prosocial 0.126 (0.018)***

Constant 2.625 (0.175)

Subject 1.114
Group 0.395
Case 0.965

10440
Deviance 7467.5
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Table 3.4 shows that the probability a given punishment opportunity results in
punishment is indeed significantly lower in all of the treatments with retaliation than
in the Punishment Only treatment (all < 0.01 one sided). Somewhat unexpectedly, in
the light of Hypothesis 2, the retaliation treatment in which retaliation is the least
frequent (Reminder) is not the treatment with the most punishment.

Descriptively, these differences are quite large. In the Punishment Only
treatment, 16.0% of punishment opportunities result in punishment. Averaged across
all three treatments in which retaliation is possible only 8.9% of all punishment
opportunities result in punishment. The frequency with which punishment occurs is
thus roughly halved by the presence of potential retaliation.

Result 2: There is less punishment when retaliation is possible. This holds for all
treatments with retaliation. We find partial support for Hypothesis 2: all treatments in
which retaliation occurs show significantly less punishment than the baseline treatment.
However, the retaliation treatment with the lowest amount of retaliation (Reminder
treatment) is not the treatment with most punishment.

Cooperation

Contributions to the public good are the measure of cooperation in a Public Good
Game. The Punishment Only treatment shows high contribution levels with a rising
trend over time, consistent with earlier experiments using the same paradigm (Fehr &
Gächter, 2000, 2002; Nikiforakis, 2008). Average contributions in the first round of this
treatment are 14.41 points out of 20. The average contributions across all periods in
the Punishment Only treatment are 16.45 points. These contribution levels are high
compared to previous research (e.g. Fehr & Gächter, 2000, 2002; Nikiforakis, 2008),
particularly in the first round. For example, Nikiforakis (2008) reports that in all
treatments average contributions start at approximately 10 points in the first round.
Contrary to our expectations (Hypothesis 3) and to previous research (Nikiforakis,
2008) we find little difference between contributions in the Punishment Only
treatment and contributions in the three treatments which allow retaliation (Figure
3.3).

There are very few zero contributions (only 103 out of 3480 contribution
decisions resulted in a contribution of 0) and very many maximum contributions (1659
contribution decisions resulted in a contribution of 20). We see a very similar rising
trend over time in all four treatments (Figure 3.3) up until the last few periods, in
which endgame effects start to play a role.
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To statistically test the impressions gained from the descriptive statistics we estimate
two multilevel linear regression models. In these models, the dependent variable is the
contribution by a particular subject in a particular period (i.e. one contribution
decision).

Figure 3.3. Contributions by treatment over time

The main independent variables are once again three dummy variables for the
retaliation treatments (Anonymous, Non Anonymous and Reminder). The reference
category is formed by our baseline: the Punishment Only treatment.

We also include the period in which a contribution decision was taken. In the
second model, we add the interaction between the period and the treatment in which
a decision was taken, to test if the trend over time differs between treatments. We
control for the order in which treatments were played by including dummy variables
for the position within the session in which the treatment was played (Position 2,
Position 3 and Position 4).

Table 3.5 shows the results of these models. Model 1 shows that contribution
levels tend to increase over time by an average of 0.141 points in every period (p <
0.001 one sided). According to the theoretical mechanism we investigate, average
contribution levels should be lower in circumstances where punishment is
discouraged. We have established that punishments are discouraged in each of our
treatments with retaliation and therefore expect lower contributions in these
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treatments (Hypothesis 3). Surprisingly, there are no significant differences in average
contribution levels between the Punishment Only treatment and any of the
treatments with retaliation (Model 1).

Table 3.5. Maximum likelihood estimates of multilevel linear regression model for
contributions

Anonymous 0.024 (0.894) 0.080 (0.953)
Non Anonymous 0.269 (0.811) 0.171 (0.868)
Reminder 0.036 (0.825) 0.393 (0.882)

TreatmentPos:2 1.284 (0.622)* 1.284 (0.622)*
TreatmentPos:3 1.731 (1.016)* 1.731 (1.016)*
TreatmentPos:4 1.112 (2.020) 1.112 (2.020)
Period 0.141(0.021)*** 0.181 (0.040)***

Period x Anonymous 0.010 (0.060)
Period x Non Anonymous 0.080 (0.056)
Period x Reminder 0.078 (0.056)

Constant 15.004 (0.666) 14.786 (0.692)

Subject 2.096 2.097
Group 2.504 2.504
Case 3.481 3.478

3480 3480
Deviance 19107.3 19103.2

We also find no difference in trend over time (Model 2) between the Punishment Only
treatment and the Retaliation treatments. Overall the addition of interactions
between the period in which a contribution was made and the three counter
punishment treatments does not significantly improve the model ( 2 = 4.15, = 3, =
0.26). Re estimating Model 2 with each of the counter punishment treatments as
reference category shows that the trend over time is still positive and significant in all
treatments. Overall, we conclude that contribution levels are not meaningfully
different between any of our four treatments.
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Result 3: There is not less cooperation in the treatments where there is less
punishment. This result does not support Hypothesis 3.

Prosocial and antisocial punishment

The results so far show that retaliation does occur when people are given the
opportunity. The results also show that retaliation occurs frequently whether it can be
done anonymously or not. We find, as expected, that (the threat of) retaliation
effectively deters punishment. However, this does not seem to have an adverse
impact on the contributions participants make to the public good. One reason why the
impact of retaliation on contributions may be smaller than one would expect based on
its overall frequency is that retaliation has a different effect on antisocial punishment
than on prosocial punishment.

First, we note that antisocial and prosocial punishment are subject to retaliation
at different rates. Participants retaliate in 45.5% of the cases if they were punished
antisocially (i.e. even though they contributed more than the average contribution of
the others in their group), and only retaliate in 35.8% of the cases if they were
punished prosocially. This distinction is important since antisocial punishment is likely
to lower contributions (punishing high contributors and thereby discouraging high
contributions) while prosocial punishment results in higher contributions (punishing
low contributors and thereby discouraging low contributions). We find that the socially
harmful antisocial punishment is more likely to trigger retaliation than the socially
beneficial prosocial punishment. The finding that antisocial punishment is subject to
retaliation at a higher rate than prosocial punishment is not unique to our participants.
The same was found by Nikiforakis (2008), who also notes that even though antisocial
punishment is more prone to being retaliated against, the bulk of retaliations is aimed
at prosocial punishers. This is because antisocial punishment is far less common than
prosocial punishment. The same is true in our experiments: 76.0% of retaliations are
responses to prosocial punishment.

Second, while the overall frequency of punishment is not all that high,
punishment is quite frequent. Overall, across all treatments, 10.8% of punishment
opportunities are taken. In comparison, again across all treatments, 27.6% of prosocial
punishment opportunities are taken. Given that for every low contributor three peers
will have an opportunity to punish, a low contributor’s chance of being punished at
least once is thus substantial. Even in the retaliation treatments, where Table 3.4
shows that punishment is deterred, there is substantial prosocial punishment. The
overall rate of prosocial punishment in the treatments with retaliation is 25.0%, and
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even in the treatment with the lowest rate (Reminder), 23.2% of prosocial punishment
opportunities are taken. In the Punishment Only treatment, 34.7% of prosocial
punishment opportunities are taken. This means that, rather than being nearly halved
as the overall reduction in punishment suggested (Figure 3.2 & Table 3.4), prosocial
punishment is only about 28% (on average) or at most 33% (in the Reminder
treatment) less frequent when the threat of retaliation is present.

Figure 3.4 shows the percentage of all punishments given out which was
antisocial, per treatment. In the Punishment Only treatment, without retaliation,
69.4% of punishments are prosocial. Averaged across the three treatments with
retaliation, we find that 87.0% of all punishments are prosocial. It appears that
antisocial punishment is more effectively deterred by (the threat of) retaliation than
prosocial punishment. To test if the deterrent effect of retaliation is indeed stronger
on antisocial punishment than on prosocial punishment we re estimate the Poisson
model of punishment presented in Table 3.4. The number of punishment points
assigned is again the dependent variable. This time we include a dummy variable
indicating whether punishing would be antisocial or not (0 = not antisocial, 1 =
antisocial).

Figure 3.4. Percentage of punishments given which are antisocial
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We test the differential effect of retaliation on antisocial and prosocial punishment by
including interactions between the treatment variables and this dummy variable
indicating whether the punishment would be antisocial. We expect to see that the
difference in the likelihood of punishment between the Punishment Only treatment
and the retaliation treatments is greater for antisocial punishment than for prosocial
punishment.

Table 3.6 shows the results of this Poisson model. Overall, antisocial
punishment is less likely to occur than prosocial punishment (Model 1, = 1.760, <
0.001 one sided). Antisocial punishment is also deterred more strongly than prosocial
punishment by the presence of retaliation, as is evidenced by the significantly negative
interactions between antisocial punishment and the treatments with retaliation
(Model 2, all p < 0.001 one sided). With the inclusion of these interactions, the main
effects of the treatment variables in Model 2 show the decrease in

compared to the Punishment Only treatment. The decrease in prosocial
punishment is smaller than the decrease in antisocial punishment (cf. the significantly
negative interactions between Antisocial and the treatments in Table 3.6), and in the
Anonymous retaliation treatment there is not significantly less prosocial punishment
than in the Punishment Only treatment.

Result 4: Antisocial punishment is deterred more strongly than prosocial punishment by
the possibility of retaliation. In the Anonymous retaliation treatment, prosocial
punishment is not significantly less prevalent than in the Punishment Only treatment.
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Table 3.6. Maximum likelihood estimates of a multilevel Poisson model for
punishment (antisocial)

Anonymous 0.609 (0.200)** 0.280 (0.208)
Non Anonymous 0.528 (0.172)** 0.301 (0.182)*
Reminder 0.709 (0.186)*** 0.480 (0.195)**

TreatmentPos:2 0.364 (0.126)** 0.350 (0.128)**
TreatmentPos:3 0.382 (0.247) 0.382 (0.251)
TreatmentPos:4 0.447 (0.446) 0.367 (0.460)
Group_Neg_Diff 0.039 (0.017)* 0.042 (0.017)**
Own_Neg_Diff 0.109 (0.016)*** 0.105 (0.016)***
Period 0.042 (0.010)*** 0.042 (0.010)***
Antisocial 1.760 (0.090)*** 1.252 (0.120)***

Antisocial x Anonymous 1.446 (0.262)***
Antisocial x Non Anonymous 0.715 (0.197)***
Antisocial x Reminder 0.730 (0.199)***

Constant 1.623 (0.178) 1.768 (0.182)

Subject 1.147 1.134
Group 0.408 0.418
Case 0.830 0.797

10440 10440
Deviance 7059.6 7016.9***

DISCUSSION

Our aim was to investigate whether retaliation becomes less frequent, and therefore
less of a risk to the effectiveness of peer punishment as a means of enforcing
contributions to a public good, when embedded in ongoing social interactions with
less anonymity. We find that when the opportunity to retaliate exists, people will take
advantage of it. Retaliation is common. It is particularly common in response to
punishment which can be perceived as undeserved, by being directed from a low(er)
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contributor to a high(er) contributor. We introduced potential future consequences
gradually lifting the veil of anonymity behind which retaliators could hide. Step by
step, we gave participants more of the necessary information to retaliate back and
forth for the entire duration of the experiment. This only started to matter when we
reminded participants explicitly that they were retaliated against and by whom. It is
possible that the future consequences we introduced are simply not strong enough,
and that more severe future consequences would deter retaliation. It is almost
certainly possible to design an experiment in which retaliating carries such great risk
that it would be deterred. The question is then whether such a design is still a valid
representation of real social interactions. Future research might consider investigating
how risky retaliating needs to be to significantly reduce the amount of retaliation that
occurs. We believe that the design we chose, in which people are informed about
retaliations they receive and can then use existing sanctioning institutions to retaliate
in future interactions, is a reasonable starting point as it approximates how chains of
punishment and retaliation could occur in reality.

Although our main manipulation has only a small effect on the prevalence of
retaliation, our results raise some interesting points about the conditions under which
retaliation hampers the effectiveness of peer punishment. In stark contrast to previous
research on this topic (Denant Boemont et al., 2007; Nikiforakis, 2008; Nikiforakis &
Engelmann, 2011), we find that introducing the possibility of retaliation has no impact
whatsoever on the contributions participants make. We find this even though
retaliation is common and peer punishment is consequently deterred, conditions
which resulted in strongly decreasing contributions in previous research (Denant
Boemont et al., 2007; Nikiforakis, 2008). We see two contributing factors which,
together, may explain this difference.

First, antisocial punishment is more strongly deterred than prosocial
punishment. Several explanations may be given for the different effects of (the threat
of) retaliation on antisocial and prosocial punishment. One is that antisocial
punishment in the Punishment Only treatment may in part be an attempt at
retaliation in the absence of a formal mechanism to do so. Low contributors who are
the recipients of punishment may suppose, accurately, that this punishment likely
originates from high contributors in their group. They may then pre emptively or in
response to received punishment direct their own punishment at high contributors.
When retaliation mechanisms are introduced the need for this imprecise attempt at
retaliation is removed. Another explanation is that antisocial punishers may accurately



3

Peerpunishm
entand

retaliation
in
ongoing

interactions

85

suspect that they are highly likely to be retaliated against. The threat of retaliation
thus looms more menacingly over their heads than over those of prosocial punishers.

This suggests that we overestimate the negative effect of retaliation on the
effectiveness of peer sanctioning institutions as enforcers of cooperation when we
look only at how strongly punishment is deterred overall. The deterrent effect on
prosocial punishment, the kind of punishment which enforces high contributions, is
much smaller. While overall punishment is only about half as frequent when
retaliation is possible than when it is not, the decrease in prosocial punishment is only
about one third even in the worst case (the Reminder treatment). On balance, when
retaliation is possible prosocial punishments make up a greater proportion of all
punishments than when it is not.

That there is more retaliation towards antisocial punishers than towards
prosocial punishers may in part be explained by the differential legitimacy of the
different types of punishment. Contributing to collective action is valued, as evidenced
by the attribution of status to high contributors (Willer, 2009). What’s more,
contributing is even considered moral, as evidenced by positive moral judgments given
to high contributors and negative moral judgments given to low contributors
(Simpson, Willer, & Harrell, 2017). While punished free riders may be motivated to
retaliate out of anger or out of a desire to discourage future punishment, they are
likely to recognize that they deviated from what is considered desired and moral
behavior and that this to some extent justifies punishment. Recipients of antisocial
punishment, on the other hand, are likely to consider the punishment they received to
be in violation of a social norm. The fact that prosocial punishment is not as strongly
deterred as antisocial punishment by the possibility of retaliation may be explained
both by the lower level of retaliation towards prosocial punishers and by the fact that
the normative motivations for prosocial punishment may make it harder to deter by
retaliation.

This tells us that the effect of retaliation on the effectiveness of peer
punishment is not as disastrous as it at seems at first. This already suggests that
deterring punishment does not necessarily result in a decrease in contributions.
However, this cannot be the whole story. Since we exactly replicated Nikiforakis'
(2008) counter punishment treatment we have no reason to suspect that this
differential deterrence of prosocial and antisocial punishment should occur in one
experiment and not the other. We must, therefore, assume that this observation
cannot explain the difference in results.
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Given the fact that there is no difference in treatments, but a clear difference in
contribution levels and their trend over time, a plausible second factor in the
explanation is the subject population involved. We note that average contribution
levels in the first period of any treatment are lower by several points in the
experiments by Denant Boemont et al. (2007) and Nikiforakis (2008) than in our
experiments. This may be a rough indication that the percentage of individuals inclined
towards cooperative behavior is lower in subject groups used in previous research
than in ours. If this is the case, then it may well be that in our experiments there is
enough prosocial punishment remaining to enforce high contribution levels even after
some of it is deterred, while in the experiments by Denant Boemont et al. (2007) and
Nikiforakis (2008) the frequency of prosocial punishment drops below the level which
is sufficient to deter free riding.

This raises a general point about the scope of situations in which the possibility
to retaliate against peer punishments will negatively affect contributions made
towards a public good. The introduction of retaliation will be particularly detrimental
in situations where the peer punishment institution is already only just effective
enough to sustain high levels of cooperation. These situations may be caused by low
impact and high cost of the punishment institution itself, or by the balance between
prosocial punishers and targets of prosocial punishment. When there are few
prosocial punishers and the group contains a relatively large number of free riders, a
small amount of deterrence may be sufficient for peer punishment to become
ineffective. However, in a group with many individuals willing to contribute and punish
others for not contributing, a small set of free riders will not be able to avoid
punishment even if they deter some prosocial punishers by retaliating. In
circumstances in which antisocial punishment is relatively common compared to
prosocial punishment, the introduction of opportunities for retaliation may even result
in higher contributions towards the public good. Given that we find antisocial
punishment to be more effectively deterred by retaliation than prosocial punishment
is, this may be true even in some situations where prosocial punishment is more
common than antisocial punishment.

All in all, the results presented in this paper suggest that under the right
circumstances peer punishment can be effective despite retaliation. This is evidenced
by the high and increasing contributions in our experiment even though retaliation
was not just possible but even common. Peer punishment institutions which are
widely supported, with effective punishment mechanisms and many willing punishers,
may be very robust against the threat of retaliation. At the same time, the impact of
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retaliation on more fragile peer punishment institutions can be disastrous (as has been
demonstrated by previous research). Future research should consider investigating
properties of a peer punishment institution which make it more or less vulnerable to
retaliation, one such property being the composition of the group to which this
institution is applied.

Another question for future research is whether our results about the deterrent
effect of retaliation on antisocial sanctions apply similarly if sanctions are not based on
punishment but on (withholding) rewards. Earlier research suggested that the
effectiveness of a sanctioning regime may suffer from the possibility of retaliation for
reward based as well as punishment based regimes. When sanctions are reward
based, retaliation means that a sanctioned player withholds rewards from someone
who withheld rewards from him in the past. Both theoretical work and experiments
showed how this may reduce the effectiveness of sanctions because players are
deterred from using reward for enforcing contributions to the collective effort (Flache,
1996, 2002; Flache & Bakker, 2012; Flache & Macy, 1996). However, results are as
inconclusive as they are for retaliation of peer punishment (Flache et al., 2017). Future
work could explore whether there may be a similar differentiation in the effects of
retaliation between pro social and antisocial sanctions for reward based peer
sanctioning as we found here for punishment based peer sanctioning.

In conclusion, our study suggests that the detrimental effects of retaliation in
peer punishment institutions may have been overestimated by previous research. We
implemented an experimental situation that captures an important feature of peer
punishment in many real life cooperation problems. Cooperation decisions,
punishment decisions and retaliation decisions are all embedded in ongoing social
interactions and can be responded to in future encounters. Our study suggests that
this can deter specifically retaliation against pro social punishments, resulting in no
less contributions to a collective good than are given if there is no possibility to
retaliate against punishment.
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The problem of social control

Communities great and small face problems of social control. Only rarely do members
of a group spontaneously all exhibit behavior which is considered desirable by the
group as a whole. Often, undesirable behavior is individually rewarding and therefore
tempting. Think, for example, of the problem of dog poo on streets. As a society, we
prefer to have clean streets. However, picking up dog poo is unpleasant and many dog
owners are easily tempted to leave their pet’s waste on the sidewalk. What’s worse,
when such undesirable behavior is not kept under control it has a tendency to spread
(Cialdini et al., 1990; Mäs & Opp, 2016). Passers by observe the presence of dog poo
on the sidewalks, infer that many people do not comply with the norm of picking up
after your dog and adjust their own compliance accordingly. Similar examples can be
found in varied areas of society, from nuisance among neighbors to labor disputes, to
the reduction of climate altering emissions.

A common denominator in these problems is that they can be considered social
dilemmas (Kollock, 1998). In social dilemmas, there is an inherent competition
between individual and collective interests: individually rational behavior frequently
leads to collectively suboptimal outcomes. While the severity of this competition
varies (Kollock, 1998; Van Lange et al., 2013) groups frequently need to exercise some
measure of social control to enforce collectively desirable behavior.

The problem of social control can be divided into two sub problems: the
problem of monitoring, and the problem of sanctioning (Hechter, 1987). In order to be
able to enforce collectively desirable behavior, groups must first be able to monitor
the behavior of their members. Only then can undesirable behavior be detected and
corrective action be taken. When undesirable behavior is detected, the group must
then be able to effectively sanction the deviant group member in order to correct
their behavior.

We will set aside the problem of monitoring (for now, see Chapter 5), and focus
on the problem of sanctioning. Groups wanting to sanction their members have a
broad range of sanctioning systems at their disposal. Apart from variations in the type
of sanctions distributed (e.g. fines (Chaudhuri, 2011; Fehr & Gächter, 2002),
expressions of disapproval (Andrighetto et al., 2013; Simpson et al., 2017), ostracism
(Cinyabuguma, Page, & Putterman, 2005; Masclet & David, 2003; Wiessner, 2005),
refusing future cooperation (Axelrod, 1984; Back & Flache, 2008), withholding rewards
(Flache et al., 2017)) these sanctioning systems are characterized by their allocation of
the power to sanction. In every sanctioning system, there are : those
individuals or institutions who are allowed to distribute sanctions. This choice of a
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controller can be codified, in the way that the jurisdiction of police forces is
established by law. Alternatively, as with more informal sanctions such as expressions
of disapproval, the choice of a controller can be understood as a social consensus on
who can legitimately distribute sanctions (Baldassarri & Grossman, 2011; Ellickson,
2001). Controllers can be, for example, communities of peers, government bodies,
organizations or contractual partners.

In the present study, we will compare two sanctioning systems which differ in
their choice of controllers. The first of these systems is peer punishment (Fehr &
Gächter, 2002; Guala, 2012; Chapter 3 of this dissertation). Under this sanctioning
system, all group members are controllers. Each individual member has the authority
to distribute sanctions to any of their peers. Translating this to some practical
situations, this is similar to informal social control in self managing teams (Barker,
1993) or to confronting your neighbor when he is playing loud music late at night. Peer
punishment systems have been particularly prominent in the literature on social
dilemmas (Chaudhuri, 2011; Guala, 2012).

Institutional punishment

As might not be difficult to imagine given these examples, peer punishment is not
without its problems and does not appear to be particularly prevalent among social
groups outside of laboratory studies (Guala, 2012). Peer punishment may be used to
punish collectively beneficial behavior (Herrmann et al., 2008), such as when less
productive members of a team chastise high producers for being ‘rate busters’
(Homans, 1974). Peer punishment can also be vulnerable to retaliation which
discourages punishment (Nikiforakis, 2008), such as when confronting a noisy
neighbor results in a black eye. Peer punishment is by definition not coordinated or
centralized, so both over and underproduction of sanctions are possible sources of
inefficiency in the distribution of sanctions (Bendor & Swistak, 2001; Guala, 2012;
Heckathorn, 1990).

As an alternative to peer punishment, we often find institutions which are
selected or created to be the controller in a sanctioning system. Police forces, courts,
and referees are all examples of such institutions. As controllers, these institutions are
given the exclusive right and duty to distribute sanctions to regulate behavior within
the boundaries of a social group. The legitimacy and effectiveness of these institutions
are dependent on support from the members of this social group. Under democratic
regimes, these members also collectively determine what rules are enforced and what
sanctions can be distributed. For example, police forces enforce laws which are
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created by elected representatives and are dependent on funding from taxes levied on
the citizens of the communities in which they operate. Experimental studies have
shown that such punishment institutions can be supported by contributions from
community members (Yamagishi, 1986) and may be preferred to peer punishment by
community members (Traulsen, Rohl, & Milinski, 2012).

Peer punishment and institutional punishment have different costs and
benefits. Peer punishment institutions may be cheaper in terms of transaction costs
(there is no need to outfit a group of officials, no need for legislation to determine
their authority and responsibilities, etc.). However, it suffers from coordination
problems, free rider problems, disagreement among peers on what is and is not
acceptable, and so forth. Institutional punishment, meanwhile, may outperform peer
punishment in terms of effectiveness (consistent application of the rules, no free rider
problems, higher legitimacy) but has higher transaction costs and does not always
account for the different interests of various subgroups.

Previous comparisons between peer punishment systems and institutional
punishment systems have focused on aspects such as the legitimacy of punishment
(e.g. Baldassarri & Grossman, 2011), the extent of compliance and (antisocial)
punishment (e.g. Van Miltenburg, Buskens, Barrera, & Raub, 2014), or sensitivity to
unreliable and incomplete information (e.g. Van Miltenburg, Przepiorka, & Buskens,
2017). In this study, we focus on one important cost difference which is particularly
relevant to social control: the system’s vulnerability to oppositional control
(Heckathorn, 1990). As far as we are aware, there are as yet no experimental studies
comparing the vulnerability of peer punishment systems and institutional punishment
systems to oppositional control. Often studied as retaliation or counter punishment, a
vulnerability to oppositional control is one of the criticisms which have come out in
recent years against the effectiveness of peer punishment as a sanctioning system
(Guala, 2012; Nikiforakis, 2008).

In this study, we explore the idea that institutional punishment may be less
vulnerable to oppositional control than peer punishment, because it is considered to
be more legitimate and because it is more difficult to exercise oppositional control
against institutional punishment. This may be one of the reasons why we so frequently
find institutional punishment systems in social life. We study this experimentally, by
implementing peer punishment systems and institutional punishment systems with
and without oppositional control, in the context of a 5 person prisoner’s dilemma
game.
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THEORY

Compliant and oppositional control

Sanctioning systems in social dilemmas are intended to enforce collectively beneficial
behavior. However, many sanctioning systems also (intentionally or unintentionally)
provide opportunities to undermine this enforcement. Heckathorn (1990, 1993, 1996)
calls these two behaviors compliant and oppositional control, respectively. Compliant
control is directed at non contributors and is intended to increase contributions.
Oppositional control is directed at those who distributed compliant control and is
intended to weaken compliant control. In Heckathorn's (1993) interpretation,
compliant control is exercised by forcibly reversing another group member’s decision
not to contribute to a public good, and oppositional control entails blocking another
group member’s attempt to exercise compliant control. In a broader interpretation,
actions intended to make other group members behave according to a certain norm
can be seen as compliant control, no matter whether this implies preventing
uncooperative behavior or whether it implies applying sanctions after the fact.
Similarly, oppositional control is any action intended to prevent compliant control, no
matter whether this is done by nullifying the effects of compliant control or whether
this is done by discouraging others from exercising compliant control. Closely related
concepts in the literature include meta norms and second order norms, which
describe expected sanctioning behavior and expected responses to sanctions (e.g.
Chaudhuri, 2011; Cinyabuguma, Page, & Putterman, 2006; Irwin & Horne, 2013).

It is easy to think of oppositional control as an inherently antisocial act,
expressed for example as antisocial punishment or revenge. In the context of
experimental research on social dilemmas, this interpretation is often justified. These
experiments tend to have clearly defined collectively optimal behavior (cooperation in
a prisoner’s dilemma, contributions in a public good game), and sanctioning systems
intended to enforce this collectively optimal behavior. Exercising oppositional control
in this context generally goes against the interests of the group as a whole. Indeed, in
the present study, we treat vulnerability to oppositional control as a negative.
Sanctioning systems vulnerable to oppositional control may be less effective at
enforcing high rates of cooperation.

However, it is important to note that oppositional control is not universally
opposed to the collective interest. For example, sanctioning systems can be abused to
enforce behavior which is beneficial to those distributing sanctions but not to the
group as a whole. This applies to situations of overprovision of a public good, where
the cost of producing a public good exceeds its value (Heckathorn, 1993). This also
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applies to situations where a group consists of several subgroups with heterogeneous
interests, where oppositional control may prevent one subgroup from forcing another
to act against its interests. For example, environmentally conscious behavior enforced
by a tax on produce which is not grown in an environmentally friendly way contributes
to the solution of an important collective problem, but the added costs may be too
much to bear for those with lower incomes. The ability to exercise oppositional control
may prevent these individuals from having to comply with legislation which would
substantially decrease their standard of living.

Legitimacy of punishment

If oppositional control is used to prevent or discourage compliant control, then an
important factor in the decision to exercise oppositional control may be the extent to
which compliant control is considered legitimate. The legitimacy of compliant control
influences how likely recipients of sanctions are to change their behavior (Baldassarri
& Grossman, 2011), and likely also influences the extent to which group members
decide to exercise oppositional control. The legitimacy of punishment depends, among
other things, on the extent to which compliant control is collectivized (Strimling &
Eriksson, 2014) and on the basis from which punishers derive their authority
(Baldassarri & Grossman, 2011; Grossman & Baldassarri, 2012).

Institutional punishment systems are likely to be considered more legitimate
than peer punishments, because compliant control is more collectivized and the
punishers’ authority derives from the community. Sanctions distributed by
institutional punishment systems are of a fundamentally different nature than those
distributed by peers. Institutional punishers take care to ensure that sanctions are
distributed in the name of the community as a whole (c.f. phrases such as ‘the people
versus’ or ‘the crown versus’ in criminal proceedings). Acceptable and unacceptable
behavior have been defined in advance, together with the corresponding sanctions, by
the community as a whole. Because institutional punishment is (at least in its ideal
cases) fundamentally impersonal, sanctions cannot be driven by the punisher’s
subjective desire to inflict punishment on a particular victim. Personal grudges,
therefore, play a much smaller role in collective punishment than in peer punishment.
Hence, from the perspective of the punished, collective punishments are more likely
to be perceived as communal acts of moral righteousness rather than acts of personal
vengeance (Baldassarri & Grossman, 2011). Generally, victims will, therefore, more
readily accept institutional punishments as justified, leading to more compliance and
less oppositional control.
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As a first consequence of the higher legitimacy of institutional punishment, we expect
that individuals who receive punishment from an institution are more likely to adjust
their behavior than those who receive punishment from peers. That is, punished
participants will become more likely to cooperate in subsequent rounds and this effect
will be stronger under an institutional punishment system.

Hypothesis 1: The probability that a participant cooperates increases more after
receiving collective punishment than after receiving peer punishment

Oppositional control

Based on experimental studies, peer punishment has been established as an effective
tool to increase cooperation in social dilemmas (Balliet et al., 2011; Chaudhuri, 2011;
Fehr & Gächter, 2002; Flache et al., 2017). However, peer punishment systems restrict
neither who is allowed to distribute punishments nor at whom these punishments are
allowed to be directed. As a result, peer punishment systems allow both antisocial
punishment (punishment directed at those who exhibit collectively beneficial behavior
(Chaudhuri, 2011; Guala, 2012; Herrmann et al., 2008; Irwin & Horne, 2013)) and
retaliation (punishment directed at those who exercise compliant control (Chaudhuri,
2011; Guala, 2012; Nikiforakis, 2008; Nikiforakis et al., 2012)). Retaliation is a form of
oppositional control which has the potential to drastically decrease the effectiveness
of peer punishment as a sanctioning system (Nikiforakis, 2008; but see Chapter 3 of
this thesis for a counter example). Retaliation can discourage punishment, and
persistent punishers may be drawn into long and costly feuds (Nikiforakis &
Engelmann, 2011; Nikiforakis et al., 2012).

Institutional punishment systems also provide opportunities for oppositional
control, but these opportunities are more limited and of a different nature. For
example, institutional punishment systems are less personal than peer punishment
systems, limiting opportunities for retaliation. Fines may even be distributed by
automated systems (e.g. speed cameras), not exposing any individual within the
institution to retaliation. Sometimes retaliation is possible, such as when an offender
receiving a citation from a police officer responds by verbally or physically assaulting
the officer. Even then, this act of retaliation likely does little to discourage future
punishment from the institution as a whole.

Nonetheless, even institutional punishment systems are to some extent
vulnerable to oppositional control. Oppositional control in the case of institutional
punishment involves decreasing the ability of the institution to effectively exert
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control. For instance, dissatisfaction with the police and concern that police forces
have too much leeway in their sanctioning behavior may result in decreased police
budgets and more limitations on the use of force. Such limitations can be achieved
through legislation or litigation, under the pressure of public opinion. Notably, this
type of oppositional control requires dissatisfaction with the institution as a whole
rather than with any one of its agents. Even when a public response is provoked by the
behavior of individual police officers, this does not interfere with the institution’s
ability to exert control unless the institution itself is seen as complicit.

Comparing peer punishment systems and institutional punishment systems

Based on our assessment of opportunities for oppositional control in both types of
sanctioning systems, we expect that both peer punishment systems and institutional
punishment systems perform better when oppositional control is precluded. In the
context of the prisoner’s dilemma game, we investigate in this study, the performance
of a sanctioning system is expressed through the cooperation rate attained. We,
therefore, expect the following:

Hypothesis 2: Cooperation rates will be higher in a peer punishment system without
oppositional control than in a peer punishment system with oppositional control

Hypothesis 3: Cooperation rates will be higher in a collective punishment system
without oppositional control than in a collective punishment system with oppositional
control

However, we do not expect that both sanctioning systems are affected equally. Major
contributing factors in this difference are likely the higher legitimacy of institutional
punishment and its less personal nature. Peer punishment systems generally allow
more opportunities for oppositional control than institutional punishment systems.
And, even assuming equal opportunities for oppositional control, we expect less
oppositional control to be exercised in institutional punishment systems because
institutional punishments are likely to be seen as more legitimate. Both factors will
discourage oppositional control and therefore limit the negative impact of
oppositional control on cooperation rates.
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Hypothesis 4: The decrease in cooperation from the possibility of oppositional control
will be greater under a peer punishment system than under a collective punishment
system

EXPERIMENT

The basis of our experiment is formed by a 5 person Prisoners Dilemma with
punishment. Participants play 10 rounds, and the composition of the group is constant
throughout the 10 rounds. However, at the start of each round participants are
relabeled. Participants, therefore, know that they are playing with the same four
others for 10 rounds, but cannot develop personal reputations based on decisions in
previous rounds. There are five experimental treatments, which will be discussed in
detail below. Table 4.1 gives an overview of the important features of each treatment.
Below, we describe the experiment and treatments in more detail. During the
experiment, participants earn points, which are converted to Euros at the end of the
experiment.

Table 4.1. Overview of treatments

Peer punishment without
oppositional control

Peer punishment None

Peer punishment with
retaliation

Peer punishment Retaliation

Institutional punishment
without oppositional control

Institutional punishment
through punishment pool

None

Institutional punishment with
retaliation

Institutional punishment
through punishment pool

Retaliation

Institutional punishment with
removal

Institutional punishment
through punishment pool

Removing punishments
from the pool

 

Cooperate or defect

The first decision participants make is whether to cooperate or defect. This decision is
identical across all five treatments. Choosing to cooperate costs 20 points and results
in a total yield for the group of 40 points (i.e. 8 points per group member). Thus,
choosing to cooperate is costly to the individual but beneficial for the group as a
whole. All participants make this decision simultaneously and in ignorance of what the
others are choosing.
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Compliant control

In all five treatments, the decision to cooperate or defect is followed by the
opportunity to exercise compliant control. In all treatments, this stage starts by
displaying to each participant the decisions made by each member of their group.
Participants can tell how many group members chose to cooperate, how many chose
to defect, and which decision each individual group member made.

In the peer punishment treatments, participants have the opportunity to punish
their group members. For each group member who chose to defect, participants have
to select whether or not they want to punish this person. Restricting punishment to
group members who defected precludes antisocial punishment and thus ensures that
punishments distributed by peers are directed at the same persons (defectors) who
would be targeted by the institutional punishment system. Punishment is costly:
participants pay a cost of 5 points for each punishment they distribute. A player who
receives a punishment loses 5 points for each punishment they receive.

In the institutional punishment treatments, participants have the opportunity to
invest in an automated punishment institution. Rather than deciding whether or not to
punish each individual defecting group member, participants can contribute a number
of punishments to a punishment pool. The maximum number of punishments a
participant can contribute is equal to the number of group members who defected.
Contributing a punishment to the pool is costly: participants pay a cost of 5 points for
each punishment they distribute. The automated punishment institution then
distributes the punishments contributed to the pool randomly among defectors,
without replacement. That is, each defector can only be punished once from the
punishments contributed to the pool by a particular punisher. Recalling that under the
peer punishment system every player can punish each defecting other exactly once,
this restriction renders institutional punishment and peer punishment equivalent in
this respect. As a result, if you contribute a number of punishments to the pool equal
to the number of defectors, you know that the punishments you contributed will be
distributed such that each defector receives exactly one of your punishments. A player
who receives a punishment also loses 5 points.

Note that the costs, effectiveness, and constraints on the distribution of
punishment are identical between the peer punishment system and the institutional
punishment treatment. The only difference between the systems is whether the
punishment is given directly from peer to peer, or distributed by a centralized
institution.
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Oppositional control

In three treatments, one involving peer punishment and two involving institutional
punishment, there are opportunities for oppositional control. The implementation of
oppositional control differs across these three treatments.

Under the peer punishment system, oppositional control involves retaliation
against punishers. In this treatment with peer punishment and oppositional control,
after the compliant control stage, all participants are informed whether any group
members punished them and if so, which group members these were. They can then
choose to retaliate by distributing counter punishments. Counter punishments can
only be directed at group members who punished you. For each punisher, punished
participants have to select whether or not they want to retaliate against this punisher.
The cost and effectiveness of counter punishment are identical to that of punishment.
A player who receives a counter punishment loses 5 points.

Under the institutional punishment system, oppositional control is
implemented in two different ways. First, in the treatment with institutional
punishment and retaliation, punished players can retaliate by distributing counter
punishments as in the peer punishment system. All participants are informed whether
they received any punishments from the institution, and are also informed which
participant contributed to the pool. They are then given
the opportunity to retaliate against this person. Counter punishment is otherwise as
described for the peer punishment system. The information received about other
participants and the type of oppositional control possible are thus identical to counter
punishment under the peer punishment system. The only difference is that under the
institutional punishment system, the participant who contributed a given punishment
to the pool did not target any particular other (since the automated punishment
system randomly selects the target) but instead expressed disapproval of non
cooperators in general.

Second, in the treatment with institutional punishment and removal,
oppositional control consists of removing punishments from the pool, before they are
inflicted. That is, by paying a removal fee of 5 points, participants can prevent one
punishment from occurring. Punishments to prevent are selected randomly after all
participants have decided how many punishments to remove from the pool. Punished
participants thus cannot reliably prevent punishments of themselves, and in any case,
it would not be economical to do so since the removal fee is equal to the fine they
would incur when punished. Note, however, that the ability to remove punishments
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from the pool is not restricted to participants who have themselves been punished.
Anyone can remove punishments from the pool.

This type of oppositional control differs in several ways from counter
punishment. First, removal of punishments from the pool happens before
punishments have been dispensed. This form of oppositional control thus cannot be
motivated by anger at being punished but can be motivated by a fear of being
punished or by disapproval of punishment in general. Second, removing punishments
from the pool does not harm the person who contributed this punishment (except in
the sense that the punishment they contributed is ineffective) while counter
punishment involves imposing additional costs on punishers. Third, this form of
oppositional control also allows oppositional control to be exercised by individuals
who were not themselves subject to punishment. This is thus ‘true’ oppositional
control, in the sense that all possible strategies including compliant opposition
(Heckathorn, 1993) are possible. As a result, this method of oppositional control may
be more realistic than retaliation in institutional punishment systems, but may also be
less effective at preventing oppositional control than direct counter punishment.

With this additional treatment, our experiment allows us to both investigate the
robustness of our results to the exact implementation of oppositional control and
explore different theoretical mechanisms which explain why institutional punishment
systems may be less vulnerable to oppositional control than peer punishment systems
are. If institutional punishment is less vulnerable to oppositional control only because
it makes oppositional control less effective, then we should observe a difference
between institutional punishment and peer punishment only for the institutional
punishment treatment where opposition means removal of punishments. If, on the
other hand, the difference is due to differences in legitimacy, then we should observe
a difference between institutional punishment and peer punishment also for the
institutional punishment treatment where opposition means retaliation. If both factors
are important, we should observe a difference compared to peer punishment in either
case, and the difference should be larger when we limit opportunities for oppositional
control.

Procedure

The experiments were conducted at the Sociological Laboratory of the University of
Groningen (http://www.soclab.nl). The Sociological Laboratory has a subject pool
consisting mainly of students at the University of Groningen. These students come
from a variety of disciplines including sociology, economics, law, biology, physics, etc.
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Within the subject pool, psychology students and sociology students are
overrepresented, compared to the population of students at the University. A small
number of non students are also registered with the Sociological Laboratory and
participate in experiments. The rules of the Sociological Laboratory guarantee subjects
that they will not be deceived in the experiment, and that they will be paid for their
efforts.

Experiments took place in computer rooms prepared in such a way that, once
they were seated, participants could not see the screens on which the other
participants were playing. The experiments were programmed using zTree software
for economic experiments (Fischbacher, 2007). The experiment started with an
introduction by the experimenter, explaining the rules of conduct within the lab and
asking the participants to start reading the instructions. Before the main experiment,
which for each participant consisted of one of the treatments described above,
participants filled out a non incentivized measure of Social Value Orientation (the 9
item triple dominance measure; Au & Kwong, 2004; Van Lange, Otten, De Bruin, &
Joireman, 1997) and a more general questionnaire on norms regarding cooperative
behavior.

Instructions were provided on participants’ screens, and were repeated before
each round of the experiment. During the experiment, subjects were always allowed
to take notes. This ensured that in the treatments where participants might want to
remember information across rounds (e.g. details of the instructions, outcomes from
previous rounds) they would not be required to memorize this information.

During the experiment, participants earned points depending on their decisions
and those of their group members. At the end of the experiment, these points were
converted to Euros at a fixed rate, such that on average participants earned between
€2 and €3 from the experiment, on top of their €5 show up fee.
 

Data

Data were collected from a total of 160 participants across 12 sessions. One session
had to be terminated after three rounds due to a software issue. Data from this
session have been excluded, resulting in a final total of 145 participants. All in all, we
collected data on 1450 cooperation decisions, 1198 punishment opportunities (708
opportunities for punishment in the peer punishment treatments, 490 opportunities
to contribute punishments to the pool in the institutional punishment treatments),
and 131 opportunities for oppositional control (100 retaliation decisions and 31
removal decisions). These opportunities will form the units of analysis. Each case is
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nested in an individual (the participant who took the decision) and a group (the group
this participant was part of at the time of the decision). This multilevel structure will be
taken into account in all statistical analyses performed in the following section. We
estimate multilevel models using the R package lme4 (Bates et al., 2015). In each
analysis, we include uncorrelated random intercepts for participants and groups, in
addition to the level 1 error.

RESULTS

Social Value Orientation

We include the 9 item Triple Dominance Measure of Social Value Orientation in our
analyses as a control variable. Not only are individuals’ Social Value Orientations
predictive of their behavior in social dilemmas (Bogaert et al., 2008; Pletzer et al.,
2018), the distribution of Social Value Orientations in the group involved in a social
dilemma may have an additional impact on collective outcomes (Chapter 3). Table 4.2
shows the distribution of Social Value Orientations in our sample. The majority of our
participants has a Prosocial orientation, which is consistent with other studies from
our laboratory (e.g. Dijkstra & Bakker, 2017; Chapter 3 of this dissertation) and with
studies using other Dutch samples (Van Lange et al., 1997, 2011) or samples from
other countries (Au & Kwong, 2004).

Table 4.2. Social Value Orientations

Prosocial 80 55.17 %
Individualistic 45 31.03 %
Competitive 4 2.76 %
Mixed / Unclassified 16 11.03 %
Total 145 100 %

The effectiveness of peer punishment and institutional punishment

Hypothesis 1 predicts that the effect of received punishment on the probability that a
participant cooperates is greater for institutional punishment than for peer
punishment. We test this hypothesis using a multilevel logistic regression model. The
1305 cooperation decisions our participants made in the second through last rounds
of all treatments are the units of analysis in this model. We exclude cooperation
decisions from the first round because we are trying to determine how participants
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change their behavior in response to punishment. In the first round, participants
cannot have received any punishment yet. The dependent variable in this model is the
decision to cooperate (1) or defect (0). There are three main independent variables of
interest in this model. First, whether the sanctioning system was based on peer
punishment or institutional punishment. Second, how many punishments the
participant received in the previous round. Third, an interaction term between the
sanctioning system and the received punishment which will be used to test Hypothesis
1. We control for the cooperation decision the participant made in the previous round,
as we not only expect this to be relatively stable across rounds but also to be strongly
correlated with the punishment this participant received in the previous round.
Additionally, we control for the Social Value Orientation of the participant through
three dummy variables representing the three measured orientations (Prosocial,
Individualistic and Competitive). The remaining unclassified participants form the
reference category.

Table 4.3 shows the results of this model, as well as the results from a model
including only the control variables. The most important predictor of a participant’s
cooperation decision is their decision from the previous round. Those who cooperated
before are more likely to cooperate again ( = 1.469, < 0.001 one sided). Under the
peer punishment system, receiving punishment does not seem to have any additional
effect on the probability that a participant cooperates ( = 0.001, = 0.499 one
sided). The interaction between the sanctioning system and the received punishment
from the previous round shows that punishment has a larger effect on cooperation
under the institutional punishment system ( = 0.492, = 0.034 one sided), consistent
with Hypothesis 1. Running the model again with the institutional punishment system
as reference category shows that under institutional punishment participants do
cooperate significantly more often when they received more punishment in the round
before ( = 0.491, = 0.010).

Result 1: Contributions are increased after receiving institutional punishment and not
after receiving peer punishment.

In interpreting this result, we should note that for this analysis we conditioned on
posttreatment variables (Montgomery, Nyhan, & Torres, 2018) by controlling for
participants’ decision to cooperate or defect. Participants who defect under a peer
punishment system may be systematically different from participants who defect
under an institutional punishment system and may respond differently to punishment
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because of those differences rather than because of the difference in punishment
system.

Table 4.3. Estimates of multilevel logistic regression models for cooperation

Institutional punishment 0.090 (0.588)
Number of punishments received a 0.001 (0.212)
Institutional punishment x Punishments
received

0.492 (0.270)*

Cooperation decision a 1.304(0.168)*** 1.469 (0.202)***
SVO (Compared to Unclassified)
Prosocial 0.328 (0.255) 0.330 (0.256)
Individualistic 0.505 (0.275)* 0.526 (0.276)*
Competitive 0.649 (0.671) 0.649 (0.675)

Constant 0.292 (0.391) 0.187 (0.536)

Subject 0.000 0.000
Group 1.477 1.464

1305 1305
Deviance 1180.2 1174.6

Oppositional control in peer punishment institutions

Hypothesis 2 predicts less cooperation in peer punishment systems which allow
oppositional control through retaliation than in peer punishment systems without
oppositional control. Descriptively, our results appear to be consistent with this
hypothesis. In the peer punishment treatment without oppositional control, 85% of
cooperation decisions resulted in cooperation ( = 300). In the peer punishment
treatment with oppositional control, in the form of retaliation, only 56% of
cooperation decisions resulted in cooperation ( = 300).

To test this hypothesis, we estimate a multilevel logistic regression model. The
600 cooperation decisions our participants made in the two peer punishment
treatments are the units of analysis in this model. The dependent variable in this
model is the decision to cooperate (1) or defect (0). The main independent variable in
this model is the treatment, specifically whether oppositional control through
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retaliation was possible. Additionally, we control for the Social Value Orientation of the
participant through three dummy variables representing the three measured
orientations (Prosocial, Individualistic and Competitive). The remaining unclassified
participants form the reference category.

Table 4.4 shows the results of this model, as well as a model including only the
control variables. We find that participants cooperated significantly less frequently
under a peer punishment system with retaliation than under a peer punishment
system without retaliation ( = 2.457, = 0.003 one sided).

Result 2: Cooperation is significantly less likely under a peer punishment system which
allows oppositional control, through retaliation, than under a peer punishment system
which does not allow oppositional control.

Table 4.4. Estimates of multilevel logistic regression models for cooperation in
peer punishment systems

Oppositional control 2.457 (0.883)**

SVO (Compared to Unclassified)
Prosocial 0.002 (0.471) 0.021 (0.467)
Individualistic 1.186 (0.507)** 1.172 (0.505)*
Competitive 0.498 (0.793) 0.510 (0.794)

Constant 1.880 (0.713) 3.096 (0.782)

Subject 0.000 0.000
Group 1.816 1.420

600 600
Deviance 555.3 540.6*

Oppositional control in institutional punishment systems

Hypothesis 3 predicts less cooperation in institutional punishment systems which
allow oppositional control, through either removal or retaliation, than in institutional
punishment systems without oppositional control. Our results are not consistent with
this hypothesis. In the institutional punishment treatment without oppositional
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control, 66% of cooperation decisions resulted in cooperation ( = 350). In the
institutional punishment treatments with oppositional control 75.8% of cooperation
decisions resulted in cooperation ( = 500). The cooperation rate is highest when
oppositional control is operationalized as retaliation against those who contributed to
the punishment institution (78.8%, = 250).

To formally test Hypothesis 3, we again estimate a multilevel logistic regression
model. The 850 cooperation decisions our participants made in the three collective
punishment treatments are the units of analysis in this model. The dependent variable
in this model is the decision to cooperate (1) or defect (0). The main independent
variable in this model is the treatment, specifically whether oppositional control was
possible, without distinguishing between retaliation and the removal of punishments.
Additionally, we control for the Social Value Orientation of the participant through
three dummy variables representing the three measured orientations (Prosocial,
Individualistic and Competitive). The remaining unclassified participants form the
reference category.

Table 4.5 shows the results of this model, as well as a model including only the
control variables. We find that participants did not cooperate significantly more or less
frequently under an institutional punishment system with oppositional control than
under a peer punishment system without oppositional control ( = 0.834, = 0.316
one sided). Testing differences between the treatment without oppositional control
and each of the two treatments with oppositional control separately also does not
result in any significant differences.

Result 3: Cooperation is not significantly more or less likely under collective punishment
systems with oppositional control than under collective punishment systems without
oppositional control.
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Table 4.5. Estimates of multilevel logistic regression models for cooperation in peer
punishment systems

Oppositional control 0.834 (0.832)

SVO (Compared to Unclassified)
Prosocial 0.535 (0.345) 0.534 (0.345)
Individualistic 0.479 (0.366) 0.489 (0.366)
Competitive 0.245 (1.303) 0.207 (1.305)

Constant 1.365 (0.518) 0.873 (0.690)

Subject 0.494 0.495
Group 1.658 1.596

850 600
Deviance 818.2 817.2

Comparing the effects of oppositional control in peer punishment systems and
collective punishment systems

Hypothesis 4 predicts that the negative difference between cooperation rates in
sanctioning systems with and without oppositional control should be larger in peer
punishment systems than in institutional punishment systems. As we have already
seen, cooperation rates are clearly lower in the peer punishment system with
oppositional control than in the peer punishment system without. We have also seen
that there is no significant difference between treatments with and without
oppositional control when it comes to institutional punishment systems.

We formally test Hypothesis 4 using a multilevel logistic regression model. The
1450 cooperation decisions our participants made across all treatments are the units
of analysis in this model. The dependent variable in this model is the decision to
cooperate (1) or defect (0). There are three main variables of interest in this model.
First, whether the sanctioning system was based on peer punishment (reference) or
institutional punishment. Second, whether oppositional control was or was not
(reference) possible. Third, an interaction term between the sanctioning system and
the possibility of oppositional control which will be used to test Hypothesis 4.
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Additionally, we control for the Social Value Orientation of the participant through
three dummy variables representing the three measured orientations (Prosocial,
Individualistic and Competitive). The remaining unclassified participants form the
reference category.

In this analysis, we do not distinguish between the two types of oppositional
control which existed under the institutional punishment system in this experiment.
After all, in the peer punishment system only retaliation is possible, and in the
institutional punishment system there is no significant difference in cooperation rates
between the treatments with different types of oppositional control. 4

Table 4.6 shows the results of this model, as well as the results from a model
including only the control variables. We find that participants cooperated significantly
less frequently under the institutional punishment system without oppositional control
than under the peer punishment system without oppositional control ( = 1.795, =
0.024 one sided). As we saw previously, participants also cooperated significantly less
frequently under the peer punishment system with oppositional control than under
the peer punishment system without oppositional control ( = 2.500, = 0.004 one
sided). Consistent with Hypothesis 4, there is a significantly positive interaction
between the presence of oppositional control and the type of sanctioning system ( =
3.324, = 0.003 one sided). The value of the interaction coefficient indicates that in
institutional punishment systems the cooperation rate is, in fact, higher when
oppositional control is possible than when it is not. However, as we know from our
previous analyses, this difference is relatively small and is not statistically significant.
When we look only at the 800 cases from treatments with oppositional control,
cooperation rates were higher under an institutional punishment system than under a
peer punishment system ( = 1.516, = 0.024 one sided).

Result 4: There is less cooperation in treatments with institutional punishment than in a
peer punishment system without oppositional control. The possibility of oppositional
control negatively affects cooperation rates under a peer punishment system but not
under an institutional punishment system.

4 If instead we omit the treatment with institutional punishment in which oppositional control is
operationalized as removal of punishments, ensuring minimal differences between the treatments being
compared, none of the coefficients are substantially changed. There are no differences in either direction
or significance of coefficients for the treatment variables.
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Table 4.6. Estimates of multilevel logistic regression models for cooperation in peer
punishment systems

Institutional punishment 1.795 (0.904)*
Oppositional control 2.501 (0.930)**
Institutional punishment x Oppositional
control

3.324 (1.219)**

SVO (Compared to Unclassified)
Prosocial 0.385 (0.268) 0.404 (0.269)
Individualistic 0.670 (0.286)** 0.669 (0.286)**
Competitive 0.732 (0.692) 0.739 (0.701)

Constant 1.494 (0.416) 2.757 (0.722)

Subject 0.380 0.383
Group 1.757 1.505

1450 1450
Deviance 1368.8 1361.4

DISCUSSION

It has been proposed that one of the reasons why peer punishment systems are not a
common part of social life is that peer punishment systems are particularly vulnerable
to oppositional control (Chaudhuri, 2011; Guala, 2012; Nikiforakis, 2008). While the
vulnerability of peer punishment to oppositional control has been established
(Nikiforakis, 2008), the relative invulnerability of institutional punishment has thus far
been assumed. In the present study, we compared a peer punishment system and an
institutional punishment system, with and without opportunities for oppositional
control. Our results provide empirical support for the expectation that institutional
punishment systems are less vulnerable to oppositional control than peer punishment
systems.

In peer punishment systems, opportunities for oppositional control are
implemented as opportunities for retaliation (Chaudhuri, 2011; Nikiforakis, 2008;
Nikiforakis et al., 2012). In peer punishment systems, the burden of distributing
punishment falls on each group member individually. There is no coordination of
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punishment, and punishments are given directly from one person to another. Under
these conditions, retaliation may be frequent and effective. Punishment under a peer
punishment system is very personal. Retaliation may be frequent because recipients of
punishment may feel unfairly treated, may feel that their peers should not have the
authority to distribute punishments, and may feel personally attacked. At the same
time, retaliation may be effective. Punishers may be afraid of retaliation and given that
punishment is not coordinated may be tempted to hope that another group member
will act as punisher.

In institutional punishment systems, oppositional control may be less frequent,
less impactful, and fundamentally of a different nature. Oppositional control under an
institutional punishment system is more likely to consist of the prevention of
punishment than of retaliation against punishers. This is both because the punishment
is often distributed by impersonal entities (such as tickets from automated speed
cameras) and because there are often strong legal and social consequences for
retaliating against representatives of an institution (such as harsh punishment for
assaulting a police officer). At the same time, regardless of how oppositional control
may take place, punishment received under an institutional punishment system is
likely seen as more legitimate and, as a result, recipients of punishment may be less
inclined to exercise oppositional control.

Conclusions

We examined differences between peer punishment systems and institutional
punishment systems experimentally, in a 5 person prisoner’s dilemma game. We
expected that the possibility of oppositional control would negatively affect
cooperation rates both in peer punishment systems and in institutional punishment
systems. We found that participants were indeed less likely to cooperate under a peer
punishment system with oppositional control than in one without, consistent with

. However, in contrast to , the possibility of oppositional
control did not seem to affect cooperation in an institutional punishment system.
While this second result is somewhat unexpected, it does align with our expectation
that the negative impact of oppositional control is greater in peer punishment systems
than in institutional punishment systems ( ). The expected difference in
the impact of oppositional control was confirmed by a separate analysis. Notably, a
peer punishment system without opportunities for oppositional control displayed
higher rates of cooperation than an institutional punishment system without
oppositional control. This occurred in spite of our observation that institutional
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punishment, when received, has a stronger positive impact on the punished
participant’s future contributions than peer punishment has. However, when
oppositional control is possible an institutional punishment system results in higher
cooperation rates than a peer punishment system.

We also expected that the effectiveness of punishment would be higher when
this punishment is distributed by an institution rather than by an individual. Our
results show that consistent with , participants who received punishment
under an institutional punishment system were more likely to cooperate in the
subsequent round while participants who received punishment under a peer
punishment system were not.

It appears that under ideal conditions, where groups can exercise compliant
control and there is no possibility of oppositional control, peer punishment can be
more effective than institutional punishment. This may well be because in peer
punishment systems each group member has an individual motivation to distribute
punishment. While supporting a punishment institution may be something that people
find valuable and worthwhile, distributing punishment personally comes with a degree
of emotional satisfaction that an institution cannot match. The provision of an
effective sanctioning system is itself a public good, as it requires individual
contributions to enable the distribution of sanctions, while the benefit of increased
cooperation can be enjoyed by everyone (Yamagishi, 1986). The emotional satisfaction
from personally punishing a non contributor may be a selective incentive (Olson,
1965) which encourages contributions to this second order public good, making
second order free riding (Heckathorn, 1989; Oliver, 1980) more prevalent in
institutional punishment systems than in peer punishment systems.

However, there are distinct advantages to an institutional punishment system
when group members exercise oppositional control. No matter whether the
oppositional control consists of removing support for the distribution of punishment
or of retaliating against individuals who supported the institution, cooperation rates
are unaffected. At least in part, this may be because institutional punishment is
considered more legitimate than peer punishment. If institutional punishment is
considered more legitimate, then group members may be less likely to make use of
opportunities for oppositional control as well as being more responsive to the
punishment they receive. Two outcomes of the present study appear to support the
importance of legitimacy in explaining differences between the two sanctioning
systems. For one, punishment is more effective at enforcing contributions under an
institutional punishment system than under a peer punishment system. That is,
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participants become more likely to contribute after receiving punishment from an
institution, but not after receiving punishment from one of their peers. Second, there
was no significant difference in cooperation rates between the two institutional
punishment treatments with different types of oppositional control. This may indicate
that institutional punishment is less vulnerable to oppositional control not because
oppositional control is often less effective in institutional punishment systems, but
rather because participants were less keen to exercise oppositional control.

Discussion, limitations, and directions for future research

While it appears from the present study that institutional punishment systems may be
preferable to peer punishment systems, because they avoid vulnerability to
oppositional control which is likely to severely hamper peer punishment in most
situations, there are several other factors to consider.

First, there are many costs and benefits which differ between peer punishment
systems and institutional punishment systems, which we have not considered in this
study. For example, peer punishment systems are far easier to implement than
institutional punishment systems. In fact, peer punishment systems can be said to
implement themselves by default whenever there is no clear authority governing a
particular situation. Establishing an institutional punishment system requires
legitimate authority, consensus on which rules should be enforced and what
punishment should be distributed, and the recruitment of enforcement agents.
Institutional punishment systems are often relatively inflexible and may find it difficult
to effectively monitor all relevant actions (Erikson & Parent, 2007). Institutional
punishment systems also require consistent investment, which may be difficult to
adjust in response to the number of offenders (Traulsen et al., 2012). There are
significant costs and benefits to both types of sanctioning systems, and their
vulnerability to oppositional control is just one of many to consider.

Second, resilience to oppositional control cannot always be considered a
positive property of a sanctioning system. When we can be reasonably sure that
sanctions will be directed at individuals acting against the interests of everyone else in
a social group, such as in the stylized situation of the n person prisoner’s dilemma, this
seems reasonable. However, in other situations, a lack of oppositional control may
lead to overprovision of public goods (Heckathorn, 1993) or oppression of one
subgroup by another. In extreme situations, institutions designed to distribute
sanctions on which there is consensus within the group may be taken over by outside
actors or may decide not to comply with the desires of the group as a whole. In other
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words, peer punishment systems appear to be more unstable than institutional
punishment systems, and this may be good or bad depending on the circumstances.

Third, from the present study, it is still difficult to draw conclusions on why
exactly peer punishment is more strongly affected by the possibility of oppositional
control than institutional punishment is. It may be reasonable to expect that this is
because individuals fear retaliation more in the peer punishment system than they
fear either form of oppositional control in the institutional punishment system. Our
results are consistent with the idea that institutional punishment is considered more
legitimate than peer punishment, which would lead to the expectations that
retaliation against institutional punishment is uncommon. However, the number of
instances in which any form of opposition took place was too small to analyze with
sufficient statistical power. In addition, we did not measure the perceived legitimacy of
the two types of sanctioning systems.

Fourth, in the interest of ensuring maximum comparability between all
treatments, we made a number of decisions which may seem particularly unrealistic.
For example, we assumed that distributing punishment is as costly to the punisher as
to the person being punished. We also assumed that the effort of preventing a
punishment was as costly as being punished. Our results may have been influenced by
these decisions. For example, had punishment been more cost effective it may have
been more difficult to discourage potential punishers through oppositional control. If
punishment was sufficiently efficient even after taking into account the effects of
oppositional control, cooperation rates may have been equal across all treatments.
This is a consideration when attempting to generalize to from this study.

We want to point towards three potential directions for future research on this
topic. First, keeping in mind that we cannot conclusively say why cooperation rates
differ across the treatments of our experiment, we hope that future research can
explore this further. One might consider testing explicitly some of the assumptions we
have made in the present study, such as the idea that higher legitimacy can explain
different responses to peer punishment and institutional punishment. This was not the
focus of the present study, as we studied observed behavior rather than the
motivations behind this behavior. Second, keeping in mind the decisions we made in
the design of our experiment, it may be valuable to replicate the present study both
exactly and with changes to some aspects of our design about which we did not
explicitly theorize. If the observed differences persist, we can be more confident that
our results are not highly sensitive to the details of the experimental design. Third,
keeping in mind that many other factors affect the costs and benefits of peer
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punishment systems and institutional punishment systems, we hope that future
research will broaden the scope of the comparison of these sanctioning systems. We
have pointed to some examples already, such as groups with heterogeneity and cases
of overprovision. In addition, future research may attempt to bring in more of the
costs and benefits of the two sanctioning systems, perhaps endogenously establishing
the sanctioning rules carried out by the institution.
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Human societies cannot thrive without the provision of goods that require
cooperation between individuals. These collective goods benefit all individuals
involved, but cooperation is costly for those who contribute and cannot easily be
enforced (Olson, 1965). ‘Free rider’ problems in the workplace (Petersen, 1992) and
environmental pollution are two examples where cooperation fails due to the conflict
between individual and collective interests (Bouma et al., 2008). This tension between
individual and collective interests is a core property of social dilemmas (Dawes, 1980;
Kollock, 1998; Van Lange et al., 2013). In social dilemmas, individually rational
behavior often leads to collectively suboptimal outcomes. Social dilemmas contain
opportunities for free riders to take advantage of cooperative group members (Dawes,
1980; Fehr & Gächter, 2002; Kollock, 1998). Yet, in many social dilemmas a degree of
cooperation is observed that is hard to explain by self interest alone (Bowles et al.,
2012), as exemplified by zealous cooperation in ‘self managing’ work teams (Barker,
1993) or successful management of common natural resources by local communities
(Ostrom, Burger, Fields, Norgaard, & Policansky, 1999).

Social dilemmas generally occur within a social group. Research on social
dilemmas thus focuses on processes within this group which influence whether the
dilemma is successfully solved. Over the years, an extensive literature has developed
around a joint interest in explaining and encouraging cooperation in social dilemmas.
Much of the literature on social dilemmas has been focused on how to discourage
free rider behavior and promote behavior which furthers the collective interest (Balliet
et al., 2011; Chaudhuri, 2011; Van Lange, Balliet, et al., 2014; Van Lange, Rockenbach,
et al., 2014). Several solutions to this problem have been suggested, such as
introducing communication between those involved in the dilemma (Balliet, 2010;
Kollock, 1998), embedding the social dilemma in a recurring interaction (Axelrod,
1984; Friedman, 1971; Kollock, 1998) and creating reputation mechanisms (Diekmann
et al., 2014; Milinski, Semmann, & Krambeck, 2002) or selective incentives (Olson,
1965). The most common way to create such selective incentives is through reward or
punishment (Balliet et al., 2011; Fehr & Gächter, 2002; Oliver, 1980; Van Lange,
Rockenbach, et al., 2014). In general there is a prevailing view that these punishments
are distributed by strong reciprocators: individuals who have a preference for mutual
cooperation and are willing to bear the costs of enforcing cooperation in others
(Bowles & Gintis, 2011; Fehr, Fischbacher, & Gächter, 2002; Gintis, 2000; Simpson &
Willer, 2015).

Our collective understanding of behavior in social dilemmas, particularly in
standardized situations with small groups, is now quite substantial. The next step is to



120

explore the generalizability of this knowledge. A movement in this direction has
already begun. There is an ongoing discussion about the applicability of knowledge
gained from laboratory experiments to real life groups (e.g. Guala, 2012 and
responses). The limits of punishment (in the presence of retaliation, e.g. Nikiforakis,
2008; Nikiforakis & Engelmann, 2011) and reward (in the presence of reward
exchange, e.g. Flache, Bakker, Mäs, & Dijkstra, 2017; Flache & Macy, 1996) as
enforcers of cooperation are being explored. There are attempts to apply the
knowledge gained from laboratory experiments to increasingly practical situations
(e.g. Englmaier & Gebhardt, 2016; Fehr & Leibbrandt, 2011; Kraft Todd, Yoeli, Bhanot,
& Rand, 2015).

We believe that there is an additional aspect to the generalizability of research
on social dilemmas, which thus far has received little attention. This aspect is the
broader social environment within which a group is embedded, specifically the
possibility of overlap in group membership. Individuals often belong to multiple groups
with conflicting collective interests. For persons with cooperative intentions, this
creates ambiguity: it is unclear to which collective good they should contribute and
which behavior they should reward or punish. Should a firefighter in a disaster stricken
town report to the fire station and come to the aid of the town as a whole, or should
she attempt to protect her own family first (e.g. Killian, 1952)? Others face similar
ambiguity when deciding whether their fellow group members who display apparently
uncooperative behavior should be reprimanded. Is an employee who leaves early from
a team meeting a contemptable shirker, or does he leave early to volunteer at the
local food bank? This distinction can be difficult to make, particularly since it is often
impossible to perfectly monitor the behavior of group members outside of the shared
group context.

Most of the existing literature on social dilemmas is not directly applicable to
such situations, because it relies on a simple interdependency structure: individuals
belonging to a single group with a single collective good. By ignoring the broader social
structure surrounding the group, this literature in effect assumes that people decide
about their behavior in each social dilemma in isolation, as if an employee arrives at
work and entirely forgets that they have a family until their shift is over. Under the
more complex interdependency structure described in the examples above, the
behavior of a person within one group cannot be understood without taking into
account their involvement in other social groups. In the present study we will
investigate how overlap in group membership affects cooperation and sanctioning
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behavior in social dilemmas, as a result of groups’ inability to effectively monitor their
members’ behavior in other groups.

The present study makes several contributions to the literature. First, to our
knowledge, this is the first experimental investigation of behavior in multiple
simultaneous public good games with overlap in group membership. Second, we
introduce and validate a punishment system suitable for such an experiment. Third,
we investigate how imperfect monitoring of free riders caused by multiple group
membership impacts sanctioning and contribution behavior.

Overview of the literature on overlap in group membership

Because the topic of multiple group membership is relatively new to the social
dilemma literature, we first want to illustrate the relevance of overlap in group
membership to central topics in social dilemma research. Such topics include
cooperation, intergroup conflict, and social control. Before investigating the main
research question of this study, we will therefore give an overview of literature outside
of the field of social dilemmas which has demonstrated the importance of multiple
group membership. Then, we will note some relevant aspects of the social dilemma
literature which can serve as starting points for an investigation into the impact of the
broader social structure on social dilemma behavior. There is an extensive literature
on the effects of multiple group membership outside of research on social dilemmas.
By contrast, there has been surprisingly little consideration of the importance of this
topic in social dilemma research. This contrast illustrates a gap in the social dilemma
literature in which there is a lot of potential for advancement.

The relevance of (multiple) group membership to social behavior has been
demonstrated in numerous fields of social science. For instance, according to Social
Identity Theory, group identification is an important determinant of intergroup conflict
and overlap in membership has been suggested as a way to reduce intergroup
discrimination (Tajfel, 1982; Tajfel & Turner, 1979). In the context of a common
resource, which is shared by members of an overarching group with several
subgroups, promoting the salience of the overarching group results in more restraint
in the use of the common resource (Kollock, 1998; Kramer & Brewer, 1984). Similarly,
intergroup bias can be reduced by focusing on shared elements of identity, such as
common interests, rather than on elements of identities which divide a group into
clear subgroups (Gaertner, Mann, Murrell, & Dovidio, 1989; Stark & Flache, 2012).
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Organizational scholars have identified the challenges and opportunities generated by
overlapping group membership in organizations (Ashforth & Mael, 1989; O’Leary,
Woolley, et al., 2011; Williams, 2001). Because individuals are often members of many
different groups, they tend to experience inconsistent demands and competing
identities (Ashforth & Mael, 1989). At the same time, within organizations, individuals
who are part of multiple teams can facilitate cross team information sharing and
coordination (Milliken & Martins, 1996; O’Leary, Woolley, et al., 2011). Multiple team
membership can improve performance through information sharing, increased
attention to efficient work practices, and more opportunities for innovation
(Bertolotti, Mattarelli, Vignoli, & Macrì, 2015; O’Leary, Woolley, et al., 2011). At the
same time, multiple team membership poses unique challenges by requiring
employees to deal with more frequent interruptions, more task switching, and a need
to balance their available time and resources between multiple teams (Bertolotti et al.,
2015). Employees may need time to adjust to multiple team membership before being
able to take advantage of its opportunities (van de Brake, Walter, Rink, Essens, & van
der Vegt, 2018) and performance may be negatively impacted if employees are asked
to participate in too many teams at once (Bertolotti et al., 2015; O’Leary, Mortensen,
& Woolley, 2011; O’Leary et al., 2011).

In the organizational literature, the term ‘faultlines’ has been used to describe
how groups can divide into subgroups along lines determined by demographic
characteristics (Lau & Murnighan, 1998). Such faultlines can lead to intragroup conflict
and hence to decreased team performance (Lau & Murnighan, 2005). In such a
situation, individuals who share characteristics with several subgroups bridge faultlines
and may reduce conflict between subgroups (Lau & Murnighan, 2005; Mäs et al.,
2013).

In Georg Simmel’s account of the development of individual personality and social
structure, the development of society is characterized by a shift from concentric
circles to intersecting circles (Diani, 2000; Simmel, 1908; Stark & Flache, 2012). Both
types of ‘circles’ or groups imply multiple group memberships. When concentric circles
are predominant, multiple memberships are nested, as when family relationships and
work relationships all take place within a closed local community. When intersecting
circles are predominant, multiple memberships are more diverse and individualized,
creating conflict between competing affiliations and loyalties (Diani, 2000; Simmel,
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1908; Stark & Flache, 2012). The literature on social movements has taken up the
importance of overlap in group memberships quite strongly, especially in regard to
networks of movements (Diani, 2000). For example, competing pressures from
multiple social groups are relevant to investigations of the effect of social ties on
movement membership and activism (McAdam & Paulsen, 1993).

While Simmel suggests that intergroup conflict is more likely when group
memberships are more individualized and less consistent, Peter Blau’s theory of cross
cutting social circles (Blau, 1977; Blau & Schwartz, 1984) points to potential
advantages of diverse multiple memberships. Blau emphasizes that every person
belongs to multiple potentially overlapping social categories. When these social
categories are mostly uncorrelated, group boundaries are not clearly defined.
Intergroup relations are then common and shared characteristics form the basis for
integration between social groups (Blau, 1977; Blau & Schwartz, 1984). However,
when social categories are strongly correlated this reinforces group boundaries and
inhibits intergroup contact and integration (Blau, 1977; Blau & Schwartz, 1984; Stark &
Flache, 2012).

There are also similarities to Merton's (1957) role sets and later work on role
conflicts (e.g. Adler & Adler, 1987; House & Rizzo, 1972; Van Sell, Brief, & Schuler,
1981). Although Merton (1957) himself noted that role sets refer to multiple roles
associated with a single position within a social group, the conflicting demands
experienced by a person with multiple roles in a group are very similar to those
experienced by a person with positions in multiple social groups.

In the light of the dearth of attention for overlap in group membership in recent
research on social dilemmas, it is interesting to note that some early publications did
recognize its importance. A 1952 paper in the American Journal of Sociology shows the
relevance of overlap in group membership to cooperative behavior (Killian, 1952). The
study describes competing demands experienced by members of a disaster stricken
community. For example, local firefighters and police officers were torn between their
obligations to the community as a whole and obligations to their own families. One
firefighter remarks:

(Killian, 1952). A few years before, the
same journal had published an experimental study which investigated the behavior of
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individuals faced with competing demands from different social groups (Stouffer,
1949). This study proposes that every social group has a range of acceptable and
prohibited behaviors, and individuals who are a member of multiple groups will try to
exhibit behavior which is acceptable to all groups.

In an explanation of the successful production of public goods which focuses on
individuals’ dependence on the group and the group’s control capacity, Hechter (1987)
briefly touches on overlap in group membership. According to Hechter’s theory, when
a person is a member of multiple groups with competing interests, the person is
expected to conform to the group with greater control capacity. When the control
capacity of the groups is equal, the person will comply with obligations from the group
on which they are most dependent.

The topic seems never to have gained real traction in social dilemma research,
though, and those recent studies in which there are multiple groups at all do not
consider overlap in membership. The possibility of in group membership has
been investigated, for example by allowing participants in an experiment to choose
between sanctioning institutions (Gurerk, Gürerk, Irlenbusch, & Rockenbach, 2006), by
repeatedly sorting participants into different groups according to their behavior in the
experiment (Chaudhuri, 2011; Gunnthorsdottir, Houser, & McCabe, 2007) or by
allowing participants to endogenously sort themselves into groups (Charness & Yang,
2014; Chaudhuri, 2011; Page, Putterman, & Unel, 2005). However, none of these
studies considered simultaneous membership in multiple groups.

The other main field of research in which multiple groups interact in a social
dilemma is research on intergroup conflict. There is, generally, significant competition
between groups placed in situations of intergroup conflict (Gunnthorsdottir &
Rapoport, 2006; Mäs & Dijkstra, 2014). Competition is fierce even though group
members do not necessarily harbor ill will towards members of another group (Mäs &
Dijkstra, 2014). There is a small number of studies which illustrate how relevant
overlap in group membership may be to research on intergroup competition. The
presence of intergroup ties, which could be achieved by an overlap in membership,
may decrease the extent of intergroup competition and discrimination (Mäs et al.,
2013; Nelson, 1989; Takács, 2001). These studies, however, differ from the present
study in that they focus on situations in which individuals are members of only one
group but have ties to members of another group.
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THEORY

The many fields of research in which overlapping group membership has been
investigated offer viable starting points for theory building on this topic in the context
of social dilemmas. From social psychology, we could develop expectations about how
the salience of the group identities affects contributions (Kramer & Brewer, 1984).
From sociology we can apply ideas about the ways overlap in membership may reduce
conflict between groups (Diani, 2000; Lau & Murnighan, 2005; Merton, 1957; Takács,
2001) but create conflict within groups (Rauhut & Winter, 2017), and about the
properties of a group that influence which group wins out when the interests of
multiple overlapping groups conflict (Hechter, 1987). But before we embark on these
endeavors, we should consider how existing strands of social dilemma theory apply to
situations with overlap in group membership. Only when existing theories cannot
provide clear and accurate predictions of individual behavior and collective outcomes
in social dilemmas with overlap in group membership do we need to develop a new
theory. In the present study, we show that findings from studies on single groups
cannot easily be generalized to a situation with overlap in group membership, by
investigating the monitoring of free riders in a multiple group situation.

Multiple group membership hinders free rider detection

We know that when given the opportunity to punish, a substantial proportion of
individuals do indeed punish those group members who display uncooperative
behavior even when distributing punishment is costly to the punisher (Bowles et al.,
2012; Chaudhuri, 2011; Fehr & Gächter, 2002). This punishment effectively
incentivizes cooperative behavior in social dilemmas (Balliet et al., 2011; Chaudhuri,
2011; Van Lange et al., 2013), at least in behavioral experiments if not always in real
life (Guala, 2012). Fehr & Gächter (2002) suggest that punishment is emotionally
motivated, triggered by anger towards free riding group members. The punisher’s
beliefs about the intentions behind other group members’ actions also matter
(Charness & Rabin, 2002; Falk et al., 2008; Rabin, 1993). In general, punishments are
often assumed to be distributed by strong reciprocators who value cooperation and
want others to behave cooperatively as well (Bowles & Gintis, 2011; Fehr et al., 2002;
Gintis, 2000; Simpson & Willer, 2015).

Effective punishment requires not just the presence of motivated punishers and
the availability of a sanctioning mechanism, but also accurate monitoring of the
behavior of other group members (Hechter, 1987). Imperfect monitoring makes it
difficult to accurately identify non cooperative group members, thus hindering the
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effective distribution of punishment (Fischer et al., 2016; Grechenig et al., 2010; Van
Miltenburg et al., 2017). The contributions of other group members can easily be
misperceived, as when a person’s seemingly small contribution to a joint project
required a lot of work behind the scenes which is not observed by others (Van
Miltenburg et al., 2017). Potential punishers who are concerned about punishing
group members unfairly may refrain from punishing when they cannot accurately
judge others’ contributions and intentions, although results are mixed in this regard
(Bornstein & Weisel, 2010; Patel et al., 2010; Van Miltenburg et al., 2017).

Similarly inaccurate perceptions can occur in the context of multiple groups
with overlap in membership. Information about your fellow group members’ behavior
in other groups can be difficult to obtain. This makes it difficult to assess whether
group members who exhibit non cooperative behavior in a particular group do so
because they are generally uncooperative or because they were constrained by
another group. Patel et al. (2010) offer the example of staff not showing up to a
meeting, which may be either because of conflicting obligations elsewhere or because
they did not want to go, although they do not include actual conflicting obligations in
their study. Membership of multiple groups thus offers free riders an opportunity to
disguise their defection as cooperative behavior towards another group. For other
group members, it is then difficult to determine the intentions behind uncooperative
behavior. This uncertain relationship between a group member’s intentions and their
displayed behavior may lead to a breakdown of cooperation (Bendor & Mookherjee,
1987; Kollock, 1993). Given that punishments are considered to be motivated by anger
towards uncooperative individuals (Fehr & Gächter, 2002; Gintis, 2000), and that the
punisher’s judgement of the other’s intentions matters (Falk et al., 2008), an inability
to judge whether defection reflects uncooperative intentions should hinder the
distribution of punishment. In fact, we expect that potential punishers are likely to
withhold punishment when they cannot judge accurately whether non cooperative
behavior reflects non cooperative intentions.

When multiple groups exist, and there is overlap in membership between these
groups, judging intentions from behavior is still possible as long as all parties know that
the groups do not place mutually exclusive demands on their members. When work is
light and there are no deadlines looming, employees will not have trouble devoting
enough time to both their work and their family. Anyone shirking at work or coming
home late can fairly be judged based on their actions. However, when the workload is
heavy or when a family member falls ill and requires care, satisfying demands from the
employer and family simultaneously becomes impossible. When group members do
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not have the necessary resources to contribute fully to all groups they are a member
of, both cooperators and non cooperators will show free rider like behavior. Judging
whether non cooperative behavior reflects non cooperative intentions becomes
difficult, and potential punishers are likely to withhold punishment as a result.

Hypothesis 1: Participants with low contributions are less likely to be punished when
participants cannot contribute fully to all groups in which they participate (under the
assumption that this restriction is common knowledge)

From the literature on social dilemmas we know that when free riders are less likely to
be punished, free riding is more common. For example, when punishment is
discouraged by the presence of retaliation this may negatively impact contribution
levels in a Public Good Game (Nikiforakis, 2008; Chapters 3 and 4 of this dissertation).
Applying the same logic to situations with overlap in group membership, we expect
more free riding when punishers cannot judge accurately whether non cooperative
behavior reflects non cooperative intentions.

Hypothesis 2: Contributions will be lower when participants cannot contribute fully to all
groups in which they participate

These hypotheses represent expectations based on findings from single group social
dilemmas, applied to multi group social dilemmas with overlap in membership. They
form the starting point of our investigation into the effects of overlap in membership
on behavior in and outcomes of social dilemmas.

METHOD

Treatments

We test these hypotheses experimentally, using three different treatments. Two of
these treatments implement multiple group membership, by making each participant
a member of two groups. Table 5.1 gives an overview of the main features of each
treatment. Each treatment consists of 10 periods in which participants play a variant
of the public good game (Ledyard, 1995). The one group treatment is included as a
baseline to demonstrate the effectiveness of the punishment system we employ,
which deviates from common sanctioning systems in public good games, to
accommodate multiple group membership. This is discussed in more detail below. The
crucial difference between the two group treatments is in the number of points which
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can be contributed to the public good in each group. In the two group treatment with
sufficient endowments, 20 points can be contributed to the public good in each group.
The endowment in this treatment, 40 points, is enough to allow participants to
contribute the maximum amount to both of the public good games they play. Thus,
although participants in the two group treatment with sufficient endowments play the
public good game in two separate groups, the two public good games play as two
completely separate games. Potential punishers know that if one of their fellow group
members contributes little to the public good in their group, this cannot be because
this group member was constrained by (their behavior in) the other group.
 

Table 5.1. Overview of experimental treatments

One Group Baseline 1 20 20
Two Group
Sufficient Endowments

2 40 20

Two Group
Insufficient Endowments

2 40 40

 

In the two group treatment with insufficient endowments, however, the maximum
contribution to each public good game is 40 points. That is, every participant could
contribute their whole endowment in one of the two groups. Under these
circumstances, when a participant contributes less than the maximum amount to a
particular group, other group members cannot tell whether the low contributor kept
the points to themselves or contributed them to the public good in the other group.
This creates the conditions under which an accurate assessment of the intentions
behind others’ uncooperative behavior is difficult, and under which we hypothesize
that low contributions will be less likely to be punished and free riders are likely to
take advantage of the situation. By comparing behavior in the two two group
treatments, we are able to test the two hypotheses regarding contribution levels and
punishment behavior.
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The group composition

In the one group baseline treatment, participants were randomly divided into groups
of 4 participants. Participants played the public good game for 10 rounds in either a
partner treatment (in two pilot sessions) or a stranger treatment (in our main
experiment), whereby at the start of each round participants are randomly regrouped.
In the two group treatments, participants were first randomly divided into their first
group of 4 (the ‘A’ groups) and then deterministically placed into their second group of
4 (the ‘B’ groups). B groups were composed such that no two group members in a B
group also shared an A group. This is visualized in Figure 5.1. Participants were made
aware of this structure by emphasizing that every participant is in two groups between
which they are the only common member. In each round of the experiment,
participants played the PGG in both groups. Participants played these public good
games for 10 rounds in a stranger treatment. In all treatments, including the one
group treatments, the matching structure and duration of the experiment were
common knowledge. To make this group structure possible, each session of the
experiment consisted of exactly 16 participants.

Figure 5.1. Visualization of group allocations

The contribution stage

The first part of each period, in all treatments, is the contribution stage. In this stage,
all participants are endowed with 20 points in the one group treatment or 40 points in
the two group treatments. Participants then decide, simultaneously and without
communicating, how many of their points to contribute to a group project. In the two
group treatments, they do this first for their A group and then for their B group, but
before seeing any of the contributions of other group members. They can contribute
anywhere from 0 (keeping all points to themselves) to 20 or 40 whole points
(contributing all they have). Each point contributed is multiplied by 3, so that the total
benefit to the group of each point contributed is 3 points. The collective productivity is
thus maximized when all group members contribute all of their points. The points
produced in the group are then evenly divided across all 4 group members. This
implies that any point a participant contributes to the group results in a return of 0.75
points to each group member, for a net return of 0.25 for the participant who made
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the contribution. Because contributions to the public good are collectively beneficial at
a cost to the individual, high contributions are the measure of cooperation in a public
good game.

The punishment stage

After participants have decided on their contributions to each group, they move on to
the punishment stage. In the punishment stage, participants see the contributions of
each of their group members. The punishment stage, just like the contribution stage,
is played first for A groups and then for B groups.

In all treatments, the punishment stage provides every participant an
opportunity to sanction their fellow group members. Punishment occurs by a
collective decision rule (Van Miltenburg et al., 2014). Participants must decide, for
each of their fellow group members, whether they want to punish that group member
or not. When at least two group members vote to punish the same person, that
person is excluded from the benefits of the public good. That is, punished participants
forfeit any income from the group. Any points they invested in the public good are lost
to them, and they do not benefit from the contributions of others. When a participant
is punished, all group members who voted to punish this person pay a fee of 5 points.
The points which would have gone to the punished participant are not redistributed
among the other group members, so as not to give group members an incentive to
exclude others for their personal benefit.

There are two main reasons to select this method of punishment, one
substantive and one design related. First, real groups generally do not have access to
the material resources of their members beyond those resources invested in or gained
from the group itself. For example, employers dissatisfied with their employees’
performance can fire them or in some situations deduct fines from an employee’s
wages, but they cannot order employees to hand over their savings or their children’s
game console. This restriction is particularly relevant when we consider the broader
social structure in which a group is embedded. In standard one group experiments, a
person’s total payoff can easily be interpreted as resources gained from one group.
When multiple groups are involved, this is no longer the case and a clear boundary
needs to be in place between resources associated with the group and resources
which are property of other groups and/or the individual. This restriction is
implemented by our punishment mechanism. Second, our mechanism ensures that
any points a participant does not contribute to either group are safe and not subject to
punishment. This ensures that participants can avoid losses from one or both of the
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groups they are a member of if they expect that this group will not be satisfied with
any contribution they can make. This is particularly important in the two group
treatment with insufficient endowments. Imagine, for example, that a participant is a
member of two groups which both punish any contribution lower than 30 points.
Given the endowment of 40 points, there is no way for this participant to satisfy both
groups, and this participant will likely receive punishment regardless of how they
decide to distribute their endowment. If both groups could then distribute severe
punishment not limited to the participant’s gains from the group itself, it might be
impossible for the participant to avoid overall negative returns in each round (and thus
from the experiment as a whole) no matter their decisions.

We implemented the collective decision rule because the punishment
distributed by this mechanism is quite severe, immediately reducing a punished
participant’s income from the group to zero, and because no additional punishment
can be given to this participant once the exclusion has taken place.
Because this punishment mechanism is unusual compared to the existing literature on
punishment in social dilemmas, we first tested the effectiveness of this punishment
mechanism in an otherwise standard situation with only one group playing a PGG. The
main purpose of the one group treatment is therefore to demonstrate the
effectiveness of the punishment mechanism. If the punishment mechanism is effective
in the one group treatment and we observe low levels of contributions in the two
group treatments, then we will know that this is due to the two group structure and
not due to the selected punishment system.

Procedure

The experiments were conducted at the Sociological Laboratory of the University of
Groningen (http://www.soclab.nl). The Sociological Laboratory has a subject pool
consisting of students at the University of Groningen. These students come from a
variety of disciplines including sociology, economics, law, biology, physics, etc. Within
the subject pool, psychology students and sociology students are overrepresented,
compared to the population of students at the University. The rules of the Sociological
Laboratory guarantee subjects that they will not be deceived in the experiment, and
that they will be paid for their efforts.

Experiments took place in computer rooms prepared in such a way that, once
they were seated, participants could not see the screens on which the other
participants were playing. The experiments were programmed using the oTree
framework for social science experiments (Chen, Schonger, & Wickens, 2016). The
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experiment started with an introduction by the experimenter, explaining the rules of
conduct within the lab and asking the participants to start reading the instructions.
Instructions were provided on participants’ computer screens, and during every step
of the experiment, the relevant section of the instructions was available to participants
on their screen. During the experiment, subjects were always allowed to take notes.
This ensured that if participants wanted to remember information across periods (e.g.
the past behavior of their peers) they were not required to memorize this information.

During the experiment, participants earned points depending on their decisions
and those of their group members. At the end of the experiment, these points were
converted to Euros at a fixed rate, such that on average participants earned around 8
euros from the experiment.

Data

Data were collected from a total of 112 participants across 7 sessions (32 participants
across two pilot sessions, 80 participants across 5 regular sessions). Our original plan
called for 12 sessions: two pilot sessions plus ten regular sessions. Of the 10 planned
regular sessions, 2 were planned for the one group treatment and 4 for each two
group treatment. This number of sessions proved infeasible due to constraints on the
availability of participants. In the end, including pilot sessions, data were collected on
three sessions of the one group treatment and two sessions of each two group
treatment. The treatment to be played in each session was determined randomly
before the first session.

In our analyses, we will analyze the number of points by each
participant in a particular round of the experiment. We will also analyze whether
participants were punished in a particular round of the experiment. We have
information on 1120 cases (112 participants during 10 rounds of the experiment) for
each of these variables. Each case is cross nested in an individual (the participant who
took the decision) and two groups (the A and B groups this participant was part of at
the time of the decision). This multilevel structure will be taken into account in all
statistical analyses performed in the following section. We estimate multilevel models
using the R package lme4 (Bates et al., 2015). In each analysis, we include
uncorrelated random intercepts for participants, A groups and B groups, in addition to
the level 1 error.
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RESULTS

The effectiveness of the punishment mechanism

We tested the effectiveness of our consensus based exclusion punishment mechanism
in a standard Public Good Game. If the mechanism is effective we expect to see
increasing contributions over time and punishments which are mainly directed at low
contributors (Balliet et al., 2011; Fehr & Gächter, 2002; Oliver, 1980; Van Lange,
Rockenbach, et al., 2014). We test the effectiveness in the baseline one group
treatment, which other than the punishment mechanism is identical to the one group
PGGs used in previous research. In two pilot sessions, the one group treatment was
played with partner matching. That is, participants played in the same group
composition in all ten rounds of the experiment. In our main experiment, we
conducted one additional session of the one group treatment, with the stranger
matching scheme that we also use for the two group treatments. We inspected the
partner and stranger treatments separately and found very similar results. Here, we
present descriptive results which combine data from all three sessions, both partner
and stranger matching.

Figure 5.2. Contributions per round (jittered, with LOESS smoothing)
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In total, we have information on 480 contribution decisions across the three sessions.
In one of the sessions, a software error resulted in contributions higher than 20 being
registered in some of the later rounds of the session. In total, this error affected 20
contribution decisions, which were excluded from our descriptive analyses. As can be
seen in Figure 5.2, mean contributions start low (mean of 7.73 points in the first
round) before rising up until the penultimate round (mean of 18.1 points in round 9)
and falling a little in the last round of the experiment (mean of 16.4 points in round
10). The punishment mechanism appears effective at enforcing high contributions.

Figure 5.3. Predicted probabilities of received punishment (jittered, with LOESS smoothing)

To further support the conclusion that the punishment mechanism worked as
expected, we look at the frequency with which punishment was distributed and the
relationship between received punishment and contributions. Overall, there were 480
opportunities for exclusion (given that each participant could be excluded once per
round of the experiment). Because we will examine the relationship between
contributions and punishment, we once again excluded the 20 contribution decisions
affected by a software error. Of the remaining 480 opportunities for punishment,
exclusion occurred in 79 cases (17.17%). These punishments are mainly directed at
individuals with contributions below the group mean (58 out of 79, 73.4%). To
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illustrate the relationship between contributions and the probability of being
punished, we estimated a multilevel logistic regression model5 with uncorrelated
random intercepts for participants and groups. The predicted probabilities of
expulsion for each case, based on the coefficients of this model, are visualized in
Figure 5.3. Lower contributions were more likely to trigger punishment.

Punishment of low contributions in two group Public Good Games

Hypothesis 1 predicts that participants with low contributions are less likely to be
punished when participants cannot contribute fully to all groups in which they
participate. To test this hypothesis we investigate the frequency with which
punishment happens and the relationship between received punishment and
contributions in the two two group treatments. Overall, we have 1280 opportunities
for punishment across the two two group treatments, whereby we treat each
participant’s exclusion (or lack thereof) from the A group and the B group as two
separate cases. We find that punishment is more frequent when participants cannot
contribute fully to all groups in which they participate (17.7% of all cases received
punishment, versus 9.4% when participants can contribute fully to both groups). Mean
contribution levels are higher in the treatment with insufficient endowments (18.8
points versus 17.5 points) but lower relative to the maximum contribution possible in
each group (18.8 out of a maximum of 40 versus 17.5 out of a maximum of 20).

To formally test Hypothesis 1, we estimate multilevel logistic regression models
with uncorrelated random intercepts for participants and groups. The dependent
variable in these models is whether or not a participant was excluded from a particular
group in a particular round of the experiment (0 = no, 1 = yes). The main independent
variables are the number of points contributed by the participant (0 – 40), the
treatment (0 = sufficient endowments, 1 = insufficient endowments) and the round of
the experiment. In the second model, we also include an interaction term between the
contribution and the treatment, to investigate whether similar contributions are less
likely to receive punishment under the insufficient endowments condition.

Table 5.2 shows the results from these models. The predicted probabilities of
expulsion for each case, based on the coefficients of this model, are visualized in
Figure 5.4. We find that participants who contribute more to a group are significantly
less likely to be excluded from the gains of that group (Model 1, = 0.281, < 0.001).

5 More information on the model specification and parameter estimates of this model are available in
an online appendix stored on the Open Science Foundation framework
(https://osf.io/yhs98/?view_only=51a4a0141b154dc8b2c0613ee995ee14).
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We also find that exclusion is in the treatment where participants cannot
contribute fully to all groups in which they participate (Model 1, = 1.012, = 0.002).

At first glance, this result contradicts Hypothesis 1, which predicted that
exclusion would be in this treatment. However, there is some nuance to
these results. Model 2, in which we include the interaction between the participant’s
contribution and the treatment, shows that among very low contributions exclusion is,
in fact, less likely in the treatment with insufficient endowments. Among higher
contributions, however, exclusion is more likely in the treatment with insufficient
endowments than in the treatment with sufficient endowments. This is evidenced by
the interaction between contribution and treatment (Model 2, = 0.173, < 0.001).
Because the scale of possible contributions is different in the treatment with
insufficient endowments (0 – 40 points) than in the condition with sufficient
endowments (0 – 20 points), we performed several additional analyses to investigate
whether the nonexistence of contributions over 20 points in one of our treatments
influenced these results.

Table 5.2. Estimates of multilevel logistic regression models for exclusion

Contribution 0.281 (0.034)*** 0.410 (0.057)***
Insufficient endowments 1.012 (0.320)** 1.753 (0.850)*
Contribution x Insufficient endowments 0.173 (0.050)***

Round 0.276 (0.056)*** 0.337 (0.064)***

Constant 0.084 (0.435) 1.745 (0.675)

Group 1.429 1.463
Participant 0.596 0.621

1280 1280
Deviance 803.7 790.1***
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Figure 5.4. Predicted probabilities of exclusion (jittered, with LOESS smoothing)

When analyzing the two treatments separately, we find a negative relationship
between the number of points contributed to a group and the probability of exclusion
from that group in both the treatment with sufficient endowments ( = 0.383, =
0.080, < 0.001) and the treatment with insufficient endowments ( = 0.249, =
0.038, < 0.001). Comparing predicted probabilities of exclusion, we find that among
very low contributions exclusion is more likely in the condition with sufficient
endowments, while among higher contributions (even around 20 points) exclusion is
more likely in the condition with insufficient endowments. When analyzing only those
cases from both treatments in which the participant contributed 20 points or less to
the group, we find the same interaction between contribution and treatment which
we observe in the models presented in Table 5.2 (b = 0.157, se = 0.065, p = 0.016).

Overall, this gives us confidence that the results obtained were not influenced
by the difference in the scale of the contribution variable between the two conditions.

Result 1: Very low contributions are less likely to result in exclusion when players cannot
contribute fully to both groups. However, higher contributions are more likely to result
in punishment when players cannot contribute fully to both groups.
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Contributions in two group Public Good Games

Hypothesis 2 predicts that contributions will be lower when participants cannot
contribute fully to all groups in which they participate. Our results are not consistent
with this hypothesis, and in fact, show the opposite. On average, participants keep
fewer of their points in the two group treatment with insufficient endowments (mean
points kept = 2.32, = 6.10) than in the two group treatment with sufficient
endowments (mean points kept = 4.93, = 8.65). As can be seen in Figure 5.5, the
difference is greatest in the first round of the experiment and disappears in the later
rounds. In both treatments, participants keep very few points to themselves in the
later rounds of the experiment.

Figure 5.5. Points kept by round of the experiment (jittered, with LOESS smoothing)

The distribution of the dependent variable, the number of points each participant kept
for themselves in a particular round of the experiment, closely resembles a Poisson
distribution. Estimating a multilevel linear regression model with normal errors results
in severe violations of the assumptions of normality and homoscedasticity of residuals.
To formally test Hypothesis 2, we therefore estimate multilevel Poisson models with
uncorrelated random intercepts for participants, A groups, and B groups. The
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dependent variable in these models is the number of points kept by a participant in a
particular round of the experiment (0 – 40). The main independent variables are the
treatment (0 = sufficient endowments, 1 = insufficient endowments) and the round of
the experiment. In the second model, we also include an interaction term between the
treatment and the round, to investigate whether the trend over time differed
significantly between the two treatments.

Table 5.3 shows the results of these models. We find that participants keep
significantly fewer points to themselves in the treatment with insufficient
endowments than in the treatment with sufficient endowments ( = 1.90, = 0.003
two sided). We also find that participants keep significantly fewer points to themselves
in later rounds of the experiment ( = 0.55, < 0.001 two sided).

Result 2: Participants keep significantly fewer points for themselves when punishers
cannot judge accurately whether non cooperative behavior reflect non cooperative
intentions

Table 5.3. Estimates of multilevel Poisson models for points kept

Insufficient endowments 1.898 (0.636)** 2.626 (0.853)**
Insufficient endowments x Round 0.148 (0.115)

Round 0.550 (0.060)*** 0.619 (0.082)***

Constant 2.479 (0.523) 3.096 (0.782)

A group 1.298 1.284
B group 1.273 1.269
Participant 2.072 2.059

640 640
Deviance 2535.2 2533.6

CONCLUSIONS

As a first step towards exploring the understudied influence of overlap in group
membership on behavior in social dilemmas, we applied findings on the monitoring of
free riders to a multiple group situation with overlap in group membership. When
multiple groups share members, and behavior of fellow group members in other
groups cannot be monitored, judging the selfishness of others’ behavior is difficult.
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Based on the knowledge that punishment is generally directed at free riders, who are
judged to have non cooperative intentions, we expected that participants would be
reluctant to punish fellow group members when judging their intentions was difficult.
This expectation was supported by findings from previous studies in single groups.
Imperfect monitoring makes it difficult to accurately identify non cooperative group
members, thus hindering the effective distribution of punishment (Patel et al., 2010;
Van Miltenburg et al., 2017).

As expected, we found that very low contributions were less likely to be
punished when punishers could not judge whether low contributions reflected non
cooperative intentions. Low contributions, in particular, are difficult to judge in such a
situation, as they can reflect both full free riding (contribution next to nothing in both
groups) and full cooperation in one of the groups (which the other group would
observe as a very low contribution).

At the same time, we found that punishment of higher contributions is
common in the treatment where punishers could not accurately judge intentions from
behavior. This is likely to be a result of the fact that contributions were capped at 20
points per group in the one treatment, while they could go all the way up to 40 points
in the other treatment. Thus, in the treatment with sufficient endowments, a
contribution of 20 points was the maximum contribution while in the treatment with
insufficient endowments a contribution of 20 points was only half of the maximum. It
appears that the possibility of higher contributions did raise the bar for acceptable
contributions somewhat. Some group members may have wanted the other in their
group to invest more than 20 points, to the possible detriment of contributions in
other groups.

When we look at the actual contributions which were made we find that even
in the treatment with insufficient endowments the vast majority of contributions is
close to 20 points. Participants did not keep more points to themselves when they
could disguise this action as contributions to another group, perhaps mainly because
even in the treatment with insufficient endowments low contributions were
sufficiently likely to result in exclusion. The groups appear to have coordinated on
sharing the points equally.

Overall the results, although they initially appear mixed, actually paint a fairly
consistent picture. To some extent, punishers did show more restraint in punishing
low contributions when these low contributions could be explained as high
contributions in another group. However, this did not lead to significantly more free
riding. An explanation for this result may be that an assumption underlying this
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expectation, namely that very high contributions in another group would be
considered cooperative behavior, does not entirely hold. As our results show,
extremely high contributions are very rare and an equal division of resources across
the two groups is far more common. Low contribution, then, represent a deviation
from the (descriptive) norm. It may well be that most participants considered an equal
division across the groups to be the suitable cooperative behavior.
 

DISCUSSION

Suggestions for further research

Our intention was also to introduce the topic of overlap in group membership, and
more broadly the social structure in which groups are embedded, as an important
factor in social dilemmas. There are real opportunities to translate research on social
dilemmas to practical applications, and one of the major barriers to this translation
may be the neglect of social structure social dilemma research. Social dilemmas rarely
take place in isolation. Other groups create constraints on individual behavior, are
subject to externalities generated by solving social dilemmas within a group, and are
the source of competing pressures. The willingness to cooperate which is present in
many individuals has been established (Balliet et al., 2009; Pletzer et al., 2018). We
know more and more about how we can encourage cooperation (Chaudhuri, 2011;
Fehr & Gächter, 2002), and what the limits of these strategies may be (Guala, 2012).
Now, the question facing us is not ‘do people cooperate?’ but ‘where do people
cooperate?’. Given limited resources and a delicate balance between the interests of
multiple groups, to which groups do people choose to contribute?

In the present study, we have given one example of how this new area of
research may be approached. By drawing on existing literature about social dilemmas,
and applying it to a situation with multiple intersecting groups, we learn about the
generalizability of established findings. For instance, while implementing our peer
punishment institution with collective decision rule in one group public good games
leads to convergence on the maximum possible contribution, the same rule leads to a
fair division between groups in a two group public good game with competing
interests. Others may apply knowledge about the importance of social structure from
fields such as social identity theory (Tajfel, 1982; Tajfel & Turner, 1979) or social
network research, to social dilemmas. Yet others may use the social structure in which
a social dilemma is embedded as predictors of relevant factors in social dilemma
behavior, such as the different norms with which individuals enter a social dilemma
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situation (Rauhut & Winter, 2017; Winter et al., 2012). In our design, the fact that all
participants were in the same structural situation (as a member of two groups which
share no other members) may have influenced the observed result, in which
endowments are distributed equally across both groups.

Finally, there are open questions which relate specifically to situations in which
multiple groups intersect. For instance, when groups compete for an individual’s
resources, what determines which group wins out? Are individuals able to sustain
membership in groups with competing interests? How do people reconcile competing
demands? These questions are highly relevant to many situations in which social
dilemma research could be applied. Think, for instance, of teams working in an
organization. The team is a subgroup of an organization, and team members may have
tasks to perform in several teams at once. Given the ubiquity of multiple (overlapping)
group membership in real life social dilemma like situations, investigating these
question is an important task for future studies.
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Samenwerking is een bij uitstek menselijke bezigheid. Grootschalige samenwerking, en
bereidheid om collectieve belangen voor het eigenbelang te plaatsen, zijn essentieel
voor een goed werkende samenleving. Internationaal heeft samenwerking tussen
landen geleid tot verdragen over milieubescherming, ontwapening en
ontwikkelingshulp. Lokaal helpen buren elkaar om gemeenschappelijke ruimten te
onderhouden, ontmoeten kopers en verkopers elkaar op de markt en weigeren
verdachten tegen elkaar te getuigen.

Onderzoek naar samenwerking sluit aan bij fundamentele vragen over de aard
van de mens en de structuur van samenlevingen. Wat zijn de psychologische drijfveren
achter coöperatief gedrag? Is elke vorm van samenwerking uiteindelijk gemotiveerd
door eigenbelang? Hoeveel waarde hechten we aan het welzijn van anderen? Hoe
kunnen we ervoor zorgen dat samenwerking op gang komt en in stand blijft? Wanneer
blijft samenwerking vanzelf bestaan, en wanneer is bewust ingrijpen nodig om
succesvolle samenwerking mogelijk te maken?

In sommige situaties lijkt samenwerking vanzelfsprekend. Een uitwisseling van
goederen die voor beide partijen bevredigend is geeft weinig reden om oncoöperatief
gedrag te vertonen, en samenwerking tussen naaste familieleden vergroot de kans dat
genen die vergelijkbaar zijn met jouw eigen genen blijven voortbestaan (Bowles &
Gintis, 2011). In andere omstandigheden lijkt samenwerking op het eerste gezicht
onwaarschijnlijk, maar zien we toch dat veel mensen tot samenwerking bereid zijn. We
hebben het dan met name over situaties waarin er sprake is van een duidelijke
tegenstelling tussen individuele en collectieve belangen (Dawes, 1980; Kollock, 1998;
Olson, 1965). Onder deze omstandigheden voelt elk individu de verleiding om mee te
liften op coöperatief gedrag van anderen zonder zelf een vergelijkbare bijdrage te
leveren. Dit geldt in het bijzonder voor collectieve goederen: collectieve prestaties die
alleen tot stand kunnen komen door de bijdragen van meerdere individuen, en die
voordelen opleveren waarvan niemand kan worden uitgesloten.

Dit soort situaties komen in onze dagelijkse praktijk overal voor, op grote en
kleine schaal. Wie wel eens in een projectgroep moet werken zal weten dat er
onvermijdelijk groepsleden zijn die de kantjes er vanaf lopen en graag profiteren van
het harde werken van anderen. Tegelijkertijd zien we deze tegenstelling tussen
individuele en collectieve belangen terug in grote maatschappelijke problemen zoals
klimaatverandering, milieuvervuiling en de uitputting van natuurlijke hulpbronnen
(Bouma, Bulte, & van Soest, 2008; Hardin, 1968). Hoewel samenwerking onder deze
omstandigheden niet vanzelfsprekend is blijkt het wel degelijk mogelijk om
samenwerking op gang te krijgen, zelfs wanneer individuele en collectieve belangen in



146

strijd zijn met elkaar (Balliet, Parks, & Joireman, 2009; Kollock, 1998; Ostrom, 1990;
Van Lange, Balliet, Parks, & Van Vugt, 2014). Voorbeelden hiervan zijn massale
politieke protesten (Opp, Voss, & Gern, 1995), succesvolle belangenorganisaties
(Marwell, Oliver, & Prahl, 1988), Wikipedia (Anthony, Smith, & Williamson, 2009) en
goed werkende zelfsturende teams (Barker, 1993).

Belangrijkste bevindingen

Dit proefschrift bestaat uit onderzoek naar samenwerking in situaties met een
tegenstelling tussen individuele en collectieve belangen. Hierbij heb ik me gericht op
een aantal factoren die kunnen bepalen of samenwerking wel of niet met succes tot
stand komt. Een terugkerend thema in dit proefschrift is het belang van sociale
controle. Sociale controle is vaak essentieel om binnen een groep collectief wenselijke
uitkomsten te kunnen realiseren (Hechter, 1987). Wetend dat groepsleden
geconfronteerd worden met de verleiding om hun eigenbelang voor het belang van de
groep te laten gaan proberen groepen hun leden te stimuleren om deze verleiding te
weerstaan. Om dit te kunnen doen moet de groep goed zicht hebben op het gedrag
van haar leden, en moet de groep in staat zijn om gewenst gedrag te belonen en/of
ongewenst gedrag te straffen (Hechter, 1987).

Achter elke theorie over sociale controle liggen aannames over het gedrag van
individuen in samenwerkingsproblemen en de individuele motivaties die aan dit
gedrag ten grondslag liggen (Coleman, 1990; Raub, Buskens, & van Assen, 2011).
Wanneer sociale controle bestaat uit het straffen van ongewenst gedrag of het
belonen van gewenst gedrag ligt hierachter de aanname dat personen die niet
bijdragen aan de samenwerking in een groep gevoelig zijn voor zulke straffen of
beloningen omdat zij met name waarde hechten aan hun eigenbelang. In Hoofdstuk 2
onderzocht ik , een persoonlijkheidskenmerk dat vaak gebruikt
wordt om aan te geven hoe mensen hun eigen belangen afwegen tegen de belangen
van anderen. Er zijn meerdere manieren om deze te meten,
en deze verschillende methoden komen niet altijd overeen. In Hoofdstuk 2 vergeleek
ik de drie meest gangbare methoden: de , de

en de (Au & Kwong, 2004; Murphy & Ackermann, 2012;
Murphy, Ackermann, & Handgraaf, 2011; Pletzer et al., 2018). Mijn coauteur en ik
laten zien dat er aanzienlijke verschillen zijn tussen de drie methoden. Deze verschillen
zitten met name in de manier waarop de drie methoden omgaan met mensen die
inconsistente antwoorden geven en in hoe de drie methoden dezelfde personen
indelen in categorieën. Een van de belangrijkste conclusies uit dit hoofdstuk is dat
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eigenlijk op een continue schaal gemeten zou moeten worden
in plaats van met de categorieën die op dit moment gangbaar zijn. Dit komt overeen
met resultaten uit eerder onderzoek (Murphy & Ackermann, 2012; Murphy et al.,
2011; Pletzer et al., 2018). Op basis van de resultaten uit dit hoofdstuk lijkt de

over het algemeen de meest geschikte methode te zijn om
te meten.

In de rest van het proefschrift heb ik me expliciet gericht op de sociale controle
die groepen kunnen uitoefenen op het gedrag van hun leden. Deze sociale controle
bestaat uit twee delen: groepen moeten goed op de hoogte zijn van het gedrag van
hun groepsleden, en groepen moeten effectieve sancties kunnen uitdelen om dit
gedrag te beïnvloeden (Hechter, 1987). In Hoofdstukken 3 en 4 richt ik me op de
effectiviteit van deze sancties onder verschillende omstandigheden. In Hoofdstuk 5
staat de beschikbaarheid van informatie over het gedrag van groepsleden centraal.

In Hoofdstuk 3 bouwen mijn coauteurs en ik voort op eerder onderzoek dat liet
zien dat het bestraffen van ongewenst gedrag weliswaar een effectieve manier van
sociale controle kan zijn (Chaudhuri, 2011; Fehr & Gächter, 2002) maar dat de
effectiviteit hiervan sterk afneemt wanneer gestrafte groepsleden wraak kunnen
nemen op de straffers (Nikiforakis, 2008). Het lijkt dat de dreiging van wraak het
uitdelen van straffen ontmoedigt, waardoor er geen sprake meer is van effectieve
sociale controle en de samenwerking in een groep uiteen kan vallen (Nikiforakis,
2008). In Hoofdstuk 3 onderzoeken we of dit nog steeds geldt wanneer samenwerking,
straf en wraak allen ingebed zijn in een langdurige interactie. Wanneer mensen lange
tijd in dezelfde groep met elkaar moeten samenwerken is ook wraakneming een
risicovolle bezigheid, omdat hierop gereageerd kan worden door opnieuw (en extra
zwaar) straf uit te delen. De resultaten uit dit hoofdstuk waren verrassend. We zagen
dat veel groepsleden gebruik maken van de mogelijkheid om wraak te nemen, en dat
de dreiging van wraak inderdaad leidt tot een afname in het aantal uitgedeelde
straffen. In tegenstelling tot eerder onderzoek (Nikiforakis, 2008) bleek dit echter niet
te leiden tot het uiteenvallen van de samenwerking in de door ons onderzochte
groepen.

In Hoofdstuk 4 vergelijken we verschillende manieren waarop groepen
proberen het gedrag van hun leden te beïnvloeden. Aan de ene kant onderzoeken we
individuele strafsystemen, waarin de groep haar leden de mogelijkheid biedt om
elkaar te straffen voor ongewenst gedrag. Dit systeem onderzochten we ook in
Hoofdstuk 3. Hoewel dit soort individuele straffen vaak gebruikt worden in het soort
experimenten dat ik in dit proefschrift bestudeer zijn er niet veel groepen in onze
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samenleving die hun leden daadwerkelijk toestaan om elkaar te straffen. In plaats
daarvan zien we veel vaker dat het recht om straf uit te delen ligt bij speciaal daarvoor
aangewezen autoriteiten. Boetes worden uitgedeeld door politieagenten (of
flitspalen), docenten mogen leerlingen laten nablijven en scheidsrechters handhaven
de spelregels tijdens een voetbalwedstrijd. In Hoofdstuk 4 onderzoeken we waarom
dit soort institutionele strafsystemen vaker voorkomen dan individuele strafsystemen.
In het bijzonder onderzoeken we of een deel van de verklaring misschien is dat dit
soort instituties niet of minder gevoelig zijn voor wraakneming. De resultaten uit dit
hoofdstuk lijken hier inderdaad op te wijzen. Het lijkt met name dat straffen die door
een autoriteit worden uitgedeeld meer geaccepteerd worden. We zien dat mensen die
door een autoriteit gestraft worden daarna meer gaan bijdragen aan de groep terwijl
dit niet geldt voor mensen die gestraft worden door een groepsgenoot. We zien ook
dat de effectiviteit van een individueel strafsysteem sterk afneemt wanneer
wraakneming mogelijk is terwijl dit niet geldt voor een institutioneel strafsysteem.

In Hoofdstuk 5, tenslotte, richt ik me op de informatie die groepen hebben over
het gedrag van hun leden. In experimenteel onderzoek naar samenwerking wordt vaak
aangenomen dat deze informatie nagenoeg compleet is, omdat al het relevante
gedrag plaatsvindt binnen de groep zelf. In werkelijkheid zijn mensen lid van allerlei
verschillende groepen tegelijk en heeft elke groep verschillende verwachtingen over
het gedrag van haar leden. Niet alleen zorgt dit ervoor dat groepen soms met elkaar in
conflict komen, doordat ze tegenstrijdige belangen hebben, maar ook betekent dit dat
groepen geen compleet zicht hebben op het gedrag van hun leden. Uit eerder
onderzoek weten we al dat dit het moelijker maakt om effectieve sociale controle uit
te oefenen (Fischer, Grechenig, & Meier, 2016; Grechenig, Nicklisch, & Thöni, 2010;
Van Miltenburg, Przepiorka, & Buskens, 2017) omdat het onder deze omstandigheden
niet altijd duidelijk is welke groepsleden zich bewust oncoöperatief gedragen. Anderen
uit de groep zijn dan minder geneigd straf uit te delen voor ogenschijnlijk egoïstisch
gedrag (Bornstein & Weisel, 2010; Patel, Cartwright, & Van Vugt, 2010; Van
Miltenburg et al., 2017). Uit de resultaten van Hoofdstuk 5 blijkt dat deze bevindingen,
afkomstig uit onderzoek naar enkele groepen, niet zomaar toegepast kunnen worden
op een situatie waarin iedereen lid is van meerdere groepen. Er zijn wel aanwijzingen
dat personen die weinig bijdragen minder gestraft worden wanneer deze personen
ook betrokken zijn bij samenwerking in een andere groep, maar dit lijkt weinig invloed
te hebben op de resultaten op groepsniveau.
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Hoe nu verder?

De uitkomsten van deze vier studies illustreren de diversiteit aan factoren die
bepalend kunnen zijn voor het succes of falen van samenwerking in sociale groepen.
De vier hoofdstukken tonen verschillen tussen personen, wijzen op het belang van de
samenstelling van een samenwerkende groep en laten zien hoe de sociale controle die
een groep kan uitoefenen bepalend kan zijn voor het slagen van samenwerking.
Gezien de veelheid aan factoren die van invloed zijn op samenwerking binnen groepen
lijkt het onvoorstelbaar dat het mogelijk is om een definitief antwoord te vinden op de
vraag hoe we effectieve samenwerking binnen een groep kunnen stimuleren.
Daarnaast laat ander onderzoek, in omgevingen die meer realistisch zijn dan de
experimenten uit dit proefschrift, zien dat het relatieve belang van de verschillende
factoren sterk afhankelijk is van de precieze context (e.g. Balafoutas & Nikiforakis,
2012; Baldassarri & Grossman, 2011; Englmaier & Gebhardt, 2016; Fehr & Leibbrandt,
2011; Kraft Todd, Yoeli, Bhanot, & Rand, 2015; Noussair, van Soest, & Stoop, 2015;
Winking & Mizer, 2013).

Een eenduidige conclusie over de beste manier om samenwerking op gang te
brengen en in stand te houden is dan ook moeilijk te trekken. Toch is het van groot
maatschappelijk belang dat de verzamelde kennis op dit gebied omgezet wordt in
praktische toepassingen. Samenwerking is immers een kernprobleem bij diverse grote
maatschappelijke problemen evenals op veel kleinere schaal binnen allerlei
organisaties en sociale groepen. Voor bedrijven geldt in het bijzonder een sterke
motivatie om samenwerkingsproblemen op te lossen, aangezien een gebrekkige
samenwerking negatieve gevolgen heeft voor de productiviteit binnen een organisatie
(Cohen & Bailey, 1997; Hamilton, Nickerson, & Owan, 2003; Petersen, 1992).
Daarnaast zijn samenwerkingsproblemen noch zo eenvoudig opgelost dat
wetenschappelijke aandacht niet nodig is (e.g. Kollock, 1998), noch zo complex dat het
onmogelijk is om realistische interventies te ontwikkelen die samenwerking kunnen
bevorderen. Het zal weliswaar niet lukken om complexe problemen op te lossen met
de kennis van nu, maar samenwerking binnen kleine en relatief simpele sociale
omgevingen biedt een goed startpunt. Teams binnen een bedrijf of groepen studenten
die samenwerken aan een project zijn vaak relatief klein, werken binnen duidelijk
vastgestelde regels, hebben meestal een eenduidig te evalueren doel, en bevinden
zich binnen een duidelijke sociale structuur met naar verhouding weinig externe
invloeden. Binnen zulke omgevingen is het wellicht mogelijk om relevante factoren te
identificeren en aan de hand van onze opgedane kennis een realistische aanpak te
ontwikkelen die samenwerking binnen de groep bevordert.
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Zo, dat is ook weer klaar. Het duurt even, maar dan heb je ook wat.

Na iets meer dan vier jaar aan dit proefschrift te hebben gewerkt ligt nu het
eindresultaat voor je. Vier artikelen waar ik uiteindelijk toch wel een beetje trots op
ben en vooral vier hele fijne jaren waarin ik veel plezier heb gehad in mijn werk. Dat
heb ik voor een groot deel te danken aan de prettige collega’s bij de vakgroep
Sociologie.

In het bijzonder noem ik dan natuurlijk als eersten Jacob en Andreas. We werkten voor
ik aan mijn PhD project begon al een tijdje samen, bijvoorbeeld aan mijn scripties voor
bachelor en master. Ook het onderzoeksvoorstel waarop mijn proefschrift gebaseerd
is hebben we samen geschreven. Ik had er dan ook alle vertrouwen in dat het een hele
prettige samenwerking zou worden, en dat is helemaal gelukt. Jacob, ik heb heel wat
uren bij jou op de kamer gezeten (dus het voelt vertrouwd dat het nu mijn kamer
geworden is). We hebben van alles besproken. Dat ging niet altijd even efficiënt, maar
efficiëntie is ook dodelijk voor leuke ideeën. Het is denk ik mede aan al die gesprekken
te danken dat we vier heel verschillende en volgens mij best originele artikelen in dit
proefschrift hebben gekregen. Andreas, ook van jouw advies en commentaar heb ik
veel geleerd. Altijd heel grondig en zorgvuldig, zelfs als je het heel druk had, en je wist
vaak goed de vinger op de zwakke punten in mijn verhaal te leggen. Je ziet altijd iets
dat nog beter kan, en dat is een hele goede aanvulling voor mij want ik ben vaak snel
tevreden. Ook Rafael wil ik hier in het bijzonder bedanken. Omdat Andreas wegens
familiebanden niet mijn promotor kan zijn werd jij gevraagd deze rol op je te nemen.
Ik ben heel blij dat je dit hebt willen doen en dat mijn proefschrift ook jouw
goedkeuring mocht ontvangen.

Als ik het over fijne collega’s heb dan denk ik ook gelijk aan mijn jaargenoten Renske,
Chaïm, Thomas, Natalia en Mariola. Alle etentjes, gezamenlijke reizen naar
forumdagen en ICS cursussen, en vooral de uitstapjes naar Barcelona en Bergamo
waren onvergetelijk. Er zijn volgens mij niet veel jaargroepen die net als wij echt één
groep zijn. Nu ben ik de enige van ons die nog in Groningen woont en werkt. Jammer
natuurlijk dat we elkaar niet meer zo veel zullen zien, maar wel een hele goede
gelegenheid voor meer mooie reizen. Waar is de volgende reünie? Dublin? Stockholm?
Of toch Groningen?

Ook de onderzoeksgroep waarvan ik deel mocht uitmaken, het Norms and Networks
Cluster, is een hele fijne groep. Altijd beschikbaar voor constructief advies, altijd bereid
om mee te denken, met een hele prettige sfeer. De academische wereld kan best
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