
Chapter 3

The Simulation Model

This chapter presents an agent-based computer simulation model to in-

vestigate issues of economic organization in the manner proposed in the

previous chapter. As described in Section 2.2.2, this means creating

a population of arti�cial adaptive agents and investigating the organiza-

tional regularities that emerge from the interactions they initiate between

them and from which they receive the feedback they use to adapt their

behavior. Section 3.1 describes the model at a global level. Subsequent

sections will elaborate on di�erent elements of the model, as described

in Section 3.1.

3.1 The Main Loop

The model involves two types of agents that simulate �rms. There are

�rms that sell products on a �nal-goods market. In order to produce

this product, they need certain inputs or components. They can either

produce the components themselves, or acquire them on an intermediate-

goods market by outsourcing component-production to specialized sup-

pliers. We focus on this intermediate-goods market, and call the two

types of �rms buyers and suppliers.

Buyers need to decide on the form they use for organizing the trans-

action between the production and the assembly of components. We as-
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42 CHAPTER 3. THE SIMULATION MODEL

sume that they assemble their product themselves, and that they choose

between in- and outsourcing component-production. As discussed in the

previous chapter, we model their boundedly rational, adaptive decision-

making process explicitly. This decision-making is boundedly rational be-

cause the agents use only limited information and information-processing

capacity when making decisions. Rather than perform exhaustive anal-

yses, the agents use an internal model of their decision-making environ-

ment to estimate the consequences of di�erent courses of action. On

the basis of this assessment, they make a choice. The choices of all the

agents together yield an outcome that each of them uses for adapting

his internal model so that in the future it will generate better predic-

tions. Computer simulations of this co-adaptive process are used to �nd

out where it leads under di�erent circumstances: which courses of action

do the agents learn, while the other agents are also learning? Does the

process lead to transaction cost economic outcomes?

The agents develop di�erential preferences for other agents. Each

supplier has preferences for di�erent buyers and each buyer has pref-

erences for di�erent suppliers, including himself|a buyer supplies to

himself when he makes rather than buys, so he also has a certain prefer-

ence for himself as a supplier. If there is no supplier for whom a buyer

has a higher preference than he has for himself, then he makes his own

components. If there are one or more suppliers for whom the buyer has a

higher preference than he has for himself, he will try to set up or continue

a relation with one of those suppliers. The buyer will outsource to that

supplier if he succeeds and make his own components if he does not. The

way the agents establish their preferences is described in more detail in

Section 3.2.

Once established, all agents' preferences are used to assign agents to

each other. This assignment is done by executing a so-called `matching

algorithm', which is discussed in Section 3.3. When the algorithm has

�nished, each buyer is either matched to a supplier or to himself, as illus-

trated in Figure 3.1. Suppliers that are matched to one or more buyers

(suppliers 1 and 3 in Figure 3.1) produce for and deliver to those buyers,

while buyers that are not matched to a supplier (buyer 2 in Figure 3.1)

produce for themselves. Finally, all buyers sell their product on the
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Figure 3.1: Buyers are assigned to suppliers or to themselves.

�nal-goods market. This gives them a pro�t, which they share with their

supplier, if they have one. All agents then use the pro�t they obtained

for updating their internal model, which may cause them to change their

preferences. In general, the updating leads to the construction of inter-

nal models that cause the agents to make decisions that generate high

pro�ts, and to avoid decisions that lead to low pro�ts. This process of

adaptation is discussed in Section 3.4. The �nal section (3.5) summarizes

the model by means of a owchart of the simulation; details about the

simulation program can be found in Appendix B.

3.2 Preferences: Pro�t, Trust and Loyalty

The agents have preferences for each other that are based on `scores' they

assign to others: the higher the score an agent assigns to another agent,

the greater the agent's preference for being matched to that other agent.

Such a score is a function of expected pro�t, in the sense of the product

of potential pro�t and the probability of realizing that potential. Since

potential pro�t is only realized when the other agent does not behave

opportunistically, we call an agent's subjective assessment of this proba-
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bility his trust in the other agent. Furthermore, when calculating scores,

the agents can assign di�erential weights to potential pro�t vs. trust. In

addition, an agent can be loyal to his current partner by increasing that

current partner's score as compared to the scores of alternatives. To the

extent that an agent is loyal, he does not prefer alternative partners even

though, absent loyalty, he assigns strictly higher scores to them.

This interpretation of agent i's trust in j as i's subjective probabil-

ity that j will not behave opportunistically, is in line with the literature

on trust (Deutsch 1973, Gambetta 1988) as well as with TCE, as ex-

plained in Section 1.2.1. Note that we are not claiming that trust plays

a role, but there are strong indications from the literature on buyer-

supplier relations that it does. We allow agents to take trust into ac-

count (i.e. to assign a positive weight to it relative to potential pro�t)

in calculating scores, and then simulate their adaptive decision-making

process to �nd out whether or not they do. Similarly, we are not claiming

that agents should be loyal, but we allow them to be, and then investi-

gate whether or not they learn to be. Also note that our de�nition of

trust means that trust in intentions rather than in competence is implied

here, as the complement of opportunistic behavior (see Section 1.2.1 and

Nooteboom 1999b). We are interested only in trustworthiness as the ab-

sence of opportunistic behavior, just like TCE is. In our model, it is

therefore never possible for agents to be unable to do what is expected

of them; they can only be unwilling to do so.

3.2.1 Scores and Loyalty

Each agent i assigns a score to all the agents j he can possibly be matched

to. For a supplier this means assigning scores to all buyers and for a

buyer it means assigning scores to all suppliers and to himself. The score

that an agent i assigns to another agent j expresses the pro�t agent

i expects to make in a relation with agent j. This expected pro�t is

equal to the potential pro�t inherent in the relation between agents i

and j, multiplied with agent i's subjective probability that agent j will

not behave opportunistically but will let agent i realize this potential

pro�t|this subjective probability is agent i's trust in agent j.
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We let agents calculate scores as the product of potential pro�t and

trust, because we want the two factors to interact: if either the potential

pro�t inherent in a relation between agents i and j, or i's trust in j is zero,

then the score that i assigns to j has to be zero as well|there would be

no reason for i to interact with j in either case.1 In addition, as explained

above, we are not claiming that trust should be important, but we want to

investigate whether the agents learn to consider it important. Therefore,

we allow agents to attach di�erent weights to pro�tability versus trust

and let them adapt the weights they use. The simplest functional form

that satis�es these two criteria is the Cobb-Douglas functional form, so

we specify:

s
j
i = (p

j
i )

�i � (t
j
i )

1��i ; (3.1)

where

sji = the score that i assigns to j,

pj
i = the pro�t i can make as a result of coordinating the

transaction with j,
tji = i's trust in j,

�i 2 [0; 1] = the weight that i attaches to p
j
i relative to t

j
i , i.e. the

`pro�t-elasticity' of the scores that i assigns.

This speci�cation implies that score is equal to pro�tability if �i = 1 and

equal to trust if �i = 0. Note that agent i's trust has subscript j, while

� only has subscript i: while agent i may trust other agents in di�erent

degrees, he uses the same value for � to calculate all those other agents'

scores. Agent i's experiences in one relation carry over to the weight he

assigns to pro�tability versus trust in other relations.

As explained above, the agent not only assigns di�erential weights to

another agent's pro�tability versus his trust in that other agent, but he

may also be loyal to his current partner, if he has one. This is imple-

mented as a variable � 2 [0; 0:5] that is added to the current partner's

score. Even when an agent assigns strictly higher scores to other agents,

he will not have a higher preference for those other agents than for his

1This also expresses the fact that it is not claimed here that trust has any value
for its own sake, when there is no pro�t to be made.
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current partner, as long as the di�erence between the scores he assigns

to those other agents relative to his current partner does not exceed the

threshold � . Just like in the case of �, we are not claiming that the

agent should be loyal and use a high value for � . We are merely allowing

agents to use di�erent values for � and we will investigate which values

the agents learn to use.

The next two sections (3.2.2 and 3.2.3, respectively) describe how

pro�tability and trust are determined.

3.2.2 Pro�tability

Buyers and suppliers have di�erent capabilities and bring di�erent ways

of generating pro�t to a relation. Essentially, a buyer may increase re-

turns, while a supplier may decrease costs; both contributions have a

positive inuence on the pro�t that can be made in a relation between

them. A buyer's potential to generate pro�ts in a relation is a function

of his position on the �nal market|where he is a seller|as expressed

in product di�erentiation. A supplier's potential to generate pro�ts for

a buyer is determined by his e�ciency in producing for the buyer. The

agents involved in a transaction are assumed to share the pro�t they

make between them.

Product Di�erentiation

Di�erentiated products yield a higher pro�t than standardized products.

With standardized products one can only compete on price and under

free and costless entry to the market, this drives price down to marginal

cost, as proposed in standard micro-economics. Di�erentiated products,

on the other hand, allow for positive pro�ts.

Products as well as consumers can be located as points in a multi-

dimensional `product characteristics space' (Lancaster 1966). The loca-

tion of a product represents the bundle of characteristics that it o�ers

and the location of a consumer represents that consumer's `ideal pro-

duct'. In geometrical terms, the distance between the two determines

the cost that the consumer who buys the product has to incur in order
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to `transport' the product to his own location. In psychological terms,

when there is a distance between the product and the user, the user has

to settle for `less' than his ideal product and will be unwilling to pay as

high a price for it as he would be willing to pay for his ideal product.

In general, consumers will buy the product which has the lowest total of

price plus cost of transportation to their own location, or in other words,

\consumers (. . . ) are prepared to pay more for variants that are better

suited to their own tastes" (Anderson et al. 1992, p. 1).

Firms that sell di�erentiated products therefore have some degree

of `market power': they can raise the price for which they sell their

product and thus make a pro�t, without losing all of their customers to

competitors as with standardized products. In particular, they will retain

those customers whose distance to the product is so small that the price

increase over competitors is smaller than the extra transportation cost

to the nearest competing product variant. This degree of market power

will be expressed in a buyer-speci�c variable di 2 [0; 1] that determines

the returns to the buyer when he sells his products. Speci�cally,

ri = 1 + di; (3.2)

where

ri = the returns for buyer i from selling a product and

di = the di�erentiation of buyer i's products.

These returns increase with the di�erentiation of his product, i.e. with

the extent to which his product corresponds to consumers' ideal products,

relative to his competitors products.

E�ciency and Asset Speci�city

Each buyer produces and sells one product per timestep, for which he

needs one component. The production of this component, whether con-

ducted by a specialized supplier or by the buyer himself, requires assets

to be invested in. In principle, 1 unit of assets is required to produce 1

product, but increasing e�ciency may decrease this amount.
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We will assume that only a specialized supplier can enjoy e�ciency-

advantages, which is why this exposition on e�ciency only applies to

suppliers|buyers always produce with e�ciency 0. The assets that a

supplier invests in are either `speci�c' to the buyer for whom he produces

or they are `general-purpose'. Since \asset speci�city is never valued by

itself but only because demand is thereby increased in design or perfor-

mance respects" (Williamson 1981a, p. 558), we will assume a relation

between the degree in which the supplier's assets are speci�c to the buyer

for whom he produces, and the di�erentiation of that buyer's product.

The rationale is that, if a buyer i's product is di�erentiated (di >

0), then, relative to consumers' tastes, i's product is di�erent from his

competitors' products. Assets invested in to produce i's product can then

not easily be switched to the production of those competitors' (di�erent)

products. In other words, those assets are then speci�c to the production

of i's product. On the other hand, if products are not di�erentiated but

standardized, then assets invested in to produce the product for one

buyer can easily be switched to producing products for other buyers.

The simplest way to model this relation, is to assume that

ki
j = di; (3.3)

where ki
j is the speci�city of supplier j's assets to buyer i. The more

di�erentiated a buyer's product is, the more specialized to that buyer

are the assets that a supplier invests in to produce components for that

buyer's product.

As shown in Figure 3.1, each buyer is either assigned to a supplier or to

himself. A supplier, on the other hand, may supply to multiple buyers,

which enables him to increase his volume of production and generate

scale economies, but only in his use of general-purpose (non-speci�c)

assets. The supplier's assets that are speci�c for the various buyers he

produces for, can not be substituted for one another by de�nition, and

can therefore also not be added together to generate scale-economies.

Those specialized assets are subject to an experience e�ect, however.

This means that, over time, the supplier gets more e�cient in using

buyer-speci�c assets for each speci�c buyer he produces for.
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These two e�ciency-e�ects (scale and experience) are implemented as

follows. For each of the buyers that a supplier j produces for, he invests

in 1 asset, which is divided in a part that is speci�c for the buyer, and a

part that is not speci�c for this or any other one particular buyer. The

proportion of the asset that is speci�c for buyer i, ki
j, is di (equation 3.3);

the remainder is general purpose. The total of general purpose assets

required is

gj =
IX

i=1

(1� di)m
i
j; (3.4)

where

gj = general purpose assets required by supplier j,

I = the total number of buyers in the simulation (J is the

total number of suppliers), and
mi

j = 1 if supplier j produces for buyer i and 0 otherwise.

As described above, both speci�c and general purpose assets are sub-

ject to e�ciency-e�ects. The supplier's accumulation of general pur-

pose assets is subject to a scale-e�ect, and the supplier's continuous use

of buyer-speci�c assets is subject to an experience-e�ect. Positive ef-

�ciency means that a supplier needs less than the total of 1 asset to

produce the component for one buyer. Speci�cally, supplier j requires

only ki
j(1� eil;j) instead of ki

j speci�c assets, where e
i
l;j is supplier j's e�-

ciency due to experience (or learning-by-doing) in producing for buyer i,

and only (1�ki
j)(1�es;j) instead of (1�ki

j) general purpose assets, where

es;j is supplier j's e�ciency due to scale. Supplier j's costs of producing

the component required by buyer i are therefore

cij = ki
j(1� eil;j) + (1� ki

j)(1� es;j); (3.5)

where
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cij = supplier j's costs of producing a component for buyer i,

ki
j = speci�c assets required by supplier j to produce for

buyer i (equation 3.3),
eil;j = supplier j's e�ciency due to experience (the l stands

for learning) in using assets, speci�c for buyer i,
gj = general purpose assets required by supplier j

(equation 3.4),
es;j = supplier j's scale-e�ciency.

Both the scale- and the experience-e�ect are modeled using essentially

the same function.

y = max

"
0; 1�

1

fx + 1� f

#
; (3.6)

where

� for the scale e�ect, f takes the value of the parameter scaleFactor,

x = gj (see equation 3.4) and y = es;j,

� for the experience e�ect, f takes the value of the parameter called

learnFactor, x is the number of consecutive timesteps that sup-

plier j has supplied to buyer i, and y = eil;j.

To illustrate, this function is represented graphically in Figure 3.2 for

di�erent values of f . The graph shows that a supplier can be more scale-

e�cient than a buyer producing for himself only if the scale at which

the supplier produces is larger than the maximum scale at which a buyer

might produce for himself: the graph is positive only for more than 1

general purpose assets. Furhermore, a supplier's buyer-speci�c learning-

e�ciency is 0 in their �rst transaction, and only starts to increase if

the number of transactions is larger than 1, which implements TCE's

fundamental transformation, according to which (Williamson 1981b, p.

1548),

\[w]hat may have been (and commonly is) an e�ective large-

numbers-bidding situation at the outset is sometimes trans-

formed into a bilateral trading relation thereafter. This ob-

tains if, despite the fact that large numbers of quali�ed bid-

ders were prepared to enter competitive bids for the initial
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Figure 3.2: E�ciency due to scale and experience.

contract, the winning bidder realizes advantages over nonwin-

ners at contract renewal intervals because nontrivial invest-

ments in durable speci�c assets are put in place (or otherwise

accrue, say in a learning-by-doing fashion) during contract

execution."

In the current model, the emphasis is put on the second option mentioned

(between brackets). The �rst option was attempted in an earlier version

of the model, but implementing it required too many assumptions about

the depreciation of investments. Returning to this issue is one possibility

for future work.

Above, we have assumed that a buyer is not able to increase his own

e�ciency in producing components. First of all, although a buyer can

be his own supplier, he is not allowed to produce for and supply to other

buyers. He can therefore never generate economies of scale. Furthermore,

it is assumed that the experience e�ect that works for a supplier is related

to synergy between the buyer's and the supplier's contribution to their

transaction. This precludes the buyer from generating this e�ect when

he produces for himself.
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To sum up, the pro�t that can potentially be made in a transac-

tion between a buyer i and a supplier j is shared equally by the agents

involved:

pj
i + pi

j = (1 + di)� (di(1� eil;j) + (1� di)(1� es;j)): (3.7)

The �rst part speci�es returns (see equation 3.2) and the second part

speci�es costs (see equations 3.5 and 3.3).

3.2.3 Trust and Opportunism

In the model, opportunism means that an agent may break a `relation',

i.e. a sequence of timesteps in which that agent transacted with another

agent, without taking that other agent's situation into account. An agen-

t's trust in another agent is interpreted as that agent's subjective prob-

ability that the other agent will not behave opportunistically. Following

Gulati (1995), we will assume that trust increases with the duration of

a relation: as a relation lasts longer, one starts to take the partner's

behavior for granted, and to assume the same behavior (i.e. commit-

ment, rather than breaking the relation) for the future. In the model,

this increase over time is implemented using a variation of equation 3.6.

Additions are `memory' and a base-level of trust. An agent i's trust in

another agent j depends on what that trust was at the start of their

current relation and on the past duration of their current relation:

tji = tj
init;i + (1� tj

init;i)

 
1�

1

fx+ 1� f

!
; (3.8)

where

t
j
i = agent i's trust in agent j,

tj
init;i = agent i's initial trust in agent j,

x = the past duration of the current relation between

agents i and j, and
f = a parameter that takes the value of trustFactor.

Technically, a base-level of trust is desirable to keep trust from be-

coming 0: if � = 1, the exponent on trust (1��) is 0, but 00 is unde�ned.
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Theoretically, Hill (1990) also assumes that a certain proportion of the

population will never be opportunistic, so that proportion may be taken

as the agents' minimum probability-assessment that their partner will

not be opportunistic; another interpretation is that this reects a certain

elementary decency in the population.

If an agent j, involved in a relation with an agent i, breaks their

relation, then this is interpreted as opportunistic behavior and i's trust

in j decreases; in e�ect, i's trust drops by a percentage of the distance

between the current level and the base-line level of trust; it stays there

as i's new initial trust in j, tj
init;i until the next time i and j are matched,

at which point it may start to increase again.

3.3 Matching

The process required to assign buyers to suppliers or to themselves, re-

spectively, can be generated by executing a so-called `matching algo-

rithm'. A match is an assignment of an agent to another agent. A

matching algorithm produces a set of matches (a matching) on the basis

of agents' preference rankings over other agents. Each agent has to have

a strict ranking of all the agents he may be matched to on the basis of

his preference for being matched to each of those agents. Besides a pref-

erence ranking, each agent maintains a `minimum tolerance level' that

determines which other agents are `acceptable', namely those agents that

are somehow `better' than the agent's minimum tolerance level; agents

will not (want to) be matched to other agents they deem unacceptable.

Finally, each agent has a maximum number of matches he can be involved

in at any one time (a quota).

The algorithm used is Tesfatsion's (1997) deferred choice and refusal

(DCR) algorithm, which extends2 Gale and Shapley's (1962) deferred

acceptance algorithm.3 The DCR algorithm is used with some quali�-

2To be precise, the DCR algorithm allows both sides of the market to be coincident,
overlapping or disjoint, and it also allows arbitrarily speci�ed o�er and acceptance
quotas.

3These algorithms produce stable matchings, which are matchings that have no
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cations. First of all, and most importantly, unlike the DCR algorithm,

buyers are allowed to be matched to themselves, in which case they are

their own supplier. Each buyer includes itself as one of the alternatives in

its preference ranking, and suppliers not ranking higher than the buyer

are unacceptable. This e�ectively endogenizes the buyer's preferences

for di�erent organizational forms; a buyer prefers to remain single (and

`make') rather than `buy' from an unacceptable supplier. The argument

is that buyers on industrial markets don't necessarily need a supplier to

make a pro�t; they can choose to make rather than buy what they need.

On �nal goods markets, the agents on both sides of the market are quali-

tatively di�erent from one another: consumers are individual people but

�rms are groups of individuals; people can not do certain things that

organizations can do. On industrial markets, the agents on both sides of

the market are �rms, so that a buyer-�rm may perform the same func-

tions as a supplier-�rm|albeit less e�ciently because the buyer does not

specialize in performing those functions|and thereby economize on the

costs of coordinating the transaction with the supplier-�rm; determining

whether the buyer-�rm should or should not perform a function itself is

at the heart of transaction cost economic reasoning.

Secondly, only disjoint sets of buyers and suppliers are allowed, so

that there are no agents that can be buyer as well as supplier. So,

although buyers may be their own supplier, they can not supply to other

buyers. Finally, we allow di�erent agents to have di�erent quotas|i.e.

di�erent maximum numbers of matches allowed at any moment in time|

because di�erent buyers and suppliers are likely to want di�erent numbers

of partners.

blocking (pairs of) agents, i.e. (pairs of) agents who can (bi- or) unilaterally im-
prove upon their actual situation under the matching by|rather than to their actual
match|being matched to (each other or) themselves. The DCR algorithm was used
because it provides a way of assigning agents to each other, not because it produces
stable matchings; in the current application, stability is just a side-e�ect.
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3.3.1 The DCR Algorithm

The DCR algorithm works as follows. Buyers may have one or more

suppliers and suppliers may have one or more buyers; each buyer i has an

o�er quota, oi (� 1) and each supplier j has an acceptance quota, aj (� 1).

Before the matching, all buyers and suppliers establish a strict preference

ranking over all their alternatives. The algorithm then proceeds in a �nite

number of steps.

1. In the �rst step, each buyer sends up to a maximum of oi requests

to its most preferred, acceptable suppliers. Note that the algorithm

structurally favors the agents that send the requests; buyers seem

more plausible than suppliers in that respect. Because the buyers

typically have di�erent preference rankings, the various suppliers

will receive di�erent numbers of requests.

2. The suppliers �rst reject all requests received from unacceptable

buyers. Then, each supplier `provisionally accepts' up to a maxi-

mum of aj requests from his most preferred acceptable buyers and

rejects the rest (if any).

3. Each buyer that was rejected in any step �lls its quota oi in the next

step by sending requests to (oi minus the number of outstanding,

provisionally accepted, requests) next-most-preferred, acceptable

suppliers that he has not yet sent a request to.

4. Each supplier again rejects requests received from unacceptable

buyers and provisionally accepts the requests from up to a max-

imum of aj most preferred, acceptable buyers from among newly

received and previously provisionally accepted requests and rejects

the rest. As long as one or more buyers have been rejected, the

algorithms goes back to step 3.

The algorithm stops if no buyer sends a request that is rejected. All

provisionally accepted requests are then de�nitely accepted. An example-

application of this matching algorithm is presented below.
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3.3.2 An Example Application

For an example of the operation of the matching algorithm, consider

Table 3.1, which lists randomly generated preference rankings of 5 buyers

supplier

buyer 1 2 3 4 5

1 4,2 5,1 2,4 1,1 3,1

2 1,4 -,2 -,1 -,2 -,5

3 3,1 -,4 4,2 2,4 1,3

4 -,3 -,5 -,5 1,3 2,2

5 -,5 -,3 -,3 -,5 -,4

Table 3.1: Example preference-rankings in Gale and Shapley's (1962)

format. Buyer 1 ranks supplier 4 �rst, 3 second, 5 third, etc. Supplier 1

ranks buyer 3 �rst, 1 second, 4 third, etc.; a `-' means `unacceptable'.

over 5 suppliers and vice versa. In addition, the buyers were placed at

randomly generated positions on their own rankings (expressing their

tolerance level) and suppliers whose ranking was not higher than the

buyer's own ranking are not acceptable and therefore not listed.

If all agents are allowed only one partner (oi = aj = 1), the algorithm

produces the following steps. Note that these steps do not correspond to

timesteps in the simulation. In each timestep, the complete algorithm is

executed until it stops.

1. Buyers 1, 2, 3 and 4 send requests to their most preferred suppliers,

i.e. 4, 1, 5 and 4, respectively. The suppliers that receive only

one request accept those provisionally, while supplier 4 rejects the

request from buyer 4 and provisionally accepts the request from

buyer 1.
buyers 1 2 3 4 5

suppliers 4 1 5

2. Buyer 4 sends a request to its next most preferred supplier, 5, who

accepts buyer 4's request and rejects buyer 3's already provisionally
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accepted request, because supplier 5 prefers buyer 4 to buyer 3.
buyers 1 2 3 4 5

suppliers 4 1 5

3. Buyer 3 now sends a request to its next most preferred supplier,

4, which is rejected, because supplier 4 prefers its already accepted

buyer (1) to buyer 3.

buyers 1 2 3 4 5

suppliers 4 1 5

4. Buyer 3 now sends a request to the next supplier on its list, which is

supplier 1, who accepts that request and rejects buyer 2's request,

which he had previously accepted provisionally.
buyers 1 2 3 4 5

suppliers 4 1 5

5. Buyer 2 has no more acceptable suppliers so no buyer sends another

request, which stops the algorithm.
buyers 1 2 3 4 5

suppliers 4 1 5

Buyers 1, 3 and 4 are now matched to suppliers 4, 1 and 5, respectively,

while buyers 2 and 5 are matched to themselves. The algorithm is also

able to handle cases where ob and/or as are greater than 1. For example,

the reader may verify that buyers 1, 2, 3 and 4 will be matched to

suppliers (3 and 4), (1), (1 and 5) and (4 and 5), respectively, when

oi = aj = 2.

3.3.3 Matching Buyers and Suppliers

In our model of buyer-supplier interaction, the matching algorithm is

applied in each timestep of the simulation. At the start of each timestep,

each agent chooses a value for � and for � and calculates other agents'

scores. Scores are calculated on the basis of suppliers' scale-e�ciency in

the previous timestep; only after the matching does it become clear to

how many and which buyers each supplier is actually matched, and what

the real extent of his scale-e�ciency is. Expectations of the supplier's
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position on each buyer-speci�c learning curve, on the other hand, will

already be accurate before the matching|assuming, of course, that the

relation makes it through the matching.

The agents rank their alternatives on the basis of these scores: a

higher score means a higher preference for being matched to this alter-

native.4 For a supplier this means ranking all buyers and for a buyer

this means ranking all suppliers and himself. A buyer calculates his own

score using e�ciency = 0,5 trust = 1 and � = 1, and he is not loyal to

himself. Remember that trust in intention rather than in competence

is implied, so the buyer can and does completely trust himself. Trust

is therefore not relevant, so � = 1; eventually, the buyer is always only

interested in pro�t, which is also why a multiplicative speci�cation for

determining scores was used. The buyer uses this own score as his min-

imum tolerance level; the buyer is rather matched to himself than to

suppliers whose score is not higher than the buyer's own score. Those

suppliers are therefore unacceptable for the buyer. Each buyer's o�er

quota is set to 1 while each supplier can have more than 1 buyer.

This concludes the speci�cation of all parameters that have to be

set before the matching algorithm can proceed, which it does in every

timestep of the simulation. Because the agents' preferences may change

from each timestep to the next, the outcome may be di�erent in each

timestep than in the previous or the next. In particular, preferences

may change because the agents' trust in each other changes, as described

in Section 3.2.3, or because the agents change the value they use for

� and/or � . The way they adapt these values is discussed in the next

section.

4Draws from randomdistributions are used to settle the ranking of alternatives
with equal scores.

5A buyer is not allowed to produce for and supply to other buyers (his competi-
tors), so he can not generate scale-economies. Learning-by-doing is also not possible
for the buyer, because savings resulting from this are assumed to be related to the
advantage due to the cognitive distance between the buyer and his supplier (cf. Noote-
boom's (1992) external economies of cognitive scope, and the simulations by P�eli and
Nooteboom (1997)).
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3.4 Adaptation

As explained in Section 2.2.1, an agent in a Complex Adaptive System

(CAS) is adaptive if \the actions of the agent in its environment can be

assigned a value (performance, utility, payo�, �tness, or the like); and the

agent behaves in such a way as to improve this value over time" (Holland

and Miller 1991, p. 365). The adaptive character of the arti�cial agents

in the model refers to the possibility for the agents to change the value

they use for � and � from each timestep to the next, which may lead

to changes in the scores they assign to di�erent agents and to di�erent

preference rankings. The agents use reinforcement learning to adaptively

search the space of possible combinations of values for � and � .

3.4.1 Choosing � and �

Each agent can use several possible values for � 2 [0; 1] and for � 2

[0; 0:5]. To each of these values, each agent assigns a `strength',6 which

expresses the agent's con�dence in the success of using that particular

value; the various strenghts always add up to constants C� and C� , re-

spectively. The idea is that the strength of values that lead to high

performance increases, which leads to a higher likelihood that those val-

ues are going to be used again, and vice versa. This is Thorndike's law

of e�ect; the mechanism is also called reinforcement learning.

At the start of each timestep, each agent chooses values to be used

for � and � in calculating scores. The choice between the di�erent pos-

sible values is probabilistic with selection probabilities equal to relative

strenghts, i.e. strengths divided by the total of strenghts, C� and C� ,

respectively. Imagine a wheel of fortune with as many slots as there are

values, with the size of each slot proportional to the values' strenghts:

the value with the highest strength has the largest slot, the value with

the second highest strength has the second largest slot, etc. At the start

6See (Arthur 1991, Arthur 1993, Kirman and Vriend 2001, Lane 1993) for discus-
sions and applications of these so-called `classi�er systems' to models in economics;
good general introductions are (Booker et al. 1989), (Goldberg 1989) and (Holland et

al. 1986).
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of each timestep, each agent spins his roulette wheels (one for � and one

for �) and uses the values for � and � the wheels stop at.

3.4.2 Updating

The strengths of the values that were chosen for � and � at the start of

a particular timestepe are updated at the end of that timestep, on the

basis of the agent's performance during that timestep, which is assumed

to be related to the values used for � and � . Updating means that the

agent adds the pro�t obtained during the timestep to the strength of the

values. After this, the strengths are renormalized to sum to C� and C�

again (see (Arthur 1993) for a discussion of this learning mechanism).

This is done by multiplying each of them with the ratio C=(C + pro�t),

where C = C�; C� .
7 At this point, as an output of the simulation, each

agent i's weighted average value for �i (the `pro�t-elasticity' of the scores

that i assigns) and for �i (i's loyalty) is calculated:

w:a: �i =
X

�i=0;:::;1

�i � strength(�i); (3.9)

and similarly for w.a. �i. This indicates where i's emphasis lies: because

the value with the highest strength pulls the weighted average in its

direction, the emphasis lies on low values for � if the weighted average �i

is low and vice versa, and similarly for � . Each agent explores the �tness-

landscape on his own two-dimensional problem space, with � and � as

dimensions. The weighted averages indicate where the agent is located

in his problem space. It is important to realize that agents are always

located at one of the 25 points on the 2-dimensional grid, but that this is

hard to visualize, which is why weighted averages are used as indications.

What makes it a di�cult problem is not the fact that the problem space

7In the simulation, the C's are not actually constant, because the pro�t obtained
is simply added to the previous strength. The roulette wheel increases in size, but
slot sizes remain proportional to relative strengths, so the e�ect is the same as with
renormalization. This was done because with longer runs of the simulation, some
relative strenghts tended to become so small, that they caused a runtime error in the
program.
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is large, but the fact that the �tness-landscape is not static, because it

is coupled to other agents' choices.

3.5 Summary

This section will summarize the main points of the simulation as a refer-

ence guide, by means of the owchart in Figure 3.3. This �gure shows how

the main loop is executed in each of a sequence of discrete `timesteps'.

This sequence is called a `run', which itself may be repeated a number of

times, to average out the inuence of draws from random distributions

on the results. The number of timesteps in a run and the number of runs

in an experiment are parameters set by the user of the program.

In the step `Initialize simulation', certain parameters are set for the

simulation as a whole. The number of buyers and suppliers has to be

speci�ed, as well as the number of runs and the number of timesteps in

each run. The program's random number generator is seeded and �nally,

the agents are instantiated (created) and given a number for identi�-

cation. At the start of each run, each of the agents is initialized. For

example, the agents' pro�ts (from the previous run) are re-set to zero

and the agents' trust in other agents is re-set to an initial value, which

is a parameter in the simulation. After this agent-initialization, the ac-

tual simulation starts, consisting of a sequence of timesteps as described

above.

In each timestep, before the matching takes place, each agent chooses

values for � and � to calculate scores with (see Section 3.4.1), calculates

scores (see Section 3.2), and ranks alternative partners on the basis of

these scores. Then, the agents are matched by the matching algorithm

(see Section 3.3) and for each pair of agents, their situation after the

matching is compared to what it was before the matching. Any one of

three events may have occurred:8

Start: two agents start a relation if they are matched to each other by

8If two agents are matched to each other neither before nor after the matching,
then there is, of course, no event in a relation's life-cycle that this corresponds to.
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the matching in a certain timestep, while they were not matched

before the matching.

Continue: two agents continue a relation if they are matched to each

other by the matching in a certain timestep, while they were also

matched to each other before the matching. If a relation continues,

the agents' trust in each other increases, as does eil;j, supplier j's

e�ciency due to his experience in using assets which are speci�c to

buyer i (see Section 3.2.2).

Break: a relation breaks if, while two agents were matched to each other

before the matching in a certain timestep, either the buyer did not

send a request to the supplier or he did, but the supplier rejects

the request. If a relation breaks, the trust of the agent who did

not break the relation in the agent who did, decreases, and the

supplier's e�ciency due to his experience with the buyer drops to

0.

After the matching, suppliers that are matched to a buyer produce

for and deliver to that buyer, while suppliers that are not matched do

nothing; buyers that are not matched produce for themselves. Then,

the buyers sell their products on the �nal-goods market|whether pro-

duced by their supplier or by themselves. They share the pro�t they

make with their supplier, if they have one. Finally, all agents use that

pro�t to update the strenghts of the values they used for � and � (see

Section 3.4.2).
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Figure 3.3: Flowchart of the simulation.
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